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CHAPTER 1 

INTRODUCTION 

1.1 Review of Genetic Concepts 

Heritable characteristics in human beings are determined by genes. The genetic 

information is stored in coded form within molecules of deoxyribonucleic acid (DNA). 

A DNA molecule consists of coding sequences and non-coding sequences [4]. The 

sections of the DNA molecule responsible for coding protein structures are called 

genes. Genes consist of both coding sequences called exons and non-coding sequences 

called introns. In human beings, this linear string of DNA, containing both coding and 

non-coding sequences, is divided into segments called chromosomes. Genes can be 

pictured as a vast collection of beads on pieces of string, the chromosomes. 

Chromosomes also appear in pairs, the two members of a pair being called the two 

homologs of the chromosome. Human beings have twenty-two autosomal pairs and 

two unpaired sex chromosomes for a total of forty-six chromosomes. Paired genes 

occupy the same positions, the gene loci, on homologous chromosomes. Many genes 

are polymorphic, that is, they may have different forms, or alleles. The relative 

proportions of alleles in the population are called gene frequencies. For instance, at the 

ABO blood group locus on chromosome 9, three major alleles, A, B and O can be 

distinguished with approximate gene frequencies of pi = 0.28, p2 = 0.06 and p3 = 0.66 

respectively. Each pair of alleles constitutes a genotype. With n alleles, n(n+l )/2 



genotypes can be formed (disregarding allele order). For example, at the ABO blood 

group locus (n=3), the six genotypes are A/A, A/B, A/0, B/B, B/0 and 0/0. The two 

members of an allele pair are either the same (A/A, B/B, 0/0) or different (A/B, A/0, 

B/0). Individuals with a genotype of the former kind are called homozygotes and those 

with a genotype of the latter kind are heterozygotes. The population frequencies of the 

different genotypes are determined by the gene frequencies, for example, P (A/A) = 

pi , P (A/B) = P (B/A) = 2pip2 and so on. The expression of a particular genotype is 

called aphenotype. At the ABO locus, the six genotypes determine four phenotypes 

(blood groups). A, B, AB and O. The relation between genotypes and phenotypes at a 

locus is represented in the form of a table, such as Table 1.1 for the ABO locus. As 

seen firom this table, the two genotypes A/A and A/0 have the same phenotypic effect, 

or as described in genetics, A is dominant to O (A > O) and O is recessive with respect 

to A. Also, B is dominant to O. However, A and B are codominant, since A and B are 

both expressed in the genotype combination A/B. 



Table 1.1. Relation between genotypes and phenotypes at the ABO locus 

GENOTYPE 

A/A 

A/B 

A/0 

B/B 

B/0 

0 /0 

PHENOTYPE 

A 

1 

0 

1 

0 

0 

0 

B 

0 

0 

0 

1 

1 

0 

AB 

0 

1 

0 

0 

0 

0 

0 

0 

0 

0 

0 

0 

1 

1.2 Genetic Linkage 

One of the primary interests of geneticists is to find out the significance of a 

protein structure in the DNA of an organism. In principle, the in vivo function of a 

protein can be deduced by seeing what effect removal of that protein has on the cell or, 

in the case of a multicellular organism, on the whole organism [4, 10]. In practice, 

removing a protein is done indirectly by identifying organisms in which the nucleotide 

sequence of the gene encoding the protein is altered or deleted. Such changes in the 

DNA sequence are called mutations. These mutations can lead to loss of the encoded 

protein or to a change in its structure. Many common human diseases, often 

devastating in their effects, are due to mutations in single genes. Genetic diseases arise 

by spontaneous mutation in germ cells (egg or sperm), which are transmitted to fiiture 



generations. The affected organisms, called mutants, are identified by virtue of 

differences in their appearance, physiology, behavior or growth properties compared 

with normal, wild-type (non-mutant) organisms. By comparing specific DNA 

sequences from mutant and normal organisms, researchers can correlate the abnormal 

features of the mutant organism with differences in the expression or the structure of 

specific proteins. 

Human genetic diseases exhibit several inheritance patterns depending on the 

nature of the mutations that cause them. Genetic mapping of a mutation-defined gene 

determines the precise position of the gene along the length of a particular chromosome 

relative to other genes [4]. Mapping is an important step towards cloning of a gene; 

once a gene has been cloned, identification of its encoded protein is relatively easy. 

The localization of a mutation to a particular chromosome is the first step in genetic 

mapping of a mutation. Once one mutation has been mapped to a chromosome, it can 

be used as a marker to identify other mutations located on that chromosome. The 

position of a particular gene relative to other genes on a chromosome can be assessed 

in many organisms by recombination mapping. Every human being produces germ 

cells (sperm or egg), containing a copy of each chromosome. When a germ cell is 

formed, the two homologous copies of each chromosome pair up, each member of 

which goes into one or the other daughter cell. In this distribution of homologous 

chromosomes, the selection of either the paternally or maternally derived chromosome 

of each pair in a specific daughter cell is random. In the process of this "pairing up," 

the homologous chromosomes lie side by side and may undergo a process called 



crossing over, which results in recombination. Suppose loci A and B are conjectured to 

be on the same chromosome. Individual i is a recombinant with respect to parent p, if z 

inherits the A allele from one chromatid (a constituent of chromosome) of/? and the B 

allele from the other chromatid of p. The probability that a child is recombinant 

between loci A and B is known as the recombination fraction 0. Multiple 

recombination events can occur on the same chromosome (refer to Fig. 1.1). It depicts a 

crossover whose point of exchange occurs between two loci with the respective alleles 

A, a and B, b; for simplicity, each homolog is represented as a single strand. This 

process cross unites maternal and paternal alleles that an individual received separately 

on two different homologs, one from each parent, and thus results in a recombination. 

After crossover, a newly formed chromosome contains maternal alleles to the left of 

the point of exchange and paternal alleles to the right, or vice versa. It is also 

intuitively clear from Fig. 1.1 that a second point of exchange between two loci will 

restore the original relationship of the alleles. In general, an odd number of points of 

exchange result in a recombination, while an even number does not. Odd number of 

crossovers as are as likely as even number of crossovers, therefore 0 varies between 0 

and 0.5. 
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< i : 

B 

Fig 1.1. Schematic representation of a crossover between two homologous 
chromosomes 

Thus the recombination fraction ranges from 0 = 0 for loci right next to each other 

to 0 = 0.5 for loci far apart (or on different chromosomes). Genetic distance x between 

two loci is defined as the expected number of crossovers between the two loci. Thus 

the recombination fraction can be considered to be a measure of the genetic distance. 

Thus when 0 = 0.5 between two loci A and B, the two loci are far apart and genetic 



distance x is not defined. If 0 < 0.5, then x is defined for the two loci and x may be 

larger than one. Note that x is measured in units called centiMorgans. One Morgan 

means one expected crossover. Thus, two loci are genetically linked if 0 < 0.5. This 

phenomenon is known as genetic linkage. 

Mathematical statistics focuses on two major problems: (1) the estimation of 

unknown quantities and (2) tests of hypotheses. In linkage analysis, the predominant 

estimation problem is that of determining plausible values for the recombination 

fraction 0 and one of the most important hypotheses to be tested is that of free 

recombination (0 = 0.5) as opposed to that of linkage (0 < 0.5) [10]. In genetics, 

likelihood is defined as the probability with which given observations (phenotypes 

occur), and this probability is given for any specific model chosen. Consider the 

genetic model at a gene locus with two alleles A and a, where A is dominant over a. 

The three genotypes A/A, A/a and a/a then give rise to two kinds of phenotypes, A+ for 

A/A and A/a, and A- for a/a. If two parents each have genotype A/a, then a child of this 

A/a X A/a mating will have phenotype A+ with a probability of % and phenotype A-

with a probability of VA. Once the first child is bom, the same probabilities hold for a 

second child. Therefore, if these parents have three children, the first two with A+ 

phenotypes and the third with A- phenotype, then the total probability for the 

occurrence of these phenotypes - the likelihood - is given by % x % x % = 9/64. A 

rudimentary test of linkage between two loci could be set up by comparing, in a chi-

square test, an observed number k of recombinations and n-k of nonrecombinations 

with their expected number of n/2 each under no linkage. The main problem with this, 



however, is that in most human pedigree data, it is not possible to count recombinants 

and nonrecombinants. For this reason, researchers usually use likelihood-based 

methods in linkage analysis. In linkage analysis, the likelihood ratio is formed as L 

(0)/L (0 = 0.5), with the denominator corresponding to the likelihood of our data under 

the assumption of no linkage. This test is commonly implemented in terms of the base 

10 logarithms of this ratio, or lod score. The formula for the lod score is 

Z(0) = logio(L(0)/L (0 = 0.5)). 

These log likelihoods are then calculated via one of the many available linkage analysis 

programs. The most common application of linkage analysis is to try and find the 

location, in the genome, of a gene responsible for a certain inherited disease. Two basic 

aspects of linkage analysis can be performed using lod scores. The first is a test of 

linkage. In other words, do our data provide us with sufficient information to say that 

we have found linkage between our two genes? Because we usually have a marker 

locus with known genetic location and a disease for which we want to find the genetic 

cause, we can rephrase this test as "is there evidence for linkage between our disease 

gene and our marker locus?". We have already defined a test statistic, the lod score 

(typically denoted as Z (0)). A critical value of three for lod score is accepted as 

significant evidence for linkage. The lod score test is usually performed by maximizing 

the lod score over all values of 0 on the interval [0, 0.5]. If the maximum of this lod 

score curve exceeds three, the test of linkage is significant, and the location of our 

disease has likely been found. 



1.3 LINKAGE Software 

The LINKAGE package contains four related programs: LODSCORE, ILINK, 

LINKMAP and MLINK for probability computations. The LODSCORE program 

searches for a maximum likelihood estimate 0' of the recombination probability. The 

likelihood is computed with respect to the input pedigree file. Given a set of loci, 

LODSCORE estimates 0 for each pair of loci but it does not analyze more than two 

loci simultaneously. The notion of recombination can be generalized to more than two 

loci. Suppose Li, Lj, .. .Lk are multiple loci occurring in that order then we can define a 

vector 01, 02, .. .0k-i where 0i is the recombination fraction between loci Lj and Li+i. The 

program ILINK searches for a maximum likelihood estimate of the multi locus 0 

vector. Both LODSCORE and ILINK start from a single estimate of the recombination 

fraction and use an iterative procedure to find the maximum likelihood estimates. In 

contrast, LINKMAP takes multiple values of the 0 vector and computes the likelihood 

for each one. Algorithmic level improvements, which are strictly sequential in nature, 

have been made to the LINKAGE software. This improved package is called 

FASTLINK. FASTLINK did not perform some of the redundant computations 

performed earlier in LINKAGE. All the programs are implemented in the ' C language 

on a Unix-flavor platform. 



1.4 Nature of Linkage Computations 

Genetic linkage calculations can be frustrating and tedious even on a fast 

computer. As the ability to collect large family pedigrees with more informative genes 

has improved, the magnitude of linkage computations that geneticists want to perform 

has increased. It is quite possible that a particular linkage computation may take days 

or weeks, thus making research very difficult. Sequential genetic algorithms have many 

successful applications in very different domains, but they have a main drawback in 

their utilization. Evaluations are very time-consuming, e.g., a pedigree consisting a 

family of fifty-five members takes hours to execute on a DEC Alpha processor. 

Furthermore, the time complexity is exponentially related to the number of markers 

used for analysis. Even fast machines take hours to perform these computations for the 

case of 4 markers. An obvious solution is a parallel implementation of the Linkmap 

program. Either modifying the algorithm or exploiting the code can help us achieving 

parallelism. 

The DNA Bank in the Neurology Department at the Texas Tech University 

Health Sciences Center is involved in doing a genetic screen (the procedures used to 

identify and isolate mutants are known as genetic screens) to identify markers linked 

with Alzheimer's disease. Once the markers linked with the disease are found the area 

of the chromosome with the linked markers can be looked at, for genes that may be 

mutated and may be the cause of the disease. One of the important parts of this study is 

to be able to determine the distance between the markers and their order. It is important 

to know whether the order of markers is A, B, C, D or A, B, D, C especially if the 

10 



disease is linked with marker D. This information is used to analyze the gene mappings 

in that area. The magnitude of the problem can be visualized as follows. In the four-

marker case discussed above, the distance between all four markers can be 40 

centimorgans, whereas the distance between D and its neighbor may be 10 

centimorgans. To find a mutated gene in 40 centimorgans is more difficult than to find 

it in 10 centimorgans (which contain about 10,000,000 base pairs or gene pairs). If the 

genes in this area (between D and its neighbor) were to be analyzed (sequenced); one 

sequencing run could read accurately about 500 base pairs. That would mean 20,000 

sequencing runs (20,000 days) which is better than analyzing genes in 40 centimorgans 

(about 80,000 days). This study involves extensive use of the FASTLINK package 

(program LINKMAP in particular) for finding the gene mappings. During the course of 

this research, Dr.Poduslo at TTUHSC encountered speed and memory problems that 

hindered the progress of her research work. 

1.4.1 Previous Work 

The problems of speed and memory encountered while using the Linkmap 

program could be solved by achieving parallelism in the program and then 

implementing it on multiple processors. The implementation described in [1, 3] 

attempts to solve this problem. It was decided to explore parallelism in FASTLINK so 

that a parallel model could be designed and implemented on a heterogeneous platform. 

The work reported in [1, 3] focuses on formulating a parallel model of the Linkmap 

program using code level parallelization. The model concentrates on distributing 

11 



different likelihood computations for various recombination fractions on different 

nodes of a cluster. The parallel model was implemented on a cluster of DEC Alphas 

using Message Passing Interface (MPI) for interprocess communication. 

1.4.2 Origin 2000 (02K) 

The Linkmap program was successfully implemented on a cluster of DEC Alphas 

at the TTUHSC. The implementation resulted in a considerable improvement over the 

sequential version on the DEC Alphas. A speedup of about two was achieved for 

linkage computations for a pedigree file consisting of a single family. But this 

implementation had its own limitations. First of all, the availability of a small number 

of processors only resulted in modest speedups and the time required was still too large 

for research work at TTUHSC to progress smoothly. Secondly, the DEC Alphas 

themselves did not have a sufficiently large main memory which would solve the 

problems of swap memory. A multiprocessor application involves the exchange of data 

between processes running on various processors of the cluster. In case of a cluster, the 

nodes are intercormected by a network; thus data has to pass from one process to 

another through the network. The network may have heavy traffic sometimes that may 

result in long delays in interprocess communication. This reduces the scalability of an 

application because adding more processors would only mean more communication 

over the network and this may result in a bottleneck over the network. The application 

becomes network bound along with being CPU bound and higher speedups are not 

achievable. Some other problems with the model are discussed later in this thesis 

12 



report. At around the same time when this problem was encountered, the High 

Performance Computing Center (HPCC) of TTU installed a SGI Origin 2000(O2K) 

supercomputer. This machine at the Reese Center in Lubbock consists of 56 

processors. This thesis discusses the implementation of the Linkmap program on the 

02K. A larger number of processors were obviously a much favorable platform for the 

implementation of this program. It had a very large main memory, which would solve 

the problems of swap memory also. The machine had a wide range of programming 

tools, which made the task of implementing multiprocessing programs easier, which 

are otherwise very difficult to debug. It has a very user-friendly interactive debugger, 

which was used extensively in the development process. Furthermore, all the 

processors were connected by hardware interconnects internally and therefore there 

was no need of a network to facilitate data exchange between processors. This would 

result in an efficient implementation and would remove the latencies due to network 

delays. 

1.5 Document Organization 

The implementation reported in [1, 3] is described in Chapter 2. Chapter 3 

discusses MPI and architectural details of the 02K. The high performance 

implementation adopted for this thesis is described in Chapter 4. Chapter 5 presents the 

various results and their analysis obtained on the 02K. Conclusion and fiiture work are 

discussed in Chapter 6. An Appendix is provided for the explanation of pedigree files. 

13 



CHAPTER 2 

HETEROGENEOUS MODEL 

This chapter discusses the methodology adopted for the implementation of the 

Linkmap program on the heterogeneous platform, i.e., a cluster of machines as 

described in [1, 3]. 

2.1 Profiling and Data Dependency Analysis 

Profiling means the analysis of source code to identify compute-intensive sections 

of the code. It helps in locating potential performance/time bottlenecks. The profiler 

also provides information regarding the number of times a particular function is called 

in the code. Profiling tools were used by the earlier model as well as for 

implementation on the 02K. This chapter discusses the profiling tools used by the 

earlier model. SUN Workshop's Looptool and gprofwas used for profiling. It had the 

ability to time all loops, serial or parallel. A table of loop timings was produced to 

identify the time intensive loops, gprof shows the functions sorted according to the 

time they take for execution, including the time of the descendent functions called 

within them. It also gives a total count of the number of times a function is executed. 

Another important factor in the analysis of a program and its potential parallelization is 

data dependency. 

Consider a do-loop: 

LI: do il =pl , ql 

H(il) 

14 



end do 

where H (il) is the body of the loop. A data dependency (an iteration H (j) depends on 

an iteration H (i)) is present if the following conditions are present [3]: 

1. H (i) is executed before H (j) in the loop, that is i < j . 

2. There is a memory location that is referenced (read or written) by both iterations 

and at least one of the two references is a 'write'. 

3. The particular memory location is not written by any iteration H (k) that comes 

between H (i) and H (j) (that is i<j<k). 

A loop carmot be partitioned (that is different iterations are divided to execute on 

separate processors) unless a data dependency is eliminated. 

2.2 Implementation Details 

As mentioned before, profiling was the first step performed to find out those 

sections of the code, which consume maximum time. Sun Workshop's Looptool was 

used for this purpose because of a good GUI and easy availability on the Computer 

Science Department network. Two loops were identified to be time intensive and they 

were represented as follows: 

ipedloopO { 
Loopl: do { 

iterpedsO; 

} while(condition); 
} 

iterpedsO { 
Loop2: for(...) { 

likelihoodO; 

} 

15 



} 

Thus effectively there was a nest of two loops: 

for all 0 vectors 
for all pedigress 

perform likelihood calculation 

where the outermost loop calls the function iterpeds(), which in turn is responsible for 

the actual likelihood computations. The outer loop corresponds to the various values of 

thetas. If 0 varies from 0 to 0.5 in steps of 0.1 we will have 6 iterations. But if 0 varies 

in steps of 0.05 we will have 12 iterations. This way we can vary the number of 

iterations and have better results. The inner loop corresponds to the various families 

within a pedigree. So if we have 6 iterations for the 0 values and 4 families, we will 

have 24 likelihood computations. Distributing inner iterations would incur more 

synchronization overhead than the gain achieved. Thus, to achieve better granularity, 

that is a high ratio of computation over communication, it was decided to parallelize 

the outer loop. This outer loop was a do-while loop, which computes the 0 vector and 

then computes maximum likelihood of this vector for all pedigrees. These estimation 

calculations are performed by the function likelihood (). The loop also calculates the 

loop-breaking condition dynamically, i.e., in each pass of the loop, after the likelihood 

calculation is done, it checks whether the breaking condition has been reached. In a 

nutshell it is of the form, 

do { 
calculate 0 vector; 
update probabilities for this vector (likelihood ( ) ) ; 
update condition for stopping; 

} while (condition is valid); 

16 



For allocation of iterations of the loop, it is necessary to predetermine the total number 

of iterations the loop goes through, given a certain set of input files (.ped and .dat files) 

[Appendix]. Also, it is necessary to know beforehand the 0 vectors for which the 

likelihood is to be calculated. This is required so that different 0 vectors are allocated 

to different processors to perform likelihood computations. It was noticed that 99% of 

the time taken by each iteration was in likelihood calculations, represented by the 

function likelihood (). Thus, if the function call is removed and a global variable is 

incremented with each pass of the loop, we could have the total number of iterations 

the loop was going to perform in very little time (because the likelihood function call is 

temporarily removed). Also, since the loop performs 0 calculations while simulating, it 

would be worthwhile to store these 0 vectors. To achieve this a global double 

dimensional array par Array [][] was declared. The first index of the array represents the 

number of the current iteration and the second the 0 vector, for that iteration. The 

simulation proceeds like the original loop except that it keeps on storing 0 vectors and 

does not perform likelihood calculations. It can be represented as: 

SimulatorO { 
itemum = 0; 
do { 

calculate 0 vector; 
store 0 vector in a par Array [itemum] []; 
itemum++; 
/* likelihood call commented out */ 
update condition for stopping; 
} while(condition); 

/* store the total number of iterations */ 
numofiter = itemum; 
} 

17 



At the end of the simulation we have the number of iterations required for the loop and 

the corresponding 0 vectors. Thus, the original do-while loop was converted into a for 

loop as follows: 

for(theta_cnt = 0; thetacnt < numofiter; theta_cnt++) { 
/* load the 0 vector calculated by the simulator() for this iteration 

into gtheta[] */ 
for(k=0; k < mlocus - 1; k++) 
gtheta[k] = parArray[theta_cnt][k]; 

likelihood(gheta); 
} 

where mlocus is the number of loci used for the analysis. The data dependencies were 

also removed in order to make the various iterations of the for loop concurrent. Thus, 

the Linkmap program can be expressed as the following pseudocode: 

main () { 
preloop_code; /* task Tl */ 
for loop with 'n' iterations; /* n independent tasks */ 

{ End ) 

Fig.2.1. Task Graph Representation of the LINKMAP program 

18 



Fig. 2.1 shows the task graph representation of the Linkmap program. The nodes in the 

task graph represent the various tasks in the parallel model of the Linkmap program [3, 

9]. TM represents the master thread that co-ordinates the activities of work allocation 

and collection of results from the worker threads. Program execution begins with the 

task TM until it hits the 'for " loop where the master thread creates the worker processes 

using MPI library calls [15] and allocates work to them. If the number of worker 

processes created is equal to the number of iterations of XhQ for loop, then all the work 

would be allocated. If the number of worker processes is less than the number of for 

loop iterations, all the workers are allocated the work. The worker running on the least 

loaded node would complete the computation first and report back to the master thread 

and ask for more work. This will go on until all the results are computed when the 

master thread will abort all the worker threads. This is a dynamic master-worker model 

because it takes into account the load on all nodes. The worker running on the least 

loaded node would end up getting most of the work. This implementation of a dynamic 

master-worker model is very efficient in terms of load balancing. However, this model 

was implemented using a cluster of DEC Alphas which did not result in high speedups. 

The highest speedup achieved was about 2 and this still required a lot of time when 

running highly computation-intensive input files [Appendix]. Chapter 4 gives a 

detailed analysis of the problems with this implementation and the techniques adopted 

to solve them. 
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CHAPTER 3 

MESSAGE PASSING INTERFACE (MPI) AND ORIGIN 2000 

MPI is the most widely used of the new standards to write parallel programs. It 

was developed by an Open International Forum that consists of representatives from 

academia and government laboratories. MPI is a library of functions that can be called 

from a ' C or FORTRAN program. The foundation of this library is a small group of 

functions that can be used to achieve parallelism by message passing. A message 

passing function is simply a function that explicitly transmits data from one process to 

another. It is a powerful and very general method of achieving parallelism and a classic 

way to program distributed memory systems. Its main drawback is that it is very 

difficult to design and develop programs using message passing. Indeed, it has been 

called the assembly language of parallel computing because it forces the programmer 

to deal with a lot of details. The following sections provide details about the popular 

MPI functions used in the implementation of the Linkmap program. 

3.1 MPI Library Calls 

3.1.1 MPIJnit 

Before any other MPI functions can be called, the function MPIJnit must be 

called, and it should be called only once. The prototype is as follows: 

MPI_Init(&argc,&argv); 
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Its parameters are pointers to the main ftinction's parameters - argc and argv. It allows 

systems to do any special setup so that the MPI library can be used. 

3.1.2 MPI_Finalize 

After a program has finished using the MPI library, it must call MPI_Finalize. 

This cleans up any "unfinished business" left by MPI, e.g. it frees memory allocated by 

MPI. So a typical MPI program has the following layout: 

main(int argc,char *argv[]) { 

/* No MPI functions called before this */ 

MPI_Init(&argc,&argv); 

MPIFinalizeQ; 

/* No MPI functions called after this */ 

} /* main */ 

3.1.3 MPI_Comm_rank 

In the general form of a Multiple Instruction Stream Multiple Data Stream 

(MIMD) program, each process runs a different program. However, in practice, this 

generality is usually not needed, and the appearance of each process running a different 

program is obtained by putting branching statements within a single program. For, e.g., 

if ( my_rank !=0) { 
} 

else { 
} 

where my_rank is the number allocated to a particular process. Since the flow of 

control depends on the rank of a process, MPI provides the fiinction MPI_Comm_rank, 

which returns the rank of a process in its second parameter. It is called as: 

MPI_Comm_rank(MPl_COMM_WORLD,&my_rank); 
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The flrst parameter is a communicator. Essentially a communicator is a group of 

processes that can send messages to each other. The most popularly used 

communicator is the MPI_COMM_WORLD. It is predefined in MPI and consists of all 

the processes running when program execution begins. 

3.1.4 MPI_Comm_size 

It is necessary to know the total number of processes present in the communicator 

MPI_COMM_WORLD. This is returned by the call MPI_Comm_size. It returns the 

number of processes present in the first parameter, which is usually 

MPICOMMWORLD in its second argument, which is 'p' in this case. 

MPI_Comm_size(MPI_COMM_WORLD,&p) 

3.1.5 Message: Data + Envelope 

The actual message passing in the Linkmap program is carried out by the MPI 

functions MPI_Send and MPI_Recv. The first command sends a message to a 

designated process. The second receives a message from a process. These are the most 

basic message passing commands in MPI. Before we discuss the details of their 

parameter lists, lets look at some of the problems involved with message passing. 

Suppose process A wants to send a message to process B, and there is some type of 

physical connection between A and B, e.g. a wire. Consider an analogous situation: 

Amy wants to send a message to Bob. In this case the physical connection is the route 

the postal service uses when it collects and delivers the letter. Amy proceeds by 
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composing the letter, putting it in an envelope, addressing and stamping the envelope, 

and dropping the letter in a mailbox. The postal service collects the mail in the mailbox 

and delivers the letter to Bob's house. Bob checks his mail, finds the letter, opens it, 

and reads Amy's message. The analogy with Amy's composing the message is clear: A 

must compose the message; i.e., put it in a buffer. A must drop the message in the 

mailbox by calling MPI_Send. In order for the postal service, or message passing 

system, to know where to deliver the message, it must be addressed. This is done by 

enclosing the message in an envelope and adding an address. Physically, this 

corresponds to adding some information to the actual data that A wishes to send. But 

just the address is not enough. Since the physical message is just a sequence of 

electrical signals, the system needs to be able to determine where the message ends. 

One solution is also to add the size of the message. Another solution is to mark the end 

of the message with a special symbol. In either case, the number of elements in the 

message and their type can be used to identify the end of the message. Thus, typical 

message passing systems enclose messages in envelopes. Among other things, the 

envelope contains the destination of the message and information identifying the size 

or end of the message. Certainly this information, destination and size of message, 

should be enough for B to receive the message, and in order to receive the message, it 

calls MPI_Recv. However, lets see if there can be some trouble for Bob and our 

processes. Bob receives three types of correspondence at his office: junk mail, personal 

mail fi-om acquaintances, and personal mail from strangers, and he wants his secretary 

to sort his mail into these three categories. Bob is planning to reply to mail from the 
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acquaintances, read the personal mail from strangers, and toss the junk mail. An 

analogy for the processes might be that A sends messages to B that ask for data, while 

C sends messages to B that contains information B needs in order to do calculations, 

and D sends data that should be printed. Bob's secretary will sort his mail by looking at 

the return addresses on the envelopes. The obvious analogy for message passing 

computing is to add the address of the source process to the envelope so that B can take 

appropriate action. Now, let us analyze one more problem that can occur with message 

passing between processes. A case to consider would be when Bob receives personal 

mail and junk mail from the same source. An analogy for processes might be that B 

receives floats from several processes. Some of these floats should be printed, while 

others should be stored in an array, and a single process can send both floats to be 

printed and floats to be stored. How is B to distinguish between the two types? Neither 

the source nor the size of the message is sufficient. Two possible solutions come to 

mind: (1) each process sends two messages. The first specifies whether the float is to 

be printed or stored, and the second contains the actual float or (2) each process can 

send a single message, a string, that contains both the float and whether the float is to 

be printed or stored. 

There are problems associated with both these methods. The biggest problem with 

the flrst is that it is very expensive to send messages between processes - the rule of 

thumb is to send as few as possible [13]. Another problem with the first is that if B is 

receiving lots of messages, the first message of a pair may get separated from the 

second by other messages, and it may be difficult, or impossible, to decide which 
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messages should be paired. If we use the second method, the sending process must 

encode the data into a string before sending, and the receiving process must decode the 

data from the string after receiving it. This is time consuming. The solution to this 

problem that has become standard on message passing systems is the use of tags or 

message types. A tag or message type is just an integer specified by the programmer 

that the system adds to the message envelope. The system also needs the communicator 

that the process belongs to. In most cases it is the MPICOMMWORLD provided by 

the system itself. But the programmer creates his own communicators if it is required 

that the same process be part of more than one communicating groups. In summary 

then, the message envelope contains at least the following information: 

1. The rank of the receiver, 

2. The rank of the sender, 

3. A tag, 

4. A communicator. 

3.1.6 MPI_Send and MPI_Recv 

The exact syntax for MPI_Send is: 

int MPI_Send( void * message, int count, MPI_Dataype datatype, int dest, int tag, MPI_Comm 

comm); 

The exact syntax for MPl_Recv is: 

int MPI_Recv( void * message, mt count, MPl_Dataype datatype, int source, int tag, MPI_Comm 

comm., MPI_Status status); 
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The contents of the message are stored in a block of memory referenced by the 

parameter message. The next two parameters, count and datatype, allow the system to 

determine how much storage is needed for the message: the message contains a 

sequence of count values, each having MPI type datatype. Some of the examples of 

MPI_Datatype are MPICHAR and MPI_INT that correspond to the C data types [15]. 

The parameters dest and source are, respectively, the ranks of the receiving and 

sending processes. MPI allows source to be a wildcard. There is a predefined constant 

MP1_ANY_S0URCE that can be used if a process is ready to receive a message from 

any sending process rather than a particular sending process. There is no wildcard for 

dest. As we noted earlier, MPI has two mechanisms specifically designed for 

partitioning the message space: tags and communicators. The parameters tag and comm 

are, respectively, the tag and communicator. The tag is an int and the most popular 

communicator used is MPI_COMM_WORLD that is predefined on all MPI systems 

and consists of all the processes that exist when execution of the program begins. There 

is a wildcard, MPI_ANY_TAG that MPI_Recv can use for the tag. There is no 

wildcard for the communicator. The last parameter of MPI_Recv, status, returns 

information on the data that was actually received. MPI_Send and MPIRecv are 

blocking calls. If a process calls MPI_Recv before another process calls MPISend, 

then the process calling MPI_recv will block until the corresponding MPI_Send is 

executed. Thus, it is difficult to get high speedups as processes waiting for another 

process spend a lot of time in block mode. This is referred to as synchronized message 

passing. 
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3.2 Origin 2000 

The features and tools provided by the Origin 2000 that help in analyzing the 

behavior of programs written for parallel platforms are described in this section. A 

brief introduction of distributed and shared memory systems is provided. This section 

will also discuss the Scalable Shared Memory Multiprocessor (S^ MP) architecture 

provided by Origin 2000 and its advantages over both distributed and shared memory 

architectures [8]. 

3.2.1 Memory Architecture 

A multiprocessor system has more than one processing unit that is controlled by 

one operating system that supports interactions between processors and programs. 

There are two types of architectural models for a multiprocessor system. They are 

known as tightly coupled multiprocessor systems and loosely coupled multiprocessor 

systems. Processors in a tightly coupled multiprocessor system communicate through 

shared main memory and are called shared memory systems. Data is transferred from 

one processor to another through a common bus that is shared by all the processors. 

Hence the rate at which data can be transferred from one processor to another depends 

on the bandwidth of the bus [16, 17]. The finite bandwidth of the bus can become a 

bottleneck and limit scalability. Shared memory systems must be carefully designed 

and assembled and are therefore expensive and uncommon. Processors in a loosely 

coupled muhiprocessor system have a local memory and they communicate with each 
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other through a message passing system. These systems are also called distributed 

memory systems as each processor accesses most of the program and data from its local 

memory. These systems are scalable but are difficuh to program. The SGI Origin 2000 

uses physically distributed memory. It does not use a common bus that could become a 

bottleneck. Memory bandwidth grows as processors and memory are added to the 

system, but the machine hardware treats the memory as a unified, global address space; 

thus it is also shared memory as in a bus-based system. In the case of the Origin 2000, 

the ease of programming is preserved but the performance is scalable (refer to Figure 

3.1). The figure shows that the Scalable Shared Memory Systems combine the 

advantages of both Shared Memory Systems and Distributed Memory Systems. The 

Origin 2000 at the Institute of Environmental and Human Health (lEHH) of the Reese 

Center consists of fifty-six R12000 MIPS processors each running at 300 MHz. The 

total main memory of these 56 processors is 56 GB. This huge main memory will solve 

the problems caused in LINKMAP due to lack of swap memory in smaller systems. In 

order to understand the functioning of the Scalable Shared Memory Multiprocessor 

(S^MP) architecture of Origin 2000, a clear understanding of the connection of the 

building blocks of Origin 2000 is essential. A two-processor system is called a node, 

(refer to Figure 3.2). Note that 'P' indicates a processor. It consists of two processors, 

memory and a device called a hub. The hub is the piece of hardware that carries out the 

duties that a bus performs in a bus-based system. It manages each processor's access to 

memory and I/O. This applies to accesses that are local to the node containing the 

processor, as well as those that must be satisfied remotely in multinode systems. The 
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smallest SGI Origin system consists of a single node. Larger systems are built by 

connecting multiple nodes. Since a hub controls the flow of information in and out of 

the node, connecting two nodes means connecting their hubs (refer to Fig. 3.2). T ' 

indicates a processor. 

Easy to Program 
Easy to Scale 

Scalable Shared 
Memory Systems 

/ / / 

/ 

Shared Memory 
Systems 

/ 
. / 

Easy to Program Hard to Program 
Hard to Scale Hardware Easy to Scale Hardware 

Fig. 3.1. Memory Architecture of Origin 2000 

The bandwidth to local memory in a two-node system is double than that in a one-

node system since the hub on each of the two nodes can access its local memory 

independentiy of the other. Access to memory on the remote node is a bit more costly 

than access to local memory because both the hubs must handle the request. A hub 

determines whether a memory request is local or remote, based on the physical address 

of the data accessed. 
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Fig. 3.2. Two-Processor Architecture for Origin 2000 

Fig. 3.3. A two-node system (four processors) 

When there are more than two nodes in the system, their hubs cannot simply be 

wired together [8]. The hardware used to connect the two hubs together is called a 

router, (refer to Figure 3.4). Note that 'i?' indicates router. A router has six ports so it 

may be connected to up to six hubs or other routers. The connection between the two 
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routers allows the flow of information and hence the sharing of memory between any 

pairs of hubs in the system. It is easy to see from the above diagrams that the router 

configuration is highly scalable. Larger systems are constructed by increasing the 

dimensionality of the router configuration and adding up to two hubs with each 

additional router. The key point is that the hardware allows the physically distributed 

memory of the system to be shared, just as in a bus-based system; however, because 

each hub is connected to its local memory, memory bandwidth is proportional to the 

number of nodes. As a result, there is no inherent limit to the number of processors that 

Lets call 
this Node 
N 

Memory 

Hub 

NodeN 
connected 

Memory 

Hub 

NodeN 
connected 

Fig.3.4. A four-node system (8 processors) 
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can be used effectively in the system. The Origin 2000 that was used has 56 processors 

cormected via hubs and routers. But in such a configuration the access time to memory 

is no longer uniform like a bus-based system. The access depends on the distance 

between the processor and memory. The two processors in each node have quick 

access through their hub to their local memory. Accessing remote memory through an 

additional hub adds an extra increment of time, as the data must go through the 

intermediate routers. Thus it becomes a Non Uniform Memory Access (NUMA) 

machine. The Origin 2000 is supported by Irix 6.5 as the Operating System. 
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CHAPTER 4 

HIGH PERFORMANCE IMPLEMENTATION ISSUES 

This chapter focuses on two issues: Single-CPU Optimization Techniques and 

problems in the previous implementation and their solutions. 

4.1 Single CPU Optimization Techniques 

In order for a parallel version of a program to be efficient, it is necessary that the 

serial version of the program be optimized first [8, 20]. Several different kinds of 

optimality criteria were applied to the serial version for this purpose. 

4.1.1 Reducing CPU-bound operations 

The amount of time required by a program depends on the type of instructions it 

executes. For example, a program consisting of only addition and subtraction 

operations will require much lesser time than a program consisting of a lot of floating 

point division operations. This is because addition and subtraction operations require 2-

3 machine cycles, whereas floating-point operations consume 20-25 CPU cycles on an 

average. The 02K provides two very powerful tools to analyze these performance 

measures. The tools are perfex and speedshop (ssrun); perfex helps in a first-pass 

detection of program-wide performance issues; speedshop helps in carrying out 

focused experiments for identifying procedures that have problems. These tools modify 
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two 64 bit counters to trap various events like issued loads, issued stores, TLB misses, 

floating point instructions etc. The perfex tool was used as follows: 

perfex-a-x a.out 

where a.out is the name of the executable file. This will print the number of 

instructions of each type and the time spent in floating-point operations. Speedshop 

was then used to conduct various experiments like PC (Program Counter) sampling and 

floating-point exception tracing. Speedshop was used as: 

ssmn -fpcsamp a.out. 

This call creates a file called a.out.fpcsamp that could be used by a profiling tool called 

prof to report statistics collected by ssrun. Prof was used as: 

prof a.out.fpcsamp. 

The use of these profiling tools gave information about various floating-point 

operations (divisions) in the Linkmap program in the file commoncode.c. For example, 

it was observed that only the quotient of these divisions was required for further 

calculations. So these division operations were carried out as repeated subtractions and 

a considerable efficiency in execution time of the sequential version was observed. 

There was an improvement in the execution time of the program because the number of 

machine cycles required by a floating-point division is almost six times as compared to 

those required by a subtraction operation. So the use of a few subtraction operations 

instead of one floating-point division is justified. A huge difference was observed in 

the number of floating point operations after making the above changes. For a 
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particular input file (having one family and four markers) [See Appendix], the number 

of floating point division operations is reduced from 432543 to 254642. This is a big 

reduction in terms of the number of machine cycles and resulted in a fair bit of 

improvement in the execution time. 

4.1.2 Efficient Cache Management 

Each CPU in SGI Origin 2000 machine has a private cache memory of 4 MB 

(also referred to as L2 cache). To achieve good performance, the CPU always fetches 

and stores data in its cache. When the CPU refers to memory that is not present in the 

cache, there is a delay while a copy of the data is fetched from memory into the cache. 

Use of cache memory in an efficient manner is crucial for a better performance of data 

intensive applications. The machine will first look in the primary cache (referred to as 

LI cache; which is usually very small as it is very expensive) to satisfy a load request. 

If the requested data item is not found in the primary cache, then a reference to the 

secondary cache (L2 cache) is made. If the request to the secondary memory also fails, 

then the Translation Lookaside Buffer (TLB) is searched to map the required virtual 

address to a physical location in main memory. If a TLB miss occurs, the requested 

data item is not in main memory and it needs to be brought into main memory from 

secondary memory. This operation incurs a lot of overhead, as there is a large amount 

of latency involved in accessing the secondary memory. The Linkmap program reads 

huge arrays of the order of 200 X 200 for matrix multiplication in the file linkmap.c for 

intermediate calculations. Consider the following example: 
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for(j=0;j<200;j++) 
for(i=0; i<200; i++) 

C[i]D] = C[i]0]+A[i][j]*B[i][j]. 

This data access method for the 2-dimensional arrays results in a large number of TLB 

misses because the ' C language stores arrays in row major form. When perfex was run 

for the same input file of one family and four markers, the number of TLB misses 

found was 232700. Cache blocking or tiling is the concept of breaking up data 

structures that are too big to fit in the cache. The example above shows that when the 

matrices A, B and C get bigger, the performance of the matrix multiply routine drops 

significantly. This problem with cache misses can be fixed by blocking (partitioning) 

the matrices. Cache blocking can be illustrated as in Fig. 4.1. 

c A B 

Fig. 4.1 Partitioning of Matrices 

This is the case of matrix multiplication between two large matrices A and B to 

obtain matrix C. In order to achieve a better performance, these large matrices should 
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be partitioned in to smaller matrices (say of order 50 X 50). Here, one block of C is 

updated by multiplying together a block of A and a block of B. The blocks must be 

small enough that one from each matrix can fit into the cache at the same time. In the 

Linkmap program, the 200 X 200 matrices were partitioned into 50 X 50 blocks and a 

significant reduction was observed in the number of TLB misses. The number of TLB 

misses reduced from 232700 to 120542. This reduction by a factor of 2 resulted in a 

faster execution of program and an improvement of a few seconds was observed in the 

final execution time (execution time improvements depend on the input file). In one 

case there was an improvement of about 20 seconds for a file which took 4 minutes for 

complete execution. 

4.2 Problems Addressed and Solved 

The implementation reported in [1] is based on a cluster of DEC Alphas. This 

implementation had to be ported to the 02K. Specific problems were discovered in the 

implementation of the Linkmap program on the DEC Alphas which needed to be 

solved to generate the correct output. 

4.2.1 Output Synchronization 

The design of the parallel implementation was based on a master-slave model. 

The master thread (TM) is responsible for allocating work and receiving results from 

the worker threads. Various 0 values are allocated to the worker threads. The workers 

perform likelihood computations over those 0 values and report the likelihood results 
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to the master. Let us assume that there are six iterations of the various 0 values. The 

master would allocate the various 0's in a sequential order, i.e., from 0 to 0.5 in steps 

of 0.1, to the worker threads. But the worker that runs on the node having the least load 

will complete the computation first and report back to the master. However, this order 

of receiving 0's by the master is random and not necessarily in order of the allocation 

of work. This problem is further complicated by the fact that the number of iterations 

of the 'for' loop and the number of processors available may not be the same (this may 

not be a problem for 02K with 56 processors). For example, if there are 3 processors 

available for this task, the 0's will be allocated to the 3 worker threads. If processor # 2 

reports back first, it will be allocated the next theta for computation and so on till all 

the six thetas are exhausted. In such a case, it becomes difficult to keep track of the 

correct order of likelihood results. Buffering all results received from the worker 

threads and then printing them in the output file in the correct order solved this 

problem. The Case Vision Debugger (CVD) available on 02K was used extensively for 

solving this problem [8]. It is a Windows style debugger that can be used to debug 

multiprocessing applications. It helps in analyzing activities on every processor 

participating in the computations and values of different variables on each of them. 

4.2.2 Analysis of Multiple Families 

All the results reported in [1, 3] using a cluster of nodes were obtained using a 

pedigree file consisting of a single family (the 1048c3 file) [Appendix]. A pedigree file 

consisting of four families (the cl94f file) was used for experiments on the 02K. It is 
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quite obvious that this pedigree file would consume more time for computations. A 

cluster of four to five nodes of DEC Alphas failed to produce the correct output for 

multiple families. This was observed while carrying out experiments with the cl94f file 

on the Origin 2000. 

The master thread allocated work in the following manner: 

for(family=l;family<totalJamilies;family++) 
for all thetas 

likelihood computations 

The heterogeneous implementation had the following code to receive work from the 

worker threads. 

for all thetas 
receive likelihood results 

Thsfor loop iteration required for multiple families is missing in this implementation. 

Only the iteration for multiple 0 values is present. As a result, only the likelihood 

results for the last family were collected and reported by the master. This resulted in 

erroneous results as the output file produced was corrupted with junk values. The 

following code was implemented on the 02K for collecting work from the worker 

threads for multiple families in order to obtain the correct output: 

for all families 
for all thetas 

receive likelihood computations 

4.2.3 Sex Differences 

All the results reported in [1, 3] considered only male theta values for 

computation. Results for input files having a sex difference were not reported. Female 

theta values were also handled in the same way as the male theta values to solve this 
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problem. Likelihood computations for female theta values were also carried out and 

collected by the master. A file with sex difference would naturally take more time 

because likelihood computations need to be carried out for males as well as females in 

the pedigree files. 

4.2.4 Output file 

All the computations performed are of no use unless they can be reported in a 

readable format. The file responsible for this is called the stream.out file. This file was 

not produced at all by the previous version. All the above computations were collected 

and reported in the output file. This file was then fed to the LRP (Linkage Report 

Program) that produces a report in a tabular format. A sample LRP output is as 

follows: 

LOCATION SCORE REPORT 

Report Title: pedin4 

Report File : report4.txt 

Report Date : 10-Aug-lOO 11:15:17 

Stream File : stream4. out 

Stream Date : 10-Aug-100 11:14:27 
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LOCATION SCORE REPORT Page: 2 

Order Loc. Score -2LN Like Odds Loc./(LN 10)*2 

1====17—14—P 
.500 .340 .210 +0.0000E+00 +5.5956E+02 2.37E+00 +0.0000E+00 
.400 .340 .210 -8.5000E-02 +5.5965E+02 2.47E+00 -1.8458E-02 
.300 .340 .210 -2.8300E-01 +5.5984E+02 2.73E+00 -6.1453E-02 
.200 .340 .210 -6.0300E-01 +5.6016E+02 3.20E+00 -1.3094E-01 
.100 .340 .210 -1.3620E+00 +5.6092E+02 4.68E+00 -2.9575E-01 
.000 .340 .210 -5.6050E+00 +5.6517E+02 3.90E+01 -1.2171E+00 

17-- --1^===14—9 
.000.340 
.068.315 
.136.280 
.204.230 
.272.149 
.340.000 

.210 

.210 

.210 

.210 

.210 

.210 

-5.6050E+00 
-2.2060E+00 
-1.6380E+00 
-1.7670E+00 
-2.8170E+00 
-1.0138E+01 

+5.6517E+02 
+5.6177E+02 
+5.6120E+02 
+5.6133E+02 
+5.6238E+02 
+5.6970E+02 

3.90E+01 
7.13E+00 
5.37E+00 
5.73E+00 
9.68E+00 
3.76E+02 

-1.2171E+00 
-4.7903E-01 
-3.5569E-01 
-3.8370E-01 
-61170E-01 
-2.2014E+00 

17....14====1====9 
.340 .000 
.340 .042 
.340 .084 
.340 .126 
.340 .168 
.340 .210 

.210 

.183 

.151 

.112 

.063 

.000 

-1.0138E+01 
-5.3970E+00 
-2.7930E+00 
-1.0770E+00 
+2.1400E-01 
+1.1570E+00 

+5.6970E+02 
+5.6496E+02 
+5.6235E+02 
+5.6064E+02 
+5.5935E+02 
+5.5840E+02 

3.76E+02 
3.52E+01 
9.56E+00 
4.06E+00 
2.13E+00 
1.33E+00 

-2.2014E+00 
-1.1719E+00 
-6.0649E-01 
-2.3387E-01 
+4.6470E-02 
+2.5124E-01 

17—14—9====1 
.340 .210 
.340 .210 
.340 .210 
.340 .210 
.340 .210 
.340 .210 

.000 

.100 

.200 

.300 

.400 

.500 

+1.1570E+00 
+1.7230E+00 
+1.4720E+00 
+9.0500E-01 
+2.9400E-01 
+0.0000E+00 

+5.5840E+02 
+5.5784E+02 
+5.5809E+02 

+5.5866E+02 
+5.5927E+02 
+5.5956E+02 

1.33E+00 
l.OOE+00 
1.13E+00 

1.51E+00 
2.04E+00 
2.37E+00 

+2.5124E-01 
+3.7414E-01<-
+3.1964E-01 

+1.9652E-01 
+6.384 lE-02 
+0.0000E+00 

There are four runs in this program since there are four markers (1, 9, 14 and 17) 

[Appendix]. The disease marker 1 is placed in all the four possible positions around the 

other markers. The arrow on the right hand side in the fourth run shows that the correct 

order of loci is 17, 14, 9, 1. 
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4.2.5 Varying Number of Iterations 

Linkmap determines the position of the disease gene by placing it between each of 

the markers of a selected set of loci. For example, if marker 1 is the disease marker and 9, 

14 and 17 are the other three markers in the set; there will be four runs of the Linkmap 

program with the order of the markers as 1,9,14,17; 9,1,14,17; 9,14,1,17; 9,14,17,1. Lod 

scores (Z) for different values of 0's are calculated for each run. The run having the 

highest lod score for any value of 0 will give the correct order of the markers. So for 0 

varying from 0 to 0.5 in steps of 0.1 we should have 6 iterations for all the four runs [10, 

11]. But this is not the case always. Actually the last computation of the previous run and 

the first computation of the next run are the same. The previous versions of the sequential 

Linkmap program were inefficient in that they performed this same computation twice. 

The package FASTLINK is a revised version of LINKAGE consisting of a suite of 

linkage analysis programs [6]. Linkmap is one of the programs of this suite. This 

redundant computation was not performed twice in this revised version. Linkmap does 

not always report this computation twice in the stream.out file that is responsible for 

producing the report in a tabular format. The report is sometimes dependent on certain 

parameters as discussed below. This is critical because an incorrect output file would 

produce wrong results. This was observed while collecting results on the Origin 2000. 
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LOCATION SCORE REPORT 

Report Title: pedinc38 

Report File : reportc38.txt 

Report Date : 13-Aug-lOO 11:07:37 

Stream File : streamc38.out 

Stream Date : 13-Aug-lOO 11:07:22 

LOCATION SCORE REPORT Page: 2 

Order Loc. Score -2LNLike Odds Loc./(LN 10)*2 

1====3-
.500.211 
.400.211 
.300.211 
.200.211 
.100.211 
.000.211 

3 1--
.000.211 
.042.184 
.084.152 
.127.113 
.169.064 

3—8===--
.211.000 
.211.100 
.211.200 
.211.300 
.211.400 
.211.500 

-8 
+0.0000E+00 
+5.8000E-01 
+2.0670E+00 
+3.8260E+00 
+5.1510E+00 
+3.3040E+00 

+3.3040E+00 
+5.0660E+00 
+5.5960E+00 
+5.7750E+00 
+5.8030E+00 

=1 
+5.7850E+00 
+4.5920E+00 
+3.1830E+00 
+1.7470E+00 
+5.2400E-01 
+0.0000E+00 

+6.1564E+02 
+61506E+02 
+61358E+02 
+6.1182E+02 
+6.1049E+02 
+6.1234E+02 

+6.1234E+02 
+6.1058E+02 
+61005E+02 
+6.0987E+02 
+6.0984E+02 

+6.0986E+02 
+61105E+02 
+6.1246E+02 
+6.1390E+02 

+6.1512E+02 
+6.1564E+02 

1.82E+01 
1.36E+01 
6.48E+00 
2.69E+00 
1.39E+00 
3.49E+00 

3.49E+00 
1.45E+00 
l.llE+00 
l.OlE+00 
l.OOE+00 

l.OlE+00 
1.83E+00 
3.71E+00 
7.60E+00 

1.40E+01 
1.82E+01 

+0.0000E+00 
+1.2595E-01 
+4.4884E-01 
+8.3081 E-01 
+1.1185E+00 
+ 7.1745E-01 

+ 7.1745E-01 
+ 1.1001E+00 
+1.2152E+00 
+1.2540E+00 
+1.2601E+00 < 

+ 1.2562E+00 
+9.9714E-01 
+6.9118E-01 
+3.7936E-01 

+1.1379E-01 
+0.0000E+00 

Since 3 markers are involved in this analysis, 3 runs are performed with different 

positions of the disease loci 1. The number of iterations in each run should have been six. 

But, as we observe, the number of iterations are just 5 in the second run. This problem 
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was solved through personal discussion with Dr. A. Schaffer [2]. Suppose the distance 

between the markers is d and the number of markers in the set is g. The space between 

markers 5 is computed as 5 = d/g, but this an approximation in practice. When 

g *5 is <= d 

the extra point is evaluated, and when 

g *5 is > d 

then the point is skipped. Thus this test was implemented in the parallel code on 02K and 

the correct output was obtained in the stream.out file. 
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CHAPTER 5 

RESULTS AND ANALYSIS 

The implementation reported in [1] presents all the results for a pedigree file 

consisting of a single family. The complexity of likelihood computations obviously 

increases as the number of families in the pedigree file increase [Appendix]. There are 

two main factors that govern the execution time required for likelihood computations: 

1. The number of families in the pedigree file. 

2. The number of markers used in the analysis. 

The results presented in this section will show that the numbers of markers play a 

more dominant role than the number of families when we consider the execution time. 

A large number of processors on the 02K enabled us to perform a wide range of 

experiments. Execution times were collected for higher number of iterations using a 

variable number of processors. This chapter presents graphs of number of processors 

against the speedup obtained for various numbers of iterations. Just as a comparison, 

execution times were also found out for the sequential Linkmap rurming on a DEC 

Alpha. 

Note: - A very important point to keep in mind while observing these results is 

that the master thread does not participate in the actual likelihood computations. The 

master is responsible only for allocating work and receiving results. So when we say 

that we use 2 processors it actually means just one worker thread for computation and 

a master thread for allocation of work and collection of results. So always the actual 
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number of processors utilized for computation is one less than the total number of 

processors mentioned The use of 2 processors is actually a serial execution of 

LINKMAP with one worker thread but with the added communication overhead 

between the master and the worker. So for six iterations, seven processors are 

allocated to achieve full parallelism; 6 worker threads and a master thread. All results 

were taken with zero loads on the DEC alpha (because no users were logged on to the 

machine). The load on the Origin 2000 varied from 10 to 30 as users kept submitting 

jobs on the Origin 2000. The plots presented only discuss the times taken on the Origin 

2000. 

The results are presented for three sets of different input files. Refer to the 

Appendix for details about the input files. We vary the number of iterations as 6, 11, 16 

and 21. There are three types of files used [Appendix]: 

1. 1048c3 file with 4 markers. 

2. cl94ffi\Q with 4 markers. 

3. cl94ff\\Q with 3 markers. 

This gives us a total of 12 sets of results. For every analysis of the input file, a table 

showing the execution times and speedups is shown followed by a plot that compares 

the speedup against the number of processors. The analysis of results is presented 

afterwards. 

1. Pedigree File: 1048c3.ped (1 family) 
Number of markers: 4 (therefore 4 runs of the program) 
Markers: 1, 17, 14, and 9 
Recombination Fraction: 0.34, 0.21 
Number of iterations: 6 
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Table 5.1. 1048c3 file with 4 markers and 6 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
5 
6 
7 

Time Taken 
(hr:min:sec) 

01:00:26 
00:04:43 
00:05:30 
00:02:42 
00:01:59 
00:01:55 
00:01:48 
00:01:09 

Speedup 
(comparing 

values on Origin 
2000 only) 

0.85 
1.74 
2.37 
2.46 
2.62 
4.10 

Fig. 5.1. 1048c3 file with 4 markers and 6 iterations 

2. Pedigree File: 1048c3.ped (1 family) 
Number of markers: 4 (therefore 4 runs of the program) 
Markers: 1, 17, 14, and 9 
Recombination Fraction: 0.34, 0.21 
Number of iterations: 11 
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Table 5.2. 1048c3 file with 4 markers and 11 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 

Time 
Taken(hr:min:sec) 

02:03:29 
00:09:15 
00:09:56 
00:05:04 
00:04:04 
00:02:57 
00:02:38 
00:02:04 
00:01:57 
00:01:55 
00:01:54 
00:01:41 
00:01:13 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.93 
1.82 
2.27 
3.13 
3.51 
4.47 
4.74 
4.82 
4.86 
5.49 
7.60 

Fig. 5.2. 1048c3 file with 4 markers and 11 iterations 

3. Pedigree File: 1048c3.ped (1 family) 
Number of markers: 4 (therefore 4 runs of the program) 
Markers: 1, 17, 14, and 9 
Recombination Fraction: 0.34, 0.21 
Number of iterations: 16 
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Table 5.3. 1048c3 file with 4 markers and 16 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
4 
6 
8 
10 
12 
14 
16 
17 

Time 
Taken(hr: min: sec) 

03:07:51 
00:13:27 
00:14:30 
00:05:25 
00:03:39 
00:02:49 
00:02:01 
00:01:59 
00:01:58 
00:01:47 
00:01:29 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.92 
2.48 
3.68 
4.77 
6.66 
6.78 
6.83 
7.54 
9.06 

Fig. 5.3. 1048c3 file with 4 markers and 16 iterations 

4. Pedigree File: 1048c3.ped (1 family) 
Number of markers: 4 (therefore 4 runs of the program) 
Markers: 1, 17, 14, and 9 
Recombination Fraction: 0.34, 0.21 
Number of iterations: 21 
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Table 5.4. 1048c3 file with 4 markers and 21 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
4 
6 
8 
10 
12 
14 
16 
18 
20 
22 

Time 
Taken(hr:min:sec) 

04:04:46 
00:19:18 
00:19:40 
00:06:36 
00:04:20 
00:03:03 
00:02:50 
00:02:05 
00:02:01 
00:02:00 
00:02:00 
00:01:56 
00:01:30 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.98 
2.92 
4.45 
6.32 
6.81 
9.26 
9.57 
9.65 
9.65 
9.98 
12.86 

Fig. 5.4. 1048c3 file with 4 markers and 21 iterations 

5. Pedigree File: cl94f ped (4 families) 
Number of markers: 4 (therefore 4 runs of the program) 
Markers: 1, 3, 8, and 9 
Recombination Fraction: 0.211, 0.001 
Number of iterations: 6 
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Table 5.5. cl94f file with 4 markers and 6 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
5 
6 
7 

Time 
Taken(hr:min:sec) 

00:38:22 
00:22:17 
00:24:26 
00:20:15 
00:09:00 
00:08:48 
00:07:23 
00:04:25 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.91 
1.10 
2.47 
2.53 
3.01 
5.04 

Fig. 5.5. cl94f file with 4 markers and 6 iterations 

6. Pedigree File: cl94f ped (4 families) 
Number of markers: 4 (therefore 4 runs of the program) 
Markers: 1,3, 8, and 9 
Recombination Fraction: 0.211, 0.001 
Number of iterations: 11 
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Table 5.6. cl94f file with 4 markers and 11 iterations 

=^===— . 
Platform used and # of 

processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 

Time 
Taken(hr: min: sec) 

01:14:45 
00:43:24 
00:44:29 
00:40:17 
00:21:07 
00:19:30 
00:15:08 
00:10:40 
00:08:40 
00:08:25 
00:08:20 
00:06:25 
00:04:28 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.97 
1.07 
2.05 
2.22 
2.86 
4.06 
5.00 
5.15 
5.20 
6.76 
9.71 

Fig. 5.6. cl94f file with 4 markers and 11 iterations 

Pedigree File: cl94f ped (4 families) 
Number of markers: 4 (therefore 4 runs of the program) 
Markers: 1,3, 8, and 9 
Recombination Fraction: 0.211, 0.001 
Number of iterations: 16 
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Table 5.7. 1048c3 file with 4 markers and 16 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
6 
8 
10 
12 
14 
16 
17 

Time 
Taken(hr:min:sec) 

01:51:06 
01:04:33 
01:05:36 
00:54:02 
00:28:35 
00:21:19 
00:12:51 
00:09:45 
00:08:29 
00:08:24 
00:06:29 
00:04:31 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.98 
1.19 
2.25 
3.02 
5.02 
6.62 
7.60 
7.68 
9.95 
14.29 

Fig. 5.7.1048c3 file with 4 markers and 16 iterations 

8. Pedigree File: cl94f.ped (4 families) 
Number of markers: 4 (therefore 4 runs of the program) 
Markers: 1, 3, 8, and 9 
Recombination Fraction: 0.211, 0.001 
Number of iterations: 21 
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Table 5.8. cl94f file with 4 markers and 21 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
6 
8 
10 
12 
14 
16 
18 
20 
22 

Time 
Taken(hr:min:sec) 

02:25:38 
01:24:37 
01:24:56 
01:11:17 
00:42:31 
00:28:40 
00:19:05 
00:13:49 
00:10:45 
00:08:35 
00:08:28 
00:08:20 
00:08:15 
00:04:28 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.99 
1.18 
1.99 
2.95 
4.43 
6.12 
7.87 
9.85 
9.99 
10.15 
10.26 
18.94 

20 n 

a. 15 

i 10 
0) 
Q. 

CO 5 

0 -
( ) 5 

• ^ 

10 15 

# of processors 

y 
20 2 5 

Fig. 5.8.cl94f file with 4 markers and 21 iterations 

9. Pedigree File: cl94fped (4 families) 
Number of markers: 3 (therefore 3 runs of the program) 
Markers: 1, 10 and 13 
Recombination Fraction: 0.129. 
Number of iterations: 6 
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Table 5.9. cl94f file with 3 markers and 6 iterations 

Q. 

0) 
0) o 
Q. 2. 

V^ \Kl:'> 

^ 

2 4 6 

# of processors 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
5 
6 
7 

Time 
Taken(hr:min:sec) 

00:05:39 
00:04:04 
00:04:34 
00:03:50 
00:01:34 
00:01:33 
00:01:30 
00:00:51 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.89 
1.06 
2.59 
2.62 
2.71 
4.78 

Fig. 5.9.cl94f file with 3 markers and 6 iterations 

10. Pedigree File: cl94fped (4 famiUes) 
Number of markers: 3 (therefore 3 runs of the program) 
Markers: 1, 10 and 13 
Recombination Fraction: 0.129. 
Number of iterations: 11 
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Table 5.10. cl94f file with 3 markers and 11 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 

Time 
Taken(hr:min:sec) 

00:10:54 
00:07:50 
00:08:21 
00:06:36 
00:03:35 
00:03:19 
00:02:36 
00:01:52 
00:01:51 
00:01:34 
00:01:32 
00:01:29 
00:00:50 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.93 
1.18 
2.18 
2.24 
3.01 
4.19 
4.23 
5.00 
5.10 
5.28 
9.40 

10 -1 

QL 8 

? 6 
<u 4 
Q. 

CO 2 

0 
( 

\ ^ ^ 
r" ! 

) 5 10 

# of processors 

1 5 

Fig. 5.10.cl94f file with 3 markers and 11 iterations 

11. Pedigree File: cl94f ped (4 families) 
Number of markers: 3 (therefore 3 runs of the program) 
Markers: 1, 10 and 13 
Recombination Fraction: 0.129. 
Number of iterations: 16 
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Table 5.11. cl94f file with 3 markers and 16 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
6 
8 
10 
12 
14 
16 
17 

Time 
Taken(hr:min:sec) 

00:16:09 
00:11:37 
00:12:07 
00:11:23 
00:07:21 
00:03:44 
00:02:36 
00:02:01 
00:01:35 
00:01:34 
00:01:30 
00:00:51 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.95 
1.02 
1.58 
3.11 
4.46 
5.76 
7.33 
7.41 
7.74 

13.66 

Fig. 5.1 l.cl94f file with 3 markers and 16 iterations 

12. Pedigree File: cl94f ped (4 families) 
Number of markers: 3 (therefore 3 runs of the program) 
Markers: 1, 10 and 13 
Recombination Fraction: 0.129. 
Number of iterations: 21 
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Table 5.12. cl94f file with 3 markers and 21 iterations 

Platform used and # of 
processors 

Serial version On DEC Alpha 
Serial version On Origin 2000 

2 
3 
4 
6 
8 
10 
12 
14 
16 
18 
20 
22 

Time 
Taken(hr:min:sec) 

00:20:59 
00:15:07 
00:15:23 
00:07:53 
00:07:36 
00:06:06 
00:03:37 
00:02:48 
00:02:18 
00:01:35 
00:01:35 
00:01:34 
00:01:30 
00:00:53 

Speedup(comp 
aring values on 

Origin 2000 only) 

0.98 
1.91 
1.98 
2.47 
4.17 
5.39 
6.57 
9.54 
9.54 
9.64 
10.07 
17.11 

20 n 

Q. 15 -

1 10-

^ 5 

0 -

( ) 5 

1 i 

10 15 

# of processors 

y 
20 2 5 

Fig. 5.12.cl94f file with 3 markers and 21 iterations 

58 



5.1 Analysis 

The following are common observations that apply to all the 12 tables and plots 

above: 

1. Tables 5.1 to 5.12 show that the time taken by the parallel version when using 2 

processors on the Origin 2000 is longer than the serial version. This is obvious 

because using 2 processors actually means utilizing only 1 processor(as 

previously indicated) for computation and incurring communication overhead 

between the master and the worker (therefore the speedup of less than 1). 

2. The maximum speedup achieved in all cases is close to the ideal speedup. For 

example, in Table 5.8 the maximum speedup of 18.94 is very close to ideal 

speedup of 21. This shows that the implementation is efficient and not much time 

is spent in MPI_Send and MPI_Recv blocking calls. 

3. Figures 5.1 through 5.12 show a steep rise when the last processor is added for 

likelihood computations. When the last processor is added, complete parallelism 

results and the workers do not have to come back to the master to collect more 

work as the master is already exhausted of all the 0 values. This results in 

minimal communication overhead and there is a significant increase in the 

speedup. 

4. In all cases, the speedup obtained over the serial version on DEC Alpha is very 

high. For example, in Fig.5.1, this speedup is (1:00:26 / 00:01:09 = 52.55). 
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5. These results show that the number of markers is more dominant than the number 

of families in determining the execution times. For example, the time taken for 

the case of 4 families (cl94f file) and 3 markers for 6 iterations is 00:00:51 (Table 

5.9). The time taken for the case of 1 family (1048c3 file) and 4 markers for 6 

iterations is 00:01:09 (Table 5.1). 
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CHAPTER 6 

CONCLUSIONS AND FUTURE WORK 

This thesis reports the implementation of the Linkmap program on a high 

performance computing platform like the SGI Origin 2000 with 56 processors. This 

research was motivated by the need of obtaining results for genetic linkage calculations 

in a feasible amount of time to help research work at the Neurology department. This 

department studies the early detection of Alzheimer's disease. The objective is to 

locate the disease-causing gene with the help of the Linkmap program. The 

implementation reported in this thesis will enable geneticists to find the location of the 

disease gene with respect to other genes on a particular chromosome. Programs that 

consumed days and hours would take only minutes and seconds with the help of this 

implementation. The parallel scheme is based on the dynamic master-worker model as 

reported in [1, 3]. This scheme also implements load balancing and results in faster 

execution of the program. 

The following pointers are provided for future work in this area: 

1. A high performance machine such as the 02K is able to perform likelihood 

computations only when the number of markers is 4 or less than 4. As the number 

of markers increase to 5, the program is not able to perform linkage calculations. 
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The cause of the bottleneck as the number of markers increases needs further 

research to improve the Linkmap program. 

2. The master-worker model implements only one level of parallelization. The master 

allocates the various 0 values to the worker threads and then that worker thread 

performs all the computations for that value of 0 for all the families in case of a 

multiple family input file. One more level of parallelization can be implemented by 

having the worker thread distribute this 0 to other workers for various families. 

However, the amount of communication overhead involved is significantly high in 

this case and needs to be compared with any extra speedup gained. 

3. Efficient models other than dynamic master-worker scheme reported in this work 

need to be investigated for implementation on a high performance platform such as 

the 02K. 
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APPENDIX 

This appendix discusses details about the input files for the Linkmap program. 

These files were obtained from the Neurology Department of the TTUHSC. Each file 

consists of a .ped and .dat file that contain information about the number of members in 

the family, number of family members affected, number of alleles and the relationship 

between various members in a family. The following are the two files used for 

experimentation in this thesis: 

1) 1048c3file 

The 1048c3.ped and 1048c3.dat are input files consisting of a single family. The 

family is referred to as the "1048" family. There are 55 members in this family. The 

family consists of 19 markers (or alleles). The complexity of the likelihood calculations 

increases with the number of markers. The disease marker is always denoted by 7 ' in all 

the linkage computations. Results have been reported using three or four markers 

(including the disease locus). When the number of markers exceeds four, even the 

parallel implementation on the 02K is not able to produce any output. This clearly 

indicates that the program complexity is exponentially related to the number of markers 

used for analysis. But according to Dr. Schaffer, designer of the Linkmap program, 

Linkmap cannot handle more than four markers when the number of alleles in the 

pedigree file is sufficiently high (which is nine in this case) [2]. 
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2) cl94ffile 

The cl94f.ped and cl94f dat are input files consisting of four families. The details 

of the families is as follows: 

Familv Number Number of members 
77 60 
140 51 
283 34 

552 55 

The file consists of 23 markers (or alleles). Its quite obvious that computations involving 

this file will take more time than the 1048c3 file for the same number of markers because 

of the multiple number of families and higher number of alleles. But as indicated before, 

the number of markers is a more dominant factor than the number of families in 

determining the execution time. 
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