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ABSTRACT 

Coarse segmentation of cervical vertebrae in radiographic images is a difficult 

task that requires an effective segmentation procedure. Noise, occlusions and shape 

variability (including scale and rotation) are part of the scenario in many of the x-ray 

images of the cervical spine. Therefore, a robust technique that performs well in presence 

of these circumstances should be used. 

We propose a customized approach, based on the Generalized Hough TransfoiTn 

(GHT), which captures shape variability and exploits shape information embedded in the 

Hough domain to overcome noise and occlusions. Critical parameters for GHT, in terms 

of performance, are analyzed and a particular approach for this application is proposed 

and discussed. 
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CHAPTER 1 

INTRODUCTION 

1.1 Statement of the problem 

1.1.1 Motivation 

As part of a group of collaborators of the National Library of Medicine, we are 

working on the development of computer-assisted methods for the indexing of 17,000 x-

ray images by biomedical content. Images form part of a nationwide health survey and 

represent a research resource for bone morphometry and osteoarthritis. The ultimate goal 

of this effort is to develop algorithms to segment the vertebral bodies, to accurately 

measure geometric features of the individual vertebrae and inter-vertebral areas; and, by 

using training data provided by medical experts, to classify the spine anatomy into 

normal and abnormal classes for conditions of interest, including anterior osteophytes and 

disc-space narrowing. Although first efforts concentrate only on cervical x-ray images, 

future work will also include lumbar x-ray images. Developing a robust approach capable 

of determining a first, reliable approximate of the location of the cervical spine is one of 

the different subtasks that were created and divided among collaborators. 

1.1.2 Objectives 

Within this framework, the main purpose of this thesis is to develop a robust 

segmentation technique capable of finding the location and orientation of the cervical 

vertebrae in x-ray images. This technique should be invariant to rotation, scale, noise, 

occlusions and shape variability. We propose a customized approach, based on the 

Generalized Hough Transform (GHT), that captures shape variability and exploits shape 

information embedded in the accumulator structure to overcome noise and occlusions. 

This approach should effectively find estimates of the location and orientation of the 

cervical vertebrae boundaries in digitized x-ray images. 

It is well known that GHT has the ability to locate occurrences of a previously 

defined template in a target image regardless of noise and occlusions and variations in 



orientation and scale [1,2], which is the scenario in most x-ray images of the cervical 

vertebrae. Although GHT is a promising candidate to achieve a good segmentation, much 

of the success of this technique depends on three parameters: (1) gradient information, (2) 

representativeness of the template, and (3) reckoning of the votes. 

1.2 Previous work 

In the past, important efforts have been made to estimate the location of the spine 

in a variety of classes of images. 

In 1991, Chwialkowski et al. [3] proposed an approach for localization of basic 

lower spine anatomy using Magnetic Resonance (MR) images. By using image and 

anatomy-invariant features, they found polynomial approximations of the spinal canal 

and computed the centers of the lumbar vertebrae present in the image. Although reported 

results are outstanding, MR images are superior in quality than x-ray images. 

Consequently, a series of issues normally encountered in x-ray images, as noise and 

contrast variability, are not present in MR images, making the task of segmentation 

easier. 

Recently, Gilberto Zamora et al. [4] proposed an automatic preprocessing step to 

find the location and orientation of the cervical spine. This first approximate was used as 

an initialization procedure for a segmentation approach using Active Shape Models 

(ASM) [5]. After preprocessing the x-ray images, he found an estimate of the orientation 

of the spine by calculating parallel-beam line integrals of the x-ray images. Then, the 

spatial location of the spine was estimated by considering the density of edges 

perpendicular to the line integral that gives the estimate of the orientation. The output of 

his approach was a bounding box that suiTOunds the cervical spine area. An evaluation of 

the possible impact of this technique on the performance of ASM was earned out and 

favorable results were found. 

One of the latest approaches in determining the spatial location of the cervical 

spine in x-ray images was earned out by Rodney Long and George R. Thoma [6]. As part 

of a joint effort of the National Library of Medicine and a series of collaborators to index 
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a collection of 17,000 x-ray images by biomedical content, they proposed a first-order 

estimate of the location of the cervical spine by automated methods. They defined their 

approach as an optimization problem in the location of 4 curves that describe the neck 

region. For each one of these curves a separate objective function was formulated and 

minimized using dynamic programming. Errors in orientation between their estimates 

and the true orientation of the cervical spine were reported to be less than 15°. 

1.3 Proposed approach 

We propose a customized approach, based on the Generalized Hough TransfoiTn 

(GHT), which captures shape variability and exploits shape information embedded in the 

Hough domain to overcome noise and occlusions. 

GHT uses an edge image to correlate points in a previously defined template to 

those in the target image using local gradient information. If a good edge image is not 

available, too few votes will be correlated to the template. Typical implementations of 

GHT assume that a clear edge image, from which gradient information can be obtained, 

is available. Since this is not the case in x-ray images, an edge detection process is used. 

The proposed process performs Gaussian blurring on a copy of the original image and the 

result is subtracted from the original. From the resulting edge image, extraction of the 

gradient information is performed using optimum gradient operators. 

Success of GHT greatly depends on the representativeness of the chosen template. 

Even if good gradient information is available, the template must adequately represent 

the target object in order to obtain the necessary votes in the accumulator. Across a large 

set of images, it is common to find great variability in shape of the cervical vertebrae. 

The use of multiple templates should capture enough variability and closely represent the 

different classes of shapes seen across the set of x-ray images. However, the use of a 

collection of templates on each image may be computationally expensive. Consequently, 

selection of a single template that represents the target object is necessar\. As a first 

approximation, we have used, as our template, the mean of 50 templates that w ere 



obtained from the manual landmarking of an equal number of x-ray images from the 

second National Health and Nutrition Examination Survey (NHANES II) database. 

Finding the best estimates of orientation and location of the cervical vertebrae is 

the direct consequence of the reckoning of the votes. Typical implementations of GHT 

use a simple criterion: the best estimates correspond to the bin with the largest number of 

votes (Label A in Figure 1.1 [b]). Post-processing of this structure [Figure 1.1 (a)] leads 

to the discovery of smaller peaks in the neighborhood of the highest peak that provide 

more information about shape and orientation of the cervical vertebrae (Labels B and C 

in Figure 1.1 [b]). Alignment of such peaks, which represents a good approximation of 

the orientation of the cervical vertebrae, can be used to find the contribution of the 

neighboring points to the overall performance. A more complete criterion for reckoning 

of the votes is proposed. This new criterion not only takes into account the magnitude of 

the highest peak but also the contribution of neighboring peaks, as well as the decay rate 

of the highest peak. 

(a) (b) 

Figure 1.1 Different views of the Hough domain structures, (a) Overview, (b) Detail of 
the structures 

1.4 Description of the chapters 

This thesis is organized as follows. Chapter 2 will introduce GHT and describe 

the proposed approach. First, GHT will be defined and the whole mechanics of the 



algorithm will be explained. Then, critical parameters for GHT, in terms of performance, 

will be analyzed and a particular approach for this application will be proposed and 

discussed. 

Chapter 3 will discuss results from a series of experiments that are useful in 

determining the validity of GHT as an adequate approach, the representativeness of a 

chosen template and the performance of the proposed customization of the algorithm. 

Finally, the last chapter will deal with the most outstanding observations that can 

be drawn from the available results and also with the issues regarding future research 

work in this area. 



CHAPTER II 

GENERALIZED HOUGH TRANSFORM FOR COARSE SEGMENTATION OF 

CERVICAL SPINE IN X-RAY IMAGES 

2.1 The Generalized Hough Transform (GHT) 

The Hough Transform was developed by Paul Hough [7] in 1962 and became a 

standard tool in the domain of computer vision and image analysis for the recognition of 

curves that could be parameterized, such as straight lines, circles and ellipses. This 

method converts the original problem of finding a straight line that passes through as 

many points as possible to one of computing points of intersection in a parameter space. 

The idea is to map data into the parameter space, and then seek for the most likely 

parameter values to interpret data through clustering. 

Ballard [1] developed a method that deals with shapes that cannot be represented 

analytically and it is called the Generalized Hough Transform (GHT). This method 

requires a template image and uses the directional information available at this stage in 

the following way. Each boundary point P, (xiji) will be represented as an (r,a) pair. As 

shown in Figure 2.1, r is the Euclidean distance from a reference point Pr {x,,}',-) to the 

boundary point (Equation 2.1), and a is the angle of the line connecting the boundary 

point and the reference point (Equation 2.2). 

^ - V U - y . f + U - A v ) ' (2.1) 

a = tan yj - yr (2.2) 

These pairs will be stored in a list, called the R-table, indexed by the local edge 

direction, 9i, at the boundary point. Notice that, in general, the mapping that the R-table 

represents is a many-to-one mapping and empty entries are allowed. Table 2.1 shows the 

form of the R-table. 



^ i^,^^) 

Figure 2.1 Construction of the R-table 

Table 2.1 R-table format 

9/ 

A0 

2A0 

3A0 

(r,a) 

(ri,ai), (r2,a2) 

fe'^s) 

(r4,a4), (r5,a^), (r^^aj 

The directional information, 0̂ -, is obtained using (2.3). 

fG ^ 
( \ — I V 

A', \ I - tan — -
\ ^ J 

(2.3) 

where Gy and G.v can be defined as (2.4) and represent the first derivative of the image. 

f(x, y), in the y and A- directions respectively. Both of them can be computed using 

gradient operators. Examples of gradient operators are the Sobel and Prewitt operators. 
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(2.4) 

The R-table summarizes the shape information of the template and is a part of the 

parametric representation of the target image in terms of four parameters: A>, y,-, scale (s) 

and orientation ((j)). This parametric representation obeys the following relations: 

xi = A/. + s • t] • cos{ai +(\>) (2.5) 

y/ = y,. +s- ri • sin[ai + (j)), (2.6) 

with each point in the target image being represented by Pi (Â - , y,-). 

Such parameters span a 4-D space called the Hough space. The discrete version of 

this space is known as the accumulator. Every boundary point contributes one vote to the 

{x^,y^,s,^) bin in the accumulator according to (2.7) and (2.8). If the template image is 

also used as the target image and if we set n as the total number of edge pixels in the 

target image, the result of such voting process would be a bin in the accumulator with n 

votes. This bin would correspond to the reference point Pr {Xr,yr), a scale factor s = 1 and 

an orientation angle (|) = 0. 

x^ - Xi-s-ri-cos[ai+^) (2.7) 

y^ ^y.-s-i] •5m(a,-+(t)) (2.8) 

This is, of course, information we already know, and this example simply 

illustrates the mechanics of the transform. Now we are ready to look for instances of the 

template in a target image. 

The process begins by computing the direction of the gradient at each boundary 

point in the target image. Using Equations (2.3) and (2.4), the gradient information will 

be extracted from the target image. 
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Then, for every edge point P/ (A/,y,) in the target image with orientation 0,- equal 

to the orientation of an edge point in the template, look in the previously computed R-

table for the corresponding (r,a) pairs and compute the predicted reference point Pr 

(AV,\V) using Equations (2.7) and (2.8). 

Once a candidate for the reference point is found, this (A^ , y^, s,^) bin in the 

accumulator is incremented by one. 

After repeating this search-update process for every value of scale and orientation 

defined in the Hough space, the best reference point in the accumulator is chosen. The 

bin with the largest number of votes is chosen as the best candidate for the new reference 

point. This bin provides the correct position, orientation and scale of an instance of the 

template in the target image. 

Finally, one can use Equations (2.5) and (2.6) to reconstruct the shape of the new 

instance of the template on the target image using the new reference point and its 

corresponding scale and orientation values. 

This method is then equivalent to coiTclating the template with the target image 

over all possible variations and finding the best correlation. Its main advantage is that it is 

relatively insensitive to noise and broken edges. Figure 2.2 shows the algorithm of GHT 

in a flow chart. 

Actual implementation of the approach is developed using Matlab 6.0 and its 

Image Processing toolbox 3.0, both from The Mathworks, Inc. Due to specific needs of 

Matlab architecture, algorithms will be tailored to optimize execution time. The 

execution sequence of some steps in the implementation of GHT will be changed but 

functionality of the algorithm as a whole will remain the same. 



r. 

V 
Image Enhancement 

Gradient Information 

R-table 

(r,a) pairs indexed by 0 

For every 
orientation angle (J) 

For every scale 
value s 

For every Pj with 
orientation 9^ 

x^ = X,- s- /• • cos{aj + (j)) 

y^ = y,- - s • Ki • sin (a, + ({)) 

Find {xf.,y^,s,(^) such that 

Accum( x^,y^,s,(^)\ = max Accum 

Update Accumulator 
{x^,y^,s,^)^[x^,y,.,s,^)+\ 

Figure 2.2 Typical implementation of the GHT algorithm 
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2.2 Customized Hough Transform 

As discussed before, GHT has the ability to find occurrences of a previously 

defined template in a target image regardless of orientation and scale variations and in the 

presence of noise, and occlusions. However, success of this technique directly depends 

on three parameters: (1) gradient information, (2) representativeness of the template, and 

(3) reckoning of the votes. 

2.2.1 Extraction of gradient information 

GHT uses an edge image to correlate points in a previously defined template to 

those in the target image using local gradient information. If a good edge image is not 

available, too few votes will be correlated to the template. Typical implementations of 

GHT assume that a clear edge image, from which gradient information can be obtained, 

is available. Since this is not the case in x-ray images, an edge detection process is used. 

2.2.1.1 Obtaining an edge image 

Unsharp masking is the proposed main operation to obtain an edge image. As 

defined in [8], the general procedure of subtracting a blurred image form an original is 

called unsharp masking. A Gaussian filter will be used to obtain a smoothed version of 

the original x-ray image. This operation will cancel any subtle variation in the gray scale, 

preserving only abrupt changes (edges). The main idea is shown in Figure 2.3. 

Figure 2.3 Unsharp masking will be used to obtain an edge image. 
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The two-dimensional, zero-mean discrete Gaussian function is defined b>' (2.9), 

where the standard deviation, a , determines the width of the Gaussian. 

8 [i,j] = 2a2 (2.9) 

Gaussian filters, as described in [8], possess particular properties that make them 

attractive for our purposes. Some of these characteristics are listed: 

1. The amount of smoothing will be the same in all directions. 

2. The degree of smoothing of a Gaussian filter is controlled by the parameter a. 

Large a implies a wider Gaussian filter and enhanced smoothing effect. 

Experiments on a large set of images yield values for a and the size of the filter 

that achieve acceptable levels of edge visibility in all images. A standard deviation value 

a = 4 and a 5x5 filter are the values to be used. A surface plot and the numeric \alues 

of the resulting mask are shown in Figures 2.4 and 2.5, respectively. 

0,046 

0,044 

0,042 

0,04 4 

0.038 

0,036 

1 1 

Figure 2.4 Surface plot of the smoothing filter to be used. 
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0.038664 
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0.038664 
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0.035204 

Figure 2.5 Numeric values of smoothing filter 

The fact that the blurred image (Figure 2.6 [b]) is subtracted from the original one 

(Figure 2.6 [a]) will provide only abrupt local variations in contrast (edges) and eliminate 

a considerable amount of the information that is not of interest (background). As shown 

in Figure 2.6 (c), most of the unwanted information has been canceled out. Although 

further processing is needed to obtain the final edge image from which gradient 

information can be extracted, unsharp masking is the most important step to obtain such 

an edge image. 

*->«l^iimc: 

/ 

.v:̂ -

Figure 

(a) (b) (c) 

2.6 Unsharp masking, (a) Original, (b) smoothed, and (c) negative image of (a)-(b) 

The remaining processing steps are intended to remove unwanted noise from the 

available edge image. This objective can be achieved using a great variety of algorithms 

and, consequently, the different algorithms that this particular approach uses can be 

substituted for any other that yield similar or better results. The specific processing steps 

that were used represent only some of the initial approaches followed during the 
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development of this project. Therefore, neither the order nor the number of processing 

steps is fixed and their performance can be, indeed improved. 

The first step in the series of processing steps of the edge image is to reduce the 

amount of unwanted high frequency components that appear in the form of small dots. 

An averaging filter can achieve this goal. However, such an averaging filter should onl\ 

reduce noise and not act as a severe blumng mask that could take away valuable 

information. Hence, an averaging mask that takes into account a small neighboring region 

of 2x2 pixels is used. Equation (2.10) shows the numeric values of such mask; 

similariy. Figure 2.7 (a) shows the resulting edge image from applying the a\eraging 

filter. 

id 1̂  
avs = — 

^ 4 V̂  h 
(2.10) 

The next processing stage is to binarize the resulting edge image. After the 

averaging procedure, some noise is still present in the image. However, this noise has 

relatively low grayscale values. The averaging filter enhances those regions where most 

pixels have large values (true edges) and belittles those regions where few pixels ha\ e 

high values (noise). Therefore, thresholding the resulting edge image with a relatively 

high value (0.8) will eliminate these low-density regions (noise). A binarized edge image 

with little noise will be the outcome of this stage (Figure 2.7[b]). 

Edges obtained by the described procedure are relati\ely thick. This is an effect of 

unsharp masking the original x-ray image. Thickness of the edges will directly depend on 

the value of a . Large values of a yield thicker edges while small values of a result in 

thinner edges. 

In cases where the edge image is to be used in GHT applications, it is desirable to 

have thin edges. The amount of computational time can be greatly reduced if thin edges 

are present in the image since fewer points have to be analyzed. Hence, the use of small 

values for a can be though of as a logical option. How ever, small values of a result in 

poorly defined edges which leads to loss of \ aluable shape information. There is, in 

consequence, a tradeoff between the thickness of edges and the amount of shape 

14 



information that is to be preserved. The standard deviation value used in this approach 

represents a good tradeoff since it leads to reasonably thick edges while maintaining most 

of the shape information present in the original x-ray image. 

Finally, it would be necessary to reduce the number of points to be anal\ zed 

without losing shape information. Use of a Sobel edge detector was one of the first 

approaches that were tried. Such an approach is fast and leads to acceptable results. As 

Figure 2.7 (c) shows, the resulting image has thin double edges and preserves most of the 

shape of the original vertebrae. Having double thin edges may not be an optimum 

solution to the problem of reducing the number of points of a thick edge. However, in 

terms of computational cost, it is effective. A thinning (also called skeletonizing) 

algorithm may be a better approach in terms of representing the structural shape of a 

thick edge with a skeleton. However, as stated by Gonzalez [9], thinning algorithms are 

computationally expensive and, as it will be explained in the following chapter, time is a 

serious issue when designing a segmentation scheme based on GHT. This is one of the 

stages that future work should be concerned about. A better approach to defining thin 

edges should be proposed subject to the constraints proposed by Gonzalez: deletion of 

points to thin edges (1) should not remove end points, (2) should not break 

connectedness, and (3) should not cause excessive erosion of the region. 

Figure 2.7 Negative versions of (a) filtered image using averaging mask (b) binarized 
image and (c) final edge image 
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2.2.1.2 Extraction of gradient information 

The next step in preparation for GHT is to compute the direction of the gradient 

from both the template and the target images. The directional information, 0,, is obtained 

using Equation (2.3). And, as mentioned in section 2.1, G;c and G, can be computed using 

gradient operators. 

Some of the most commonly used discrete gradient operators are the Sobel and 

Prewitt operators. These masks are shown in Equations 2.11 and 2.12 respecti\ely. Both 

operators can be used to implement Equation 2.13 and, as can be observed, the discrete 

implementation of the gradient is only an approximation to the continuous gradient 

operation. 

v.=^ = 
dx 

v,-^~-
' 3y 

v,=A» 
dx 

v--^~~ 
' dv 

-1 

0 

1 

"-1 

- 2 

- 1 

"-1 

0 

1 

"-1 

-1 

-1 

- 2 

0 

2 

0 

0 

0 

- 1 

0 

1 

0 

0 

0 

- l " 

0 

1 

- 1 " 

2 

1 

- f 
0 

1 

- 1 " 

1 

1 

(2,11) 

(2.12) 

Wi^.yh a/f .ra/ '̂ 
dx + y^y. 

1/2 

(2.13) 

^f{x,y)-^\{z'i + Zs + Zg)-(zi + Z2+ Z3} + \(Z2, + Ze + Z^)-(zi + Z^ + Z-i} 

Such inconsistency between the discrete and continuous gradient operation is 

studied by Ando [10]. He shows that minimization of this inconsistency assures the 
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exactness of gradient direction. He defines the total expected power of such inconsistency 

and derives an iterative method that minimizes it using the gradient descend method. The 

output of this iterative method is a series of gradient operators of arbitrary size called 

optimum gradient operators. To evaluate the orientation accuracy of the derived gradient 

operators, he uses a Hough-based scheme for circle detection. He compares the Sobel, 

Prewitt and the optimum 3x3 operator and finds this one to perform better than the first 

two by providing a much higher peak in the accumulator. Equation (2.14) shows both A 

andy 3x3 optimum gradient operators. 

"-0.112737 -0.274526 -0.112737" 

0 0 0 

0.112737 0.274526 0.112737 

^-0.112737 0 0.112737' 

-0.274526 0 0.274526 

-0.112737 0 0.112737 

dx 

V =^ 
' ay 

(2.14) 

Another useful experiment that can be used to evaluate the orientation accuracy of 

these new operators is to compare them against the Sobel and Prewitt operators on a 

Hough-based scheme using x-ray images. Suppose that the gradient information can be 

extracted from a given x-ray image and, that a template, which truly represents the 

cervical vertebrae, is available. Using the procedure presented in section 2.1, one can 

obtain a 2-D image of the accumulator if the values for scale, s, and orientation of the 

template, (|), are fixed. 

Three images of the accumulator will be obtained, each one corresponding to the 

use of a different gradient operator. The first one (Figure 2.8 [a]) con-esponds to the 

Prewitt operators as defined in equation 2.12. The second one (Figure 2.8 [b]) 

corresponds to the Sobel operators as defined by equation 2.11. And finally, the last 

image (Figure 2.8 [c]) con-esponds to the 3x3 optimum operators as defined in equation 

2.14. 
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(a) (b) 

(c) 

Figure 2.8 Surface plots of the accumulator using (a) Prewitt, (b) Sobel and (c) Optimum 
3x3 gradient operators. 

If the used template truly represents the shape of the target object and the gradient 

information is accurate, most votes in the accumulator should concentrate in a small 

region surrounding the possible best candidate for reference point P̂  (A^ ,}',)• Hence, the 

gradient operators that provide the most accurate information should generate the highest 

peak. 

It is evident that the 3x3 optimum gradient operators yield the highest peak in 

the accumulator (25.94) and the most compact and uniform region suiTOunding a possible 

candidate for reference point. The Sobel and Prewitt operators provide a poor 

performance when compared to the 3x3 optimum operators yielding very small 
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maximum peaks in the accumulator (13.45 and 14.01 respectively). Consequently, the 

3x3 optimum operators provide more accurate gradient direction than the Sobel and 

Prewitt operators and will be our choice to compute such information. 

The outcome of applying both optimal operators will be 2 images, G^c and G,. 

They will describe the magnitude of change in grayscale values in the x and y directions. 

Plugging the resulting images into Equation (2.3) gives us the orientation of the gradient, 

0 . The final result of this process will be images that represent the direction of the 

gradient from both, the template and the target image. The process of finding directional 

information from a template has to be done only once, and well in advance, before 

applying GHT to a target image. 

2.2.1.3 Construction of the R-Table 

From previous sections, it can be recalled that the R-table creates a list of (r,a)-

pairs indexed by the gradient orientation angle 0 from which the original template can be 

recreated using a reference point P^(x^>yr)-

Although theory does not set restrictions for the location of the reference point, a 

common practice is to choose P̂  inside the template. The reference point P̂  for this 

application will be defined as the center of the minimum vertical bounding box that 

encloses the template [11]. The left most side of the bounding box will be a vertical line 

passing through the minimum x coordinate of the template, min[templatex). While the 

right most side will be a vertical line passing through the maximum A-coordinate of the 

template, max(templatex). Similarly, the bottom most and the top most sides of the 

bounding box will be horizontal lines passing through the minimum and maximum y-

coordinates of the template respectively, min[templatey) and max[templatey).T\\Qx\A\\Q 

reference point can be computed using (2.15) and Figure 2.9 shows its location in the 

template. 
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x^ = min[templatex) 

y^ = min[templatey) 

{ 

( 

[max{templatex) - min(templatex)] ̂  

+ 
[max[templatey) - min{templatey)] 

2 

(2.15) 

60 

Minimum vertical 
bounding box 

Figure 2.9 Location of the reference point in the template. 

Once the location of the reference point is known. Equations (2.1) and (2.2) 

should be applied to every point in the template image and then the corresponding 

gradient orientation values should be used to index the entries in the R-table. 

2.2.1.4 Discrete values for 6 

Discrete values of the gradient orientation, 0, should be defined. GHT bases its 

performance on finding matches between the gradient direction values of the target image 

and those of the template. If the process worked with non-discrete values of such 

parameters, an exact match would be extremely difficult to find. From this fact the need 

of working only with discrete values of 0 arises. 

A certain number of states can be used to represent the continuous range of 0 

depending on the accuracy required. More discrete states represent a finer sampling 
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(AO -^ 0)of the orientation range and higher accuracy. However, since A0 is ver\ small, 

the possibilities of finding a match between 0,- 's from the target and the template image 

are reduced. In consequence, fewer points from the target image will be con-elated to the 

template lowering the number of votes in the accumulator. On the other hand, few er 

discrete states represent a coarser sampling (AO » O) of the orientation range and 

coarser accuracy. However, since A0 is larger, possibilities of finding a match between 

0, 's from the target and the template image are increased. Therefore, more points from 

the target image will be related to the template, increasing the number of votes in the 

accumulator. 

For this particular implementation, 72 discrete values will be used to represent 

variations in orientation of 5° if the whole range of 360° is used. Eariy experiments 

reveal that 72 discrete values represent a good tradeoff between accuracy and the number 

of votes in the accumulator. 

2.2.2 Definition of the template 

Success of GHT greatly depends on the representativeness of the chosen template. 

The GHT is a template-based technique. It looks for instances of a previously defined 

template in a target image. Even if good gradient information is available, the template 

must adequately represent the target object in order to obtain the necessary votes in the 

accumulator. The use of multiple templates should capture enough variability and closely 

represent the different classes of shapes seen across the data set. However, the use of a 

collection of templates on each image may be computationally expensive. Consequently, 

selection of a single template that represents the target object is necessary. 

As a first approximation, we have used the mean of 50 templates that were 

obtained from the manual landmarking of 50 x-ray images from the second National 

Health and Nutrition Examination Survey (NHANES II) database. Although a more 

detailed explanation on how the templates are obtained is included in section 3.1, it can 

be stated that each template is made out of 80 landmark points. As shown in Equation 

2.16, the A and y-coordinates of each template can be thought of as a single 160-
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dimensional vector. The 50 previously defined templates will be represented as 50, 160-

dimensional vectors and their mean will be their representative, m . This mean template 

is shown in Figure 2.10. 

^X 
Template^ = 

Yi yn'yu-ym. 
Template i=[Xi,Yi] (2.16) 

'"(- '̂' y) = T;: E / = i h i ' •̂ •/ 2 • • -^'/8o' >'/i' yn • • • y/so ] 
50 

/ 

'<y 
J' 

Figure 2.10 The mean template computed using 50 previously defined templates. 

2.2.3 Accumulator updating and reckoning of votes 

Updating the accumulator, as well as picking the best estimate of the reference 

point, is the remaining part of the algorithm. 

2.2.3.1 Hough domain update process 

The search process is intended to analyze every edge point P^ in the target image 

and, based on the local value of 0, find the corresponding (r,a) pairs in the R-table to 

update the accumulator. 

Such procedure will perform a great amount of unnecessary repeated operations. 

The parameter 0 has a finite number of values. It is reasonable to assume that in the 

process of analyzing the target image point by point, there will be edge points w ith the 
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same values of 0 . Hence, if a search procedure is performed for e\er> single point in the 

target image, then lots of search procedures are to be repeated. 

Restatement of the search-update process can save a lot of computational time. 

Notice that the number of possible values for 0 in both the template image and the target 

image is 72, as defined in section 2.2.1.4. Moreover, notice that it is possible to know, 

before any iterative process, which points in the target image and in the R-table are 

related by finding which points from both images have the same 0 value. Since this is 

done before any iterative process, no repeated operations will be performed. After finding 

the corresponding matches, this information will be plugged into Equations (2.7) and 

(2.8) to know the bins of the accumulator that are to be updated. Search and update 

processes have to be repeated for every value of rotation,(j), and scale, s . Howe\er, the 

process of finding matches of 0 can be performed only once. The output of such process 

can be temporarily stored and can be used for e\ery variation of scale and orientation. As 

a consequence, the search-update process is reduced to a one-time search process and as 

many \ariations of the parameters, ({) and s , as necessary to update the accumulator. B\ 

avoiding any repeated calculation and by performing inside of the iterative processes only 

those operations that are absolutely necessary, the algorithm will be optimized and 

execution time will be greatly reduced. 

2.2.3.2 Reckoning of the votes in the Hough domain 

The accumulator can be treated as a collection of 2-D images of the spatial 

location of the reference point. Set m and n to be the number of rows and columns of 

the target image and ; and k to be the number of scale and rotation variations 

respectively. The accumulator is a 4-D structure of size {j7ixn)x{jxk). Two of the 

dimensions of the accumulator (777,72) represent the spatial location of the new reference 

point. The remaining two represent scale and rotation variations of the template. As a 

consequence, the 4-D accumulator can be seen as a {jxk) collection of 2-D images of 

the spatial location of the reference and each of those images can be individual 1\ treated. 
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Such representation of the accumulator has two main advantages. The first one 

deals with computational complexity. Treating the accumulator as a collection of 2-D 

images gives us the ability to handle such images in a one-by-one basis rather than 

handling a single structure of huge size. Storing one 2-D image at a time is much more 

convenient that storing a significantly large structure. This operation will save memory 

and will speed up the whole process. 

The second advantage directly relates to the task of choosing the best reference 

point. The process of picking this point in the accumulator can be referred to as the 

criterion of the approach. This is the most important part of the approach and, in general, 

for GHT this task is relatively simple: the bin with the highest number of votes will be 

the best reference point. However, it is desirable to further analyze the information 

contained in the accumulator before choosing the best candidate for the reference point. 

Having one single 4-D structure makes the task of analyzing the accumulator more 

challenging. Decomposing it into a collection of 2-D structures allows us to analyze each 

2-D structure as an image. Hence, further analysis of the accumulator becomes easier. 

It is important to first test the validity of traditional criterion for this particular 

application. A simple yet effective way of testing the validity of the available criterion is 

to plot the 2-D accumulator corresponding to some fixed scale and rotation values and to 

perform a visual inspection of the voting structure. If theory fully applies, a well-defined 

distinctive peak should be observed. This peak represents the A and y location of a 

candidate for the reference point and should be chosen to be the best candidate for that 

given scale and orientation values. Figure 2.11 shows a surface plot of the accumulator at 

a given scale and orientation angle. 

Although a collection of points tends to form a peak, it is neither unique nor well 

defined. Votes do not form uniform and compact regions (peaks) and this makes the task 

of finding a good candidate for reference point very difficult. Moreover, one can expect a 

certain probability of choosing the best candidate erroneously. 
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Figure 2.11 Surface plot of the accumulator at a given scale and rotation angle 

Hence, the traditional criterion of GHT is not completely valid for this 

application. Excessive noise in the original images makes votes sparse in the accumulator 

yielding non-uniform structures, contrary to what was expected. 

One way of fixing this inaccuracy is to apply a smoothing filter to the current 

image of the accumulator to get rid of unwanted noise. The same filter proposed in 

section 2.2.1.1 will be applied to the Hough domain. Results are shown in Figure 2.12. 

For puiposes of comparison, images shown in Figure 2.11 and Figure 2.12 

correspond to the same accumulator at the same scale and orientation values. Two 

conclusions can be drawn from a quick visual inspection of both images: 

a. Gaussian filtering greatly improves the chances of finding an absolute 

maximum peak and reveals information that was not clearly visible. 

Furthermore, this Gaussian filtering enhances peaks due to its property of 

rewarding pixels in the middle of the mask while punishing pixels far away 

from the center. 
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b. The smoothing operation lowers the magnitude values of the bins in the 

accumulator. However, what is most important is to maintain the relationship 

between peaks and the rest of the background, which remains mostly the 

same. 

Figure 2.12. Accumulator at a given scale and rotation angle after being filtered using a 
Gaussian smoothing operator. 

Filtering the accumulator leads to a more relevant observation: several peaks tend 

to align describing the orientation and location of the cervical vertebrae from the original 

radiographic image. This is additional shape information embedded in the accumulator 

and that has not been taken into account by the criterion. Thus, if it were possible for us 

to modify the criterion so that it includes this shape description not present in the 

template, the success rate of the approach could increase. 

The neighboring peaks represent a more complete figure of merit about the 

overall performance of the template. If we could place the template shifted upwards or 
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downwards one vertebra, along the line that describes the orientation of the cervical 

vertebrae from the highest peak, the coordinates corresponding to the new reference point 

would lie on top of one of these neighboring peaks. Consequently, magnitudes of such 

peaks represent a quantitative measurement of how well the template matched 

displacements along the spine. This implies that these peaks give a more complete idea of 

how well the template matched the whole cervical vertebrae. 

A small region of interest (ROI) will be defined. A small 80x60 pixel sub-

window, having the highest peak as central point, will be defined as our ROI. The 

following analysis will make evident the reasons as to why we consider such a region. 

For some images, more than one peak on each side of the highest one could be 

encountered. However, for most of them, only one well-defined neighboring peak 

appeared on each side of the highest peak. This observation and the measurement of a 

mean distance between peaks are the basis for defining the size of the sub-window. 

Suppose we know the location of the neighboring peaks relative to the main peak 

in the accumulator; then, the euclidean distance between the main and the neighboring 

peaks can be computed. Using heuristic values, as a first approximation, and after several 

iterations repeating this operation for a large number of images, one can find a good 

estimate of the average euclidean distance between peaks, Dp_p. Experiments showed a 

Dp_p of 25.37 pixels. 

If the location of the highest peak is known, it is possible to get an approximation 

of the orientation of the spine and then find the location of neighboring peaks. Set y to be 

the angle that approximates the orientation of the template (see section 3.2). The value of 

the current rotation angle of the template, ({), is known as well. Both angles can be added 

(Equation 2.17) to find a good approximation of the orientation of the cervical spine in 

the target image. 

|i = Y + <t> ^--17) 

This angle is then used to rotate the small sub-window defined above. Figure 2.13 

(a) and (b) show both the original and the resulting sub-image after rotation. 
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This first approximation of the orientation of the spine can be refined. Define an 

intensity profile passing through the central column of the window. Such a profile, called 

the main profile, has the property of passing through the center of the highest peak and. if 

the rotation angle is correct, it should also pass through the neighboring peaks. By 

performing rotations in steps of one degree around the rotation angle 

(-4° +|i,-3° +|Lt,...,4° -t-jij, one can find the angle at which the main profile is 

maximized. This angle will indicate the orientation at which the neighboring peaks 

contribute the most to the main profile (best approximation to the true orientation of the 

cervical spine). A plot of the main profile can be seen in part (c) of Figure 2.13. 

[ 

i] 

M 40 60 30 100 1?] 

(b) (c) 

Figure 2.13 (a) Original 80x60 sub-image of the accumulator. The highest peak defines 
the central point, (b) The resulting sub-image of the accumulator after rotation using y 

and (|). (c) Plot of the resulting main profile. 

Once the sub-image has been rotated using the angle where the main profile is 

maximized, the value of the neighboring peaks can be found. The main profile is only 

used to accurately find the correct orientation of the series of peaks and perform the 

corresponding rotation of the sub-image (Figure 2.14 [a]). Then, one finds the y-

coordinate (row) corresponding to the highest peak \yni(vc_peak) and makes zero the 

region defined by L rows in the image (Equation 2.18). 

T = Y + 
'-' ^ max_ peak — 

^ D ^ 
p-p 
1 

(2.18 
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Such an operation will eliminate most of the votes that define the highest peak 

(Figure 2.14 [b]) so that the next search for a maximum actually finds a neighboring 

peak. The process is repeated and the second largest peak is eliminated (Figure 2.14 [c]) 

to find a third neighboring peak. The output of this process will be A, the cumulatise 

value of the main peak and its two neighbors. This result (Equation 2.19), as stated 

before, is not only a quantitative measurement of how well the template matches the 

target image at a certain location, but also of how well the template matches the whole 

cervical vertebrae. 

A = V . maxyPeaki) (2.19) 
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Figure 2.14 Steps to compute A . (a) Fine alignment of the peaks in the accumulator. 
(b)(c) Elimination by zones of the peak structure to find the neighboring peaks 

Although adding up the 3 highest peaks in the accumulator includes more shape 

information found in the accumulator, it is possible to include one more piece of 

information that will lead to more accurate results. Suppose that, for 2 different values of 

the parameters ((j),̂ ), the cumulative value of the peaks gives us outcomes that are neariy 

identical (typically >90%). What other parameter should be used to decide which answ cr 

is the best? The answer is the "shape" of the main peak, which can be a smooth peak or a 

sharp one. A smooth peak will indicate that in spite of the considerable quantity of votes 

that form the peak, the template match is poor yielding a wide spread structure. On the 

29 



other hand, a sharp peak will indicate a more accurate match since most votes concentrate 

in that small region. 

An easy and accurate way of describing the shape of the main peak is to use the 

main profile. Only the main peak (P^«^„,a/n) ^̂  of interest, therefore, it is convenient to 

isolate it from the rest of the profile by using the gradient of the profile. Using the highest 

point of the main peak as the starting point (x = O) and moving a Ax number of pixels in 

one direction (AJC < 5), one can record the current sign of the gradient at that location. 

Moving in that same direction (AJC > 5), a change in sign of the gradient will indicate the 

end of the main peak in that direction. Knowing the initial and final points, as well as the 

corresponding y-displacement (Ay), an approximation of the real slope can be computed 

(Equation 2.20). The same procedure will be repeated in the opposite direction (/ = 2). 

Since we are only interested in a description of the shape, we can neglect the sign of such 

slopes, average them and compute an angle in radians that describes the average slope of 

the main peak. This final result (Equation 2.21) will show how smooth or sharp the main 

peak is and we will refer to it as the decay rate D of the main peak. Figure 2.15 depicts 

the procedure of computing D . 

slopes = ^ (2.20) 

D = atanl -^:Jslopei(Peak^^^^i,^) 

AJC; 

J 
(2.21) 
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Figure 2.15 One can isolate the main peak by computing the gradient of the main profile. 
Estimates of the slope on each side of the peak are computed and averaged to obtain the 

decay rate of the main peak. 

The new criterion for reckoning of the votes can be defined as a weighted sum of 

two quantities: 

Proposed _Criterion = ^{A)+£{D). (2.21) 

Values for p between 0.8 and 0.95 will be assigned, while the values for 8 will 

be between 0.2 and 0.05. These values are experimental and worked well with this 

application. 

From section 2.2.3.1 recall that for every value of ((^,s) a 2-D image of the 

accumulator is created. For each of these images, a pair of corresponding [A, D) values is 

31 



computed and stored; and, the (A, y) location of the highest peak is stored as the best 

candidate for the reference point, P̂  (x^ >yr)-

The traditional criterion chooses the best ((j),̂ ) pair to be the one with the highest 

value in the accumulator (Equation 2.22). 

^max{^'S) = ^a^{^{^>s)} (2.22) 

In contrast, the new criterion for reckoning of the votes chooses the best {(^,s) using both 

A and D values as follows: 

1. Find the highest value in the accumulator (Equation 2.22). 

2. Define the subset of best ((^,s) pairs: 

(^'^L/ =fc'^)l%^)^P-A.a.v(^^^)| (2.23) 

3. Within this subset, find the {(\>,s) pair with the highest decay rate: 

D,naA^,s) = max{D{i^,s)} y(i^,s)E(<^,s\^^^ (2.24) 

4. The corresponding P̂  (x^, y^) approximate for the {''^,s)f)fJ^^^ pair gives the 

best approximation for the new location of P̂  (A,. , y^). 

This restatement of the criterion for reckoning of the votes allows us to include 

shape information available in the accumulator that was not used by the traditional 

approach. The result is a complete yet simple criterion that should lead to more accurate 

segmentation results. 
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CHAPTER 3 

RESULTS 

3.1 Data set 

A set of 50 images randomly selected from NHANES II database was used as our 

data set. Each image was 1,755 rows by 1,462 columns with 256 levels of gray and w as 

stored in TIFF format. 

For each image, a template was defined by placing a series of 80 landmark points 

(LMP) based on a series of morphometric points. These morphometric points were 

previously defined by expert radiologists, and represented our ground truth about the 

correct location of points defining the shape of the cervical vertebrae. Each template 

includes the bottom part of vertebra C2 and the whole front shape of vertebrae C3-C6. 

Figure 3.1 shows the location of the defined LMP as well as the resulting template for 

one image. 

The X and y coordinates of the LMP were recorded into text files of extension 

PTS. These files are available for a limited number of images and represent part of the 

work of Mr. Gilberto Zamora, a Ph.D. candidate in Electrical Engineering working at the 

Computer Vision and Image Analysis Laboratory as Research Assistant. 
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(a) (b) 

Figure 3.1 80 points, as shown in (a), are used to define each of the templates. Each 
template, (b), defines the bottom part of C2 as well as C3-C6. 

3.2 Measurements of Performance 

To assess the performance of the proposed approach, two quantitative 

measurements were used: 

• Measurement of the difference in orientation between the original shape, 

described by LMP, and the final output of the algorithm. 

• Number of original LMP that fall within a bounding box surrounding the 

template at its final location. 

LMP corresponding to a given template can be used to compute an accurate 

approximation of the orientation of a template. Set y to be the angle that describes the 

orientation of the template. As shown in Figure 3.2, LMP number 3, 6, 22, 25, 41. 44, 60, 

63 and 79 define a curve passing through the middle of the cervical spine. Then, y v̂ill be 

defined as the inverse tangent of the slope of the polynomial of first order (straight line) 

that best fits that series of points. 
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Figure 3.2. Landmark points passing through the middle of the shape of the cervical spine 
can be used to compute the orientation of the template. 

Once angles, from the original LMP and the final location of the template, have 

been computed, the difference in orientation is simply the absolute value of their 

difference. 

Similarly, to compute the bounding box, a series of LMP defining the shape of the 

cervical vertebrae is required. Two parameters, called increments, will be defined. The 

first one. A,},, defines an increment in the direction of the template orientation angle, (j). 

The second one, A_i^, defines an increment in the direction peipendicular to (|). LMP 3 and 

79 will be used as anchor points (Label A in Figure 3.3) to the bounding box since they 

are the first and last of the points defining the orientation of the template. From any of 

those points the following calculations are performed: 

1. Compute a displacement in the direction perpendicular to (^ equivalent to one 

Ai(t) (Label B in Figure 3.3). 

Ax =S(A^(|) >î  COS(1(1))) 

Ay = s(Ai([)^=sin(l(t))) 

2. From the new point, compute a displacement in the direction of (j) equivalent 

to one A(|, (Label C in Figure 3.3). 

(3.1 
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Ax =S(A(|) *cos((t))) 

Ay = s(A^=HsinW) ^ -̂"̂  

The final location of these displacements defines one comer of the bounding box. 

Such displacements can be either positive or negative depending on which comer is being 

defined. 
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Figure 3.3 Using a series of LMP, a bounding box will be constructed to assess the 
performance of the approach. 

Notice the presence of a scale factor, s , in the definition of the displacements. 

This scale factor is the resulting value of the parameter s found after applying GHT to an 

image. 

3.3 Experiments 

As part of the development of the approach, three main experiments were earned 

out. The first two are part of the motivation to propose a customized approach of GHT 

and the last one assesses the proposed approach: 

a. GHT was applied to every image in the data set using its corresponding 

template. 
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b. GHT was applied to the data set using the mean template. Reckoning of votes 

was done using the traditional criterion. 

c. GHT was applied to the data set using the mean template. Reckoning of votes 

was done using the proposed criterion. 

Due to computational issues, images were resized to 365 rows by 438 columns 

(25% of their original size) using bilinear interpolation. 

3.3.1 Experiment A 

GHT was applied individually to every image on the data set using its own 

template. This experiment aims to verify the hypothesis that if the correct template is 

used, GHT is a suitable approach for segmenting the cervical vertebrae from radiological 

images. The last statement would be proven given that if the correct answer (a template 

extracted from every image) were used, GHT would be able to find adequate estimates of 

the location, orientation and scale of the cervical spine. Results from this experiment can 

be summarized in two main points: 

• An average of 77.76 out of 80 LMP fell inside the bounding box. A 

coiTcsponding a = 11.43 was found. Although the standard deviation \alue 

may seem too high, this is due to one case where the template completely 

missed the true location of the cervical. In this case the template ended up at 

the back region of the cervical spine and none of the LMP fell inside the 

bounding box. If this particular case is left out of the group, an average of 

79.34 LMP fall within the bounding box and o = 2.24 is measured. 

• An average difference in orientation of less than 1° and a corresponding 

a = 1.49° was measured. In this case, the misclassification did not greatly 

affect the result of the standard deviation since the orientation of the template 

at its final location has neariy the same orientation as the template defined by 

the true LMP. 
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These results clearly show that the hypothesis previously stated is true and 

consequently, GHT is indeed a legitimate technique to the problem of segmenting the 

cervical vertebrae if the correct template is used. Then, all that is needed is to provide 

GHT with the correct template and this will lead to acceptable segmentation results. 

Image 3.4 shows some of the results of the test of validity of the GHT as a suitable 

technique for our problem. 
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Figure 3.4 GHT applied on 50 randomly selected images using their corresponding 
templates. Original LMP indicated in light marks, output of GHT in dark marks. 
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3.3.2 Experiment B 

Although the validity of GHT as a suitable technique to approach the problem 

was proven, early experiments in section 2.2.3.2 also proved that the criterion of GHT for 

reckoning of the votes was not completely adequate for this application. 

This experiment was designed to proof early observations and measure 

quantitatively the error that can be expected from using traditional implementations of 

GHT and the mean template. Of course, errors are a direct consequence of both sources, 

not adequate criterion for reckoning of the votes and not enough shape variability 

captured by the mean template. 

Results observed after running GHT using the mean template on the data set of 50 

images can be summarized as follows: 

• In average, 62.48 out of 80 LMP fell within the bounding box and a 

corresponding a = 20.70 was measured. These values show a bias due to 

misclassifications present in the experiment. If we could define a 

misclassification in terms of the number of LMP falling within the bounding 

box and set a threshold of 60/80 LMP (equivalent to 75%). Then 12 

misclassifications can be found in this experiment. If such misclassifications 

are left out of the original group, then the values for the average LMP within 

the bounding box raises to 72 and the value for a decreases to 6.62. 

• An average orientation error of 7.21 degrees and a corresponding o = 7.94° 

was measured. If the 4 misclassifications are left out of the original group of 

images the average error in degrees decreases to 4.76 and a a = 3.80° is 

measured. 

Use of the mean template in GHT effectively leads to a decrease in the success 

rate. This was, of course, predictable since we can not expect the mean template to 

capture the vast majority of the shape variability seen across the data set. Besides, the 

experiment proves that the criterion used by the technique is not adequate. Therefore, use 

of more templates to capture more shape variability or a criterion that includes more 
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shape information should increase the success rate. Figure 3.5 includes some of the 

results obtained by this experiment. 
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Figure 3.5 Results of applying the mean template to a set of 50 images using the 
traditional criterion. Original LMP indicated by light marks, dark marks indicate the 

output of the GHT. 
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3.3.3 Experiment C 

The mean of a group of templates will not be able to capture 100% of the shape 

variability present in the group. There are 2 main approaches to fix this problem. The first 

one deals with the inclusion of n more templates that could capture more shape 

variability. This approach will lead to more accurate results. However, a serious 

drawback of such option is that the computational complexity would be increased 

dramatically. Execution time would be 7z times the original execution time. A second 

option would be to modify the GHT such that it can account for shape variability not 

present in the template but in the target image so that the success rate can be increased 

using only the mean template. 

Theoretically, we have showed that information present in the Hough domain can 

be taken into account by the criterion of reckoning of the votes. This is information that 

was captured neither by the mean template, nor by the typical criterion of the approach. 

This experiment was designed to prove that the proposed criterion indeed captures 

that shape information. The experiment is exactly the same as experiment B, except for 

the criterion used to pick the winner in the Hough domain. In this case, the proposed 

criterion (as defined in section 2.2.3.2) is used and the results can be summarized in two 

points: 

• An average of 72.06 out of 80 LMP fell inside of the bounding box with a 

a = 14.15 . Using the definition of misclassification previously given, then 4 

misclassifications can be found in this experiment. If such misclassifications 

are left out of the original group, then the values for the average LMP within 

the bounding box raises to 76 and the value for a decreases to 5.56. 

• An average difference in orientation of 4.16 degrees and a corresponding 

a = 8.10° was measured. If the 4 misclassifications are left out of the original 

group of images, the average error in degrees is now 2.91 with a a =̂  2.81°. 

Results cleariy show that the restatement of the criterion for reckoning of the 

votes leads to a more accurate segmentation approach. GHT can extract more shape 
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information from the target image by modifying this criterion. Consequently, if a number 

of templates are to be included, it can be greatly reduced. Figure 3.6 shows these results 

for 9 out of the 50 images in the data set. 
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Figure 3.6 Results of applying the mean template to a set of 50 images using the 
proposed criterion. Original LMP indicated by light marks, dark marks indicate the 

output of the GHT. 
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3.4 Computational Issues 

The biggest drawback of GHT is execution time. Calculation of the Hough 

transform cannot be considered in isolation. The total computational burden is spread 

across the three stages of preprocessing, transformation of the data and postprocessing. 

Although an adjustment to any of these stages may give rise to a reduction in execution 

time, an adjustment to the second stage will result in a great reduction of the 

computational complexity. Execution time of GHT depends on several factors such as 

quantization of the Hough space, size of the target image, size of the template and some 

other factors that contribute in a smaller proportion. 

During the development of this thesis, all algorithms were implemented using 

Matlab 6.0 on a Pentium II 400 MHz computer with 256 MB of RAM. 

Although a number of preprocessing steps needs to be carried out before GHT is 

applied to an image, they are performed quickly. Preprocessing of each image takes an 

average of 3.38 seconds. 

GHT tests many different instances of the parameters {s,(^), but in order to get a 

reasonable accuracy, such parameters must be finely sampled. Typical values for (s,(^) in 

our experiments are as follows: 

Table 3.1 Parameter values used in experiments 

Scale (s) 

0.7 

0.75 

0.8 

0.85 

0.90 

0.95 

1.0 

1.05 

1.10 

Rotation {(^)° 

-25 

-20 

-15 

-10 

-5 

0 

5 

10 

15 
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1.15 

1.20 

1.25 

20 

25 

30 

Such values of the {s,(^) parameters will lead to 144 possible combinations that 

the algorithm should test. For each possible combination, the accumulator should be 

updated and a possible best location of the reference point should be chosen. In average, 

the algorithm tests all these combinations in 5 minutes and 25 seconds. 

Size of the target images is one of the key aspects in determining the execution 

time. Size of the target should be carefully chosen in order to keep GHT as a feasible 

approach. Execution time is directly proportional to the size of this image. If we choose 

to resize the image to 25% of the original size, execution time will also be reduced to an 

approximate of 25%. However, it should be noticed that, execution time has a greater 

dependence on the number of edge pixels in the target image than on the size of the 

image. The number of edge points to be processed by the algorithm is much more 

important than the size of the image itself, although these two quantities are related. As a 

consequence, extracting gradient information from thin edges that contain all the shape 

information from the cervical spine is crucial in keeping execution time low. 

Size of the template image plays a very important role. In this case, the number of 

points that the template is made of is the key factor. A template that includes more 

features of the anatomy of the cervical spine will lead to better segmentation results since 

more points in the accumulator will be related to the same reference point. However, 

execution time of every search procedure will be directly proportional to the number of 

points in the template. Therefore, a bigger template results in larger execution times. 

Finally, once all possible best locations of the reference points have been 

computed, they should be compared using the proposed criterion and the best one should 

be chosen. This process takes, in average, less than 1 second. 

Hence, execution time will be the sum of the time spent in three major steps: (1) 

preprocessing of the target image, (2) search-update process (transformation of the data). 
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and (3) picking the best reference point from the accumulator (postprocessing). Hence, 

the average execution time of the proposed GHT approach on an x-ray image from the 

data set is 5minutes and 30 seconds. 

Despite the efforts made towards optimizing the code in terms of execution time, 

more work remains to be done. A number of papers have been published on variations 

and modifications of the Hough transform that focus on reducing the computational 

complexity that could be studied to improve the approach. Most of them focus on the 

problem of transformation of the data. 

A variety of authors have realized that computational complexity and memory 

requirements can be greatly reduced by using an intelligent iterative coarse-to-fine 

accumulation technique. To do this, the accumulator is examined at various scales and an 

attempt is made to evaluate it at those having a high density of counts. Silberberg [12] 

was one of the first authors using this strategy. The fast Hough Transform (FHT) of Li et 

al. [13] also used this strategy to detect lines. The Hough space is partitioned into 

quadrants and accumulated. Each quadrant is examined and the algorithm proceeds by 

subdivision of these quadrants containing votes in excess of a predetermined threshold. A 

problem of such an approach was that the quadtree decomposition of the Hough space 

made lines, that generate "split peaks" which cross the boundaries of the quadrants, be 

missed by the processing. The adaptive Hough Transform (AHT) of Illingworth and 

Kittler [14] is a variation of the technique and compensates for peak splitting using 

thresholding and connected component analysis. Finally, Princen et al. has published 

papers that study the properties of the AHT [15] and a comparison of the standard HT, 

FHT and the AHT [16]. 
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CHAPTER 4 

CONCLUSIONS 

It was well known that GHT has the ability to locate occurrences of a previously 

defined template in a target image regardless of noise and occlusions and variations in 

orientation and scale which is the scenario in most x-ray images of the cervical vertebrae. 

Although GHT was a promising candidate to achieve a good segmentation, much of the 

success of this technique depended on three parameters: (1) gradient information, (2) 

representativeness of the template, and (3) reckoning of the votes. Specific approaches 

have been provided to overcome the first 2 GHT weaknesses and a novel criterion for 

reckoning of the votes has been proposed and evaluated. Strengths and weaknesses of the 

approach were revealed and tasks for future work have been proposed. 

The task of segmenting the cervical vertebrae in radiographic images has been 

addressed using a customized and robust implementation of GHT that leads to promising 

results. This new procedure has been tailored to meet the special needs of this 

application. It takes into account valuable shape information present in the voting 

structure and utilizes it to provide more accurate results. 

Although more study is still needed, experiments showed that the cumulative 

value of the accumulator could be related to the amount of shape information available in 

the image and the decay rate to the representativeness of the template for a specific 

image. Figure 4.1 shows a plot of the values of the decay rate versus the accumulator 

cumulative value. The top right comer represents accurate segmentation results. This is a 

combination of both, adequate gradient information and adequate template 

representativeness. The low left comer represents two situations: (1) good segmentation 

results with poor gradient information, (2) bad segmentation results as a consequence of 

poor gradient information. The former situation occurs when the available gradient 

information, although poor, can be successfully related to the template. The latter occurs 

when gradient information is poor and the template does not represent appropriately the 

target object. 
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Figure 4.1 Plot of the decay rate versus cumulative value of the accumulator for the 
proposed approach. Analysis of these values can reveal information about availability of 

gradient information on the image and representativeness of the template. 

Current work deals with the inclusion of more templates to increase accuracy. As 

mentioned before, in spite of how much gradient information is available and could be 

used by the proposed criterion, representativeness of the template is still a very important 

issue. Shape variability captured by a mean template is limited. If a better representation 

of the shape variability is desired, more templates should be included. 

Adding more templates to capture more variability can be seen as a clustering 

problem. The collection of 50 templates represents the 100% shape variability seen 

across the data set. The idea is to reduce this set to a minimum number of templates while 

keeping a good amount of variability. Remember that each template can be seen as a 160-

dimensional vector, therefore, clustering 50 vectors of such dimensionality into a small 

number of representatives is not a trivial problem. 
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Tradeoffs between accuracy and computational complexity are under study. One 

of the main drawbacks of GHT is execution time. Adding 77 more templates to the 

approach will increase the chances of a successful segmentation, however, by doing that, 

the execution time will be increased to n times the original execution time. Therefore a 

good tradeoff between the desired accuracy and the computational complexity must exist 

if we want this approach to be kept feasible. 
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