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ABSTRACT 

Process optimization helps operate chemical processes more efficiently. Cur

rently, the state-of-the-art in petroleum refineries is to use nonlinear unit-wide op

timizers in conjuction with a linear optimizer to schedule the fiow between diff"erent 

process units. This approach, however, does not capture all of the potential benefits 

of optimization. In this work, a structure for performing a nonlinear refinery-wide 

optimization in an implementable manner is investigated. This structure uses neural 

networks to model the process in place of detailed, first-principle models. Neural net

works are used because they can be solved much faster than detailed, first-principle, 

differential/algebraic equation (DAE) models. 

The detailed models and neural network models necessary to implement this 

method have been developed. Some discussion of neural network structure is pre

sented, and methods of unconstrained optimization are developed for use in neural 

network training. Since the refinery optimization problem is subject to a number of 

nonlinear process constraints, the topic of constrained optimization is discussed as 

well. The neural network models are optimized and the resulting optimum was com

pared with the optimum found by optimization of the detailed models. The resulting 

program was profiled to determine the most computationally-intensive components. 

Since neural network training is a time-intensive problem, the use of parallel 

computers is examined. The platforms tested were a SGI Origin 2000 supercomputer 

and a cluster of Compaq Alpha computers. Finally, the time required to perform 

the optimization on a full-scale refinery is estimated. 
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CHAPTER 1 

INTRODUCTION 

1.1 Motivation 

Recent energy shortages in California have illustrated the importance of proper 

utilization of the world's energy sources. Continued population growth throughout 

the world will continue to exacerbate this problem. While there is growing interest 

in alternative energy sources, most of the world's energy is currently derived from 

petroleum. Petroleum will continue to be the prime energy source for the world 

through the foreseeable future. Therefore, it behooves the world greatly to maximize 

the utilization of this energy. 

Improving energy utilization will take place in two parts. First, the end users of 

the world's energy must use energy more efficiently. This means that the products 

used by the end users — such as computers, washing machines, and even light bulbs 

— must be more efficient. In addition, people must be wiser about the energy 

used. There are numerous examples of education programs throughout the United 

States to help teach people good conservation measures. But it is also true that 

improvements made by the energy producers can also help solve the energy problem. 

As part of this solution, it is evident that some efficiency improvements may be 

derived in the petroleum refining process itself. It is toward this end that this 

research is dedicated. 

1.2 Process Optimization and Control 

A very powerful technique for improving the efficiency of processing plants is 

known as process optimization. Process optimization is a system whereby the 



plant is operated to maximize a particular objective while still meeting various 

requirements. These requirements can include product quality specifications, phys

ical equipment limitations, and the protection of environmental, health, and safety 

concerns [36, p. 18]. Frequently, this objective is an economic one. Consider, for 

example, a chemical reactor. By increasing the temperature, it may be possible 

to increase the conversion of the reactant in the reactor. However, this conver

sion improvement may be offset by increased energy costs to operate the reactor. 

The process optimization system should be able to find the optimal temperature to 

operate the reactor. 

A process optimization system does not, however, exist in a vacuum. The process 

optimization system may decide how to operate the plant, yielding values such as 

optimal temperatures, pressures, and compositions, but the process must still be 

held at these optimal values. This is the purpose of the process control system. 

The process control system receives optimal parameters for the plant from the 

optimization system. The process control system actually makes changes to the 

process to keep the process parameters at their optimal values. It is clear that 

optimization is ineflFective if the control system is not capable of maintaining the 

plant at its optimal values. A well-maintained control system is crucial to the 

realization of optimization benefits. 

The optimal process parameters are frequently found at one or more process 

constraint(s). That is, the optimal value is usually at some physical limit of the 

system, such as a maximum safe temperature for a reactor. The control system must 

be fully aware of these limitations or constraints of the system. In addition to the 

constraints, there are interactions between multiple process parameters. Changing 

one parameter may aff'ect multiple process parameters. The control system must 



take into account these interactions. Because of this combination of constraints and 

interactions, the control system frequently must include a constrained multivariable 

controller, such as quadratic dynamic matrix control (QDMC) [9, p. 667]. 

A constrained multivariable controller is typically a form of model-based control 

(MBC). Model-based control relies on the existence of a mathematical representation 

of the system at hand. This representation, called the model, can be used to predict 

the eff"ect of various inputs on the process. Using this model, it is possible for the 

control system to choose the best possible inputs to the process to hold the optimal 

process parameters. The model will also predict if and when the system constraints 

will be violated. This predictive nature of the controller allows the system to react 

to problems before they occur, allowing far less variability in the process variables. 

With this reduced variability, it is possible to operate the process closer to the 

constraints. Since the optimal process variables are almost certainly at one or more 

constraints, the process can be operated more efficiently. 

In a typical application, both the optimization and control systems use math

ematical models. The model formulation, however, is often different. The control 

system will typically use a linear dynamic model while a typical process optimization 

system will use a nonlinear steady-state model. The dynamic model will predict the 

behavior of the process throughout time. This type of model will show how the 

process will, for example, get from one temperature to another temperature. In a 

dynamic model, the accuracy of the final state is less accurate than the path by 

which the process transitions from the initial to the final state. Since the controller 

is running continuously, errors in the accuracy can be dealt with constantly, since 

the controller can always compare the prediction of the model with the response of 

the plant. This is known as feedback. 



The steady-state model is just the opposite. The steady-state model is focused 

on accurate prediction of the final state, without regard to the transition that the 

process undergoes to get from the initial to the final state. Since the optimization 

system is not making changes to the system continuously, but rather moves from 

one steady-state value to the next, use of a steady-state model is appropriate in 

the optimization system. Accurate prediction of the next steady-state is essential 

since the optimization system makes economic decisions based on this prediction, 

and does not rely on feedback. 

Most technologies currently used for optimization use a gradient-based approach. 

This shows how the process outputs change as a function of the process inputs. The 

model must therefore be able to reproduce the outputs accurately. Because the 

optimizer will use this gradient to find the optimum without actually modifying 

the process, feedback cannot be used in the optimizer. Accurate predictions of 

the process outputs and their derivatives by the steady-state models used in the 

optimizer are therefore critically important. 

Both types of mathematical models must be tuned to ensure that their predic

tions are accurate. Process models include one or more parameters that may be 

adjusted to modify the model's prediction. For instance, in a mathematical model 

of a heat exchanger, the overall heat transfer coefficient may be adjusted to ensure 

accurate predictions. In a physical heat exchanger using cooling water, for example, 

the cooling water is not pure water, but contains various other materials. These ma

terials have a tendency to build up within the heat exchanger, causing the overall 

heat transfer coefficient to decrease over time. This process is called fouling. The 

overall heat transfer coefficient in the model may be updated periodically so that 

the model accurately predicts the reduced capabilities of the heat exchanger. This 



process of updating parameters is essential in both the control and optimization 

models, so that proper decisions are made. 

1.3 The Refining Process 

A petroleum refinery is a very complicated processing plant composed of many 

process units. Figure 1.3 shows a typical block diagram of a fuel-oriented refiner}-. 

The major units in a modern refinery are the crude unit, the fluidized catalytic 

cracking (FCC) unit, and the catalytic reformer. In addition to these major units, 

there are a number of smaller units like the gas plant and the alkylation unit. 

1.3.1 Crude Unit 

The first major component of a refinery is known as the crude unit. Figure 1.2 

shows the internal layout of the crude unit. The major unit operations involved in 

the crude unit are the atmospheric column, the vacuum column, the ROSE unit, 

and various hydrotreaters. 

The crude unit separates the crude oil into various fractions by means of dis

tillation. The fractions are characterized by boiling range. Many properties in the 

products from the crude are directly related to boiling range. For example, sulfur 

content increases with increasing boiling point. Since the crude unit is the first unit 

in the refinery, the performance of the other units in the refinery can be greath-

affected by decisions made for the crude unit. 

The atmospheric column is the first and largest distillation column in the crude 

unit. It takes crude oil and steam as inputs, and splits the crude oil into the 

following streams: light gas, light naphtha, heavy naphtha, kerosene, atmospheric 

gas oil, and residue. Table 1.1 [29, p. 79] gives some typical values of percent 

volume, boiling point range in Fahrenheit, and API gravity for these fractions [29, 
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Table 1.1: Crude oil fractions from the atmospheric column. 
Stream Name 

Light Gas 
Light Naphtha 
Heavy Naphtha 

Kerosene 
Atmospheric Gas Oil 

Residue 

Volume Percent 
— 

8 
21 
11 
15 
45 

Boiling Point (°F) 

up to 50 
50 - 200 

200 - 400 
400 - 500 
500 - 650 

650 -r 

API Gravity 
— 

79 
55 
42 
35 
18 

p. 79|. In addition, some atmospheric columns also produce another stream, diesel. 

The light gases from the atmospheric column are combined with the light gases 

from other units and sent to the gas plant. The gas plant and related units are 

described in more detail in section 1.3.4. The light naphtha is typically treated and 

blended to make gasoline. The heavy naphtha is sent to a hydrotreater and then 

to the catalytic reformer. The reformed naphtha is also blended to make gasoline. 

Kerosene is typically sold directly as fuel-grade kerosene. The atmospheric gas oil 

is hydrotreated and then used to make fuel oils. Finally, the residue is sent to the 

vacuum column. 

The residue is the heaviest fraction from the atmospheric column. It is sent to a 

vacuum column where another separation can be performed. The vacuum column 

separates the atmospheric residue into several fractions: vacuum gas oil (VGO), 

overflash, and vacuum residue. The VGO is fed to the fluidized catalytic cracking 

unit (FCC). The residue from the vacuum column is sent to the residue oil solvent 

extraction (ROSE) unit. The ROSE unit seeks to recover more gas oil from the 

residue. The remainder is then treated to produce No. 6 fuel oil. 



1.3.2 Fluidized Catalytic Cracking Unit 

The fluidized catalytic cracking unit (FCCU) is the second major unit in the 

refinery. Figure 1.3.2 shows a diagram of a Model IV FCC Unit. The Model IV FCC 

is a specific type of FCC developed by Exxon Research and Engineering (ER&E) 

and has been available commercially for many years. The Model I\ ' is quite old 

and rather obsolete [3, p. 1230]. This FCC is examined in this work because the 

refinery used in this work uses this particular model. More details on the Model IV 

are available in the literature [42, pp. 23-24]. 

The feed to the FCC is the vacuum gas oil (VGO). VGO is a heavy feed and is 

of little value. The purpose of the FCC unit is to convert the VGO into FCC gaso

line. In addition, several other products are produced: light cycle oil (LCO); heavy 

cycle oil (HCO), also called slurry oil; and light gas. The FCC accomplishes this 

conversion by means of several cracking reactions that are promoted by contacting 

the feed VGO with catalyst at elevated temperatures. The cracking reactions break 

up the long chain hydrocarbons present in the VGO into smaller chains. 

The two major components of an FCC unit are the reactor and the regenerator. 

The VGO from the crude unit is preheated in a heater before being mixed with the 

catalyst. The feed/catalyst blend in fluidized in the riser, which sticks up into the 

reactor. Most of the conversion takes place in the riser. The residence time in the 

riser is about 2 seconds. The short residence time prevents secondary cracking of 

the hydrocarbons. In the disengaging zone on the top of the reactor, the catalyst 

and product are separated. The catalyst travels to the regenerator, where coke on 

the catalyst is burned off. 

The product vapor from the reactor enters the main fractionator where it is 

separated into multiple products. Vapor from the overhead condenser in run through 
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the wet gas compressor and sent to the gas plant for further refinement. The liquid 

from the overhead condenser is the FCC gasoline, which is used as a gasoline blending 

feedstock. Light cycle oil is run through a steam stripper and sent off to the diesel 

storage tank. Finally, the slurry (HCO) is used to make No. 6 fuel oil. 

The FCC Unit is extremely important to the refinery. The FCC is often the key 

to successfully running a refinery. Forty percent by volume of the gasoline blending 

stocks came from FCC units in 1989. In the refinery studied in this work, the FCC 

provides 45% by volume of the gasoline blending stocks [27, p. 68). 

1.3.3 Catalytic Reformer 

The catalytic reformer is another important process unit in the refinery. Figure 

1.3.3 shows a schematic of a semi-regenerative catalytic naphtha reformer of the type 

studied in this work. The reformer serves to increase the octane of the gasoline prod

uct. The increase in octane number is accomplished by "re-forming" paraffins and 

naphthenes, producing aromatics [29, p. 82]. Aromatic compounds have a higher 

octane number than their paraffin and naphthene counterparts. Octane ratings are 

described in detail in section 1.3.5: Gasoline Blending. 

The feed to the reformer is heavy naphtha from the atmospheric column of the 

crude unit. The heavy naphtha is first run through a hydrotreater. The hydrotreater 

uses hydrogen to convert the hydrocarbons containing sulfur in the naphtha to 

liquids with little sulfur and hydrogen sulfide [29, p. 81]. As previously stated, the 

paraffins and naphthenes present in the treated naphtha are converted to aromatics 

in the reformate. The reformate is then used as a blending stock to make gasoline. 

It should be noted that the reforming reactions produce hydrogen. The hydrogen 

produced by the reformer is used to operate the hydrotreater. In very general terms, 

a reformer will produce between 800 and 1200 SCF of hydrogen per barrel of feed. 
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The hydrotreater only consumes between 100 and 200 SCF of hydrogen per barrel 

of feed. Thus, spare hydrogen is available for use in hydrotreating other fractions 

[29, p. 82]. 

Reformers can be categorized by the frequency that the catalyst is regenerated. 

The basic types are continuous, cyclic, and semi-regenerative catalytic reformers. 

The catalyst is removed and replaced during normal operation in a continuous re

former. A semi-regenerative reformer is shut down to regenerate the catalyst. Typ

ical intervals between shutdown are between 3 and 24 months. The cyclic reformer 

also contains a swing reactor, so that catalyst can be regenerated without shutting 

down the unit. 

Reformate can be separated into two different types based on the temperature 

in the first reactor. If this temperature is high, the reformate is considered high-

severity, while a low temperature produces low-severity reformate. The higher tem

peratures produce higher conversion in the reactions, giving the reformate a higher 

octane number. However, these higher temperatures require that the catalyst needs 

to be regenerated more often. Since downtime is expensive, optimal operation of a 

catalytic reformer requires that the reformer spend some fraction of its time in each 

mode. This allows both low- and high-severity reformate to be available for gasoline 

blending. 

The catalytic reformer is vital to the production of gasoline in a modern refinery. 

The reformate is a high-octane blending stock that accounts for about 40% by 

volume of the gasoline in the United States. In the refinery considered in this work, 

reformate supplies about 30% by volume of the gasoline pool [27. pp. 94-95[. 
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1.3.4 Auxiliary Units 

In addition to the crude unit, FCC, and catalytic reformer, there are many other 

components in a modern refinery. The other units are less vital to the economics 

of the refinery, but they all contribute in some manner. Because of their reduced 

economic importance, a more cursory examination of the other units will be given 

here. 

One of these smaller units is the gas plant. The gas plant receives light gases from 

the catalytic reformer, the crude unit, and the FCC unit. The gas plant consists 

of a series of distillation columns that separate the combined gas stream into its 

components. Some of the gases are used to produce liquefied petroleum gas (LPG). 

The primary components of LPG are propane (C3) and butane (C4). LPG is stored 

at high pressure to maintain it as a liquid under normal atmospheric conditions [29, 

p. 7). 

The gas plant also separates olefins and isobutane out of the gas stream. Olefins 

and isobutane can be used in a process known as alkylation. The alkylation unit 

combines the olefins and isobutane to produce larger molecules. These resulting 

molecules are large enough to be used as blending stock to make gasoline. In addi

tion, alkylation reactions produce large numbers of isomers. Since branched materi

als tend to give a high octane rating, alkylate is another high-octane blending stock 

[29, p. 86]. Frequently, insuflficient quantities of isobutane are produced in-plant, 

but the value of alkylate is high enough to justify the purchase of isobutane for 

blending to make gasoline. 

1.3.5 Gasoline Blending 

The process used to produce gasoline from the blending stocks is quite simple. 

The blending stocks are mixed together in the proper proportions to produce gasoline 
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Table 1.2: Product Specifications for the Gasoline Streams. 
Specification 

MON 
[RON+MON) 

2 
Reid Vapor Pressure (psia) 

Specific Gravity 
Driveability Index 
10% Distilled (°F) 
50% Distilled (°F) 
90% Distilled (°F) 

O2 (wt %) 
Sulfur (wt %) 

Benzene (wt %) 

Super Unleaded 
No limits 

>93 
6.4 to 7.8 

0.72 to 0.784 
<1250 
<158 

170 to 250 
<374 
<2.7 
<0.1 
<4.9 

Unleaded 
>82 

>87 
6.4 to 7.8 

0.72 to 0.784 
<1250 
<158 

170 to 250 
<374 
<2.7 
<0.1 
<4.9 

Sub-Octane 

>82 

>87 
6.4 to 8.8 

0.72 to 0.784 
<1250 
<158 

170 to 250 
<374 

3.7 to 4.0 
<0.1 
<4.9 

streams that meet various specifications. In the refinery used in this work there are 

eight different blending stocks, five of which are produced in-plant, and three that 

are purchased. The refinery-produced blending stocks are FCC gasoline, low-severity 

reformate, high-severity reformate, alkylate, and light straight-run (LSR) gasoline. 

The three additional blending stocks used are butane, toluene, and ethanol. These 

stocks are purchased and added to gasoline to meet the requirements of the gasoline 

streams. 

In the refinery studied in this work, three different gasoline streams are produced: 

super unleaded, unleaded, and sub-octane gasoline. Table 1.2 lists the specifications 

for each stream. It should be noted that the specifications given for the sub-octane 

gasoline include 10% ethanol by volume to increase the octane. 

Each of the given specifications has a different purpose. Some specifications 

(namely octane) exist to ensure that automobiles will run well on the gasoline. 

Other specifications are given for mostly environmental reasons. A short summary 

of each of the specifications is given here. 

Octane number gives a measure of the anti-knock properties of a gasoline. When 
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a gasoline/air mixture undergoes compression within a cylinder of an engine, the 

gasoline may "pre-ignite." During proper operation of a gasoline engine, the gaso

line/air mixture will ignite only when the spark plug fires. During pre-ignition, the 

temperature and pressure of the gasoline/air mixture reach the ignition point before 

the spark plug fires. In this case, two different explosions happen in the cyUnder se

quentially. Since the explosion is happening at the wrong time, power is not properly 

applied. The energy is released as heat, rather than motive power. The secondary 

explosion is heard by the passengers as a "knock" in the engine. The octane number 

is measured as two quantities: the research octane number (RON) and the motor 

octane number (MON). Both measurement are defined by ASTM tests. The ASTM 

testing procedure involve operation in a specific research engine, but with different 

feed conditions. For the research octane number, the engine is operated at 600 

rpm and the intake air temperature is 125 degrees Fahrenheit. The motor octane 

number is designed to simulate conditions more like normal automobile operation. 

The engine is operated at 900 rpm and the intake air temperature is 300 degrees 

Fahrenheit. Octane numbers for two pure substance were defined and the gasoline is 

compared with these two standards. Normal pentane was assigned a rating of zero 

and isooctane (2,2,4-trimethylpentane) was assigned a value of one hundred. Since 

an automobile operates at a variety of conditions, both the RON and MON values 

are important. The octane number given at the pump is the arithmetic average of 

the RON and MON [29, pp. 8-9]. 

The next important property of gasoline is its volatility. This is a measure 

of the gasoline's ability to vaporize. It is useful for both engine performance and 

environmental protection. If the gasoline can vaporize too easily, the engine may be 

more susceptible to vapor lock. The gasoline may also vaporize under atmospheric 

13 



conditions releasing harmful organic compounds into the air. Several specifications 

given measure the volatility of gasoline: the temperature where 10%, 50%, and 90% 

of the gasoline by volume is distilled and the Reid vapor pressure (RVP). 

Environmental regulations play a strong part in the specifications of gasoline. 

For instance, the sulfur and benzene limits on gasoline minimize the release to the 

atmosphere of these harmful materials by automobile exhaust. 

14 
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CHAPTER 2 

NEURAL NETWORK MODELING AND TRAINING 

2.1 Introduction to Neural Networks 

Neural networks-more appropriately artificial neural networks (ANN)-are essen

tially a class of generalized models. They were originally developed from research 

done on biological neural networks, although it must be emphasized that an ANN 

is not an accurate model of a biological neural network. 

There appears to be little agreement on an all-inclusive definition of an ANN. 

One author [40, p. 60] gives the definition as follows: " . . . a neural network 

is a system composed of many simple processing elements operating in parallel 

whose function is determined by network structure, connection strengths, and the 

processing performed at computing elements or nodes." Another text [22, p. 2] 

gives the following definition: 

A neural network is a massively parallel distributed processor that 
has a natural propensity for storing experiential knowledge and making it 
available for use. It resembles the brain in two respects: 1. Knowledge is 
acquired by the network by a learning process. 2. Interneuron connection 
strengths known as synaptic weights are used to store the knowledge. 

Neural networks consist of interconnected processing elements called nodes. The 

biological analogue of a node is the neuron. A node has multiple inputs and one 

output. This output may be sent to multiple destinations, but the same signal 

is passed to each. Several steps are performed within a node. First, all of the 

inputs to a node are summed. Next, the summed input is processed according to 

a function associated with the node called a transfer function. The output of the 

transfer function is then transmitted to one or more destinations. Figure 2.1 shows 
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N o d e 

Figure 2.1: The internal structure of a node 

a schematic diagram of the functioning of a node. 

Many diflPerent forms are available for use as the transfer function. Two of the 

more common are the logistic sigmoid function and the hyperbolic tangent function. 

The logistic sigmoid is the most common transfer function and has the form 

1 
^ (^) = l + e x p ( - a . x ) 

where a is the slope parameter of the sigmoid. A graphical representation of this 

function is shown in Figure 2.2. Note that the range of the logistic sigmoid function 

is between 0 and 1. There are times when it is preferable to use a function that has 

a range between -1 and 1. The hyperbolic tangent is such a function. This function 

has the form 

X 1 — €X7)(—X] 

G{x) = tanh{-) = Y ^ ^ j ^ p ^ 

and is shown in Figure 2.3. 
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Figure 2.2: Sigmoid Function with a slope of unity 

Many interconnected nodes form a neural network. Figure 2.4 shows a form 

of a neural network, called a feedforward neural network. Each of the connections 

between these nodes has an associated strength, called a weight. The signal fed 

to one node is actually the product of the weight and the output signal from the 

previous node. 

For example, consider the neural network in Figure 2.5. This network has two 

layers: an input layer consisting of two nodes and an output layer with one node. 

The nodes have been numbered 1 through 3. Nodes 1 and 2 are in the input layer, 

while the sole node in the output layer is node 3. The following set of equations 

show the output of each of the nodes, where gi{x) represents the transfer function 

of the ith node: 

yi =9i{ui) 

y2 = giM 
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Figure 2.3: Graphical representation of the hyperbolic tangent function 

Vs = Qsim *yi-\-W2* y2) = 9^{wi * 9i{ui) + W2^ ^2(^2))-

Frequently, another input signal is added to each layer. This signal has a value of 

unity and, together with the weight associated from each of its connections, provides 

a bias signal to each subsequent layer. The previous example with the bias signal 

added is shown in Figure 2.6. The output of the third node for this network is given 

as follows: 

y\ = gsi'Wl * ^l(^^l) -\-W2* 92(U2) +W3* 1). 

Typically, however, one particular transfer function form is used for all of the 

nodes in one layer. If we represent the transfer function form used in the first layer 

as 9i{x) and the transfer function form used in the second layer as ^2(^)5 then the 

equation for the output yi{x) in Figure 2.6 can be given as: 

yi = 92{wi * 9iM -^W2* 9iM + ŵ3 * !)• 

Most feedforward neural networks employed today are in a form known as a 

multilayer perceptron (MLP). The neural network shown in Figure 2.4 is an example 
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Figure 2.4: An example of a feedforward neural network 
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Figure 2.5: A simple, two-layer neural network 
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11,-
Yi 

Figure 2.6: A simple, two-layer network with a bias input 
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of a three-layer MLP. MLPs are perhaps the most common form of neural network 

because of their wide applicability and ease of use. The three-layer MLP is the 

neural network structure that will be used in this work. 

In order to design a MLP, we must determine three things. First, a choice of a 

transfer function form for each layer must be made. Second, the number of nodes 

in the hidden layer must be determined. Finally, the weights between each of the 

layers (from the input layer to the hidden layer and from the hidden layer to the 

output layer) must be determined. 

2.2 Neural Network Training 

2.2.1 Training Overview 

Before a neural network can be used in practice, it must be trained. During this 

process, the neural network "learns" the behavior that it is supposed to reproduce. 

A "teacher" is used to guide the neural network toward the proper behavior. The 

teacher uses a dataset of known values and the neural network is taught to reproduce 

this dataset. This method is known as supervised training. 

The neural network is trained from a dataset presented to the network. If the 

output from neuron j for iteration n is given as yj {n), and the value from the dataset 

that the output should reproduce is dj(n), then an error signal ej{n) may be defined 

as 

ej{n) = dj{n)-yj{n). 

The sum of squared errors for all of the outputs for one row in the dataset is 

, No 

j = i 
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where No is the number of neurons in the output layer. The average squared error 

of the entire dataset can then be obtained as follows: 

^ NR 

^ 1=1 

where NR is the number of rows in the dataset. The sum of squared errors can be 

substituted into this expression, yielding 

NR NO 

^ 1=1 j=i 

for a complete expression of the average squared error. It is desired that optimum 

weights be chosen to minimize this average squared error. To obtain this optimum 

set of weights, the nonlinear unconstrained optimization problem 

. NR NO 

min Eavg = min - — ^ ^ ej(n) 
2NR . . 

is solved. 

2.2.2 Optimization Algorithm Overview 

Since the training problem is formulated as a nonlinear unconstrained multivari

ate optimization problem, we can take advantage of the great amount of research 

done on this class of problems. A number of algorithms have been developed to 

solve these problems. Of these, four have been used extensively for neural network 

training applications. These algorithms are the steepest descent method, derivatives 

of Newton's method, the conjugate gradient method, and the Levenberg-Marquardt 

algorithm. 

The steepest descent method is the oldest, and perhaps the most common, 
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method used to train neural networks. It has also been called the gradient descent 

approach. The algorithm starts at a given initial point and follows the gradient 

of the function to a local minima. The steepest descent algorithm is very reliable, 

but inefficient. To improve the rate of convergence, a momentum term is frequently 

added. More details on this algorithm are available in section 2.2.4. 

Newton's method models the objective function as a quadratic function and 

solves the quadratic objective function exactly. This structure converges in one 

step for truly quadratic objective functions and very quickly near the solution for 

all problems. It is, however, not globally convergent, so reasonable initial values 

must be used. Two techniques are available to enhance Newton's method to provide 

global convergence: the use of a line search and the trust region approach. More 

details on an implementation of Newton's method used in this research are available 

in section 2.2.5. 

The conjugate gradient method ties conjugacy properties within the solution with 

the steepest descent method. This method is reliable and efficient, but generally 

not as efficient as the Newton derivatives. It does require less intermediate storage 

than the Newton derivatives, and may be attractive for very large networks. This 

method was not used in this research, but more information can be found in the 

literature [14, pp. 80-94]. 

The previous methods (steepest descent, Newton, and conjugate gradient) are 

general nonlinear optimization methods, but the Levenberg-Marquardt is actually a 

nonlinear least squares method. Whereas the optimization methods are concerned 

with the minimization of a nonlinear function, the nonlinear least squares problem 

is one of fitting a nonlinear model to a set of data. The Levenberg-Marquardt 

algorithm is actually a blend between the steepest descent and Newton algorithms, 
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trying to improve the efficiency of the steepest descent algorithm while still providing 

rapid convergence. This algorithm was not used for neural network training in this 

work. Details on this method are available in the literature [32, pp. 683-688). 

2.2.3 Conditions for an Extremum 

Consider the general unconstrained nonlinear minimization problem 

min/(a:) 
X 

where f{x) is assumed to be at least twice continuously differentiable and x G 5?". 

The function f(x) is the function being minimized and is known as the objective 

function. V f{x) is the gradient of the objective function at x. H(x), known as the 

Hessian matrix, the matrix of second derivatives, is shown below. 

H{x) = 

d'f d'f d^f aV 
dxj 

d^f 
dx2dx\ 

d^f 
Sin—15x1 

d^f 
dxndxi 

5X1^X2 

dxl 

d'f 
dXn-\dX2 

d i n 9X2 

dxidxn-1 

d^f 
dX2dXn—\ 

av 
dXndXn-l 

dx\dxn 

d^f 
dx2dxTi 

d^f 
dXn-ldXn 

d^f 
dxl 

By the continuity of derivatives, the Hessian matrix H[x) is symmetric, x* is 

the proposed extremum of f[x). Two conditions must be met to guarantee that x* 

is indeed an extremum. These conditions are stated in the literature [12, p. 141] 

and are reprinted below: 

1. V/(x*) = 0 
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2. H{x*) must be positive definite for x* to be a minimum. H{x*) must be 

negative definite for x* to be a maximum. 

2.2.4 Steepest Descent Method 

The first algorithm used for neural network training in this work is the method of 

steepest descent. This method starts at an arbitrary initial point, XQ, and proceeds 

until an optimum, x*, is found. It is guaranteed to converge to an local optimum 

from any initial point, so the algorithm is very reliable. The algorithm is quite 

inefficient, however, and can consume excessive computer time. 

Consider, again, the general minimization problem stated in section 2.2.3. From 

any arbitrary point, Xi, a point Xi+i is desired such that /(xj+i) < f(xi). It is 

important to realize that the gradient of the function Vf{x) points "uphill", that 

is the gradient can be interpreted as a direction toward increasing function values. 

Remember that the vector 

Vf{x) 

AL 
5x\ 

AL 
6X2 

Sf 
6XN 

is the gradient of the function f{x). 

If the vector Vf(x) points in the direction of greatest ascent, then the direction 

- V / ( x ) must point in the steepest descent direction. It is important to note that 

the vector -Vf(x) can not be used naively, however. While the direction is correct, 

the step length is almost certainly incorrect. A small constant may be used as the 

step length. Therefore, the next point, Xj+i, can be calculated from the previous 

point, x^, and the gradient at the previous point, V/(x,) , as follows: 
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Xi+i = X^- X* Vf{Xi) 

where A is the step length. Given that the constant. A, is chosen properly, conver

gence to an optimum is guaranteed from any arbitrary starting value. As previously 

stated, however, this algorithm can be quite slow. The worst behavior takes place 

near a crevice. The algorithm chooses to go down the crevice in a large number of 

"stair-steps" rather than follow the crevice down to its conclusion. 

The algorithm as shown can be used to minimize any arbitrary function. By 

examining the neural network training problem, however, it is possible to improve 

the training abilities of this general algorithm. It is worthy of note that the error 

surface of the neural network problem is likely to have many small local minima. It 

is therefore quite likely that any gradient-based algorithm will become trapped in 

one of these local minima. The algorithm can be improved to keep it from getting 

trapped in one of these local minima by adding a momentum term. The momentum 

term carries over its direction from the direction of the previous move. The next 

point, Xi+i, can then be calculated by the following equation: 

X i+ ^=Xi- X* Vf(xi) -h 7 * (^i - ^i-i) 

where 7 is the momentum constant. This modification has the tendency to improve 

the learning rate of the algorithm with minimum danger of instability [22, pp. 149-

151]. The algorithm can be summarized as follows: 

1. Choose the initial point XQ, the step length A, and the momentum con

stant 7. Note that larger values of A and 7 speed the neural network 

training, but also increase the likelihood of instability. 
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2. Evaluate the objective function value and its gradient at the initial point. 

3. Calculate the new point Xi. Evaluate the objective function and its 

gradient at the new point. 

4. Check for convergence. 

5. Return to step 3 and iterate to convergence. 

2.2.5 Quasi-Newton Optimization 

Newton's method works by constructing a quadratic approximation to the ob

jective function. The second-order Taylor series expansion around a point Xj is 

f{x) = f{Xi) -\-{x- X^) * Vf{Xi) + -(X - Xi) * H(x) * (x - Xi) 

where H{x) is the Hessian matrix. 

The gradient of the quadratic model is 

Vf{x) = Vf{x^)-^H{x)*{x-x^). 

At the optimum, the gradient is zero, so the optimum of the quadratic model is 

then 

Xi+i =Xi- H{x)-'^ * Vf{xi). 

If the objective function is indeed quadratic, then the Hessian H{x) is valid for 

the entire space where the objective function is defined. This method gives the 

optimum in precisely one step. 

If, however, the objective function is not truly quadratic, then the Hessian H{x) 

is only valid in some neighborhood of Xj. It should be noted that near an optimum, 

many functions appear quadratic. Because of this property, Newton's method yields 

very rapid convergence near an optimum. Indeed, Newton's method yields quadratic 
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convergence near the optimum [11, pp. 89-91]. However, since the Hessian may not 

be valid for the computed value, Xj+i, there is no guarantee that f(xi^i) < f(xi). 

Therefore, there is no guarantee that the method is converging. In addition to the 

lack of a global convergence proof for a general function, it is noted that there is no 

guarantee of invertibility of the Hessian. Finally, one may note that exact calculation 

of the Hessian is frequently a time-consuming exercise and a faster method may be 

desired. 

It is desired that an algorithm be found where: 

1. Convergence to an optimum is guaranteed from any starting point, a 

property known as global convergence. 

2. Fast convergence near the optimum is maintained. 

3. Explicit calculation of the Hessian is not required. 

4. The invertibility of the Hessian matrix is guaranteed. 

It may be realized that the change between Xi and Xi+i is 

Ax = -H{x)-'*Vf(x^). 

This change may be interpreted as having two components: a step direction and 

a step length. To show this more explicitly, x^+i can be calculated as 

Xi+i = Xf + A * Ax 

where the step length A is between 0 and 1. Note that when A = 1, the full 

Newton step is taken. A method called a line search may now be employed. This is 

essentially a specialized one-dimensional optimization. The value /(x^ -f A * A.r) is 

minimized by varying A between 0 and 1. The initial value for this one-dimensional 
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optimization is A = 1. If this value meets the convergence criteria for the line search, 

it is always used. This allows the algorithm to maintain quadratic convergence in the 

neighborhood of the optimum, a very important property. If. however, this initial 

point does not meet the convergence criteria for the line search, a more exhaustive 

search must be undertaken. Since this line search is a one-dimensional optimization, 

many algorithms are available [11, pp. 116-129]. Experience and theoretical results 

have shown that an exact solution to the line search is unnecessary. Simplified 

methods for performing the line search are available [12, pp. 216-217]. 

The line search guarantees global convergence since /(x^+i) < f{xi). It also 

maintains quadratic convergence near the optimum, since the full Newton step is 

taken. 

Next, a method of approximating the Hessian matrix, H(x), using only the gra

dient g{x) = V/(x) is desired. Since the approximate Hessian, if, is used instead 

of the true Hessian matrix, these methods are properly called quasi-Newton meth

ods rather than Newton's method. The strongest practical and theoretical results 

are obtained when a method is used that creates a symmetric positive definite ap

proximation to the Hessian. A method that builds a symmetric positive definite 

approximation to the inverse Hessian was developed. This method is called the 

Davidon-Fletcher-Powell (DFP) update. This equation uses an initial approximate 

for the inverse Hessian, the change in the variable values Ax, and the change in the 

gradient Ag. The DFP update is 

^ l - " ; — Ai^*A5 AgT*H-^*Ag 

Since this method constructs an approximation to the inverse Hessian, the in

version is already performed and the resulting matrix must only be multiplied by 

the gradient to find the new point. Another method that has been more successful 
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in practice has been developed. This updating method is known as the Broyden-

Fletcher-Goldfarb-Shanno (BEGS) method. This method updates an approximation 

of the Hessian itself. The BEGS updating equation is 

/\(TJ\ Aff*Ag^ _ H*Ax*Ax'^*{H)'^ 
V / ~ Apr*Ai ~ Ax^*^*Ax 

A full derivation of these formulae are available in the literature [11, Chapter 9]. 

Even though the BFGS method produces an approximation of the Hessian, rather 

that an approximation of the inverse Hessian, as the DFP method does, the BFGS 

method is generally considered to be superior. The performance penalty to invert 

the Hessian is lessened by its symmetric positive definite nature. The Cholesky 

decomposition can be used with matrices of this form, and this decomposition is 

quite fast [19, pp. 142-148]. In addition, the Cholesky decomposition of the Hessian 

itself may be updated, so that the decomposition does not need to be performed at 

every iteration [14, pp. 56-57]. 

It should be noted that using an approximation of the Hessian rather than 

the true Hessian decreases the efficiency of the method. While Newton's method 

can achieve quadratic convergence, only superlinear convergence is available with a 

quasi-Newton method [11, pp. 210-211]. 

The algorithm can be summarized as follows: 

1. Initially assume that the approximation of the Hessian, H, is equal to 

the identity matrix. This causes the first step to be in the steepest 

descent direction. 

2. Evaluate the objective function and its gradient at the initial point, XQ. 

3. Calculate the step using the equation Ax = -H'^ * V/(xi). 

4. Do a line search along this direction to find A. The next point will be 
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xi = xo + A * Ax. 

5. Evaluate the objective function and its gradient at the new point, Xi. 

6. Check for convergence. 

7. If the inequality A^ * Ax > 0 is true, then use the BFGS updating 

algorithm to update the Hessian approximation. This condition must 

be true in order to keep the Hessian approximation positive definite. 

8. Go back to step 3 and iterate until converged. 
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CHAPTER 3 

REFINERY OPTIMIZATION 

3.1 Constrained Optimization 

As mentioned in Chapter 1, the optimal process values for a process unit almost 

always lie at one or more constraints of the system. The optimization process must, 

therefore, take these constraints into account. In Chapter 2, several algorithms were 

introduced to find the solution of an unconstrained optimization problem. Therefore, 

algorithms must be introduced to solve constrained optimization problems. 

Constrained optimization problems can be subdivided into categories based on 

the type of objective function, constraints, and variables. If both the objective func

tion and constraints are linear and the variables are all continuous, then the problem 

is called a linear program (LP). If, however, some of the variables are discrete, then 

the problem is termed a mixed-integer linear program (MILP). When the objective 

function and/or the constraints are nonlinear, the problem is a nonlinear program 

(NLP) or a mixed-integer nonlinear program (MINLP) if some of the variables are 

discrete. Mixed-integer problems will be not be discussed further, as all variables in 

this work are continuous. An NLP with a quadratic objective function and linear 

constraints is known as a quadratic program (QP). A problem with linear constraints 

is called a linearly constrained optimization (LCO) problem; note that this includes 

both LPs and QPs. The term program came about when this field of mathematics 

was defined; it has nothing to do with a computer program. 

Finding the solution of constrained optimization problems is a diflScult prob

lem. These problems are combinatorial in nature; the algorithms must attempt to 

determine which (if any) constraints are active at the solution. Most algorithms 
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developed to solve these problems are not polynomial-time algorithms; most other 

numerical algorithms are. The computational time required by a polynomial-time 

algorithm can be scaled in a consistent manner as a function of the problem size. 

For instance, the LU decomposition, a method used to solve systems of linear equa

tions, is an 0(71^) algorithm. This means that the time the algorithm will require 

is proportional to the number of variables squared. Therefore, if the number of 

variables is doubled, the algorithm will require about four times longer to construct 

an answer. Since these optimization algorithms are generally not polynomial-time 

algorithms, a definitive statement about the length of time required to solve a given 

problem cannot be made. In general, however, the time to solve these constrained 

optimization problems will increase greatly with an increasing number of variables. 

3.1.1 Linear Programming 

The general Hnear program can be given in the following form: 

min/(j;) = c^ * x 

subject to 

A* X = b 

X > 0 

b>0. 

This is known as the standard form [12, pp. 270-271]. All LPs can be rewritten 

into this form through the use of surplus or slack variables. Due to the nature 

of the LP, if a solution exists, it will lie at the intersection of constraints. As a 

result, interior points — those points that satisfy the constraints, but where none of 

the constraints are active — cannot be solutions of an LP. There are four different 

classes of LP solutions. These classes are 
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1. Degenerate LP. This LP has an infinite number of solutions with the 

same objective function value. The solution exists, but is not unique. 

2. Infeasible LP. There are no points that satisfy all of the constraints, 

therefore, the solution to the problem does not exist. 

3. Unbounded solution. The feasible region is only partially bounded, 

so the optimum is unbounded. 

4. Unique solution. A solution to the problem not only exists, but it is 

unique. 

There are three heavily used methods to solve an LP. The three methods are the 

primal method, the dual method, and an interior-point-based method. The pri

mal and dual methods are based on a method developed by Dantzig known as the 

Simplex Method [10]. For every primal LP with N variables and M constraints, 

a dual problem exists with M variables and N constraints. Both the primal and 

dual problems can be solved using the Simplex Method [32, p. 443]. Details of the 

Simplex Method are available in the literature [32. 12]. Dantzig's Simplex Method 

searches along different combinations of active constraints for the optimal point. 

This method operates by finding the set of constraints active at the solution. The 

third algorithm for finding the optima of an LP is an interior-point based method, 

like the algorithm proposed by Karmarkar [25]. The interior-point method starts 

at an interior point and works outward towards the optimum. The advantage of 

the interior point method over the simplex method is that it is a polynomial-time 

algorithm. This does not necessarily mean that the interior-point method is faster 

than the Simplex Method, but as the number of variables increases, the liklihood of 

faster solution times improves. 
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3.1.2 Quadratic Programming 

The solution of a quadratic program (QP) is strongly related to the solution of 

a linear program. A general form for a quadratic program is 

min f{x) = | x ^ * G * x + c^*x 

subject to 

A^ *x>b. 

Once again, all QPs can be converted into this form. It is important to note 

that, unlike LPs, the solution to a QP can be an interior point. The algorithms used 

to solve QPs are strongly related to those algorithms used to solve LPs. There are 

four categories of algorithms to solve QPs [31]: 

1. LP Simplex-related, 

2. Active set strategy, 

3. Internal representation of the feasible set, 

4. Shrinking ellipsoid. 

Most of the algorithms in use are in the first two categories. The simplex-based 

methods work by trying different vertices until the solution is found. This method 

is very similar to the simplex method mentioned above in the section on LPs. The 

active-set method works by adding the active constraints and removing inactive 

constraints at every iteration. Numerous active-set methods are available in the 

literature [16, 18]. Active-set methods are common but, similar to the simplex 

method, it is noted that they are not polynomial-time algorithms. These methods 

can potentially be quite expensive because of this combinatorial nature. The fourth 

category is another form of the interior-point algorithm. 
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3.1.3 General Nonlinear Programming 

Quadratic programming is only one specific type of nonlinear programming. In 

order to solve a general NLP, one must develop an algorithm to handle nonlinear con

straints. There are three commonly available methods to handle general NLPs: suc

cessive linear programming (SLP), the generalized reduced gradient method (GRG). 

and successive quadratic programming (SQP) [35, pp. 348-349]. 

In the successive linear programming method, the nonlinear objective function 

and nonlinear constraints are linearized about the current point. Using the linearized 

objective function and constraints, the problem is then reduced to an LP. Standard 

methods are then applied to solve the LP. The nonlinear problem is then linearized 

at the new point and the algorithm proceeds accordingly. This method is quite 

easy to implement. However, convergence can be very slow if the optimum is at an 

interior point. 

The generalized reduced gradient method uses the constraints to remove degrees-

of-freedom from the optimization. The optimization is then carried out in the 

so-called "reduced" space. The constraints are satisfied at every iteration, so the 

problem follows a feasible path to the optimum. The feasible path may yield a more 

reliable solver, but frequently solves optimization problems more slowly. Further de

tails about using a feasible path optimizer will be given in section 3.2. In addition, 

this method is the hardest of the three NLP methods to implement [35, p. 349]. 

The successive quadratic programming (SQP) method is a combination of two 

optimization algorithms: the quasi-Newton approach discussed in section 2.2.5 and 

a method of solving constrained optimization problems known as the method of 

Lagrange multipliers. In the SQP method, along each step, a Lagrangian objective 

function is used to approximate the nonlinear objective function. The Lagrangian 
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objective function is quadratic in nature. In addition, the nonlinear constraints are 

linearized about the current iterate. The simplified problem may then be solved as 

a quadratic program. The solution of the quadratic program gives the step direction 

that the SQP optimizer will take. A line search is performed along this direction to 

find the proper step length. The new point is then generated from the step direction 

and the step length. The SQP algorithm has the advantage that it works on finding 

the optimum and finding a feasible point simultaneously. Each iterate does not have 

to be feasible, but the final point must be feasible. Therefore, the SQP algorithm can 

potentially follow an infeasible path to the solution. A very general SQP algorithm 

is shown below; Further details are available in the literature [12, pp. 349-350]. 

1. Initialize the optimizer. Set the approximate Hessian of the Lagrangian 

function, H, equal to the identity matrix and choose the initial point XQ. 

2. Find h(xk), which is the matrix of the active set of linearized constraints. 

This set includes all of the linearized equality constraints in addition to 

all of the constraints that are currently binding or have been violated. 

3. Test for convergence. 

4. Update the approximate Hessian H using the BFGS updating formula 

shown in section 2.2.5. Instead of calculating V^ as the change in gradi

ent of the objective function, it is calculated as the directional derivative 

of the Lagrangian function. 

5. Solve the QP to find estimates for the Lagrange multipliers and the step 

direction Sk-

6. Move in the step direction. A line-search algorithm may be used here to 
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Duty = Mhot "^Cp* (Thot,out - Thot,in) 
Duty = Mcold * Cp * {Tcold,out - Tcold,in) 

Duty = U ^ A=¥ LMTD{Tcoid,in, Tcoid^ouu ThotM^ Thot,mit) 

Figure 3.1: Example of a closed-equation model for a heat exchanger 

find the proper step length. The new iterate is given as x^+i = Xk-\-Xk^Sk-, 

where Â  is the step length in the A:th iteration. 

7. Return to step 2 and iterate until converged. 

3.2 Modeling Approaches 

There are essentially two methods available for formulating optimization models: 

the simultaneous solution strategy and the sequential modular approach. 

The sequential modular approach is the simplest to implement, and is the method 

that most engineers are familiar with. In the sequential modular method, the mod

eler must not only develop the equations used to describe the problem, but also the 

order in which they are solved. If, for instance, one must iterate on a variable to 

solve a set of nonlinear equations, it is up to the modeler to determine on which vari

able to iterate. Equations formulated in a closed-equation model are characterized 

by the explicit calculation of variables, as shown in Figure 3.1. 

Solving a sequential modular model is frequently time-consuming. The sequen

tial modular approach is often used for off-line process optimization and design opti

mization, situations where the simulation time is less important. It is quite common 

to find sections where several equations must be solved simultaneously. These sec

tions are most frequently solved using iterative solvers. The model in Figure 3.1 is 

an example of a model where an iterative approach must be used to converge the 

equations. In systems with recycle loops, the recycle usually provides a very large 

iterative loop over the entire process. Therefore, one often finds nested iteration 
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Duty - Mcold * Cp * {Tcold,out - Tcold,in) = 0 

Duty - Mhot * Cp * {Thot,out - Thot,in) = 0 
Duty -U * A* LMTD{Tcoid,in^ Tcoid,ouu Thot,in^ Thot,out) = 0 

Figure 3.2: Example of an open-equation model for a heat-exchanger 

loops in these models. This nested iteration is exceptionally time-consuming and 

can be a source of instability in the model. 

When optimizing models developed using the sequential modular approach, a 

"black box" optimization approach is used. In addition to the nested iteration present 

in the solution of the model itself, the optimizer sitting on top of the process model 

provides yet another iterative layer to the process. If analytical derivatives are 

provided by the modeler, then optimization frequently consumes between 10 and 70 

simulation time equivalents [4]. If derivatives are computed numerically, then the 

time consumed will be much greater. It should be noted, however, that with small 

models, the sequential modular approach is frequently the most eflScient [23]. 

The other modeling approach is the simultaneous solution strategy. This requires 

equation-based modeling, often called open-equation modeling [33]. In this case, the 

modeler must only develop the equations to describe the model, not the solution 

strategy. An open-equation model is developed by converting the equations to the 

residual form. The residual form of the equation is the difference between the left-

and right-hand side of the equation. The equations for the heat exchanger model 

shown above are reformulated into the residual form in Figure 3.2. 

The optimizer must decide how to solve the model itself. Since the modeler 

does not have to develop the solution strategy, less time is required to develop the 

model. It has been estimated that open-equation modeling requires about 20% of 

the time that is required to implement a closed-equation model, depending perhaps 

on the size of the problem [41]. The model equations are given to the optimizer as 
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nonlinear equality constraints. If a infeasible-path method like successive quadratic 

programming (SQP) is used, then the model is optimized and solved simultane

ously, yielding a great speed improvement. In fact, it appears that models can be 

optimized in between 1 and 5 simulation time equivalents using this strategy [4]. 

Note that feasible-path optimizers, like the generalized reduced gradient (GRG) ap

proach, will solve the model sequentially rather than simultaneously, even if the 

model is formulated in the simultaneous structure. In this case, the performance 

boost experienced by the simultaneous solution strategy is lost [34, p. 510]. 

In addition to the reduction in optimization time, the open-equation model 

works for both optimization and parameter estimation without modification. This 

is achieved because the optimizer operates on all of the variables simultaneously, in

cluding both the parameters and the model outputs. A closed-form model used for 

optimization, conversely, is designed to take model parameters and process inputs 

as inputs to the model and calculates process outputs. In such a case, the model 

must be completely rewritten for use in parameter estimation problems. 

With a general set of nonlinear equations, the existence and uniqueness of a so

lution are not guaranteed. However, since this set of nonlinear equations describe an 

actual, functioning process, the existence of a solution is implied, and it is assumed 

that the solution is not unique. A gradient-based technique, while guaranteed to 

find an optimum, will not necessarily find a solution to a set of nonlinear equations. 

For this nonlinear case, the initial point must lie within the attraction basin of the 

solution. Unfortunately, with large-scale nonlinear optimization problems, it is quite 

unlikely that the optimizer will be able to find a converged solution from a random 

starting point. Due to this behavior, a closed-form model must be developed to 

generate the initial point for the optimization that uses the open-equation models. 
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3.3 Current Status of Refinery Optimization 

Many petroleum refineries already implement some form of process optimization. 

The most sophisticated refineries currently use constrained multivariable controllers 

and nonlinear optimizers on most major units in the refinery. In addition, an LP is 

used to schedule the flows throughout the refinery. 

Currently, there are some commercial products available to implement unit-wide 

nonlinear optimization, such as AspenTech's Aspen Plus Online product, formerly 

known as RT-Opt. Aspen Plus Online uses a simultaneous solution and optimization 

strategy to carry out real-time optimization of chemical processes. The nonlinear 

models used in these unit-wide optimizers are usually very detailed and represent 

the process very well. It has been estimated that the model of a common unit in 

a refinery has between 50,000 and 120,000 nonlinear equations [23]. Solutions of 

models of this size can be time-consuming, but these systems are frequently able to 

find solutions rapidly enough to be useful in real-time. 

On the refinery-wide scale, most refiners use specially developed LPs. Commer

cial solutions are available for this as well. AspenTech produces a product called 

PIMS that can be used for scheduling purposes. In addition, the linear models used 

in the LP can also be used for planning purposes. For example, if a refiner can 

purchase several different varieties of crude oil, the LP can be used to determine the 

most profitable crude to use. 

This structure of using a refinery-wide LP for planning and scheduling purposes 

with nonlinear unit-wide optimizers on important process units has some disadvan

tages. Optimization of the individual units of the refinery does not guarantee that 

the overall refinery will be operated in a globally optimum fashion. For instance, 

optimal operation of the FCC unit by itself can lead to a sub-optimal generation 
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of finished products after gasoline blending operations. The operating conditions in 

one unit can have a strong effect upon the capabilities of downstream units. 

The models used by the LP must be linear models. The processes used in 

petroleum refining are all nonlinear. Therefore, the model predictions within the 

LP are not accurate. Often, the LP will not consider all of the important factors. 

To complicate matters, the optimization of individual units requires the use of 

transfer prices for the intermediate products. These transfer prices are estimated by 

the LP, and this transfer price structure can dominate the "optimum" calculation 

for a particular unit. As these estimated transfer prices are varied, the operation of 

the unit is significantly changed. 

One previous study has been conducted examining the benefit of refinery-wide 

nonlinear optimization. This study suggested greater than 4% gains in profitability 

for the entire refinery [27]. Within the chemical processing industries, roughly 70% of 

the gross profit is used to pay for the capital equipment. Therefore, this 4% increase 

is very significant when compared with the 30% of gross profit that becomes the net 

profit. This 4% increase in gross profit translates to a greater than 10% increase in 

net profits [8]. It is therefore important to examine the refinery in a holistic manner, 

avoiding the problem of transfer prices altogether. 

3.4 Nonlinear Refinery-Wide Optimization 

Perhaps the most obvious way to find the true optimum for the entire refinery 

is to use the nonlinear detailed models from the unit-wide optimizers and assemble 

them into one large refinery-wide NLP problem. While this may be the most obvious 

solution, it is probably not the most efficient solution. 

As mentioned in section 3.3, single-unit optimization may involve the simul

taneous solution of between 50,000 and 120,000 equations. When the refinery is 
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Figure 3.3: Proposed refinery-wide optimization framework 

optimized in toto in this manner, the simultaneous solution of more than 1 million 

nonlinear equations would be required. Optimization of systems of this size have not 

been reported. They may indeed be impossible with current optimizers. Even if the 

solution is achievable, the time required for solution would certainly be prohibitive 

for industrial use. 

3.5 Proposed Refinery-Wide Optimization Structure 

In order to obtain the benefits of refinery-wide optimization mentioned in section 

3.3 without suffering the inordinate computation burden of the approach mentioned 

in section 3.4, a new method is proposed. This optimization structure is outlined in 

Figure 3.3. 

In the proposed structure, the optimization is performed using "surrogate" mod

els. These models are so named because they take the place of the detailed nonlinear 

models. The surrogate model must be locally accurate and quick to compute. With

out local accuracy, the optimum will never approach the true optimum. The speed 

is required in order for the structure to be worthwhile. 
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Optimization using surrogate models is not a new concept. Booker et al. [6] 

has used surrogate modeling for optimization in aeronautical design problems. In 

their work, the design of helicopter rotary blades is considered. The fitness of 

the design was evaluated using a complicated computational fluid dynamics (CFD) 

problem that consumed much computer time. A surrogate model was developed that 

estimated the fitness of the design in a short amount of time. Using these surrogate 

models, the entire optimization was performed in approximately the same amount 

of time that a single model evaluation using the detailed CFD model required. Use 

of similar surrogate model optimization in the chemical process industries has not 

been reported. 

Booker et al. developed their system in a "black box" optimization framework. 

This required them to develop a surrogate of the objective function. Since the 

system developed in this work will use a simultaneous solution and optimization 

strategy, we will use the actual objective function and use surrogate models as 

equality constraints in the optimization problem. 

3.6 Refinery-Wide Optimization Using Neural Network Models 

This proposed structure was applied to the same gulf-coast refinery used in Li's 

work [27]. This refinery is a 50,000-bp.d fuel-oriented refinery. The detailed models 

were benchmarked against the actual refinery in the earlier work, so the model 

parameters used in that work will be used. The neural network models were uniquely 

developed for this work, including both the programs for the models themselves and 

the training code used to train these models. 
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3.6.1 Detailed Models 

The detailed models used are those developed by Li [27]. This set of models 

consist of detailed, although not rigorous, models for the crude unit, the FCC unit, 

and the reformer. 

Distillation in the crude unit is not modeled stage-by-stage, but rather by divid

ing the columns up into sections between adjacent side draw trays. The mass and 

energy balances are solved around these sections. The properties of the feed and 

products are evaluated with empirical correlations. This method was outlined by 

Watkins [38]. 

The FCC unit model is based on the work of Ellis, Li, and Riggs [13]. Ellis 

developed a steady-state model of the FCC unit based on a dynamic simulator of 

a Model IV FCC unit developed by McFarlane [28]. The yield model is the Mobil 

ten-lump model developed by Jacob et al. [24]. 

Taskar [37] developed the rigorous steady-state model of the catalytic reformer 

used in this work. This model uses 35 different components. These components are a 

combination of real chemical species and pseudo-components. The reaction network 

includes 36 different reactions. This model generates detailed product specifications 

of the reformate. 

Other models for process units developed by Li include models for the gas plant, 

alkylation unit, and the diesel hydrotreater. These models are simplified, but should 

not strongly affect the optimum of the refinery. A brief overview of each unit is given 

here, and details can be found in the dissertation [27]. 

The gas plant takes as inputs the light gases from the crude unit, the FCC 

unit, and the reformer. The outputs from the gas plant include a fuel gas product, 

a C3 product, and the feed for the alkylation unit. The model was developed in 
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two pieces: a fuel gas production block and the depropanizer. These models are 

based strictly on mass balances. Therefore, only compositions for the products are 

calculated. 

The alkylation unit reacts isobutane with propylene and butylene to form iso-

heptane and isooctane, respectively. These are excellent blending stocks to produce 

gasoline because of their high octane numbers and low Reid vapor pressures. The 

alkylation unit in the refinery described in this work uses hydrofluoric acid as the 

catalyst. The composition, flow rate, and properties are calculated using a combi

nation of stoichiometric relations and empirical models. 

The diesel hydrotreater removes sulfur from the diesel product in order to meet 

environmental regulations. The feed to the diesel hydrotreater comes from the 

atmospheric tower and the rerun column in the crude unit and the light cycle oil 

(LCO) from the main fractionator in the FCC unit. Since the composition and 

flow rates for these streams have been calculated by their respective unit models, 

only the hydrogen required for treatment and the product quantities need to be 

calculated. Two different diesel products are produced: low-sulfur diesel and No. 

2 diesel fuel. The hydrogen required for hydrotreater operation is calculated using 

empirical models. 

The final detailed model is the gasoline blending model. The refinery studied 

in this work produces three gasoline streams: super unleaded, unleaded, and a sub-

octane blend enhanced with ethanol. This model takes as inputs the properties 

and flow rates of each of the blending stocks. In addition, the percentage of each 

blending stock added to each of the three gasoline streams is an input. The outputs 

include the flow rates and properties of each of the three gasoline streams. The 

properties calculated by the model include the octane numbers, the Reid vapor 
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pressure, the specific gravity, the sulfur concentration, the O2 concentration, the 

benzene concentration, the drivability index, and the temperatures where 10%, 50% 

and 90% of the gasoline product is vaporized. The models developed by Li are used 

in this work, with one exception. In the calculation of the 10%, 50%, and 90% 

vaporized fractions, it is necessary to interpolate the ASTM boiling point curve of 

each of the blending stocks. In the previous work, cubic-spline interpolation was 

used in this manner. However, it was found that on one curve, the interpolation 

function produced a maximum in the boiling point curve. This would often cause 

a convergence failure. It was replaced with a polynomial that matched both the 

function value at each point as well as a calculated derivative at each point. This 

ensured that the first derivative was continuous between segments. Use of this 

interpolation function eliminated the maximum, assisting convergence greatly. 

3.6.2 Neural Network Models 

Four models in this refinery were replaced with neural network surrogate models: 

the crude unit, the FCC unit, and separate neural networks were used for the high-

and low-severity modes of the catalytic reformer. The neural network structure used 

was the three-layer MLP for ease-of-use and computational speed. 

The MLPs used in this project will use the logistic sigmoid transfer function in 

the middle, or hidden, layer. The input and output layers will be linear, that is, 

the transfer function used in these layers will be unity. The choice of the number of 

hidden nodes is a difficult one. If there are not enough nodes, the network will be 

unable to represent the system. If there are too many hidden nodes, the network 

will "memorize" the data, providing an unreliable interpolation between the data 

points. Neural networks are similar to polynomial approximation in this respect. 

Fifty data points can always be fit to a 49th-order polynomial, but the resulting 
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polynomial is exceedingly unlikely to represent the actual system. 

Consider an MLP with N input nodes, M nodes in the hidden layer, and O 

output nodes. This network is shown in Figure 3.4. This is an example of the class 

of networks used in this work, and this network uses the sigmoid function as the 

transfer function. For this network, the ith output can be calculated as follows: 

1 
yi — — - ^^M i ; 7 

1 -\- expi— > •_. Won* -, , v̂A/ : + Wo i-(-i i) 

where g{x) is the transfer function, W2,j,i is a weight between output i and hidden 

node j , wi^k,j is a weight between hidden node j and input k, and Uk is the kth input. 

Recall that wi^k+i,j and W2,j+i,i provide a bias input to each layer. 

The crude unit model was the largest neural network developed in this work. 

This neural network used 7 inputs, 30 hidden nodes, and 44 outputs. The inputs 

to the crude unit model include the feed to the crude unit, the atmospheric tower 

furnace outlet temperature, the light naphtha ASTM 95% point, the heavy naphtha 

ASTM 95% point, the jet fuel ASTM 95% point, the diesel ASTM 95% point, and 
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the heavy VGO TBP endpoint. The outputs are numerous, including the flowrates 

and compositions of all streams leaving the crude unit. For training purposes, 16.384 

data points were used. The training of this network took the longest, since it is the 

largest network. Each training run took around 27 hours on a 600-MHz Alpha 

computer. 

The FCC unit model contained 13 inputs, 10 hidden nodes, and 20 outputs. The 

inputs included feed composition and flowrate, the reactor and regenerator temper

atures, and the O2 concentration in the flue gas. The outputs include flowrate, 

composition, and properties of the FCC gasoline, and flowrates of the light and 

heavy cycle oils. The training code used 4,590 data points. On average, this net

work required about 2.6 hours to train. 

Each of the reformer neural networks contained 4 inputs, 4 hidden nodes, and 19 

outputs. When each of the networks was trained, 12,915 data points were used. The 

inputs include the first bed inlet temperature, H2/Hydrocarbon recycle ratio, and 

the weight and volume of the reformer feed. The outputs included the properties of 

the reformate and a measure of the coking. These networks could be trained quite 

quickly, often in less than 10 minutes. 

To train the neural networks, the quasi-Newton optimizer developed in section 

2.2.5 was used. A number of different structures for each neural network was tried, 

with a steadily increasing number of hidden nodes. For each of the structures tested, 

at least 100 different starting points were used for the optimization. The resulting 

structures met the accuracy required with the fewest number of hidden nodes. 

3.6.3 Optimization Technology 

The optimization was performed using the simultaneous solution and optimiza

tion strategy. All of the model equations were given to the optimizer as nonlinear 
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equality constraints. The optimizer was permitted to modify all model inputs, pa

rameters, and outputs. The complete system contained 437 variables. Constraints 

on these values were imposed as bounds on each of the variables. The outputs from 

a unit were set equal to the inputs of the downstream unit by using linking equa

tions. These linking equations were imposed as linear constraints to the optimizer. 

In all, 109 linear constraints were imposed by the optimizer. 

The models used included all four of the developed neural networks, as well as 

Li's models for the other units with the modifications as noted in section 3.6.1. 

Since the model equations were supplied as nonlinear constraints, there were 181 

different nonlinear constraints imposed by the optimizer. The derivatives of the 

model equations were generated by the automatic differentiation tool ADIFOR |5]. 

Experience has shown that both the optimization speed and reliability are improved 

greatly by using analytical derivatives in the optimizer versus numerical derivatives 

[23]. ADIFOR will generate the derivatives automatically with little input from 

the modeler. Use of this tool yields the benefits of analytical derivatives without 

increasing the development time significantly. 

To perform the actual optimization, the SQP optimizer NPSOL was used [17]. 

This is a dense SQP optimizer developed by Gill, Murray, and Wright at the Stan

ford Optimization Laboratory. Sparse optimizers have found heavy use in industry 

with process optimization systems because of their enhanced performance [23]. In 

this work, however, neural network models are being optimized as opposed to first-

principle models. Neural networks are fully dense. The sparsity of first-princple 

models is likely to exceed 99%. With these neural network models, the sparsity of 

this problem dropped to 60%. Therefore, the dense SQP optimizer should actu

ally perform better than the sparse optimizer. In addition, use of the dense SQP 
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optimizer was necessary for computational time comparison with the work of Li. 

In order to generate the initial point for the optimizer, closed-equation models 

were developed identical to the open-equation models. The decision variables were 

set to the initial values given in Table 3.2. The closed-equation models were then 

executed to generate a complete, consistent set of initial values. It is worthwhile 

noting that not all of the generated values were within their bounds, so the optimizer 

was beginning with an infeasible, albeit consistent, initial point. 

3.6.4 Results 

Both the developed system and Li's original optimization code were executed 

with the same initial decision variable values with the same bounds on the decision 

variables. These initial values and bounds can be found in Table 3.2. The decision 

variables are bounded to the region where the neural networks were trained. 

The optimization code was executed on a 400 MHz Pentium II computer running 

the Linux operating system. The code was developed entirely in Fortran 77. The 

GNU Fortran 77 compiler version 0.5.26 was used for all tests. 

The developed system was able to converge to an optimum from the given start

ing point in about 15 minutes, where Li's original code required about 150 minutes. 

This represents essentially an order-of-magnitude speedup over the original system. 

The decision variable values at the resulting optima are given in Table 3.3. To simu

late conditions similar to those expected in an actual implementation, the developed 

program was run with starting points scattered randomly within 1%, 5%, and 10% 

of the final answer. Table 3.1 shows the average times and 95% confidence intervals 

for these runs. It is interesting to note that those runs farthest from the solution had 

the quickest execution times. This likely occured because the runs near the solution 

became trapped in a crevasse near the solution and followed it down to the solution, 
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Table 3.1: Program execution times for various starting points 
Starting Point 

1% error 
5% error 
10% error 

Lower Limit (min) 
35.2389 
62.3486 
14.8282 

Mean (min) 
35.6106 
63.6693 
15.3435 

Upper Limit (min) 
35.9824 
64.99 

15.8588 

whereas the distant executions were able to take larger steps to the solution. 

The objective function at the optimum generated by Li's code is -1.257820. The 

developed system gave a final objective function at the optimum of -1.286384. a 

2.27% improvement in objective function value. Li's code was executed at the point 

generated by the neural network code in order to compare the optima using the 

same models. The objective function value generated by Li's code at this point was 

-1.28814077. This represents a 2.41% improvement in objective function value. It 

appears that the newly developed system was able to find a better optima in this 

region from the same starting point. 

The developed code was profiled using the GNU gprof program. This program 

will measure how long the computer spends performing each task in the code. After 

analyzing the developed code, it appears that most of the time is spent solving the 

QP. In fact, the subroutine npiqp, the QP solver in NPSOL, consumed 70.9% of the 

computational time. The line search consumed only 19.9% of the total time, with 

the majority of that spent executing the model equations. All told, the program 

spent 27.0% of the time evaluating the model equations. It is likely that this fraction 

will become smaller with increasing model size. Indeed, experience has shown that 

in industrial unit-wide nonlinear optimizers, only about 20% of the total time is 

spent executing the model equations [23]. 

It appears that an effort to reduce the time to solve the QP would be well-

spent. Since the solution of a quadratic program using an active-set method is a 
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combinatorial problem, this step is the likely bottleneck for the solution of large-

scale NLPs using an SQP-based optimizer. Since an interior-point algorithm would 

be a polynomial time algorithm, it is quite likely that an interior-point based QP 

algorithm would be a welcome addition. 
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Table 3.2: Decision variables, initial values, and bounds used in the refinery model. 
Description 

Feed to the crude unit (bpd) 
Feed furnace outlet temperature (°F) 
Light naphtha ASTM 95 % point (°F) 
Hvy naphtha ASTM 95 % point (°F) 

Jet fuel ASTM 95 % point (°F) 
Diesel ASTM 95 % point (°F) 

HVGO TBP end point (°F) 
FCC regenerator temperature (°F) 

FCC reactor temperature (°F) 
O2 % in the ffue gas (mol %) 
LS reformer inlet temp. (°F) 

Low-severity recycle ratio 
HS reformer inlet temp. (°F) 

High-severity recycle ratio 
Fraction Time spent in LS mode 

FCC gasoline fraction in super unleaded 
LS reformate fraction in super unleaded 

Alkylate fraction in super unleaded 
LSR fraction in super unleaded 

HS reformate fraction in super unleaded 
Butane fraction in super unleaded 
Toluene fraction in super unleaded 
FCC gasoline fraction in unleaded 
LS reformate fraction in unleaded 

LSR fraction in unleaded 
HS reformate fraction in unleaded 

Butane fraction in unleaded 
Toluene fraction in unleaded 
Butane fraction in unleaded 

Butane fraction in sub-octane gasoline 
Toluene fraction in sub-octane gasoline 

Initial Value 
50000.0 
686.4 

230.012 
402.533 
516.826 
669.73 
1090.0 

1269.42162 
1004.38195 
0.0188329 
909.642 

7.032 
910.0 
7.181 
0.8 

0.0924 
0.149 
0.696 

0.0 
1.0 

0.0703 
0.4997 
0.8982 
0.5029 
0.3041 
0.5432 

0.0 
0.0 
0.0 

0.035 
0.0 

Lower 
49990.0 
660.0 
230.0 
380.0 
485.0 
630.0 
1080.0 
1250.0 
990.0 
0.0150 
900.0 

7.0 
900.0 

7.0 
0.1 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 

Upper 
50000.0 
665.0 
235.0 
385.0 
490.0 
635.0 
1085.0 
1280.0 
1005.0 
0.020 
910.0 

7.5 
910.0 

7.5 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
1.0 
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Table 3.3: Optimized values from detailed and neural network models. 
Description 

Feed to the crude unit (bpd) 
Feed furnace outlet temperature (°F) 
Light naphtha ASTM 95 % point (°F) 
Hvy naphtha ASTM 95 % point (°F) 

Jet fuel ASTM 95 % point (°F) 
Diesel ASTM 95 % point (°F) 

HVGO TBP end point (°F) 
FCC regenerator temperature (°F) 

FCC reactor temperature (°F) 
O2 % in the flue gas (mol %) 
LS reformer inlet temp. (°F) 

Low-severity recycle ratio 
HS reformer inlet temp. (°F) 

High-severity recycle ratio 
Fraction time spent in LS mode 

FCC gasoline fraction in super unleaded 
LS reformate fraction in super unleaded 

Alkylate fraction in super unleaded 
LSR fraction in super unleaded 

HS reformate fraction in super unleaded 
Butane fraction in super unleaded 
Toluene fraction in super unleaded 
FCC gasoline fraction in unleaded 
LS reformate fraction in unleaded 

LSR fraction in unleaded 
HS reformate fraction in unleaded 

Butane fraction in unleaded 
Toluene fraction in unleaded 
Butane fraction in unleaded 

Butane fraction in sub-octane gasoline 
Toluene fraction in sub-octane gasoline 

Detailed 
49999.98 
664.9998 
230.0003 
384.9323 
490.0000 
635.0000 
1084.335 
1279.983 
1001.189 

0.015 
906.9398 
7.054963 
909.9999 
7.264293 
0.8851949 
0.03340981 
0.13733566 
0.6390478 

0.0 
0.9989237 
0.06886967 
0.9752635 
0.9068302 
0.4148709 
0.3583627 
0.3412791 
0.33358E-3 

0.0 
0.92400E-4 
0.0499297 

0.220859E-4 

Surrogate 
50000.0 
665.0 
230.0 
380.0 
490.0 
635.0 
1085.0 

1267.511 
995.6551 

0.15 
910.0 
7.5 

910.0 
7.356458 

1.0 
0.02236 
0.30118 
0.53120 
0.471E-2 
0.68651 
0.10432 
0.96595 
0.89381 
0.67019 
0.15303 
0.61534 
0.853E-1 
0.14749 
0.340E-1 
0.03276 

0.0 

% Error 
4.0E-5 
3.0E-5 
1.3E-4 
1.28 
0.0 
0.0 

6.13E-2 
0.97 
0.55 
0.0 
0.34 
6.3 

l.lE-5 
1.27 
13.0 
33.1 
119 
16.9 

— 

31.3 
51.5 
0.955 
1.44 
61.5 
57.3 
80.3 

— 

— 

— 

34.4 
— 
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CHAPTER 4 

DISTRIBUTED AND PARALLEL COMPUTING 

4.1 Introduction 

The proposed optimization structure permits the use of both distributed and 

parallel computing. Since the overall computational effort with the proposed struc

ture is greater than the obvious refinery-wide optimization method presented in 

section 3.4, it is worthwhile to determine how these technologies may help. 

Distributed computing is used when similar problems can be worked on a number 

of computers concurrently. Often, the problems worked are actually identical, but 

with different parameters or initial points. For example, an identical optimization 

problem but with different starting points may be worked on a number of different 

computers at the same time independently. Distributed computing does not require 

any specialized programming skills, because the programs are written as usual and 

merely executed on multiple computers. At the same time, coordination between 

the computers is still required. Commercial software has been developed to assist 

with this task. With this problem, distributed computing can be used when using 

the detailed models to generate training data for the neural network models. 

Parallel computing is much more complicated. This technique is used when mul

tiple computers are coordinated to work together to solve one problem. Often times, 

a large problem is divided into many smaller problems. Each processor works on 

one smaller problem and the intermediate results are communicated between the 

processors. This allows each processor to contribute to the complete solution with 

a minimum of duplication of effort. Parallel programs are written quite differently 

from traditional, serial programs. Therefore, a specialized programming effort is 
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required. The time required to develop and debug parallel programs is often sig

nificantly greater than serial programs. Depending on the situation, this additional 

expense may or may not be justified. In this work, parallel processing is used when 

training the neural networks. 

Programs can be written using one of many different architectures. The ar

chitecture classification system is known as Flynn's taxonomy and was developed 

by Michael Flynn in 1966. The classical, serial programming approach is called 

a single-instruction single-data (SISD) system. This means that the system can 

execute one instruction at a time that deals with one set of data. The complete 

opposite is known as a multiple-instruction multiple-data (MIMD) system. MIMD 

programs have completely different instructions running concurrently on different 

sets of data. The two intermediate structures — SIMD and MISD — are also pos

sible. MIMD and SIMD are the most common types of parallel computers and they 

will be discussed here briefly. 

A SIMD machine must execute the same exact instruction on every processing 

element. If one element is adding two numbers together, all elements must be 

adding two numbers, but they may all be adding different numbers. An example 

of a SIMD element is the MMX technology developed by Intel on some of their 

Pentium processors. The processor executes a single mathematical instruction, but 

the operation operates on multiple data sets concurrently. 

MIMD systems are quite common for parallel processing. A MIMD system 

requires a number of completely independent processing elements. Each processing 

element can execute any instruction at any time, no matter what the other processors 

are doing. There are a number of examples of MIMD systems. Clusters of PCs 

united into a so-called "Beowulf cluster are becoming a quite common example of a 
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MIMD system. Each of the PCs can execute different instructions on different data 

sets concurrently. 

MIMD machines may be subdivided into distributed and shared memory sys

tems. Conceptually, a shared memory system has one large set of memory. Each of 

the processors may access this memory directly. The shared memory system may 

not physically operate this way, however. In many MIMD systems, each proces

sor can access all of the memory directly, but uniform memory access speed is not 

provided. MIMD machines that do not provide uniform memory access are called 

nonuniform memory access (NUMA) systems. A typical NUMA system, and one 

that will be used in this work, is the SGI Origin 2000. In this machine, the proces

sors and memory are connected via a crossbar [30, p. 16]. The crossbar connects 

the processors and the memory, forming a large mesh. Each processor accesses its 

own memory most of the time in order to execute at full speed and accesses other 

memory blocks only periodically in order to communicate between processors. 

A distributed memory system has memory associated with each processor. Each 

processor can only access its own memory directly. Communication between pro

cessors must therefore be passed in another form. Frequently, distributed memory 

systems are implemented as clusters of personal computers. Communication be

tween processors takes place in the form of messages over a standard computer 

network, such as Ethernet. 

It should be clear that there is a performance penalty associated with communi

cation. In a shared memory system, the penalty occurs because of the nonuniform 

memory access nature of most shared memory systems. Currently, there are no net

working systems available that permit communication between computers as fast as 

the processor can access memory. Therefore, a shared memory system will be faster 

60 



than the equivalent distributed memory system. 

In addition to the specialized hardware required to develop and use parallel 

programs, specialized software libraries are required. Two of the most common 

are PVM [15] and MPI [30]. These libraries provide high-level interfaces to the 

communication hardware. Most programmers use libraries like these to develop 

parallel programs, rather than developing the very low-level code to transmit data 

over an Ethernet or access shared memory. PVM is the older of the two, and provides 

more than just a communication library. PVM provides a framework where parallel 

programs can be developed and used. This includes code for task management, 

where processes can be spawned or killed. The Message Passing Interface (MPI) 

is more general. MPI is being defined by the parallel programming community to 

develop a message-passing standard that can be eflBciently implemented on a wide 

variety of parallel hardware. These two systems are not mutually exclusive, in fact, 

one group is working on implementing PVM over MPI. Currently, however, MPI 

appears to be the more widely used of the two. For this reason, MPI will be used 

in this work. 

4.2 Performance Metrics 

There are two commonly used metrics to evaluate the computational advantage 

of parallel programs: speedup and eflficiency. Speedup is defined as the clock time 

that the best available serial program requires divided by the clock time that the 

best available parallel program requires. These times will be given the symbols t^ 

for the serial program's execution time, and t^ for the parallel program's execution 

time. Using these terms, the speedup is 
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where Up is the number of processors used for parallel program execution. When 

Su{np) = rip, the program is said to have linear speedup. In general, this is the best 

situation possible. In some limited circumstances, parallel algorithms may be devel

oped that require less total computation than the best available serial algorithm. In 

these circumstances, the speedup, Su{np), can actually be greater than the number 

of processors, Up. This is termed superlinear speedup. 

Parallel eflftcency can be defined as the speedup divided by the number of pro

cessors, or 

EAnr) = ^ 

Linear speedup occurs when the eflficency is 100%. Likewise, efficiencies of greater 

than 100% indicated superlinear speedup. 

4.3 Distributed Computing in Refinery-Wide Optimization 

In order for the neural networks to be trained, a large set of training data must be 

available. This entails the repeated execution of the detailed models with different 

operational parameters. Each execution is independent, so there are no intermediate 

results that would need to be communicated between function evaluations. 

Distributed computing provides the perfect vehicle for problems of this type. 

No specialized programming is required. In fact, there are specialized programs 

for so-called parametric modeling, where the same program is run repeatedly with 

different input parameters. One is TurboLinux's enFuzion product [1], which runs 

the given program repeatedly on multiple machines and changes the parameters for 

each execution. 
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Distributed processing provides virtually limitless linear scalability. The limit is 

ultimately provided by the number of computers available and the number of tasks to 

be executed. Distributed computing in this manner has become more widely known 

recently with the development of the SETI@home project [26]. This project utiUzes 

literially thousands of computers available on the Internet to search for extrater

restrial life. Similar ideas could be utilized throughout a corporate environment. 

Utilizing proper software, idle computer time throughout the enterprise could be 

harnessed for useful purposes, such as the data generation task necessary for neural 

network training. 

4.4 Parallel Computing for Neural Network Training 

The task of training the neural networks themselves is yet another computationally-

intensive problem. Unlike the data generation problem, the training task may not 

be broken up into a number of wholly independant tasks. In general, neural net

work training using a gradient-based optimizer can be performed using the following 

tasks: 

1. Initialize the optimizer and choose the initial weights randomly. 

2. Evaluate the average squared error of the outputs and the training data. 

Compute the derivates of this error with respect to the weights. 

3. Check termination criteria. 

4. Using the derivatives, compute the new set of initial weights. 

5. Return to step 2 and iterate. 

All gradient-based optimizers, including both the steepest descent and the quasi-

Newton optimizers, fit this general structure. Using this structure, it is noted that 
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the most time-consuming portion is step 2: Computation of both the error and 

the derivatives. With the steepest descent method, this is the only time-consuming 

step. With the quasi-Newton optimizer, step 4 can also be time-consuming, as 

this step includes both updating the approximate Hessian and solving a set of Unear 

equations. Because of this complication, it is likely that the steepest descent method 

would be more amenable to parallelization than quasi-Newton optimization. Since 

it would be more beneficial to parallelize the steepest descent algorithm, it was this 

algorithm that was chosen for parallelization. 

Ceci et al. [7] studied three different methods for parallelization of the steepest 

descent algorithm. The first two methods can be both be described as distribution-

by-layer methods. In the first method, the each layer of the neural network was 

placed on its own processor. In the second method, not only was each layer of 

the network on its own processor, but separate sets of processors were used for the 

layers in computing the error and the layers in computing the derivatives. The third 

method can be described as a distribution-by-pattern method. In this technique, 

the training data itself was distributed amongst the processors. Each processor 

computes the error and derivatives for all of its training data. After this is complete, 

the errors and derivatives from all of the processors are summed to get the complete 

answer. Depending on the number of nodes in each layer and the total number of 

rows in the training set to be used, specific recommendations were made on which 

method was optimal. For large training datasets with relatively few nodes, the 

distribution-by-pattern method was optimal. Since this is the case encountered in 

this work, this is the method that was implemented. 

Figure 4.1 shows a diagram of the program flow in the developed training code. 

After the system is initialized, a broadcast message is transmitted from the main 
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Figure 4.1: Flowsheet of the parallel neural network training algorithm 

processor (PI). The MPI definition provides for both broadcast messages and point-

to-point messages. A broadcast is used because the same information is being trans

mitted to all of the different nodes, thereby reducing communication versus point-

to-point messages. The individual processors calculate the error and derivatives for 

their section of the training data. MPI also provides for some very simple functions 

to be performed in parallel, such as finding the sum of a set of numbers or finding 

the maximum or minimum of a set of numbers. This MPI facility is used to sum 

the errors and the derivatives. Only PI recieves the final result. PI then tests for 

convergence and calculates the new weights if required. 
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Note that the percentage of time that the secondary processors are operating is 

directly proportional to the number of rows in the data set. Since the scalability of 

a parallel algorithm depends on the utilization of all of the processors continuously, 

we expect that the scalability will decrease with fewer rows in the data set. In 

addition, with more processors, the data set that each processor operates on becomes 

smaller. With each of these changes, the percentage of time spent in communication 

increases, so the percentage of parallel utilization decreases. Therefore, we expect 

that the scalability will decrease with increasing number of processors. 

A program was developed in C using the MPI standard in order to test these 

predictions. The program was tested using both a shared-memory computer and 

a distributed-memory computer. The shared-memory computer was a SGI Origin 

2000 computer with 53 processors operating at 300 MHz and 53 total gigabytes of 

RAM. This computer cost in the neighborhood of $1.5 million USD when purchased 

around the year 1999. The SGI used the implementation of MPI provided by the 

manufacturer. The distributed-memory computer was a cluster of Compaq Alpha-

based computers. Each node featured a 667-MHz Alpha 21264 processor and 1 

gigabyte of RAM. This computer cost significantly less than the SGI, with the 

total prices of an 8 node cluster at around $80,000. The MPI library used is a 

freely available implementation called MPICH [20, 21]. MPICH was developed by 

Argonne National Laboratories and Mississippi State University. In addition to the 

efl&ciency lost between shared- and distributed-memory systems, an eflftciency drop 

off is expected by the MPI library itself. It is expected that the SGI implementation 

is probably tuned to the hardware much more optimially than the MPICH library. 

For the purposes of scalability testing, the training of the crude unit was tested. 

The neural network for the crude unit has 7 inputs, 25 hidden nodes, and 44 outputs. 
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The data set for the crude unit contains 16,384 rows. Subsets of this data set were 

also tested. These subsets contained 256; 1,024; and 8,192 rows, respectively. Each 

run was performed from a random starting point and was repeated 10 different 

times. Figures 4.2 and 4.3 show the speedup and efficiency of the code on the SGI 

as functions of the number of processors. The error bars on all the graphs represent 

the 95% confidence interval when a Student's T distribution is assumed. Figures 

4.4 and 4.5 show the speedup and eflficiency on the Alpha cluster. 

The efficiency of the shared-memory application is evident. Linear scalability is 

maintained up to 32 processors on the SGI for data sets of 1,024 or more. Only the 

eflftciency of the smallest data set tested, 256 rows, dropped below 100%. The linear 

scalability of this small data set seems to have been lost at about 8 processors. 

The Alpha cluster was, as expected, not quite as eflftcient as the SGI Origin 2000. 

Linear scalability is lost above 3 processors. This lost of scalability seems to happen 

for all 4 different numbers of rows in the data set, but is more pronounced for the 

largest data set. There is no reason why this should be the case. It is suggested 

that this occured based on the load placed on the network at the time when the 

tests were performed. 

The speedup versus number of processors at 16,384 rows was fit using a quadratic 

equation. The resulting equation was 

Suirip) = -0.149748 * n^ -h 1.542043 *np- 0.471251 

to estimate the speedup as a function of the number of processors. Using this 

equation, the maximum possible speedup was estimated to be 3.495. This speedup 

was achieved using 5 processors. Use of a quadratic function should give a reasonable 

approximation of the maximum speedup. However, it should be noted that the 
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Speedup Versus Processors For The SGI Origin 2000 
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Figure 4.2: Network training speedup on the SGI Origin 

actual form of the curve may be asymptotic or quadratic. 

4.5 Application to a Full-Scale Problem 

It is important to recognize that the 31-decision-variable model used here can

not completely represent an actual petroleum refinery. Using simplified but more 

complex models, a detailed refinery optimization code will likely use 150 or more 

decision variables. It may be useful to examine how quickly the optimization of the 

refinery could be accomplished using this structure. 

Recall that there are three time-consuming steps involved in this optimization 

structure: 

1. 

2. 

The generation of training data by the detailed models. 

Neural network training using the generated data. 
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Figure 4.3: Network training eflficiency on the SGI Origin 

Speedup Versus Processors For The Alpha Cluster 
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Figure 4.4: Network training speedup on the Alpha cluster 
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Figure 4.5: Network training eflficiency on the Alpha cluster 

Finally, the optimization of the refinery itself. 

Several assumptions will be made to help estimate the requirements for a full-scale 

optimization. The assumptions are as follows: 

1. A 4-processor Alpha cluster at 600 MHz is available for use. Earlier it 

was determined that a 5-processor cluster would produce the maximum 

possible speed. However, the 5th processor provides little benefit, and 

will therefore not be used. The speedup for a 4-node cluster is 3.25. 

The time required to generate training data will be assumed to grow 

linearly with the number of variables. However, when more decision 

variables are presented, many more evaluations will be required. The 

number of evaluations will be estimated to grow by the cube of the 

number of decision variables. This will likely underestimate the number 
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of evaluations required, but true calculations cannot be made with out 

a list of the inputs and outputs of each neural network. 

3. The total number of variables in the refinery optimization problem is 

assumed to double. 

4. The number of major iterations in the optimizer will be assumed to 

double, because of the increase in the number of variables. 

5. The length of time of each iteration will be expected to increase by the 

cube of the number of variables. This time will include the solution of 

the QP. Since the solution of the QP is combinatorial in nature, in the 

worst-case, the time can increase exponentially. 

6. The length of time to train the neural network using the BFGS method 

and the steepest descent method are assumed to be equal. The steepest 

descent will require more iterations than the BFGS, but each iteration 

requires fewer calculations. Reports comparing the convergence times 

of the two algorithms have had confiicting results. For example, Alpsan 

et al. [2] indicated that the steepest descent method was faster, while 

Watrous [39] showed that the BFGS method was superior. 

7. The length of time required to train the neural networks is assumed to 

grow linearly with the number of variables. 

8. As the size of the problems increase, at some point the memory of the 

computer will be exhausted. The computer will then begin swapping 

memory out to the hard drive. This will slow the computer down sig

nificantly. For the current problem, the programs consumed no more 
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than 3% of the memory in a 128 megabyte computer. Therefore, It 

is assumed that the memory limits will not be reached when solving a 

150-decision-variable model, so this memory-related slowdown will not 

occur. 

The first computational problem is the generation of training data. With the cur

rent system, one complete evaluation required 0.75 seconds on the 600-MHz Alpha. 

When this is scaled linearly up to 150 decision variables, one evaluation is estimated 

to require 3.5 seconds. The total number of evaluations will grow cubicly as the 

number of decision variables increases. Therefore, roughly 1,687,500 evaluations 

will be required. This will require 1,640.625 hours to compute. Using the 4 proces

sors, this can be reduced to 410.15 hours, or about 17 days. It should be mentioned 

that this time can be reduced significantly through the use of additional computers. 

There is virtually no network communication overhead associated with distributed 

computing in this fashion, and so the total time is a linear function of the number 

of processors. For instance, if 8 processors are used, the total time can be reduced 

to 205 hours. 

The next computational problem is the training of the neural networks. It is 

assumed that the best structure of the neural network is already known and does 

not, therefore, have to be determined. However, the training code will be executed 

50 times with different random starting points in order to ensure the best possible 

fit. The current system requires about 30 hours to train all of the networks once. 

The total time required is 50 times greater: 62.5 days. When scaled linearly up to 

150 variables, this total time required grows to about 302 days. When the parallel 

training code is used, the expected speedup of 3.25 will drop the total training time 

to about 93 days. Note that adding a 5th node to the cluster will only drop the 
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training time to about 86 days, since the speedup would be expected to increase 

only to 3.5. 

The time required to complete the network training may also be reduced by 

adding additional computing resources. For instance, each of the 4 neural networks 

could be trained on different computers at the same time, rather than sequentially 

as in this prediction. Each of the 50 different random starting points may also be 

run at the same time. If both of these changes are made - assuming a large number 

of computers are available to perform these tasks - the minimum possible execution 

time is the length of time that it requires to train the longest neural network. 

The final step in the optimization structure is the optimization of the neural 

networks themselves. The time required to run the optimization on the Alpha 

is estimated to be about 10 minutes, with 615 major iterations performed. The 

average iteration therefore requires about 1 second. When this is scaled up cubicly, 

the average iteration is estimated to require about 110 seconds. The total number 

of iterations is assumed to double to 1230. Therefore, the total time required for 

the optimization is 37.5 hours. 

It must be noted that the time to run the optimization on the Alpha is estimated 

because ADIFOR is not available on the Linux Alpha platform. It is quite likely 

that this product could be produced by those at Rice or Argonne with some limited 

effort and/or cost. The measured runtime on the 400 MHz Pentium II is in the 

neighborhood of 15 minutes, so an estimate of about 10 minutes for the Alpha is 

reasonable. 

When all of these three steps are performed sequentially, the complete problem 

is estimated to require 111 days to complete on the 4-node Alpha cluster. It is 

important to note that this figure could be reduced tremendously by using the a 
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shared-memory computer for the neural network training. The 32-node SGI Origin 

could drop the neural network training time by about an order of magnitude, de

creasing the total time consumed down to 22 days, but at a much greater capital 

cost. 

It is evident from this analysis that the bottleneck for the overall project is the 

training of the neural networks. The use of smaller neural networks will reduce 

the overall time required for neural network training. This may be accomplished 

in several ways. It may be possible to reduce the size of the neural networks by 

removing linear relationships in the data before the neural network is trained. For 

example, a principle component analysis (PCA) may be applied to the input data 

set before training in order to reduce the number of inputs supplied to the neural 

network. The neural network size may also be reduced in other ways. The networks 

may be broken up into smaller components. For example, an individual network 

could be trained for both the atmospheric and vacuum columns rather than the 

entire crude unit. 
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CHAPTER 5 

CONCLUSIONS AND RECOMMENDATIONS 

5.1 Conclusions 

The purpose of this work was to determine if the optimization structure proposed 

in section 3.5 could be utilized to optimize an entire refinery. Toward this end, 

several tasks needed to be completed: 

1. Development and training of neural networks to represent the three most 

crucial units in the refinery: the crude unit, the FCC unit, and the 

catalytic reformer. 

2. Implement simplified models for the rest of the refinery in an open-

equation form. 

3. Profile the CPU utilization of the refinery-wide optimization problem 

using the neural network models. 

4. Study the scalability of the neural network training problem on both 

shared- and distributed-memory computers. 

5 Predict the time required to optimize a refinery model with more decision 

variables. 

The neural network models of the crude unit, FCC unit, and the catalytic reformer 

were based on the simplified models of these units developed by Li [27]. These 

models were executed repeatedly in order to generate data for use in neural network 

training. These neural networks were trained on serial computers using a quasi-
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Newton algorithm with the approximation of the Hessian updated using the BFGS 

formula. 

The crude unit model had 7 inputs, 25 hidden nodes, and 44 outputs. Li's 

model was executed 16,384 times in order to generate the training data. The neural 

network was trained using a number of different random starting points for the 

weights and each training session consumed between 36 and 48 hours on a 600-MHz 

Alpha computer. 

The FCC unit had 13 inputs, 10 hidden nodes, and 20 outputs. The dataset 

used for neural network training contained 4,590 data points. Each training attempt 

consumed about 2.5 hours. 

Two separate neural networks were used to represent the catalytic reformer. One 

was used to predict the output of the reformer when operated in a low-severity mode; 

The other network represented high-severity mode. Each network had 4 inputs. 4 

hidden nodes, and 19 output nodes. This network took less than 10 minutes to train 

on a data set containing 12,915 points. 

The remaining refinery models in Li's system, with the exception of the gasoline 

blending model, were based entirely on material balances. The identical models were 

used, except that the equations were rewritten into open-equation form. The cal

culations of the 10%, 50%, and 90% volume vaporized temperatures in the gasoline 

blending model were changed slightly to enhance convergence. 

All of the models used in the refinery-wide optimization were developed in both 

open and closed forms. The user had only to specify the initial values of the 31 deci

sion variables and the closed-form model was used to generate a complete, consistent 

initial value for the optimization code. 
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The developed code using the combination of neural network models and sim

ple, material-balance models was optimized using the NPSOL dense SQP optimiza

tion program developed by Stanford Business Software [17]. The Jacobian of the 

constraint equations was developed analytically, using the automatic-differentiation 

program ADIFOR [5]. The optimization took about 15 minutes on a 400-MHz Pen

tium II processor. On the same machine, Li's optimization code using the simplified, 

non-neural-network models took about 150 minutes. This represents an order-of-

magnitude improvement. 

The resulting code was profiled using the GNU gprof program in order to de

termine what was the most computationally-intensive step. The solution of the 

quadratic program (QP) consumed 70.9% of the time, with most of the remain

der spent in the line search. In total, about 27% was spent executing the model 

equations. 

The effectiveness of parallel computing on the neural network training was stud

ied. A program was developed in C using the MPI standard implementing the 

steepest descent algorithm for training the neural networks. The training of the 

crude unit model was studied for various numbers of processors on both shared-

and distributed-memory computers. The shared-memory computer used was an 

SGI Origin 2000 while the distributed-memory computer was a cluster of Compaq 

Alpha-based PCs. The shared-memory computer was found to scale linearly up to 32 

processors, while the distributed-memory computer scaled linearly to 3 processors. 

Finally, the time required to optimize a 150-decision-variable refinery model was 

estimated. Using 32 processors on an SGI Origin 2000 supercomputer, it was esti

mated that the training data generation, the neural network training, and refinery-

wide optimization would require 22 days. Using a 4-node Alpha cluster, the total 
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time requirement was estimated at 111 days. It should be noted that by using more 

processors, the time may still be reduced further. 

5.2 Recommendations 

After implementing the proposed optimization structure, a number of recom

mendations can be made for future study: 

1. Use a surrogate model structure that is based on first-principles. The 

neural network is an extremely general method of function approxima

tion. As such, huge amounts of time are consumed to fit the surro

gate models to the detailed models. A model based somewhat on first-

principles should be able to represent the plant with many fewer data 

points from the detailed models and, therefore, much less time fitting 

the approximate model to the detailed model. 

2. The 31-decision-variable model used in this work does not represent a 

refinery very well. The fidelity of the detailed models should be greatly 

enhanced. Some specific examples: 

a. The distillation columns throughout the model could be solved 

stage-by-stage. Currently, the columns in the crude unit are 

solved in sections between draws. Other columns throughout 

the refinery model are solved strictly using material balances. 

b. The FCC model uses a ten-lump model with only one lump 

for FCC gasoline. The blending model requires PNA infor

mation of the FCC gasoline. In order to predict the PNA 
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properties of the FCC gasoline, at least 2 more lumps would 

be required. 

3. Determine ways to reduce the size of the neural networks. 

a. PCA may be applied on the neural network inputs in order 

to reduce the size of the neural network. 

b. The network may be trained on involves training the net

works on smaller units of the refinery. For example, indi

vidual networks could be developed for the atmospheric and 

vacuum columns, rather than the entire crude unit. 

4. Modify the implementation of the SQP algorithm used for the refinery 

optimization. 

a. Determine the efficiency improvement, if any, of using a 

trust-region algorithm instead of the line search algorithm. 

b. Utilize an interior-point method for the solution of the QP 

instead of the active set method currently used. 
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