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CHAPTER 1 

 Autonomic Computing  

1.1. Introduction  

Within the past two decades the development of raw computing power coupled 

with the proliferation of computer devices has grown at exponential rates. This 

phenomenal growth along with the advent of the Internet has led to a new age of 

accessibility - to other people, other systems, and most importantly, to information. With 

this explosive growth, system complexities are reaching a level beyond human ability to 

manage and secure. This increasing complexity points towards an inevitable need to 

automate many of the functions associated with computing today. Thus came the term 

autonomic computing. Autonomic Computing [121] has a broad scope and might mean 

different things for different people, but following are come of the important aspects of 

an autonomic system.  

• Self Awareness  

• Autonomic System Configuration / “Setup”  

• Self Healing  

• Adaptability  

• Hiding Complexity  

• Detect, identify and protect itself  

• Always looks for ways to optimize it’s working  

In this thesis I will try to address some of the issues related of Autonomic 

Systems. This chapter describe about the motivation and approach of this dissertation and 
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some background on Service Oriented Program in general. Also described in this section 

is the structure of the entire thesis document.  

1.2. Motivation  

Grid is a vast repository of resources. With growing resources, one administrator 

cannot administer the whole resources. So we require a mechanism for autonomic 

management of the resources in Grid [23, 74].  This thesis addresses three major issues of 

Autonomic management of Grid: Monitoring, Autonomic Provisioning (Service on 

Demand) and Profiling of Services.  

Monitoring: There can be several kinds of monitoring. They could be Monitoring 

of Resource, Network Monitoring, Job Monitoring (status of jobs)  ... etc.  Formally, 

monitoring can be defined as “The process of dynamic collection, interpretation and 

presentation of information about hardware and software systems”. Monitoring can be 

very useful for Debugging Purposes, Resource Utilization, Performance Evaluation, 

Security and Fault Tolerance.  Most of the current monitoring solutions focus on 

monitoring of physical resources rather than what the service does. Some of the 

monitoring frameworks provide ability to monitor the state of running job. Currently 

there is no generic monitoring framework where the the state of data can also be 

monitored. Monitoring a service execution in a system can be very useful not only in 

determining  if  the execution of a job should continue, but also to it  provides a basis for 

building systems in which a distributed job can be paused /stopped and resumed after 

modifying the job itself. This is the basis for debugging of jobs in Computational Grids. 

Due to these reasons, it becomes very necessary to monitor and control the execution of 

the jobs.  It’s also necessary to have a recovery mechanism through which, a user can 
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correct and resume from a failure point of a failed exertion. This results in higher 

tolerance level of any error in Service Oriented (SO) programs.   

In this dissertation, I intend to define and implement one such monitoring 

framework where states of process and data are captured for a job, and also provide a 

framework where failed / suspended jobs can be resubmitted   

Autonomic Provisioning:  A computational grid may involve many numbers of 

services running at any point of time. Though only a few services would be invoked by  

any client, services may be running continuously waiting for an incoming call, 

wasting valuable computational resources. Instead of this approach, a smarter approach 

could be to introduce a level of indirection where in, a client may submit a task to a 

broker, who might activate a service component in a dynamic container and dispatch the 

task for execution to the newly activated provider.  RMI Activation was one such 

framework which has been used for some time now, but this is not a truly distributed 

approach because here, the machine in which a service would be activated is 

predetermined during the time of service registration. In this thesis, I will come up with a 

truly autonomic provisioning framework where in service would be dynamically 

instantiated and managed by dynamic service containers based on demand/request from 

any client.  

Profiling of services: Profiling of services is very important to measure 

performance of a Service relative to other services in the network.  Being able to monitor, 

meter, gauge and observe stimulus through the system would give us valuable statistical 

information about the working of different components and would help us to better 

optimize the system. In this thesis, I also intend to come up with a framework to support 
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profiling of services  

1.3. Challenges  

Monitoring and Management of services in grid is enormously challenging. Some 

of the interesting issues when we deal with monitoring are as follows  

• There is no single point of observation in the network  

• No central point of monitoring information   

• Diverse Hardware and Software Systems   

• Different policies and decision making mechanisms  

• Network monitoring is very important   

• Larger monitoring data sets  

• Security  

Some of the challenges involved with autonomic provisioning mechanism are the 

same as that of the issues related to monitoring.  

1.4. Background  

Before we delve into the subject, we need to define certain terminologies which 

will be used throughout this thesis  

1.4.1. Service – oriented program  

Service Oriented Programming (SOP) is a paradigm for distributed computing 

built over Object Oriented Programming (OOP) paradigm emphasizing the point that 

problems can be modeled in terms of services rather than objects. SOP differs from OOP 

by focusing on what things can do whereas OOP focuses on what things are and how they 
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are constructed. SOP defines set of core principles to maintain interoperability of services 

over time. This section explains Service-oriented(SO) program in greater detail.  

The structured computing paradigm is a method based on a concept that a system 

has data and functionality (behavior) separated into two distinct parts. A structured 

program is composed of one or more units or modules such that each module is 

composed of one or more functions (procedures, routines, subroutines, or methods, 

depending on programming language). It is possible for a structured program to have 

multiple levels or scopes, with functions defined inside other functions. Each scope can 

contain variables which cannot be seen in outer scopes. Usually the structured computing 

is based on splitting programs into sub-sections, each with a single point of entry and of 

exit, by using only structured looping constructs, often named "while", "repeat", "for" 

with simple, hierarchical program flow structures. Often it is recommended that each 

loop should only have one entry point and one exit point.  

The object-oriented paradigm, on the other hand, defines a system as a collection 

of interacting active objects. These objects do things and know things, or stated 

equivalently they have functions and data that complement each other. Usually an object-

oriented system creates its own object space instead of accessing a data repository. This 

object space constitutes an object-oriented program. The execution of the object-oriented 

program is a collection of dialoguing objects (sending and receiving messages).  

Building on the object-oriented paradigm is the SO paradigm, in which the 

objects are distributed, or more precisely they are network objects and play some 

predefined roles. A service provider is an object that accepts messages from service 

requestors to execute an item of work – a task. The task object is a service request – a 
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kind of elementary service executed by a service provider. A service broker is a 

specialized service provider that executes a job – a compound request in terms of tasks 

and other jobs. The job object is a SO program that is dynamically bound to all relevant 

and currently available service providers on the network. This collection of service 

providers dynamically identified by a broker is called a job federation. This federation is 

also called a job space. While this sounds similar to the object-oriented paradigm, it 

really isn’t. In the object-oriented paradigm the object space is a program itself; here the 

job space is the execution environment for the job itself and the job is a SO program that 

federates relevant providers at runtime. This changes the game completely. In the former 

case the object space is a virtual machine, but in the latter case the job space is the virtual 

federating network. This runtime federation is the jobs’ execution environment and the 

job object is a SO program. In other words, we apply the object-oriented concepts 

directly to the network in the SO paradigm. Tasks and jobs as elementary and compound 

SO programs, respectively, are called exertions.  

The complexity of the problems to be solved is directly related to the kind and 

quality of abstraction. The primary network abstraction still requires us to think in terms 

of structure of many computing nodes and devices rather than the structure of the 

problem we are trying to solve. Instead of modeling the multiple computing devices the 

SO programming provides the paradigm that allows us to model the problem to be solved 

in terms of services and define the computing processes in terms of exertions.  

1.4.2. Service oriented runtime execution   

Service–oriented program requires a Service Oriented Runtime Execution 

Environment (SOREE). SOREE can vary from system to system. But all execution 
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environments must be designed on the following basic elements.  

• Interface: An interface that contractually defines the syntax and semantics of a 

single behavior. eg: Interface in Java, WSDL in WS, IDL in CORBA  

• Components:  Third party, reusable, deployable computing elements that is 

independent of platforms, protocols, and deployment environments.   

• Proxies: An object which represents the handle to the component. Components 

during their bootstrap process create the proxy for other components to 

communicate with this component.  

• Container: A service that can run components while managing their availability and 

code security.  

• Contexts: A context for deploying plug and play components, that prescribes the 

details of installation, security, discovery, and lookup.  

• A discovery mechanism: There needs to be a mechanism where components can 

discover each other.  

Some of the important behavioral aspects of the components which should be 

ideally supported are   

• Conjunctive: This refers to the ability to use or combine services in ways not 

conceived by their originators. This implies that services have published 

interfaces that can be discovered.  

• Deployable: This refers to the ability to deploy or reuse the component in any 

environment. This requires environment independence which includes transport 

independence, platform independence, and context independence.  

• Mobile: This refers to the ability to move code around the network. This is used to 
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move proxies, user interfaces, and even mobile agents.  

• Available:  One of the premises of SO Programming is that redundant networked 

resources can provide high availability. It is the goal of SO program to handle 

partial failures that plague distributed computing.  

• Secure: The concepts of mobile code and network discoverable services provide 

new challenges for security. While SO program allows services to have a much 

broader range of use, it can not succeed without protecting these services from 

misuse.   

 

1.4.3. The eight network fallacies  

Essentially everyone, when they first build a distributed application, makes the 

following eight assumptions (by Peter Deutsch, [21]). All prove to be false in the long 

run and all cause big trouble and painful learning experiences.  

• The network is reliable  

• Latency is zero  

• Bandwidth is infinite  

• The network is secure  

• Topology doesn't change  

• There is one administrator  

• Transport cost is zero  

• The network is heterogeneous  

For a system to be autonomic, it has to be designed by taking into consideration 

the eight network fallacies mentioned above.  
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Conventional Programming Languages do not take into consideration all the 

above requirements. The jini network technology was designed to address all the above 

by creating a programming model based on:  

• Distributed Events  

• Leases  

• Transactions  

• Distributed security for mobile code.  
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CHAPTER 2 

Service Oriented Architectures  

2.1. Introduction  

Before we can go on with our specific solution for monitoring of Service Oriented 

Programs, we need to understand the architecture of the environment we are dealing with. 

This chapter discusses about different Service Oriented architectures like Web Services, 

Grid Services (Globus), Jini, Rio and also looks into some of the work being done 

currently in the field of Grid Monitoring and Autonomic Provisioning. This chapter also 

provides a high level structural & operational view of the components. To make things 

more concrete several ongoing projects are outlined as an illustration  

2.2. EJBs  

 

   

Figure 2.1. EJB Architecture  
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EJB stands for Enterprise Java Beans. It is primarily component based client-

server architecture. A component in the EJB world is called a bean. The beans are 

managed by Containers during their lifetime. There are two kinds of Enterprise Java 

Beans (EJBs), "Entity Beans" and "Session Beans" (and "Message-Driven Bean").   

An entity bean is an object which is permanent.  Its lifetime extends beyond the 

lifetime of a program. This is achieved by persisting the state of object in a database. An 

entity bean stays around until it is deleted.  It is executed remotely.  Methods of an entity 

bean run on a "server" machine.    

Session beans are different from entity beans in that they are not permanent 

objects.  They are also not shareable in general, though it is possible to share them by 

using their "handles". Session beans can be used to distribute and isloate processing 

tasks, somewhat analogous to the way each Java class can be used to encapsulate a type 

of related processing.  Each session bean can be used to perform a certain task on behalf 

of its client.  The tasks can be distributed on different machines.   

An EJB client has to find the proxy for communication typically through a lookup 

to some naming service and then with the proxy, it interacts with the beans by invoking 

methods on the remote interface.  

Both entity and session bean are managed by the EJB Container. As we can see 

this approach of EJBs are typically a client-server approach and not Service Oriented.  
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2.3 Web services 

  

   

 

Figure 2.2. Web Service Protocol Stack  

Web Service [124] is a protocol based Service Oriented Architecture.  The above 

figure describes the protocol stacks involved in the WS architecture. It consists of the 

following  

• Service Discovery: This part of the architecture allows us to find Web 

Services which meet certain requirements. This part is usually handled by 

UDDI (Universal Description, Discovery, and Integration). One of the 

most interesting features of Web Services is that they are self-describing. 

This means that, once you've located a Web Service, you can ask it to 

'describe itself' and tell you what operations it supports and how to invoke 

it. This is handled by the Web Services Description Language (WSDL).  

• Service Invocation: Invoking a Web Service (and, in general, any kind of 

distributed service such as a CORBA object or an Enterprise Java Bean) 

involves passing messages between the client and the server. SOAP 

(Simple Object Access Protocol) specifies how we should format requests 
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to the server, and how the server should format its responds. In theory, we 

could use other service invocation languages (such as XML-RPC, or even 

some ad hoc XML language). However, SOAP is by far the most popular 

choice for Web Services.  

• Transport: Finally, all these messages must be transmitted somehow between 

the server and the client. The protocol of choice for this part of the 

architecture is HTTP (HyperText Transfer Protocol), the same protocol 

used to access conventional web pages on the Internet. Again, in theory 

we could be able to use other protocols, but HTTP is currently the most 

used one.  

 

2.3.1. Typical WS Interaction  

   

 

Figure 2.3. WS Component Interaction  
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The following are the interactions between different web service components  

• A client with no knowledge of what Web Service it is going to invoke, 

contacts a UDDI registry for a particular type of service.  

• The UDDI registry will reply, telling us what servers can provide us the 

service we require (e.g. the temperature in US cities)  

• We now know the location of a Web Service, but we have no idea of how to 

actually invoke it. Hence we have to ask the Web Service to describe itself  

• The Web Service replies in a language called WSDL.  

• Now that via WSDL, we know the interface and invocation can be done in a 

language called SOAP.   

• Most of the server side implementation of the WS is in EJBs.  

• The Web Service will kindly reply with a SOAP response.  

 

2.3.2. Advantages of WS  

Web Services are platform-independent and language-independent, since they use 

standard XML languages.  Most Web Services use HTTP for transmitting messages (such 

as the service request and response). Hence it scales better. Perhaps most important of the 

advantage is that of loose coupling of WS.  

2.3.3. Disadvantages of WS  

Most of the references including [11, 14, and 60] claim that since most of the 

Internet's proxies and firewalls won't mess with HTTP traffic (unlike CORBA, which 

usually has trouble with firewalls) WS scales better. But that is not true because, now a 
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days firewalls are becoming smarter and they can filter out the SOAP protocol used by 

WS. Some other disadvantages include   

 • Overhead: Transmitting all your data in XML is obviously not as 

efficient as using a proprietary binary code.   

 • Lack of versatility: Currently, Web Services are not very versatile, since 

they only allow for some very basic forms of service invocation unlike 

CORBA.  

 • Not Dynamic: A WS can register the contact information in a directory, 

publish a service, find the service, and invoke the service, all dynamically. 

WS has taken their existing web server technology and used this static 

technology to implement a dynamic model. e.g.: One needs to go statically 

to a UDDI and get URL to a WS.  

Web Service is like promising a beautiful, delicious, red apple with a rotten core. 

Web services assume the network is reliable, the network does not change, the 

administrator will perform the majority of maintenance functions, and it is acceptable to 

reboot the server. These assumptions have proven to be false. Also behind the scenes WS 

uses technologies like EJBs for server side components, which is primarily a client-server 

approach. Because of the above mentioned issues, WS is not well suited for Autonomic 

systems.  

2.3.4. Analysis of WS as a Service Oriented Architecture  

WS is clearly conjunctive as the WSDL defines the interface and different 

services can be combined together in the form of WSDL. But still it lacks the versatility 

and richness of CORBA or as a matter of fact other object oriented technologies when it 
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comes to definition of the interface. WS as an architecture may be independent of 

platform, transport and environment. But still it’s heavily protocol dependant. History has 

shown us that as protocols get used by systems in a large scale, it’s almost impossible to 

change or improve. One of the best known examples is that of SMTP protocol which still 

remains insecure in spite of the evolution of better protocols.   

WS invariably are hosted in Application Severer or cluster of Application Servers.  

Autonomic Monitoring and Management here means monitoring and management of the 

applications inside the web servers or web servers themselves.  The term monitoring is 

used with application servers to describe about the monitoring of the applications running 

inside and they do not address the monitoring of the programs run by the services.   

2.4. Grid, Globus and Grid Services  

2.4.1. What is a Grid?  

The term “Grid” was coined in the mid-90s to refer to an advanced science and 

engineering compute infrastructure [116]. A simplest analogy to help describe a grid is 

the electricity grid [58]. When you turn on the power to your television you do not care 

where your power comes from or when/how it was generated. While intuitively 

appealing, there is however, a need for a clearer, more precise definition of a grid and 

grid computing. This has been detected in literature and numerous formal ([116]) as well 

as informal ([118, 72, 73, and 74]) definitions have been proposed. This dissertation will 

stick to the extensive definition presented in [116]:  

A grid is a large scale geographically distributed hardware and software 
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infrastructure composed of heterogeneous networked resources owned and shared 

by multiple administrative organizations which are coordinated to provide 

transparent, dependable, pervasive and consistent computing support to a wide 

range of applications. These applications can perform any of the following: 

distributed computing, high throughput computing, on-demand computing, data-

intensive computing, collaborative computing or multimedia computing.   

As the definition implies, there exists different types of grids, most common being 

[49]:  

Compute grid: distributed compute resources consisting of desktop, server and 

High Performance Computing systems  

• Data grid: distributed storage devices (tape/disk/... devices), along with the 

necessary software  

• Access grid: distributed audio-visual equipment (cameras, microphones, speakers 

...) set up to provide a virtual collective presentation room  

This thesis focuses mainly on computational grid systems. A computational grid 

system can be defined as “a type of parallel and distributed system that enables sharing, 

selection and aggregation of resources distributed across the multiple administrative 

domains based on their availability, capability, performance, cost, and users’ quality of 

service requirements”[111].  Grid systems allow one create supercomputer capability out 

of collections of different computer types.  
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2.4.2. Architecture  

We will now discuss the static as well as the operational architecture of a grid 

system. Both are described in more detail in [77, 76, 75, and 23].   

 

Since a grid is a virtual architecture its constituent components are individually 

unimportant. The key concept is how these components work together as a unified 

resource. The components include [58] (see figure 2.1):  

• Processors and Memory  

• Networks and Communications Software  

• Virtual Environment or Middleware: the grid computing counterpart of an 

OS2. Used to configure, manage and maintain the grid environment. 

Usable by both administrators and individual users.  

• Remote Data Access and Retrieval.  

 

   

Figure 2.4. Positioning of Middleware in Distributed Systems  
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The most important component is the virtual environment or middleware. Since a 

real world distributed system encompasses a plethora of architectures, operating systems, 

communication protocols... developing a decent distributed application without some 

intermediate abstraction layer is literally impossible. The middleware provides exactly 

that abstraction layer. It is responsible for turning a radically heterogeneous environment 

into a virtual homogeneous one.   

   

Figure 2.5. Grid Protocol Architecture  

The model in Figure 2.5 is also known as the hourglass model. The narrow neck 

of the hourglass defines a set of core abstractions and protocols onto which many 

different high-level behaviors can be mapped (the top), and which themselves can be 

mapped onto many different underlying technologies (the base) [77]. Figure 2.4 

illustrates this nicely.  
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Figure 2.6. The Hour Glass Model  

2.4.3. Globus Toolkit 3 – The start of Grid Services  

GT3 is the first full-scale, open source, implementation of the Open Grid Services 

Infrastructure (OGSI) version 1.0, a new specification that the Globus Project played a 

key role in defining. OGSI is part of the Open Grid Services Architecture (OGSA) [11, 

12, 14] and developed through the Global Grid Forum (GGF) to define Grid services, 

which are Web services that conform to a specific set of conventions. OGSI specifies a 

set of "service primitives" that (rather than stipulating precise services) instead 

establishes a nucleus of behavior common to all Grid/Web services that can be leveraged 

by Meta- and system-level services. GT3 uses this specification to provide powerful tools 

for resource monitoring, discovery, management, security and file transfer. GT3 provides 

the same services as GT2, as well as extensions to the Globus protocol suite and grid 

service development tools. The implementations provided in GT2 were designed before 

OGSA/OGSI, whereas many implementations provided in GT3 are OGSI-compliant. 

Nevertheless, all of the components provided by the GT2 for building Grid 

infrastructures and for developing Grid applications remain available in GT3. 
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Specifically, GT3 includes software that provides Grid security (GSI), remote job 

submission and control (GRAM), high performance secure data transfer (GridFTP), and 

consistent interfaces to system and service information (MDS). The first and foremost 

benefit of using GT3 over GT2 is that GT3 implements standards that are being adopted 

by the e-Science and e-Business communities. This standardization of Grid protocols is 

key to supporting cross-Grid interoperability, and is seen as the future of Grid 

Computing. For more information on the Globus Toolkit see [23].  

2.4.4. Grid Service (GS) Architecture  

The core component of the Globus Toolkit version 3 contains the basic 

infrastructure needed for building grid services. It is hosted over a web server, which is a 

container and it requires a web service engine like axis for XML messaging. Core is 

comprised of the following major subcomponents:  

• An implementation of all OGSI specified interfaces.   

• Security Infrastructure: This subcomponent provides support for message level 

security. System level services: System level services are OGSI compliant grid 

services that are generic enough to be used by all other grid services. Currently 

the toolkit contains three system level services:    

o The Admin Service is used to "ping" & shutdown a hosting environment   

o The Logging Management Service allows you to modify log filters and to 

group existing log producers into more manageable units at run time.   

o The Management Service provides an interface for monitoring the current 

status and load of a grid service container. It also allows you to activate 

and deactivate service instances.   
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Though GS is similar to WS, GS go a step further by trying to address 

fundamental issues in distributed computing relating to how to name, create, discover, 

monitor, and manage the lifetime of stateful services.  The following are the key features 

of the OGSI compliant GT3  

Named Service Instances:  At the heart of the Grid service specification is the 

notion of a named service instance. A service instance is named by a Grid Service Handle 

(GSH). GSH must be resolved into a Grid Service Reference (GSR). A GSR contains 

sufficient information to communicate with the named grid service instance. The 

mapping of GSHs to GSRs need not be static - it is possible that a given GSH may 

resolve to different GSRs over time which could help in Grid service instance (named by 

a GSH) migration from location to location in response to load, anticipated failure, or to 

improve performance by collocating with a client or frequently used service.   

Base Set of Interfaces:  OGSI spec requires all services to implement certain base 

set of interfaces and a minimum set of Service Data Elements (SDE), which are 

essentially service metadata and state. The common interfaces include functions and data 

elements for lifetime management (e.g., set termination time) and functions to query and 

manipulate SDEs.  SDE provide the basic mechanism by which discovery and monitoring 

of Grid services is achieved, including interface discovery, discovery of other metadata 

that might be used in services such as scheduling (e.g., policy information), and even the 

current state of the service instance (e.g., current load).    
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Figure 2.7. Grid Service Architecture  

Instantiation and Lifetime Management: To address these two issues (1) how are 

new instances created? (2) How long do they last? , the Grid service specification defines 

factories and lifetime management services. New Web services are instantiated in the 

case of Grid services by factories. The Factory PortType defines an operation that creates 

a new service instance and returns its GSR and its initial termination time.   

Termination Time is a powerful concept supported by the OGSI. This helps in the 

reclamation of resources associated with services in the event of failures (e.g., loss of 

network connectivity) or lack of interest by any relevant clients (e.g., a service is no 

longer referenced by any other active process or service).   

2.4.5. Resource Allocation and Monitoring in Grid Services  

Resource Allocation and Monitoring in GS is provided by one of the base services 

called Grid Resource Allocation Manager (GRAM). In GRAM, Jobs are described using 

a Resource Specification Language (RSL) and they are passed on to the Managed Job 

Factory Service (MJFS) instance. The MJFS instance passes RSL on to a Managed Job 
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Service (MJS), which will now take care of the scheduling and dispatching. MJS uses 

File Stream Factory Service to manage the job's stdout and stderr file streaming.MJS 

exposes the stdout and stderr File Stream Factory GSH in Service Data Element.  

The MJS instance can monitor jobs in two ways. First is by a Resource 

Information Provider Service (RIPS), which is a specialized notification service. It 

maintains the job information from the scheduler. Scheduler info provider outputs queue 

and job data in the forma of a XML. Another option is to poll the scheduler directly.   

Though RSL and RIPS are helpful for job definition and job monitoring, it's 

difficult to represent complex work flows in RSL. Also, there is no clear way to map the 

inputs and outputs between tasks in RSL and MJS does not have any mechanism to 

manage these mappings. The monitoring functionality is also pretty basic.  

Though RSL and RIPS are helpful for job definition and job monitoring, it's 

difficult to represent complex work flows in RSL. Also, there is no clear way to map the 

inputs and outputs between tasks in RSL and MJS does not have any mechanism to 

manage these mappings. The monitoring functionality is also pretty basic.  

   

Figure 2.8. Job Submission in Globus  
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2.4.6. Analysis of Grid Service as a Service Oriented Architecture.  

Grid Services is shaping up as a framework for SOC but, still it has not matured 

enough. Though it has a specification language to define a job (RSL), there is no clear 

separation of data, control strategy and information on what to do with the data.  

Another issue with Grid Service is because of the inherent fact that it uses WS as 

a underlying framework for GS. Hence it has all the disadvantages related to WS namely, 

service discovery and service registration is not dynamic and it has the inherent problems 

associated with protocol based system. The overhead of marshalling every method call 

into SOAP and unmarshalling it back to a method call in the server side can have huge 

performance hits.  

   Though GS brings into picture service instantiation by Factory, unlike other 

frameworks like RIO (explained below), the services are instantiated in a WS cluster 

rather than dynamic containers. Every web server added to the cluster needs to be 

manually configured and hence does not fit well into Autonomic System framework.    

Monitoring of GS is still in the level of monitoring the GS and there is no 

mechanism to monitor the execution of SO program by the Services.  

2.5. JINI Network Technology  

A Jini system is a distributed system based on the idea of federating groups of 

users and the resources required by those users. The focus of the system is to make the 

network a more dynamic entity that better reflects the dynamic nature of the workgroup 

by enabling the ability to add and delete services flexibly. A Jini system consists of the 

following parts: 1) A set of components that provides an infrastructure for federating 
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services in a distributed system 2) A programming model that supports and encourages 

the production of reliable distributed services 3) Services that can be made part of a 

federated Jini system and which offer functionality to any other member of the federation  

The Jini system extends the Java application environment fom a single virtual 

machine to a network of machines. The Java application environment provides a good 

computing platform for distributed computing because both code and data can move from 

machine to machine. The environment has built-in security that allows the confidence to 

run code downloaded from another machine.   

2.5.1. System Overview  

2.5.1.1 Services  

A service is an entity that can be used by a person, a program, or another service. 

A service may be a computation, storage, a communication channel to another user, a 

software filter, a hardware device, or another user. Two examples of services are printing 

a document and translating from one word-processor format to some other.   

Members of a Jini system federate in order to share access to services. The 

services of a Jini system can be collected together for the performance of a particular 

task. Services may make use of other services, and a client of one service may itself be a 

service with clients of its own. The dynamic nature of a Jini system enables services to be 

added or withdrawn from a federation at any time according to demand, need, or the 

changing requirements of the workgroup using it.  

Services in a Jini system communicate with each other by using a service 

protocol, which is a set of interfaces written in the Java programming language. The set 
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of such protocols is open ended. The base Jini system defines a small number of such 

protocols which define critical service interactions.  

2.5.1.2. Lookup Service  

Services are found and resolved by a lookup service. The lookup service is the 

central bootstrapping mechanism for the system and provides the major point of contact 

between the system and users of the system. In precise terms, a lookup service maps 

interfaces indicating the functionality provided by a service to sets of objects that 

implement the service. In addition, descriptive entries associated with a service allow 

more fine-grained selection of services based on properties understandable to people.   

Objects in a lookup service may include other lookup services; this provides 

hierarchical lookup. Further, a lookup service may contain objects that encapsulate other 

naming or directory services, providing a way for bridges to be built between a Jini 

Lookup service and other forms of lookup service.   

A service is added to a lookup service by a pair of protocols called discovery and 

join--first the service locates an appropriate lookup service (by using the discovery 

protocol), and then it joins it (by using the join protocol).   

2.5.1.3. Java Remote Method Invocation (RMI)  

Communication between services can be accomplished using Java Remote 

Method Invocation. The infrastructure to support communication between services is not 

itself a service that is discovered and used but is, rather, a part of the Jini technology 

infrastructure. RMI provides mechanisms to find, activate, and garbage collect object 

groups.  
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Fundamentally, RMI is a Java-programming-language-enabled extension to 

traditional remote procedure call mechanisms. RMI allows not only data to be passed 

from object to object around the network but full objects, including code. Much of the 

simplicity of the Jini system is enabled by this ability to move code around the network in 

a form that is encapsulated as an object.   

2.5.1.4. Leasing  

Access to many of the services in the Jini system environment is lease based. A 

lease is a grant of guaranteed access over a time period. Each lease is negotiated between 

the user of the service and the provider of the service as part of the service protocol: A 

service is requested for some period; access is granted for some period, presumably 

taking the request period into account. If a lease is not renewed before it is freed--either 

because the resource is no longer needed, the client or network fails, or the lease is not 

permitted to be renewed--then both the user and the provider of the resource may 

conclude the resource can be freed.   

Leases are either exclusive or non-exclusive. Exclusive leases insure that no one 

else may take a lease on the resource during the period of the lease; non-exclusive leases 

allow multiple users to share a resource.   

2.5.1.5. Transactions  

A series of operations, either within a single service or spanning multiple services, 

can be wrapped in a transaction. The Jini Transaction interfaces supply a service protocol 

needed to coordinate a two-phase commit. How transactions are implemented--and 

indeed, the very semantics of the notion of a transaction--is left up to the service using 
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the interfaces.  

2.5.1.6. Events  

The Jini architecture supports distributed events. An object may allow other 

objects to register interest in events in the object and receive a notification of the 

occurrence of such an event. This enables distributed event-based programs to be written 

with a variety of reliability and scalability guarantees.  

2.5.2. Service Architecture  

Services form the interactive basis for a Jini system, both at the programming and 

user interface levels. The details of the service architecture are best understood once the 

Jini Discovery and Jini Lookup protocols are presented.  

2.5.2.1. Discovery and Lookup Protocols  

The heart of the Jini system is a trio of protocols called discovery, join, and 

lookup. A pair of these protocols--discovery/join--occurs when a device is plugged in. 

Discovery occurs when a service is looking for a lookup service with which to register. 

Join occurs when a service has located a lookup service and wishes to join it. Lookup 

occurs when a client or user needs to locate and invoke a service described by its 

interface type (written in the Java programming language) and possibly, other attributes. 

The following diagram outlines the discovery process.  
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Figure 2.9. Discovery  

Discovery/Join is the process of adding a service to a Jini system. A service 

provider is the originator of the service--a device or software, for example. First, the 

service provider locates a lookup service by multicasting a request on the local network 

for any lookup services to identify themselves (discovery, Figure 2.8). Then, a service 

object for the service is loaded into the lookup service (join, Figure 2.9). This service 

object contains the Java programming language interface for the service including the 

methods that users and applications will invoke to execute the service, along with any 

other descriptive attributes.  

   

Figure 2.10. Join  
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Services must be able to find a lookup service; however, a service may delegate 

the task of finding a lookup service to a third party. The service is now ready to be looked 

up and used, as shown in the following diagram (Figure 2.10).  

   

Figure 2.11. Lookup  

A client locates an appropriate service by its type--that is, by its interface written 

in the Java programming language--along with descriptive attributes which are used in a 

user interface for the lookup service. The service object is loaded into the client.   

The final stage is to invoke the service, as shown in the following diagram  

(Figure 2.11).  The service object's methods may implement a private protocol between 

itself and the original service provider. Different implementations of the same service 

interface can use completely different interaction protocols.  

The ability to move objects and code from the service provider to the lookup 

service and from there to the client of the service gives the service provider great freedom 

in the communication patterns between the service and its clients. This code movement 

also ensures that the service object held by the client and the service for which it is a 

proxy are always synchronized, because the service object is supplied by the service 

itself. The client only knows that it is dealing with an implementation of an interface 
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written in the Java programming language, so the code that implements the interface can 

do whatever is needed to provide the service. Because this code came originally from the 

service itself, the code can take advantage of implementation details of the service known 

only to the code.   

   

Figure 2.12. Service Invocation  

The client interacts with a service via a set of interfaces written in the Java 

programming language. These interfaces define the set of methods that can be used to 

interact with the service. Programmatic interfaces are identified by the type system of the 

Java programming language, and services can be found in a lookup service by asking for 

those that support a particular interface. Finding a service this way ensures that the 

program looking for the service will know how to use that service, because that use is 

defined by the set of methods that are defined by the type.  

Programmatic interfaces may be implemented either as RMI references to the 

remote object that implements the service, as a local computation that provide all of the 

service locally, or as some combination. Such combinations, called smart proxies, 

implement some of the functions of a service locally and the remainder through remote 

calls to a centralized implementation of the service.  

A user interface can also be stored in the lookup service as an attribute of a 

 32



registered service. A user interface stored in the lookup service by a Jini service is an 

implementation that allows the service to be directly manipulated by a user of the system.  

In effect, a user interface for a service is a specialized form of the service 

interface that enables a program, such as a browser, to step out of the way and let the 

human user interact directly with a service.   

In situations where no lookup service can be found, a client could use a technique 

called peer lookup instead. In such situations, the client can send out the same 

identification packet used by a lookup service to request service providers to register. 

Service providers will then attempt to register with the client as though it were a lookup 

service. The client can select those services it needs from the registration requests it 

receives in response and drop or refuse the rest.  

2.5.3. Conclusion  

Jini is a true SO Architecture. It is designed taking into consideration the eight 

network fallacies mentioned in section 1.3.3.  It’s much more dynamic than WS and is 

more Object Oriented in nature. It’s more than a middleware, as we can see in next 

section how even more dynamic and autonomic systems like RIO and SORCER can be 

build over the jini system.  

2.6. RIO – A dynamic Network Architecture  

RIO [42] is dynamic network architecture. RIO is built over JINI Framework to 

support dynamic service provisioning and instantiation of service. Services are 

provisioned and managed based on certain policy mechanisms. The framework also 

supports monitoring and metering of all the services in the framework. The following 
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section describes the functional overview of RIO architecture and some of the key 

concepts.  

2.6.1. Network of Compute Resources as Service Containers  

In distributed computing environment, network is composed of heterogeneous 

compute resources. These compute resource may consist of Multiple Architectures and 

may be running different operating systems with different capabilities. To have these 

heterogeneous resources behave in a uniform fashion, RIO provides Lightweight 

dynamic 'agent' called a Cybernode which turns the compute resource into a service 

available through the network . Cybernodes behave as containers which represent the 

capabilities of the compute resource they run on through Quantitative & Qualitative 

mechanisms. These containers Discovers and enlists with the dynamic provisioning 

system. Cybernodes manage the life cycle for any services (which are called 

JiniServiceBeans). Any Cybernode can be added, removed or even might fail in the 

system, without affecting the system.  
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2.6.2. Dynamic Service Provisioning  

 

Figure 2.13. Provisioning of Services 

One of the key components of the RIO framework is a Provision Monitor (PM). 

PM provides a model to dynamically instantiate, monitor & manage service components 

as described in an Operational String (Described below).  Operational String also have 

declaratively attached fields for specifying policy mechanisms to be used by the PM. PM 

can use it for Fault Direction, Recovery and managing Service Level Agreement 

Management. It also helps in providing pluggable load distribution and  

Resource Cost analysis mechanisms to effectively make use of resources on the network. 

The following section describes different policies that can be employed by provisioner.   

2.6.2.1. Platform Selection Policies  

Compute resources have capabilities like CPU, Disk, Connectivity, Operating 

Systems, Patch Levels, Software Components, Bandwidth... etc. Software components 

need to run on the most appropriate compute resource based on definable criteria. RIO 

provides a qualitative capability indicating a specific type of mechanism or quality 

associated with a compute resource such as network capabilities (TCP, 802.11, 
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Bluetooth), Platform software (drivers, database …). The Supportability is determined by 

Platform Capability objects and not by administrative configurations. The selection 

policy enabled through mobile code strategy, enabling decentralized collection of 

platform capabilities. This result in capability of collection of compute resources to grow 

organically in the system, and provide truly autonomous system.  

  

 

   

Figure 2.14.  Platform selection policy  

2.6.2.2. Behavioral Policy  

Behavioral policies help to determine whether a service is operating to specified 

objective(s). These Objectives could be defined by Service Level Agreement (SLA).  

RIO provides mechanisms to declare and enforce SLAs for services. If SLA’s are not 

met, RIO provides capability to provide SLA Policy Handler capabilities, enabling 

declaratively attached behavior to determine what actions to take if SLAs cannot be met. 

Reachability Policies  

2.6.2.3. Reachability Policy  

Reachability Policies are defined by the Fault Detection Handler (FDH) 

mentioned along with the Deployment Descriptor. FDH is loaded by the Provision 
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Monitor when a service is provisioned. It has the service's proxy set, and periodically 

tests to make sure the service is reachable. It can implement custom fault detection 

algorithms and protocols to determine service reachability and can also use different 

heuristics for failure detection and recovery.  

  

 

   

Figure 2.15.  Reachability policy  
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2.6.2.4. Application Meta Model – Operational String  

 

   

Figure 2.16.  Operational String  

 An Operational String represents an aggregated collection of application and/or 

infrastructure software assets that when put together provide a specific coarse-grained 

service on the network.  

 It does this by representing all service in an object graph composed of attributes 

which provide context on how to provision, monitor and instantiate services. It is 

Reflexive and may include other Operational Strings. It helps in brings all the functional 

aspects specified above using a declarative approach.  

  

2.6.3. Conclusion  

RIO is very well suited for SOC.  Aspects like provisioning, fault detection and 
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policy driven approach place it well suited for an autonomic system. RIO is truly 

dynamic network architecture and can scale to an order of magnitudes. The layer of RIO 

above the connective and fabric layer of grid can be a potent combination as it gives the 

salient features of both world and gives more dynamic nature to Grid.  

2.7. SORCER  

SORCER, which stands for Service Oriented Computing Environment, is a 

service-based concurrent engineering project which is based on evolution of the concepts 

and lessons learned in the FIPER project [9-14], a $21.5 million program founded by 

NIST (National Institute of Standards and Technology) [1,2,14,15] at GE Corporate 

Research and Development. The goal of the SORCER project is to develop a means for 

global communication of product information, data, methods, and tools while satisfying 

stringent product performance requirements. The architecture of the SORCER system is 

designed to be flexible enough to handle the needs of almost any product from aircraft 

engines to manufactured goods such as plastics.   

The architecture of the SORCER system is service-based, network-centric, and 

web-centric. This architecture houses the large pool of distributed services that execute 

business logic and integrate tools and applications in the underlying engineering domain. 

The web-centric architecture enables HTTP communication between a web-based client 

and the SORCER system, as well as transparent access to the globally distributed data 

and the pool of federated services. The individual services requested by the SORCER 

system act on behalf of the web client, both in the role of providing services (provider 

mode) and requesting services (requestor mode). When requesting services, the SORCER 
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 system also brokers the requests, delegating them to the appropriate registered 

service providers.  

 2.7.1. SOP in SORCER  

Representation of a SO program is the key to any SOC framework. SORCER has 

a very clear separation in defining a representation for a service, the data to that service 

and the method to be invoked in that service.  

A service is represented by what is called a ServiceMethod. A service method is a 

reference to a Service Oriented Routine (SOR). A Service Provider runs a set of SORs 

which are exposed to service requestors via a provider interface methods. Technically, a 

SOR is represented by the pair (i, s), where I is the name of the provider interface and s is 

the name of method selector.  

Service data is what is to be passed as an argument to the SO program in runtime. 

This argument to SOR is called a context model, for short c. A context model [10] has a 

tree structure and has name space and data in leaves nodes. The following figure depicts 

how a context model looks.  

   

 

Figure 2.17. Context Model  

A task is an elementary grid operation and is defined by data and what to do with 

the data represented by ServiceMethod i.e. task T = (c, m) where m is the ServiceMethod 
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and c is the context.  

A compound exertion is called a job. It is aggregation of tasks and other jobs. The 

job defines the task graph model [128] and also encapsulates other information like the 

execution and control strategy for the job. A job J = (c, m) where m is the ServiceMethod 

and c is the context model in which, the data nodes are the tasks. The context model for 

job also captures meta-information required for the defining the control strategy of 

execution of the SO program. This meta-model is also called the Control Context Model.   

The definition of control strategy by the Control Context adds greater ability to 

the representation of the SO program. Control Context can define not only the task 

graphs but also represent other conditional and iteration aspects involved in the execution 

of a SO program.  

A Job aggregation “oi” can be represented by Control Context model which can support 

the following operation for the execution of SO program: │, ║, ┤, *, [ ] where,  

• │(e1, …, en)  means  sequential execution of SO program  

• ║(e1, …, en)  means parallel execution   

• ┤ (e1, e2, e3) – conditional   

• *(e1) - iteration  

• [ ](e1, …, en) – selected  
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Figure 2.18. SO program in SORCER  

It can be seen that both the task T and job J has same structure. It contains data 

represented in the form of a context model and also method which says what to do with 

that data. Hence both job and task can be represented by an exertion which is a notion for 

a distributed activity which can be either atomic or compound.  The following UML 

describes the UML representation of a SO program in SORCER.  This UML shows the 

client site representation of SO program and service site representation of SO program. 

Essentially both represent the same thing except for some added functionalities in terms 

of additional operations on objects representing the Sop in server site.  

2.7.2. Service Oriented Runtime Execution Environment  

In SORCER, the SOREE framework is designed using the jini Network 

Architecture. Some of the core jini services used in the SOREE are as follows:  

 • Lookup Service: For dynamic discovery of services in the network based on rich 

template matching  

 • Transaction Manager: For implementing the transactional semantics between 
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service providers.  

 • Java Spaces: For space based computing where tasks can be dropped and 

providers can pick up according to their capabilities  

2.7.3. Execution of Service-oriented program in SORCER  

 

   

Figure 2.19. Execution of Service-oriented program in SORCER  

The above diagram depicts a typical execution of exertions in an SO program 

framework. The requestor creates a SO program (task/job) and submits it to the Service 

Broker or directly to a Service Provider. The Service Provider / Service provider are 

found by the Service Requestor in a dynamic fashion with the help of the Service Method 

defined in the exertion.   

The lookup service (LUS) and the cataloger help in the dynamic discovery of 

services in a SO program framework. This dynamic discovery can be done by lookup 

service in many ways. In the specific implementation of JINI, it works in the following 
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way. When Services bootstrap, they either listen for a multi cast announcement made by 

all the lookup services (Multicast announcement protocol) in the network or sends 

multicast packets to other LUS requesting for information about the location of the LUS 

(Multicast announcement protocol). Once it gets a multicast packet, it knows the location 

of a lookup service. Then the ServcieProvider registers with the lookup service the proxy 

for its service. Thus all the lookup service in the network is aware of any particular 

service. Lookup services require that the client maintain leases so that they can cleanup a 

stale proxy if a client crashes or does not renew leases due to some reasons.  

 Though lookup service contains all the proxies for the services in the grid, it’s 

important for the framework to have a Catalog Service. A catalog helps in three ways. 

The first one is that the catalog is on a constant lookout for changes in all lookup services 

and keeps a dynamic catalog of all the services in the lookups and maintains a cache to 

aid fast discovery. The second one is more important one. It functions as a filter to filter 

out only required services by the framework. To understand the third use, it requires an 

understanding of how services are requested from a lookup service. Typically a requestor 

will ask the lookup for a particular proxy based on a top level interface which a service 

implements and some other attributes. But for this, the requestor requires the class 

definition of interface. This may not be possible in service oriented grids because it 

requires that if a new service joins the federation, all other members in the federation 

must be updated with the class definition of the new interface to be able to talk to the new 

service.  Service Catalogs can be used to solve this interesting problem.  

Assume there is a global interface called Servicer which contains one method 

called “service(Exertion)”.  
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public interface Servicer {  

// Put into action the specifiedexertion  

public Exertion service(Exertion exertion) throws   

  RemoteException, ExertionException;  

… }  

All Providers will implement their own interface say XXInterface and extend an 

abstract ServiceProvider This abstract ServiceProvider implements the global interface 

Servicer. The implementation of service method of the global interface is same for all 

providers. They will look into ServiceMethod of the SO program and do a “self 

inspection” and check if it implements the interface and method selector defined in the 

Service Method. If it does, it will call on itself the method defined by the method selector 

by passing the data in the SO program as argument to it. This way all Service providers 

know one interface Servicer, and all providers are themselves Servicers forming a true 

P2P federation. Now a service like Service Cataloger will dynamically find all proxies for 

all ServiceProviders. Note that at this point the Cataloger does not have the interface 

definition of any of the services. The cataloger then via mechanism of reflection will find 

out the name of all interfaces a service implements and the methods in the interfaces. It 

then keeps a map of this information. Now a requestor can directly ask the catalog to give 

it a service defined by a ServiceMethod because cataloger knows the name of all the 

Interfaces and the methods contained in all the interfaces. Once the requestor gets the 

proxy, it just calls service method on the proxy and passes a SO program.  

A service broker is a specialized service which knows how to co-ordinate the 
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execution of compound SO programs. It might also employ complex scheduling 

algorithms. It might dispatch the exertions in two ways.  It might ask the Cataloger to 

give a proxy for a particular service defined by the ServiceMethod and request for 

execution or it might put the SO program in space for service providers to pick up from 

space by themselves.   

The collection of Service Providers formed for executing the SO program by a 

broker is called a Federation.  The ServiceMethod in the exertion define the matching 

provider and thus the exertions get bound to the right service providers during runtime 

execution of the SO program by broker.   

The below figure explains the implementation details of the core components in 

the system which involves in job execution. Jobbers use dispatchers to dispatch jobs to 

the right providers in the grid and thus create the federation required for job execution. In 

SORCER environment there are four types of dispatchers that implement different type 

for control strategies. These include sequential and parallel dispatchers for Catalog and 

Space. A relevant dispatcher is assigned to a jobber by the dispatcher factory based on the 

information captured in the ControlContext Model of the job.   
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Figure 2.20. Job Execution in SORCER  

Dispatchers do service discovery via Cataloger or via ProviderAccessor. While 

Cataloger is a service in itself whose responsibility is to find other service providers 

dynamically, ProviderAccessor is a client side utility which helps in discovery of 

services. For dropping exertions in space, the dispatcher does not require any discovery 

as providers themselves pick up the exertion and execute them.  

  

2.7.4. SORCER Functional Architecture  

The base of SORCER Architecture is J2ee, Jini technology and Rio, GApp 

framework. Rio framework is built over Jini technology and is explained in greater detail 

in section 2.5. GApp is a Generic Application framework which was developed by Dr. 

Michael Sobolewski. This framework contains a catalog of generic application patterns 

for both client and server side development. These base technologies and frameworks are 
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used by all other layers in the architecture. File Store and the CMTJ (Context Method, 

Task and Job) Layers are also used by all other layers in the top.  While File Store 

provides the capability to store and retrieve files by all providers. CMTJ layer is the 

Context-Method-Exertion paradigm explained in the previous section. This layer 

introduces the essential data structures for the overall architecture.  

Built over the above mentioned base layers are SORCER Core, Persistence Layer 

and the Static Bootstrapping. These layers provide some core functionalities which are 

required by the infrastructure services in the next layer. Persistence layer provides the 

capability to persist business objects. SORCER Core contains some of the generic 

components which are used by the above infrastructure providers.  

Next layer contains the infrastructure providers in the SORCER environment. The 

infrastructure providers include Jobber, Cataloger, Persister, Notifier, Reporter, Securer, 

Auditor, Spacer, Caller, Tasker and Grid Dispatcher.  These infrastructure providers add 

value to the overall architecture by providing generic service to other domain specific 

providers.   

Requestors and Service UI are the clients which accesses the services. Another 

form of client is the web CMTJ client which acts as a developer tool for the SORCER 

service developers.  

  

 

 48



   

Figure 2.21. SORCER Functional Architecture  

2.8. Some Monitoring Frameworks  

2.8.1. Monitoring Agents using Large Scale Integrated Services Architecture   

MonALISA [125] is a distributed monitoring service based on JINI/JAVA and 

WSDL/SOAP technologies that provide monitoring information from large and 

distributed systems to “higher level services” that require such information.  

MonALISA concentrates mostly on monitoring of resources than service states. 

MonALISA provides   

 • Single farm values and details for each node that makes up the farm.  

 • Network parameters, connectivity values and traffic information.  

 • Real time & Historical data for subscribed listeners  

 • Global monitoring repositories for a group/community.  
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 • Access to the monitoring information from mobile phones using WAP.   

 • MonALISA does not provide capability to monitoring of jobs executed in a 

GRID.   

  

2.8.2. R-GMA: Relational Grid Monitoring Architecture  

R-GMA (Relational Grid Monitoring Architecture) was developed within the 

European DataGrid Project as a Grid Information and Monitoring System. It is a simple 

Consumer-Producer model. The special strength of this implementation comes from the 

power of the relational model. R-GMA offers a global view of the information as if each 

Virtual Organization had one large relational database. It is being used both for 

information about the grid (primarily to find out about what services are available at any 

one time) and for application monitoring.    

The main components in this model are the producer, consumer, producer servlet 

and consumer servlet. All lookup and registration of producers are done via the registry 

servlet by producer servlet and consumer servlet respectively.   Once a consumer requests 

some data through the consumer servlet, consumer servlet searches for producer servlet 

via registry interface and queries for data directly to the producer servlet. Thus any one 

can store and query monitoring information via simple servlet API. The Figure below 

clearly defines the functioning of R-GMA.  
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Figure 2.22.  R-GMA  

The disadvantage of such architecture is that is servlet based and not distributed in 

nature. Also there is no framework to control the execution of state of job and monitor 

them. There is no mechanism of lease management for failure detection.  

2.8.3. Globus Monitoring and Discovery Service (MDS)   

MDS provides directory services for Grids using the Globus Toolkit.  MDS 

provides a mechanism for publishing and discovering resource stats and configuration 

info based on OpenLDAP.  It is a decentralized and scalable architecture. Security is 

provided by combining GSI (Grid Security Infrastructure) with OpenLDAP ACLs . MDS 

has the following components  

Information Providers: Information providers (IP) provide resource information to 

Grid Resource Information Service (GRIS).  There are three types of IP namely Core 

Information Providers, GRAM Reporters, Custom Information Providers. The provided 

information must be in the format that GRIS understands.  

Grid Resource Information Service: GRIS runs on each resource and provides 
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resource specific info. GRIS invokes Info Providers to collect Resource data. Each GRIS 

supports multiple IP. Data gets cached for a period of time defined by a time to live (ttl) 

value. GRIS registers with one or more Grid Index Information Service to form a 

hierarchy.  

   

 

Figure 2.23.  MDS-GIIS  

The association of IP to GRIS and GRIS to GIIS is pretty static in nature, unlike 

in jini, where it’s more dynamic in nature. Also, this mechanism of GRIS and GIIS can 

be used for a monitoring framework; this in itself does not support monitoring of 

execution of jobs and tasks.   

2.8.4. MDS3  

As discussed in the previous section, GT3 is an OGSI implementation and the 

Grid Service is a Web Service and some extra concepts and mechanisms defined by 

OGSI. One of the key concepts introduces in GT3 as far as the monitoring is concerned, 

is the Service Data (SD). SD is a structured collection of information that is associated 
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with an instance of a Grid Service. Basically, it is an in XML representation of its internal 

state. Each SD is composed of Service Data Elements. The status of a host is exposed as 

an SDE. This is similar to GRIS functionality in MDS2.  

MDS3 supports both push and pull mechanisms to retrieve SD, push and pull 

mechanism. In pull mechanism, a “findServiceData” operation based on a query 

mechanism on MDS3 returns a SD. In a push mechanism, the receiver has to subscribe to 

receive notification about SD.  

2.9. Conclusion  

In this chapter we discussed about various SO frameworks and analyzed it’s 

functionality as a Service Oriented framework. Also we discussed about various 

monitoring schemes. We saw that most of these frameworks are for monitoring of 

resources and none of these frameworks are focused on monitoring of execution of a SO 

program in an SO execution environment. RIO and JINI are most well suited for a SO 

framework, because of its dynamic nature, reliability and object oriented nature. The 

following section will focus on a new monitoring framework where in the focus will be 

monitoring of the execution of SO program rather than resource itself.   
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CHAPTER 3 

Monitoring Execution of Service Oriented Programs 

3.1. Introduction  

Service Oriented Programming (SOP) is a paradigm for distributed computing 

built over Object Oriented Programming (OOP) paradigm emphasizing the point that 

problems can be modeled in terms of services rather than objects. SOP differs from OOP 

by focusing on what things can do whereas OOP focuses on what things are and how they 

are constructed. SO program defines set of core principles to maintain interoperability of 

services over time.   

A SO program requires a Service Oriented Runtime Execution Environment 

(SOREE) for its execution which is distributed in nature.  In a SOREE, Service Providers 

join together to form a dynamic federation and they execute the SO program.  On the first 

look, a SO program running on a SOREE might look like an Object Oriented Program 

running in a virtual machine. Contrary to the perception, SOREE is inherently bound by 

the unreliability of the network and unreliability of user level applications.   

Added to the inherent nature of unreliability of the SOREE, interactions between 

services can be asynchronous in nature, where in a service call between two services 

might take a significant time, bound by lower and upper limits. In such cases, it is not 

possible for services to make a blocking remote call and has to rely on a different 

programming model based on asynchronous notifications.  

The social metaphor for an Object Oriented Program (OOP) is that every object is 

an expert and experts interact to solve a specific problem. Similar analogy can be made in 
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a SO system. Every service is an expert and specializes in doing some specific task. 

Jobber is one such specialized service provider which manages the execution of the SO 

program in a SOREE. Jobber manages the execution of complex task graphs [128] 

defined by the SO program and also supports other features like scheduling, dispatching 

etc. To execute these task graphs, jobber brings together different service providers 

required and thus creates a dynamic federation for job execution in the SOREE.  

While the Jobber takes care of the execution of SO program, it has to be the 

responsibility of a specialized Service Provider to monitor the federation. This 

specialized Service Provider is called a Job Monitor or Monitor in short. In this chapter, I 

will define a new framework for monitoring, which will not only monitor the federation 

in the SOREE, but also will monitor the runtime execution of tasks by the federation. 

Monitoring the states of tasks includes monitoring execution states and state of data. This 

monitoring framework also will help aid in new programming model built on the hard 

facts of SOREE that it is unreliable and would require asynchronous calls between 

service providers.    

Capturing the state of data and state of execution can give very useful feedbacks 

to the user on how their SO program is being executed in a SOREE. For e.g.: a SO 

program can fail due to unknown reasons while executing in a SOREE. Using this 

feedback information, the user can decide to change the SO program and resubmit it for 

execution. This mechanism also gives the users certain level of control over the execution 

of their SO program namely: stop, suspend, and resume the execution. The following 
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 frame work defines a way to control and debug the SO program being executed so that it 

saves valuable time and resources.  

The next section summarizes the requirements of Job Monitor  

3.2. Requirements  

The monitoring framework has been designed for the following requirements of a 

SOREE:  

 • Monitor the Federation  

 • Monitor the distributed states of task execution in the federation  

 • Monitor the state of data of tasks in the federation  

 • Help aid asynchronous dispatching of tasks by jobbers to service providers  

 • Provide functionality to control the execution of SO program 

(stop/resume/pause etc)  

 • Ability to change the data of a SO program in fail/finished/suspended state and 

rerun from the failure point or any other point according to user choice.  
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3.3. Background 

3.3.1. Jini - Distributed Leasing Framework 

  

   

 

Figure 3.1. Distributed Leasing Framework  

A resource offered by one object in a distributed system and used by a second 

object in that system is based on a notion of granting a use to the resource for a certain 

period of time that is negotiated by the two objects when access to the resource is first 

requested (Leasing Requestor) and given (Resource Holder). Such a grant is known as a 

Lease.  

Distributed systems are prone to partial failure due to communication or other 

reasons. This possibility of partial failure may result in growth of resource consumption 

that can grow out of bounds because of non cleaning up of resources. To avoid these 
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problems, the notion of lease has to be introduces. Rather than granting services or 

resources until that grant has been explicitly cancelled by the party to which the grant 

was made, a leased resource or service grant is time based. When the time for the lease 

has expired, the service ends or the resource is freed. The time period for the lease is 

determined when the lease is first granted, using a request/response form of negotiation 

between the party wanting the lease and the lease grantor. Leases may be renewed or 

cancelled before they expire by the holder of the lease, but in the case of no action (or in 

the case of a network or participant failure), the lease simply expires. When a lease 

expires, both the holder of the lease and the grantor of the lease know that the service or 

resource has been reclaimed. Leases can also be used as a programming paradigm like 

distributed garbage collection.  

The basic concept of leasing is that access to a resource or the request for some 

action is not open ended with respect to time, but granted only for some particular 

interval. In general (although not always), this interval is determined by some negotiation 

between the object asking for the leased resource (which we will call the lease holder) 

and the object granting access for some period (which we will call the lease grantor).   

In its most general form, a lease is used to associate a mutually agreed upon time 

interval with an agreement reached by two objects. The kinds of agreements that can be 

leased are varied and can include such things as agreements on access to an object 

(references), agreements for taking future action (event notifications), agreements to 

supplying persistent storage (file systems, JavaSpaces systems), or agreements to 

advertise availability (naming or directory services).   

 A typical implementation of leasing framework is provided by the Landlord 
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paradigm (Figure 3.1). The Client requests a Resource-Manager for a resource. Along 

with the parameters required for the creation of the resource, it also provides the time 

period for which it can renew the lease for the leased resource. The Resource-Manager 

internally creates a resource and passes it to the landlord to manage the leases on the 

resource. The landlord uses a LeaseFactory to create a Lease object for the resource. This 

Lease object encapsulates information like a unique id representing this resource, the 

remote reference of landlord through which this lese has to be renewed and the time 

period for which the leases have to be renewed. This lease is passed back to the client. 

The client uses some utility classes like the LeaseRenewalManager to renew the leases in 

batch or individually. Failure to renew the lease by the lease holder would result in the 

lease grantor dropping the granted lease and cleaning up of the resource for which the 

lease was granted.  

 Thus the leasing can be useful in the monitoring of federation of service 

providers executing a SO Program in an SO execution environment.   

3.3.2.  Jini Remote Event Notification  

The purpose of the distributed event notification is to allow an object in one Java 

virtual machine (JVM) to register interest in the occurrence of some event occurring in an 

object in some other JVM, perhaps running on a different physical machine, and to 

receive a notification when an event of that kind occurs.  

 

 59



   

Figure 3.2.  Jini Event Mechanism  

Conceptually, the Remote Event Notification specification defines three 

components. The event generator, remote event and the remote event listener. The 

following are the steps involved in remote event notification.  

A registrant registers the remote event listener with the event generator. Event 

Generator returns an event registration for the remote event listener to the registrant. 

Registrant returns the event registration to the remote event listener. Event generator fires 

a remote event to the listener to indicate the kind of event which has occurred.  

In Jini, the RemoteEventListener interface extends the Remote interface 

(indicating that it is an interface to a Remote object) and the java.util.EventListener 

interface. This latter interface is used in the Java Abstract Window Toolkit (AWT) and 

JavaBeans components to indicate that an interface is the recipient of event notifications. 

The RemoteEventListener interface consists of a single method, notify:   

public interface RemoteEventListener extends Remote, java.util.EventListener  {  

public void notify(RemoteEvent theEvent) throws UnknownEventException, 
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RemoteException;   

}  

The notify method has a single parameter of type RemoteEvent that encapsulates 

the information passed as part of a notification. The RemoteEvent base class extends the 

class java.util.EventObject that is used in both JavaBeans components and AWT 

components to propagate event information. The notify method returns nothing but can 

throw exceptions.   

The public part of the RemoteEvent class is defined as:   

public class RemoteEvent extends java.util.EventObject {  

public RemoteEvent(Object source,long eventID,  

                       long seqNum, MarshalledObject handback)   

public Object getSource () {...}   

public long getID() {...}  

public long getSequenceNumber() {...}  

     public MarshalledObject getRegistrationObject() {...}  

}  

The abstract state contained in a RemoteEvent object includes: a reference to the 

object in which the event occurred, a long that identifies the kind of event relative to the 

object in which the event occurred, a long that indicates the sequence number of this 

instance of the event kind, and a MarshalledObject that is to be handed back when the 

notification occurs.   

The combination of the event identifier and the object reference of the event 

generator obtained from the RemoteEvent object should uniquely identify the event type. 
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If this type is not one in which the RemoteEventListener has registered interest (or in 

which someone else has registered interest on behalf of the RemoteEventListener object), 

an UnknownEventException may be generated as a return from the remote event 

listener's notify method.  

The sequence number obtained from the RemoteEvent object is an increasing 

value that can act as a hint to the number of occurrences of this event relative to some 

earlier sequence number. Any object that generates a RemoteEvent is required to ensure 

that for any two RemoteEvent objects with the same event identifier, the sequence 

number of those events differ if and only if the RemoteEvent objects are a response to 

different events. This guarantee is required to allow notification calls to be idempotent. A 

further guarantee is that if two RemoteEvents, x and y, come from the same source and 

have the same event identifier, then x occurred before y if and only if the sequence 

number of x is lower than the sequence number of y.  

Among other things, Remote Events can be used for notification of results of 

execution of a SO program by a provider in an asynchronous manner.   

3.3.3. Conceptual Framework  

Figure 3.3 describes the conceptual architecture of a Monitoring framework for a 

Service Oriented Architecture in general. There are three important components which 

help to solve specific requirement discussed in the previous section. They are the 

SessionManager, MonitorManager and the UIManager.   

A Service Requestor might send a SO program to the Service Broker in a 

synchronous / asynchronous manner. The service broker before executing the SO 

program, registers with the MonitorManager, which returns a runtime copy of the SO 
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program to be executed. On the process of registering SO program to MonitorManager, 

the broker also passes a remote event listener for asynchronous notification on the events 

related to execution of programs in SOREE. Also, once the Service Broker registers with 

Monitor Manager, the Service Broker is bound to renew leases to prove that it is alive 

and is still managing the execution of the SO program. Failure to do so would lead to 

mark the SO program as failed by the MonitorManager.  

 

   

Figure 3.3.  Monitoring Conceptual Framework  

The MonitorManager returns a runtime SO program corresponding to the SO 

program submitted for by the ServiceRequestor. A SO program (which can be called an 

exertion) might contain other exertions or SO program inside it. The runtime exertion 

returned by the MonitorManager is essentially the same as that of the registered exertion, 
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except for one difference. Every runtime exertion contains a MonitorSession. This 

MonitorSession is analogous to the cookies used in the http protocol, where cookies help 

to manage the states between client web browser and the session resource managed by 

the server. Just like the cookies, the MonitorSession is a handle, which can be used to 

communicate to the SessionManager about the activities of the corresponding runtime 

exertion. The SessionManager is a part of the monitoring framework which takes care of:  

• Monitor the Federation  

• Monitor the distributed states of SO program  executing in the federation  

• Monitor the state of data for SO program in the federation  

• Help aid asynchronous dispatching of tasks by jobbers to service providers  

The jobber before dispatching the SO program to particular providers, initializes 

or activates the session resource managed by the SessionManager in the server with the 

help of the MonitorSession. Once activated, the jobber dispatches the exertions to the 

right service providers. The service providers executing the exertion can now update the 

session information with the help of the MonitorSession which acts as a handle to 

communicate to the monitor about the state of exertion and state of data etc.  

This MonitorSession also contains lease information which has to be used by the 

provider for lease renewal with the SessionManager to show that it is alive and is still 

interested in using the session resource. Failure to renew the lease in a bound time would 

result in automatic cancellation of the lease by the SessionManager and it will notify the 

ServiceBroker about the failure via remote event notification. The service Broker can 

also specify a timeout value to the Session Manager before dispatching an exertion so 

that it can notify the jobber if the SO program is not executed within the timeout period.  
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All service providers in the framework are Monitorable service. A service 

provider is Monitorable if it allows users to stop/suspend a SO program which is running 

of resume/rerun a SO program which is not running.    

Since the SessionManager keeps an active state of the data, clients can view the 

current state of execution of the entire SO program with the help of Monitor UI Manager. 

Based on the client credentials, the Monitor UI Manager can pass on to the clients all the 

SO programs which can be monitored by the client. The Monitor UI Manager must not 

only return the client the entire SO program managed by this Monitor Manager but also 

by other Monitor Managers in the Grid. The UI Manager passes back the client the list of 

SO programs and a unique identifier for the SO program which identifies a specific SO 

program in a specific Monitor Manager.  

 

   

Figure 3.4.  Stop/Suspend/Resume Job  

The client can now request the MonitorableServicer (which in this case is the 
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Monitoring framework or monitoror) to stop any particular SO program. Once the request 

reaches the monitoror, it will pass on the request to all the MonitorableServicers where 

the SO program is being executed. Once the request is passed on to all the providers, the 

monitor can send a monitor event notification to the service broker.  

In this scheme, the Monitor Manager manages all the state of the executing SO 

programS This states are described by Figure 3.5.  

   

Figure 3.5.  Exertion States  

3.4. Monitor Specifications    

This section describes about the specification followed by the Monitoring 

Framework. This specification defines four important pieces of the monitoring 

framework: MonitorableServicer, MonitorManager, SessionManager and the 

MonitorUIManager.   

 

 66



   

Figure 3.6.  Monitoring Specification  

3.4.1. MonitorableServicer  

All providers who need to be monitored need to be a MonitorableServicer.  If a 

provider is a monitorable service, then the provider has to have the capability to keep 

track of a unique identifier associated with every SO program it is executing and the 

thread which is executing for this SO program. It has to also provide functionality to stop, 

suspend any running task or resume/step any suspended or finished tasks.   

 67



public interface MonitorableServicer {      

    public void stop (Ueid referenceID, Principal credential)  

       throws RemoteException, IllegalStateException, UnknownExertionException;   

    public void suspend (Ueid referenceID, Principal credential)  

 throws RemoteException, IllegalStateException, UnknownExertionException;  

    public void resume (Ueid referenceID, Principal credential)  

 throws RemoteException, IllegalStateException, UnknownExertionException;  

    public void step (Ueid referenceID, Principal credential)  

 throws RemoteException, IllegalStateException, UnknownExertionException;      

}  

A Ueid uniquely identifies a SO program with a particular provider. ie, it contains 

a pair <serviceID, sopID>. serviceID is the id of the service to which this exertion is 

bound to and sopID is the unique identifier for this exertion.  

Clients can call stop/suspend /stop/step on a MonitorableServicer with a reference 

ID. Once a client makes a call, monitorables might throw UnknownExertionException if 

there is no SO program corresponding to the Ueid.  

If any of the operation does not make sense because of the current state of the SO 

program (eg: We can not resume a running job), IllegalStateException is thrown. To be 

able to resume, the resume functionality must be supported by the MonitorableServicer. 

If the functionality is not supported by the MonitorableServicer, the execution must start 

from the beginning.  

3.4.2. Monitor Manager  

MonitorManager is an interface to be implemented by the monitoring service. It 
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must give registrations to the client for an Exertion and Lease the Server side resource 

maintained for this registration. Also it must return the exertions with Monitor Sessions 

inside it corresponding to each elementary exertion.  Monitor Manager is used by the 

broker to register a listener for monitoring a SO program which the broker is going to 

dispatch to different service providers. The Monitor Manager is also 

MonitorableServicer. Hence any client with right credentials can control the execution of 

the SO program.  

public interface MonitorManager extends MonitorableServicer {   

    public Exertion register(RemoteEventListener lstnr, Exertion ex,  

    long duration) throws RemoteException;      

}  

The Exertion returned by the MonitorManager is the runtime copy of the exertion 

passed to monitor and inside it, it contains a MonitorSession which is a proxy used to 

encapsulate the following  

• Lease for this registration  

• The SO program for which the registration was requested (Exertion contains 

MonitorSession to be used by providers)  

• The Ueid which uniquely identifies the exertion with this monitor from this point.  

For the Monitor Manager, this registration is a resource leased to the Service 

Broker who called the register method. Hence during registration, the Service Broker 

must pass not only the SO program but also the duration for which it offers to renew 

leases for this resource. It’s on the discretion of the Monitor Manager to provider the 

duration for the lease and it is captured in the Lease object encapsulated inside the 
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returned registration.  

 

3.4.2. Session Manager  

When the Monitor Manager returns the registration for a SO program, inside all 

the elementary SO programs, it sticks in a Session object which corresponds to the 

Session for the elementary exertion which will be dispatched by the broker to other 

service providers.  All service providers use this session object to talk to the Session 

Manager which manages all the individual sessions.  

The session is activated by the manager when init(monitorable, duration, timeout) 

is called by broker. Here monitorable indicates to which service provider the SO program 

is being dispatched. From this moment, the Manager will require that the monitorable 

renew the leases for this session for the specified duration. Timeout indicates that if the 

task is not complete for the specified duration by the monitorable, the monitor will send 

stop signal to the monitorable and notify the Broker via event notification to service 

broker.  

 For Space based programming, where brokers drop the exertion to space, the 

broker has no idea who will pick up the SO program. In that case, it doesn’t make sense 

for the broker to tell about the monitorable to which this SO program is destined. Since 

we don't know who will execute the SO program, broker calls init (space, timeout, 

duration). This means that the monitor is going to mark the timeout and duration of this 

session. Note that from this moment, the session is activated. It waits till the timeout 

period for some monitorable provider to pick up and call init (monitorable). One this is 

called, the MonitorSessionManager requires leases have to be renewed by the 
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MonitorableServicer. If no one calls the init (monitorable) for the timeout period, the task 

gets timed out and the MonitorSessionmanager cleans up space and notifies the Service 

Broker of the time out.  

 

public interface MonitorSessionManager {  

    public Lease init(Uuid,  MonitorableServicer, long duration, long timeout)   

       throws RemoteException, MonitorSessionException;   

    public void init(Uuid cookie, long duration, long timeout)   

 throws RemoteException, MonitorSessionException;  

    public Lease init(Uuid cookie, MonitorableServicer mntrbl)   

 throws RemoteException, MonitorSessionException;  

    public void update(Uuid cookie, ServiceContext ctx)   

 throws RemoteException, MonitorSessionException;   

    public void done(Uuid cookie, ServiceContext ctx)  

 throws RemoteException, MonitorSessionException;   

    public void failed(Uuid cookie, ServiceContext ctx)  

 throws RemoteException, MonitorSessionException;   

}  

In all the above cases,  MonitorSessionException  is thrown: if this session is 

already active or if there is no such session  

Once the Session handle (described below) reaches the service providers, the 

service providers call update/done/failed intermittently to let the SessionManager about 

the current state of the session.  
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The SessionHandler used to talk to the SessionManager is called the 

MonitorSession  

public interface MonitorSession extends Serializable {  

      public void init(MonitorableServicer mntrbl, long duration, long timeout)   

 throws RemoteException, MonitorSessionException;  

    public void init(long duration, long timeout)   

 throws RemoteException, MonitorSessionException;  

    public void init(MonitorableServicer mntrbl)   

 throws RemoteException, MonitorSessionException;  

    public void update(ServiceContext ctx)   

 throws RemoteException, MonitorSessionException;  

    public void done(ServiceContext ctx)  

 throws RemoteException,  MonitorSessionException;   

    public void failed(ServiceContext ctx)  

 throws RemoteException,   MonitorSessionException;  

    public Lease getLease();     

   

}  

This looks pretty much same as the MonitorSessionManager because clients use 

the exact same API but the handling of cookies is hidden from the user.  

3.4.3. Monitor UI Manager  

Client use this service for UI interact with the monitor. This interface helps to get 

all the reference IDs and monitored exertion info for a particular credential. The reference 
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ID will be the combination of serviceID which is globally unique and the ID for the 

exertion.  

  

 

public interface MonitorUIManager implement MonitorSessionManager {       

 public static class AccessDeniedException extends Exception {  

  public AccessDeniedException(String cause) {  super(cause); }  

     }  

  public Hashtable getMonitorableExertionInfos(Principal credentials)   

  throws RemoteException;    

 public Exertion getMonitorableExertion(Ueid er, Principal credentials)   

  throws RemoteException, AccessDeniedException;      

}    

AccessDeniedException is thrown if a user with invalid credential tries to access 

any monitorable exertion.  

The getMonitorableExertionInfos would get all the monitorable exertion infos 

from all the monitor managers and return a Hashtable where the key is Ueid and value is 

some info regarding the exertion  

Once the client chooses the right exertion, it then can request for the actual 

exertion with the help of the method getMonitorableExertion.  Thus the client can also 

get the state of the exertions along with the exertion and view currently what’s happening 

with the SO program. If the client wishes to control the execution, It do it via the same 

interface because the MonitorUIManager is also a MonitorableServicer.  
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3.5. Implementing the Specification in SORCER  

3.5.1. Asynchronous Dispatching  

The service broker uses a dispatcher factory to create an AsynchronousDispatcher 

for the exectution of a job in an autonomic fashion.  The selection of the 

AsynchronousDispatcher is determined by an attribute in ControlContext which 

determines the control strategy of the execution of the exertion.  Once 

AsynchronousDispatcher is selected, it creates a DispatcherEventListener and registers 

the listener and the exertion to the MonitorManager.  The MonitorManager returns a 

runtime copy of the Exertion and inside every Exertion; it inserts a session for updating 

with the monitor.  The session is activated by the AsynchronousDispatcher before 

dispatching to individual service providers.  Once the task is dispatched to a service 

provider in the federation, the service provider updates the runtime information of the 

exertion intermittently.  Also, the Service Provider executing the task has to renew the 

lease for the session it holds, failure of which will result in MonitorManager cleaning up 

the Session Resource and notifying the AsyncronousDispatcher via the 

DispatcherEventListener registered with it.
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Figure 3.7.  Asynchronous Dispatching  

All asynchronous interactions with the dispatcher is via the MonitorEvent.  The 

following snippet of code describes MonitorEvent.

public class MonitorEvent extends RemoteServiceEvent implements Serializable {  

    final int INITIAL            =  1;  

    final int INSPACE          =  2;  

    final int RUNNING         =  3;  

    final int DONE               =  4;  

    final int SUSPENDED    =  5;  

    final int ERROR             =  0;  

    final int FAILED             = -1;      

  

    final int LEASE_EXPIRED         = -2;  
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    final int TIMED_OUT         = -3;   

    public static final long ID          = 9999699999899L;  

    public int state;  

    public Exertion ex;  

    public Remote source;  

}  

3.5.2. Monitoring Service Agents  

SORCER Launcher is the main control panel for all of the GUI tools that are 

needed to build contexts, tasks, jobs and run & monitor SORCER jobs.  Once a user has 

been authenticated the launcher menu is displayed in the left-hand frame of the Launcher 

and the right hand frame is empty. The user is then free to begin accessing the 

environment. The user selects the Monitor item from the launcher menu to get the 

Monitor GUI, as shown in the above figure. This launches the Job Monitor on the right 

side. The Job Monitor pulls all runtime Jobs from the runtime database and displays a list 

of all runtime Jobs submitted by the user and the user is authorized to see. On selection of 

any runtime Job in the list, the Monitor grid worksheet displays the Job. The Worksheet 

consists of multiple rows, each row representing a line of the distributed program.  

Every exertion of the Job in the GUI has a colored indicator which shows the 

status of the Job currently.   

The Monitor GUI extends all the functionality of the job Editor. Any 

SUSPENDED, FAILED or DONE job could be edited and resubmitted for execution. 

Also the control-context (Figure 3-9) can be edited to change the execution strategy of 

the Job. The Job Context can also be viewed for the Job and all the information regarding 
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Exceptions can be seen in Job Context GUI. Once the cause of the failure is found, errors 

can be fixed and the job can be resubmitted for running.  The above figure shows the 

editing capability of JobMonitor.  

 

   

Figure 3.8.  Job Monitor  

 The monitor worksheet has a check box corresponding to every exertion in the 

Job. This is used to mark the point from which a FAILED/SUSPENDED job is to be 

executed. If no check box is clicked, the Job is resumed from the point where the job was 

failed or suspended. If the Job is sequential, only one check box can be selected. If the 

Job is parallel, multiple check boxes can be selected. The JobMonitor inherits all the 
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functionality of a Job-Editor.  In the worksheet the three columns indicate the name of the 

exertion, the type of service requested and the description of the exertion. The Provider 

column is the name of the SORCER service provider that was executing the given 

exertion. The info button in the popup gives additional information like the time of 

execution, when the job started to run, when it completed, which machine it ran, etc. In 

the Monitor GUI, as a regular JobEditor, the exertion’s can be edited and saved when the 

Job is not running.  

The control-context shown in Figure 3-9 is used to define the execution strategy 

of the Job. A Job can be marked catalog /sequential or direct to represent the strategy of 

the job. Also some the Exertions can be marked skipped in the Job. The dispatcher would 

disregard those marked as skipped.   

When the Job is running, the client applet starts a monitor thread which refreshes 

the Job shown in the GUI for every 30 seconds. This way the user can view the latest 

current status in the GUI. The Job list is also refreshed periodically. Client can also 

refresh manually the Jobs by clicking on the refresh button shown in the GUI.  

The Notification button would bring up the Notification GUI which would display 

all the notifications submitted by the provider for this current Job. Thus the client can see 

the status and notifications for the Job at the same time.  
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Figure 3.9.  Control Context  

The pause and stop button are selectable only when any Job is running. Pause 

would suspend the Job. The client can choose to suspend the Job at any particular point 

once the Job starts executing. Clicking pause would send the message to the providers to 

suspend the execution of the Job. The providers would suspend the Job and return the 

suspended Job to the client. The stop button would completely stop the Job and erase the 

Job from the JobMonitor.  

The resume and step buttons are selectable only when the Job is 

SUSPENDED/FAILED. The reason for this is that any Job which is currently running 

can not be resumed or stepped. Resume would resume from the point at which the job 

was suspended or failed unless any check box is selected in the Monitor Worksheet 

indicating from what point to start. Step button would flag all the isReview flag of 
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exertion to be true. This will cause the Job to suspend after execution of every exertion in 

the Job.  

All interaction with the SORCER.grid is made by the user agent via an 

application servlet which runs in a standard portal host and postal port. We can have 

many such servlets which acts as a kind of gateway for all clients to the SORCER.grid.    

Figure 3-10 describes the situation wherein task2 failed due to some unexpected 

reasons. The Monitor service agent shows the failed task and a closer look at the data of 

the failed tasks suggests that a division by zero was attempted by a provider and it failed 

(see figure below). The monitoring service got informed that the task was failed and it 

marks the state of the task as FAILED. The monitoring GUI gets the information from 

the Monitoring Service and displays the failed task.  

The debugging facility is the key functionality of the Job Monitor. User can 

inspect the cause captured in the context model and change the data of the failed job and 

persist the same. Once persisted, the user can issue the command to rerun the failed job 

from any point. The request is passed on to the jobber which will again start the 

execution of the failed job from the marked point. Figure 3-11 to 3-12 shows the GUIs 

for this facility. Figure 3.11 shows how the failed task can be modified and Figure 3-12 

shows how the job can be rerun from the failure point and the new results can be 

received.  
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Figure 3.10. Failed Task  

3.6. Conclusion  

The Monitoring Framework defined in this chapter thus helps to monitor the 

distributed states of task execution in the federation. This framework also helps aid 

asynchronous dispatching of tasks by jobbers to service providers. It also provides the 

functionality to control the execution of SOP (stop/ resume/ pause etc) and change the 

data before resubmitting the job.   

Job monitor is a client side web based user interface which helps us to monitor the 

execution of exertions. The debugging facility is the key functionality of the Job Monitor. 
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User can inspect the cause captured in the context model and change the data of the failed 

job and persist the same. Once persisted, the user can issue the command to rerun the 

failed job from any point. The request is passed on to the jobber which will again start the 

execution of the failed job from the marked point. Figure 3-11 to 3-12 shows the GUIs 

for this facility. Figure 3-11 shows how the failed task can be modified and Figure 3-12 

shows how the job can be rerun from the failure point and the new results can be 

received.  

 

   

Figure 3.11. Edit Failed Job  
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Figure 3.12. Rerun from failure point  
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CHAPTER 4  

Autonomic Service Management  

4.1. Introduction  

RIO [42, Chapter 2] is dynamic network architecture. RIO is built over JINI 

Framework to support dynamic service provisioning and instantiation of service. Services 

are provisioned and managed based on certain policy mechanisms. The framework also 

supports monitoring and metering of all the services in the framework. The following are 

some of the features and concepts introduced in the RIO architecture  

• Cybernodes behave as containers which represent the capabilities of the compute 

resource they run on through Quantitative & Qualitative mechanisms. Cybernodes 

can host Service Providers, whose information is encoded in a XML file called 

Operational String.   

• Provision Monitor provides a model to dynamically instantiate, monitor & manage 

service components as described in an Operational String.    

In RIO, the interactive management of Operational Strings is aided by some client 

side utilities like the “Opmon” (derived from operation string monitor). The Opmon 

client utility allows user to load and deploy any operational string.  The loading part 

just shows the user the services described by the Operational String. During 

deployment, the Opmon passes the Operational String to a provision monitor and 

provision monitor deploys these services in a cybernode. As we can see here, though 

RIO provides a way to manage complex interdependent services with the help of 
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Operational String, it involves some manual intervention to deploy and manage 

service.  

By autonomic management of service, we mean a “Service-On-Demand” kind of 

framework where services gets deployed only based on demand. Let us consider a 

scenario to explain what we mean by “Service-On-Demand”. Imagine we have a 

raytracing service which would break the raytracing job into n number of tasks and 

dispatch all tasks to a tasker Service Provider, which does the task of rendering each 

of the n piece. Now, we need a framework wherein, based on the request to execute a 

raytracing job by a user, the raytrace provider somehow deploys the services which it 

requires to execute the job. Once the job is done, the taskers must be shutdown.   

RIO provides the fundamental framework for such dynamic management of 

services. This chapter describes how RIO can be used in conjugation with SORCER 

to achieve true autonomic behavior in any system.  

4.2. Requirements  

• Service Provisioning based on demand.  

• Ability to remove idle Services.  

• Manage multiple client requests to deploy and shutdown potentially same 

service.  

• In every SO program, a service might be represented by different means. 

While in webservice it’s WSDL, in SORCER it’s a Service Method. 

Support must be provided to deploy and shutdown services based on 

ServiceMethod.  
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4.3. Autonomic Provisioner  

The RIO Provision Monitor provides the API to deploy and undeploy a 

Operational String. For every Operational String the Provision Monitor manages, the 

Provision Monitor creates a OpStringManager. The OpStringManager provides the 

functionality to discover the ServiceBeanInstantiator (also called Cybernode) in the 

network and matches the QOS it offers to the QOS required by the service. Once the 

right Cyberrnode is identified, it requests the Cybernode to instantiate the service.   

 In SORCER, the co-ordination of jobs are managed by Jobber. Jobber creates 

federation by submitting the tasks to the right service providers. If a service provider 

does not exist, we need a mechanism wherein the jobber can pass the ServiceMethod 

and have a service deployed in an autonomic fashion. It’s for this reason that we need 

a specialized service provider called the autonomic provisioner which can translate 

the request made by the jobber to provision a service based on ServiceMethod to the 

request to ProvisionMonitor based on Operational String. Also, Autonomic 

Provisioner can be loaded with associations between ServiceMethod and Operational 

Strings by system administrator or a requestor before if  submits the job to the jobber. 

Once the AutonomicProvisioner has the knowledge of the association between 

OperationalString to a ServiceMethod, it can translate any request from the Jobber to 

request to RIO Provision Monitor.  
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Figure 4.1.  Autonomic Provisioner  

The above UML diagram defines the explained functionality. The following is the 

interface definition of the AutonomicProvisioner  

  

package sorcer.core.provider.autonomicprovisioner;  

import java.util.Map;  

import java.rmi.RemoteException;  

import sorcer.core.ServiceMethod;  

import com.sun.rio.core.OperationalString;  

import com.sun.rio.resources.servicecore.Service;  

public interface AutonomicProvisioner extends Service {  

     public void load (ServiceMethod method, OperationalString opStr[]) throws           

RemoteException;   
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    public void remove (ServiceMethod method) throws RemoteException;   

    public Map deploy(String providerInterface) throws RemoteException,           

ProvisionerException;  

    public boolean undeploy(String providerInterface) throws RemoteException,          

ProvisionerException;  

}  

  

 The implementation of AutonomicProvisioner involves maintaining a persistent 

Hashtable which can maintain the association between ServiceMethod and the 

OperationalString. It also maintains a count of the number of clients who has made and 

deploy and undeploy requests and accordingly decides to send a request to RIO provision 

monitor to deploy or undeploy a service.  

4.4. Conclusion  

RIO provisioning framework can be used for having an autonomic framework 

where in services can be deployed and undeployed based on demand during runtime. In 

this thesis, we have validated this with an AutonomicProvisioner service which works 

along with AutonomicDispatcher to provision services. A further improvement can be to 

provide a administration UI to help aid the loading of OperationStrings by system 

administrators.   
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