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CHAPTER 1 

INTRODUCTION AND BACKGROUND INFORMATION 

Introduction 

For more than 20 years, many "real world" problems have been successfully 

solved using Kalman filtering. The Kalman filter has been applied extensively in 

signal processing applications, including target tracking, adaptive control, and radar-

signal processing. The application of Kalman filtering ideas is found in many diverse 

fields. In chemical process applications, the Kalman filter has been used for pollution 

estimation (prediction) and control[23]. In image processing applications, the 

Kalman filter has been applied in filtering noise from two-dimensional images for 

picture enhancement[20]. In civil engineering applications, the Kalman filter has 

been employed in stream flow model identification to achieve stream flow prediction 

from a few data points[22]. In communication systems, the Kalman filter has been 

utilized in the demodulation and detection of frequency modulated signals as well as in 

adaptive equalization for communication channels[17]. 

Kalman filtering techniques are widely used in the area of target tracking. In 

fact, much of the early impetus for the development of Kalman filter theory came from 

application problems in the aerospace industry[14, 29). The basic task of target 

tracking is to estimate as accurately as possible the position and the velocity of a 

moving object from noisy measurements of its range and bearing. The moving object 

could be a vehicle such as a ship, aircraft, or automobile; or it could be a whale, 

dolphin or school of fish. The measuring equipment could involve radar, sonar, or 

optical equipment. Applications of target tracking normally involve the tracking of 

several targets simultaneously. 



Multiple-Target Tracking 

The target-tracking process that tracks many targets concurrently is called 

multiple-target tracking (MTT). Multiple-target tracking is an essential 

requirement in surveillance systems employing one or more sensors, together with 

computer subsystems, to interpret the environment that includes true targets and 

false alarms. Typical sensor systems in multi-target tracking systems, such as radar, 

infrared (IR), and sonar, are used to report measurements from diverse sources: 

targets of Interest, background noise sources such as radar ground clutter, or internal 

error sources such as thermal noise. The objective of multiple-target tracking is to 

partition the sensor data into sets of observations, or tracks, produced by the same 

target. The tracks are formed and confirmed by discerning background noise and other 

false targets from targets of interest. The number of targets is then estimated and 

quantities, such as target velocity, future predicted position, and target classification 

characteristics, can be computed for each track. 

Kalman Filter 

A Kalman filter is simply an optimal recursive data processing algorithm 

where optimal is defined dependent upon the criteria chosen to evaluate performance. 

The Kalman filter does not require all previous measurements (data) to be kept in 

storage and reprocessed every time a new measurement is taken. The Kalman filter 

processes all available measurements, regardless of their precision, to estimate the 

current value of the variables of interest. Processing of the Kalman filter is based on 

(1) the knowledge of the system and measurement device dynamics, (2) the statistical 

description of the system noise, measurement errors, and uncertainty in the dynamic 

models, and (3) any available information about initial conditions of the variables of 

interest[19]. 



The Kalman filter has been shown to be the optimal linear estimator in the least 

square sense for estimating dynamic system states in linear systems. The Kalman 

filter is the general solution to the recursive, minimized mean-square estimation 

problem within the class of linear estimators[1]. Use of the Kalman filter will 

minimize the mean-squared error as long as the system dynamics and measurement 

noise are accurately modeled. 

The Kalman filter updates state estimation based on prior estimates and 

observed measurements. The Kalman filter consists of the model of the dynamic 

process which performs the function of prediction and a feedback correction scheme. 

The measurements are processed as they occur; there is no need to store any 

measurement data. However, all of the associated matrices which describe the 

dynamics of the system, measurement system, and noise are assumed to be known. The 

Kalman filter algorithm is described below. 

The models for a general dynamic system and a measurement system are as 

given below. 

x(t + 1) = (D ( t ) x ( t ) + w ( t ) ( 1 ) 

z(t) = H ( t ) x ( t ) + v ( t ) ( 2 ) 

where <I>(t) is a n X n matrix called the state transition matrix which 

describes the plant, x(t) is the n-dimensional state vector, w(t) is the n-vector 

called the disturbance, z(t) is a m-vector termed the measurement vector, v(t) is 

also a m-vector called the measurement noise vector, and H(t) is a m X n matrix 

called the measurement matrix. The disturbance w(t) and noise v(t) are assumed to 

be zero-mean Gaussian white noise sequences with covariance matrices Q(t) and 



R(t), respectively. The sequences w(t) and v(t) are assumed to be statistically 

independent. The Kalman filter is described by the following equations, given with the 

corresponding relative matrix size, under assumptions that matrices ^(\), H(t), 

R(t), and Q(t) are preestimated. 

mXm mXn nXn nXm mXm 

V(t) = H ( t ) P ( t | t - 1 ) H T ( t ) + R( t ) ( 3 ) 

nXm nXn nXm mXm 

K(t) = P ( t | t - 1 ) H T ( t ) V - 1 ( t ) ( 4 ) 

nXn nXn nXm mXn nXn 

P(t|t) = P ( t | t - 1 ) - K ( t ) H ( t ) P ( t | t - 1 ) (5 ) 

nXn nXn nXn nXn nXn 

P(t+1|t) = (D (t)P(t|t)(DT(t) + Q(t) (6) 

mXI mXI mXn nXI 

Az(t) = z(t)-H(t) x(t|t-1) (7) 

nXI nXI nXm mXI 

x(t|t) = x(t|t-1) + K(t)A z(t) (8) 

nXI nXn nXI 

x(t + 1|t) = «'(t)x(t|t) (9) 



where t = 1,2,3,... 

Initial conditions are given as follows: 

x(0|0) = 0 (10) 

^ (0 |0 ) = P(0) . (11) 

Matrices P(t|t) and P(t+1|t) are commonly called error covariance 

matrices. The vector x(t|t) represents the optimal estimate of x(t) based on the 

measurement sequence {z(1), z(2), z(3) z(t)}. Equations (6) and (9) are 

referred to as time updates and Equations (4), (5), and (8) are referred to as 

measurement updates. The Kalman filter equations are computed in order as listed 

from Equations (3) to (9). 

Processing Issues Involving the Kalman Filter 

The processing of a Kalman filter requires matrix/vector operations such as 

multiplication, addition, subtraction, transposition, and inversion. Among these, 

matrix inversion is the most expensive in terms of processing time and accuracy. 

Using the Gaussian elimination method, the operation count for inverting a k X k 

matrix A by reducing [ A | I ] to [ I | A""* ], where I is an identity k X k matrix, will 

involve k3-2k3+k additions/subtractions and k^ multiplications/divisions[4]. 

Hence, the accuracy of a matrix inversion calculation is affected by its many 

operations resulting in a greater truncation error when compared to other matrix 

calculations such as matrix multiplication or addition that require less operation 

counts. However, even though the matrix inversion in the Kalman filter algorithm is 

the most expensive in terms of processing speed, it is not the most time consuming 



matrix operation in the algorithm. The matrix inversion operation is the slowest 

when compared to other matrix operations such as multiplication, transposition, and 

addition for the same sized matrix. To illustrate, let us consider the processing of a 9 

X 3 Kalman filter (here, n = 9 and m = 3, see above) using the HP1000-A900 

computer. The 3 X 3 matrix inversion operation in the algorithm is expensive in that 

it takes 1,764 microseconds for processing while the equivalent sized matrix 

operation for multiplication of two 3 X 3 and 3 X 3 matrices takes only 652 

microseconds. However, the most time consuming operation in the 9 X 3 filter 

algorithm is the 9 X 9 by 9 X 9 matrix multiplication which takes 16,573 

microseconds. 

In applying the Kalman filtering technique to target tracking applications, 

results have not been available in real time, because of the relatively complex 

mathematical operations necessary in computing the Kalman filtering algorithm. 

Real-time processing is not only highly desirable in this application, but necessary to 

obtain the full benefit of the Kalman filtering technique. The sequential processing 

solution of the Kalman filter equations requires in general 0(n3) floating-point 

computations. Hence, to achieve real-time sequential processing of the Kalman filter 

requires the use of very high performance computers such as general-purpose 

supercomputers (Cray, etc.). 

The time-complexity in processing the Kalman filter equations in real-time 

has motivated the design of a number of parallel algorithms[2, 8, 16, 24, 27], all of 

which assume 2-D systolic arrays of computational cells. Systolic arrays are special 

purpose computing structures characterized by topology and node elements specialized 

for a particular application. Parallel processing is an attractive means of achieving 

high computational performance. No matter how fast a sequential computer can 

operate, a parallel processor incorporating many of the fastest sequential computers 



should be faster; thus, no technological advancement in sequential processing can 

eliminate this advantage. Parallel processing represents a more cost-effective and 

potentially much more powerful approach to achieving high computer performance. 

There are many approaches to parallel processing, details of which can be found 

in the literature[15, 26]. Parallel processing systems include multicomputers, 

multiprocessors, systolic arrays, etc., which can be categorized based on Flynn's 

taxonomy of computer architectures with the concepts of instruction stream and data 

stream[26]. The four classes of computers according to Flynn are Single-Instruction 

stream. Single Data stream (SISD), Single-Instruction stream. Multiple Data stream 

(SIMD), Multiple-Instruction stream, Single Data stream (MISD), and Multiple-

Instruction stream. Multiple Data stream (MIMD). 

With rapid development of VLSI integrated circuits in recent years, it is now 

becoming technologically feasible to implement the above mentioned parallel Kalman 

filter algorithms in real time. However, this approach to achieving real-time 

processing of the Kalman filter is very expensive in terms of cost and time to develop 

the VLSI integrated circuits. Recently, a more cost-effective parallel processing of the 

extended Kalman filter algorithm has been implemented on the Warp computer. The 

Warp computer is a systolic array computer of linearly connected cells, each of which 

is a programmable processor capable of 10 million floating-point operations per 

second (10 MFL0PS)[3]. The Warp implementation of the target-tracking Kalman 

filter is written in a high-level language and achieves a measured sample time of 282 

M.s[5]. 

Many of the the real-time parallel processing implementation of the Kalman 

filter, and as discussed so far, are characterized by the processing of fixed small-sized 

Kalman filters. These were implemented on systolic arrays which are categorized as 

SIMD processors. SIMD systems have a processor structure in which a single 



Instruction manipulates an entire data structure. In comparison, other parallel 

processing systems such as multiprocessors and multicomputers are categorized as 

MIMD processors. Multiprocessors and multicomputers are MIMD systems that have a 

parallel computer structure composed of multiple independent processors, differing 

mainly in that multiprocessors have shared-memory while multicomputers do not. Of 

course, there are hybrids of multiprocessor and multicomputer that have both shared-

and local-memory. A well known application of MIMD parallel processing of the 

Kalman filter involves the processing of a growing bank of Kalman filters in a multi-

target tracking environment using message-passing computers (multicomputers)[18, 

25, 28]. The main difference between MIMD and SIMD systems is that MIMD 

processors are general purpose processors capable of executing a wide range of 

algorithms while SIMD processors are designed for special purposes. SIMD processors 

are "rigid" systems developed for use in dedicated applications. Hence, MIMD 

processors are more "flexible" than SIMD processors. 

Statement of Problem 

Recently, a new approach to the multi-target tracking problem was proposed 

by Emre, et al.[11]. This technique breaks away from the traditional models used for 

the multi-target tracking problem which uses banks of Kalman filters. Instead, this 

new approach uses a global modelling of the multi-target tracking problem in which 

both the Data-Association and Maneuver Estimation problems are simultaneously 

solved using System Identification techniques. The Multiple Model (Adaptive) Kalman 

filter is applied to the problem to obtain the optimal solution. Here, the Kalman filter 

can be arbitrarily large depending on the number of targets in the multiple-target 

tracking environment. The on-line real-time processing of this proposed approach to 

the multi-target tracking problem can be computationally intensive and complicated as 
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the number of targets being tracked gets very large. This model of the multi-target 

tracking solution also presents the problem of processing the computationally 

intensive (not often used) large-sized Kalman filter. 

Obviously, a very fast serial processor like the Cray will be able to process 

this proposed algorithm easily but in view of the economics of cost versus 

performance, the use of parallel processing systems employing relatively inexpensive 

processors maybe a much more economical and efficient approach for this problem. 

The parallel processor used for processing this proposed algorithm must not only be 

able to handle the large amount of computations as the number of targets being tracked 

increases but also must be able to adapt to the varying number of targets being tracked. 

Hence, only MIMD parallel processors such as multicomputers and multiprocessors 

which are capable of processing a wide range of sizes of matrix ("flexible") are 

suitable for processing this algorithm. SIMD processors which can handle only "fixed" 

sized algorithms are not suitable for this application. 

This thesis investigates the suitability of multicomputers, specifically 

computers connected in local networks, for the parallel processing of large-size 

Kalman filters. The motivation for this investigation is to determine the most cost-

effective and efficient processing technique for the not often used large and variable-

size Kalman filter. 

Outline of Thesis 

The multicomputer systems to be used in this investigation are essentially 

computers in local networks. Two types of computer systems connected in the network 

will be used: Sun workstations and Hewlett-Packard HP1000 computers. The 

computers in the network communicate by passing messages. It is pointed out that 

previous techniques for solving the multi-target tracking problem that require a 



parallel bank of many Kalman filters have been implemented using minicomputers 

connected in local networks[28]. Technical background Information on the HP1000 

and Sun computers discussing the floating-point computation and interprocess 

communication facilities provided by these two systems is presented in Chapter 2. 

The issues to be considered in computing the proposed algorithm in message-

passing computers include algorithm suitability, program decomposition techniques, 

load balancing, and processing speedup factors. The investigation will focus on the two 

main issues of parallel processing in local networks which are communication and 

program decomposition/load balancing issues. The experiments, results, and analysis 

done for determining user-interprocess communication performance in networks of 

HP and Sun computers are presented in Chapter 3. A discussion of the analysis on the 

program decomposition techniques and issues involved in the parallel processing of the 

large-size Kalman filter in message-passing computers is described in Chapter 4. 

For completeness, the technique used to simulate the Kalman filter in the 

computer is given in Appendix A. Finally, conclusions and future work are presented 

in Chapter 5. 
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CHAPTER 2 

TECHNICAL BACKGROUND: FLOATING-POINT COMPUTATION 

AND INTERPROCESS COMMUNICATION 

FACILITIES OF HP1000 AND 

SUN COMPUTERS 

Introduction 

In the past several years there has been a trend away from the traditional 

centralized timesharing systems towards systems consisting of diskless workstations 

connected by a high-speed local area network to specialized server machines. The 

major advantage of workstation-based systems is that each user has the full power of a 

dedicated machine at his disposal. Therefore, performance depends less on the overall 

number of users on the system than on centralized timesharing systems. A distributed 

workstation-based system presents the user with the computing power of one's own 

workstation as well as the availability of the computing power on other machines in 

the network. This thesis essentially investigates the prospects of utilizing "off-the-

shelf" technology for parallel processing. 

The HP1000 and Sun computer systems used in the investigation both support 

real-time operating systems and provide facilities for interprocess communication. A 

process is defined as the basic building block of an algorithm. In interprocess 

communication, processes are located in different computers and communicate by 

passing messages. The computer-dependent considerations of this investigation 

involve the mechanism and facilities for interprocess communication and floating

point computation which are quite different in the two computer systems and require 

the following discussion. 
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HP1000 Computers 

The 16-bit HP1000 computers are using Hewlett-Packard's multi-user, 

multiprogramming Real-Time Executive (RTE) operating system (Revision 5000). 

There are three computers linked in the network: two HP1000-A700S and one 

HP1000-A900, which have the HP2487A and HP2489A system processor units, and 

are rated at 0.4 MIPS and 1.3 MIPS, respectively. The system processor units reside 

on printed circuit boards. The two HP1000 computer systems maintain full software 

compatibility with each other. 

Floating-Point Computation 

The HP1000 computers use the Floating Point Processor (FPP) for floating

point computations. The Floating Point Processor has a custom silicon chip and 

provides fast execution of single precision (32-bit) and double precision (64-bit) 

floating point operations. The FPP provides a powerful Scientific Instruction Set 

(SIS) that performs trigonometric, logarithmic, and other transcendental functions. 

The FPP also features a Vector Instruction Set (VIS) which uses the FPP as a 

computing resource to perform vector and matrix arithmetic and to process large data 

arrays. The FPP achieves double-precision accuracy with computational speeds that 

are 6 to 30 times faster than comparable software routines. Some of the typical 

execution times of the Vector Instruction Set are given in Table 1. Details on the usage 

of the Vector Instruction Set are given in Relocatable Libraries Reference Manual 

(HP1000 computer manual #92077-90037). 
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Table 1 Typical Vector Instruction Set Execution Times 

HP1000-A700 HP1000-A900 

(Time given in microseconds) Execution Time Execution Time 

Instruction Fixed Loop' Fixed Loop* 

32-bit Single-Precision Instructions 

VADD, VSUB 

VMPY 

VDIV 

VDOT 

VMOV 

14.5 

14.5 

14.4 

17.25 

8.75 

3.75 

3.75 

7.00 

6.50 

2.00 

4.9 

5.1 

4.3 

8.0 

2.8 

1.2 

1.2 

3.7 

3.2 

0.7 

64-bit Double-Precision Instructions 

DVADD, DVSUB 

DVMPY 

DVDIV 

DVDOT 

DVMOV 

14.5 

14.5 

14.5 

19.0 

10.0 

6.25 

6.50 

6.50 

6.50 

4.00 

6.1 

6.1 

4.7 

7.5 

3.1 

2.0 

2.0 

7.2 

2.5 

1.2 

*Fixed time is instruction start-up time; loop time is the processing time per vector 
element. Total time equals fixed time plus the number of elements times loop time. 

Specifications obtained from HP Manual #02137-90001 and HP Manual #02139-
90001 . 
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Interprocess Communication Facilities 

The HP1000 computers are connected in the network in accordance with the 

EIA (Electronics Industry Association) standard RS-422. The International Standards 

Organization (ISO) link level protocol standard, HDLC (High level Data Link Control) 

provides a data link between two HP1000 computers via the hardwired RS-422 

connection. The data transfer between the HP1000 computers is bit serial, 

synchronous, and full duplex over four individually shielded twisted pair cables at a 

maximum rate of 230,000 bps. The data transmission byte information field width is 

hardware selectable to either 128- or 1024-bytes. However, the 128-byte 

information field is recommended to minimize frame retransmissions. 

Networking facilities in the HP1000 computer systems are provided by 

Distributed Systems/1000-1V (DS/1000-1V) product. The DS/1000-1V is a 

software and firmware package that provides an integrated set of high-level network 

facilities and procedures for communication between HP1000 computers. DS/1000-

IV provides a variety of high-level user interface features, including remote file 

access, remote command processing, and program-to-program communication. The 

use of these facilitate network resource sharing, distributed data file management, 

communication between application programs, and the distribution of processor 

workloads. 

The program-to-program communication (PTOPC) facility provided in 

DS/1000-1V is used for interprocess communication in the HP1000 computers. 

PTOPC allows two or more user programs to send data or control information back and 

forth between them. In program-to-program communication, the program initiating 

or opening the PTOPC link is called the master and the receiving program is called the 

slave. With the store-and-forward feature incorporated in the DS/1000-IV. a single 

slave may have several masters or a single master may talk to several slaves. Store-

14 



and-forward capabilities allow communication and data transfers between any two 

HP1000 nodes in the DS/1000-IV network, regardless of network topology. Once the 

link is opened, the master Initiates all communications with the slave and the slave 

responds by either accepting or rejecting the data or control information. When 

appropriate, the PTOPC link may be broken by either the master or the slave. 

The master program can send data to the slave program and receive data from 

the slave with the PWRIT and PREAD calls. There is a 20-word user-defined tag field 

sent along with the data that may be used to specify status, disposition of the data, or 

other information. The tag field may be passed without any data by executing a PCONT 

request. A typical PTOPC exchange is as shown in Fig. 1. Note that at each master call, 

the 20-word tag field is sent to the slave, and with each ACEPT call by the slave, the 

tag field is returned. 

Sun Workstations 

The Sun workstations are using an enhanced converged UNIX operating system 

which combines 4.2BSD, 4.3BSD, and AT&T System V into the powerful Sun Operating 

System (SunOS) 4.0. There are two models of Sun computers in the network: Sun-

3/60 and Sun-4/280S, which are rated at 3 MIPS and 10 MIPS, respectively. The 

Sun-3/60 computer is based on the Motorola MC68020 chip and the high-speed 32-

bit VMEbus. The Sun-4/280S computer uses the Sun implementation of RISC 

(Reduced Instruction Set Computer) technology, the Scalable Processor ARChitecture 

(SPARC). SPARC is a 32-bit RISC microprocessor architecture designed for 

simplicity and efficiency. 

The Sun-4/280S is source-code compatible (high-level languages) with the 

Sun-3/60. Both the Sun-4/280S and Sun-3/60 computers have optimizing 

compilers for programming languages such as C, Fortran, and Pascal, which they 

15 



support. An optimizing compiler in SPARC rearranges the high-level program code to 

work with the RISC architecture, attempting to fulfill the goal of one cycle per 

instruction. Similarly, an optimizing compiler in the Sun-3/60 with CISC 

architecture rearranges the high-level source code to be as efficient as possible to 

produce user-application programs that execute faster than unoptimized compiled 

programs. 

Master 

CALL POPEN (...) 

I 
CALL PWRIT (...) 

[ 
CALL PREAD (...) 

CALL PCONT (...) 

[ 
CALL PCLOS (...) 

Slave 

CALL GET (...) 

CALL ACEPT (...) 

CALL GET (...) 

PROCESS DATA (...) 

CALL ACEPT (...) 

CALL GET (...) 

GATHER DATA 

CALL ACEPT (...) 

CALL GET (...) 

CALL ACEPT (...) 

] 
TERMINATE 

Fig. 1 A typical PTOPC exchange 
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Floating-Point Computation 

The Sun-3/60 uses the Motorola MC68881 coprocessor for floating-point 

computations. The Floating Point Accelerator (FPA) is a single-board, high-

performance option for the Sun-3/60 system. The FPA increases floating-point 

performance over the MC68881 coprocessor by an average factor of four. With the 

FPA, the Sun-3/60 computer can perform typical floating-point computations at 

rates of 500 kiloflops. Application-programs in the Sun-3/60 have to be compiled 

with the appropriate floating point option to use the hardware floating-point processor 

resource (MC68881 or FPA). However, the Sun-3/60 computers that are used in 

this investigation do not have this FPA option. Table 2 provides the floating-point 

operation specifications applicable to the Sun-3/60 workstation. 

The Sun-4/280S computer uses a CPU that has a Fujitsu MB86900 Integer 

Unit (lU) chip, a Fujitsu MB86910 Floating-Point Controller (FPC) chip, a Weitek 

WTL1164 floating-point multiplier, a Weitek WTL1165 floating-point arithmetic 

logic unit (ALU), and a large high-speed cache, all connected by the high-speed 32-bit 

VMEbus. There are no floating-point options for compiling programs in the Sun-

4/280S as the two floating-point arithmetic processors are the only floating-point 

hardware resource. Floating-point operation specifications for the SPARC are as 

shown in Table 3. It is pointed out that the Sun-4/280S SPARC processor performs 

four-stage pipeline operations to optimize instruction execution: fetch, decode, 

execute, and write. Thus, a new instruction is delivered, as soon as execution control 

transfers from one stage to the next. 
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Table 2 Floating-Point Operation Specifications for Sun-3/60 

Floating-Point Operations MC68881 FPA Units 

32-bit Single-Precision 

Register-to-Register 

ADD 

SUBTRACT 

MULTIPLY 

DIVIDE 

Whetstone benchmark 

Unpack benchmark 

3.68 

3.68 

4.16 

5.12 

755 

84 

1.20 

1.20 

1.20 

2.70 

2000 

450 

microseconds 

microseconds 

microseconds 

microseconds 

Kwhets 

Kflops 

64-bit Double Precision 

Register-to-Register 

ADD 

SUBTRACT 

MULTIPLY 

DIVIDE 

Whetstone benchmark 

Unpack benchmark 

3.68 

3.68 

5.28 

7.84 

710 

79 

1.38 

1.38 

1.50 

4.62 

1500 

350 

microseconds 

microseconds 

microseconds 

microseconds 

Kwhets 

Kflops 

Specifications obtained from the Sun Floating Point Accelerator pamphlet. 
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Table 3 Floating-Point Operation Specifications for Sun-4/280S 

Floating-Point Operations WTL1164 WTL1165 Units 

32-bit Single-Precision 

ADD 

SUBTRACT 

MULTIPLY 

DIVIDE 

Flowthrough time 

420 

A * 240 

420 

420 

-

1.92 

240 

nanoseconds 

nanoseconds 

nanoseconds 

microseconds 

nanoseconds 

64-bit Double-Precision 

AiX) 

SUBTRACT 

MULTIPLY 

DIVIDE 

Flowthrough time' 

600 

360 

540 

540 

-

3.78 

240 

nanoseconds 

nanoseconds 

nanoseconds 

microseconds 

nanoseconds 

'̂ •The WTL 1164/1165 use dedicated circuit arrays to perform the required 
functions, providing significantly faster processing than designs based solely on 
sequential, clocked logic. 

Specifications obtained from WTL 1164/WTL 1165 64-bit IEEE Floating Point 
Multiplier/Divider and ALU, Preliminary Data, July 1986. 
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Interprocess Communication Facilities 

The two diskless workstations (Sun-3) are connected by a high speed local area 

network to a specialized server machine (Sun-4) which is also connected with another 

Sun-4/280S. The Sun distributed-workstation network environment is connected 

with the standard Ethernet cable. Ethernet is a popular local area packet-switched 

network technology invented at Xerox PARC in the early 1970s. 

The Ethernet is a 10 Mbps baseband broadcast bus structured technology using 

coaxial cable medium with distributed access control. It is a bus because all stations 

(computers) share a single communication channel; it is broadcast because all 

transceivers receive every transmission; it is baseband because the signals are 

transmitted at the original frequencies, i.e., unmodulated. A transceiver is a device 

that connects a host interface to the Ethernet local area network. A host interface 

connects to the transceiver and communicates with the computer via the computer's 

bus. Ethernet transceivers contain analog electronics that apply signals to the cable 

and sense collisions. Transceivers do not filter transmissions, i.e., they pass all 

packets to the host interface that chooses packets that the host should receive and 

filters out all others. Ethernet access control is distributed because there is no 

central authority granting access. The Ethernet access scheme is called Carrier Sense 

Multiple Access with Collision Detect (CSM/VCD). 

It is CSMA because each multiple-access point senses a carrier wave to 

determine when the network is idle or busy. Each host interface that wants to transmit 

a message performs carrier sensing by listening to the ether(cable) to see if a message 

is being transmitted. The host interface starts transmitting when no transmission is 

sensed. Each transmission is limited in duration because there is a maximum packet 

size of 1500 bytes. There is also a required minimum idle time of 9.6 ^s between 

transmissions. Thus, no single pair of communicating machines can use the network 
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without giving other machines an opportunity for access. Collision detection is 

essentially the monitoring of the ether for signal interference (collisions). Each 

transceiver monitors the ether while it is transmitting to see if a foreign signal 

interferes with its transmission. When a collision is detected, the host interface 

aborts transmission, waits for activity to subside, and tries again. Ethernet uses the 

binary exponential backoff policy to avoid the possible situation in the network where 

all the transceivers are busily attempting to transmit and every transmission 

produces a collision. This backoff policy is such that a sender delays one time unit 

after the first collision, two time units if a second attempt to transmit also produces a 

collision, four time units if a third attempt results in a collision, and so on. In 

addition, a sender adds a small random variation to its delay to prevent two 

transceivers from using exactly the same delay steps. Thus, the binary exponential 

backoff policy is the practice of waiting a random period of time after each collision is 

encountered, and increasing the mean of the random numbers used by a factor of two 

after each successive collision encountered. 

The main protocols available for communication across processors using the 

SunOS which incorporates the Berkeley UNIX 4.3BSD are the Transmission Control 

Protocol (TCP), User Datagram Protocol (UDP), and Internet Protocol (IP). The 

conceptual layering of these protocols is shown in Fig. 2[10]. The current 

implementation of IP do not allow the direct access by user processes (except by high 

privileged processes). User processes can, however, directly access the TCP and UDP 

for networking services. As both the TCP and UDP rely on the IP datagram service to 

transmit information, the TCP and UDP mechanism are often collectively referred to 

as TCP/IP and UDP/IP. TCP/IP is a connection-oriented, reliable, full duplex stream 

with a flow control protocol. UDP/IP is a connectionless datagram protocol. The UNIX 
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operating system provides the interface to these user accessible protocols, TCP and 

UDP, and others via an abstraction known as the socket. 

Conceptual Layering 

Reliable Stream (TCP) User Datagram (UDP) 

Internet (IP) 

Network Interface 

Fig. 2 The conceptual layering of UDP and TCP above IP 

The socket-based interprocess communication available in the UNIX operating 

system is used for passing messages back and forth between the Sun workstations. 

Details of socket-based network programming are given in the Network Programming 

Manual (Sun computer manual #800-1779-10). A socket can be thought of as a 

generalization of the UNIX file access mechanism that provides an endpoint of 

communication. Sockets are created by processes in order to be able to communicate 

with one another. Note that these processes that create sockets can be located on the 

same machine (computer) or in different machines. For parallel processing in local 

networks, we are, of course, concerned only with intermachine socket-based 

communications. Communication has two phases: establishing a channel for 

communication, and transferring data. Communication is either through a stream 

socket or by datagram. Stream communication is connection-based. A channel is 

established between the two sockets before any messages are sent. A new channel may 
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be established for each message as It is sent. The communication is reliable, error-

free, and no message boundaries are kept. Message boundaries are not kept because 

TCP does not treat each separate message transmitted as a new message but as part of 

the stream of the same "message." The TCP protocol implementing the stream 

communication will retransmit messages received with errors. It will also return 

error messages if one tries to send messages after the connection has been broken. 

Connectionless communication is done with datagrams which use the UDP protocol. 

Datagrams are messages sent between unconnected sockets. The delivery of the 

messages is not guaranteed, though it is likely. It is also not guaranteed that the order 

in which a set of datagrams arrive will be the same as the order in which they were 

sent. A datagram is read as a complete message. The individual datagrams are kept 

separate when they are read; hence, message boundaries are preserved. Thus, each 

time the computer reads a datagram, it will obtain bytes from a new message. Stream 

communication concatenates messages into a single, reliable, ordered byte stream. 

Hence, message delivery is guaranteed and messages arrive in the same order as they 

were sent in stream communication. 

The socket stream communication is normally chosen over datagrams for most 

networking application. Even though datagram gives better performance, the 

programmer must consider the increased complexity of the program, which must now 

concern itself with lost or out of order messages. The stream setup and teardown time 

can be unnecessarily long but considering the reliability built into streams, it is the 

deciding factor in favor of stream communication in most networking applications. 

The discussion here will provide the necessary background information 

pertaining to the central issues considered in this thesis. The information on the 

interprocess-communication mechanism and facilities of the computer systems used is 
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helpful in relating to the issues of Chapter 3. Information on the floating-point 

computation and its specifications will be used for the analysis presented in Chapter 4. 
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CHAPTER 3 

USER-INTERPROCESS COMMUNICATION PERFORMANCE 

IN NETWORKS OF HP1000 AND SUN COMPUTERS 

Introduction 

Most computer systems that support networking facilities provide a means for 

processes to communicate with other processes located in other computers. With 

interprocess communication facilities in these systems, users are confronted with 

possibilities of a very powerful computing environment of parallel processing in local 

networks which may lead them to revise their algorithms. For parallel processing 

applications in local networks, a very important consideration is the user-

interprocess communication performance. Performance guidelines obtained from the 

evaluation of the system provided protocol-to-user-process interfaces are ever more 

important. With performance guidelines, a user will have a basis for deciding on the 

best method to implement the application, and whether the performance requirements 

of the application are likely to be satisfied. Furthermore, a better knowledge of the 

network implementation performance makes it easier to design the parallel algorithm 

(distributed application). It also provides a better assessment of what the current 

limitations of these applications might be, and where the improvements may come 

from. 

This chapter will discuss the experiments done to evaluate the user-

interprocess communication performance in networks of HP1000, Sun-3/60, and 

Sun-4/280S computer systems. These experiments, from here on, will simply be 

referred to as the Sun experiments or the HP1000 experiments. The Sun experiments 

follow closely the user-process communication performance experiments done for the 

Sun-2, VAX 11/750, and VAX 11/780 computers at University of California at 
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Berkeley by Cabrera, et al.[7]. For subsequent references, this experiments will be 

called the Berkeley experiments. The motivation for the Berkeley experiments, was 

the evaluation of the TCP/IP and UDP/IP network protocols' implementation in 

Berkeley UNIX 4.2BSD (the operating system used in their computers) in Ethernet-

based environments. The Sun experiments are essentially an update of the 

performance guidelines done at U. C , Berkeley for the later models of Sun computers 

that have the Berkeley UNIX 4.3BSD incorporated in SunOS. The Sun experiments will 

be discussed first followed by the HP1000 experiments. It should be noted that the 

HP1000 computers uses a different operating system and a different communication 

protocol from the Sun systems, as discussed in Chapter 2. Thus, the HP1000 

experiments are not identical but analogous to the Sun experiments. 

Sun Experiments 

Experimental Environment 

The Sun experiments were designed to determine the main performance 

properties of the existing Ethernet-based interprocess communication (IPC) 

mechanisms under the Berkeley UNIX 4.3BSD which is incorporated in SunOS 4.0. The 

experiments were carried out on Sun-3/60 and Sun-4/280S computers which are 

connected by the 10-Megabit/sec Ethernet to determine performance guidelines 

applicable to parallel processing issues in local networks. The test runs were carried 

out under the condition that the entire network system was used exclusively for the 

experiments. Care was taken to ensure that no one else was on the network or logged-

on to the computers when the series of tests were run. 
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Sizes of Messages 

The tests were done to determine the user-interprocess communication 

performance over a wide range of packet sizes. The eight user data message sizes used 

for the network tests were: 1, 112, 224, 512, 1024, 1460, 2032, and 4096 bytes. 

As explained In the Berkeley experiments, this first seven sizes were chosen to be "the 

representative of the type of traffic that might be present on a local area network, and 

also to exercise the buffer management schemes provided by the protocol 

implementations"^. The 4096-bytes packet size was chosen because it is the default 

buffer size used in the network protocol buffer management policies and mechanism 

used in UNIX 4.3BSD which is twice the size used in UNIX 4.2BSD (2048 bytes). It is 

pointed out that for parallel processing considerations in local networks the range of 

typical data message sizes is more varied depending on factors such as the algorithms 

used, the number of floating-point data to be sent, and so forth. Hence, in this case, 

the generalization of representative type of traffic in local network concept is not 

totally applicable here. However, since the Sun experiments here essentially 

duplicates and "updates" the results of the Berkeley experiments, the same range of 

data message sizes were used. The reasons for the selection of this range of data 

message sizes as explained in the Berkeley experiments are discussed next. 

The 1-byte size was chosen to determine the user process network latency 

which is an indication of the minimum user process message transmission delay, and 

also to represent character-at-a-time user process transactions. The 112-byte size 

was chosen because it is the maximum user data packet size that fits into one 128-byte 

memory buffer or "mbuf." Memory buffer in the memory management context is a 

single structure used for data storage. In mbufs, 8 bytes are used for link pointers, 4 

bytes for the data offset, 2 bytes for the size, and 2 bytes for the type. The 112-byte 

size was also chosen to represent individual lines of text, such as documentation or 
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program listings, as might be output by some user program. There are also one 

kilobytes mbufs called "Mbufs." Mbufs are used in the kernel for memory management 

of dynamically allocated data structures such as sockets as well as memory allocated 

for packets and headers. The 224-byte data size was chosen because it uses exactly 

two 128-byte memory buffers. The 512-byte size corresponds to the size of a 

common disk block, which might be transmitted in user or file server applications. 

The 1024-byte size represents one logical page of data in Berkeley UNIX 4.2BSD and 

also in the latest UNIX 4.3BSD. Data which are not page sized are normally stored in 

chains of the smaller size buffers, mbufs. Thus, a series of "copy" instructions from 

user space into the small size mbufs in the system and from the system to the network 

interface driver are required. The one kilobyte Mbufs are passed by the network 

protocol software to the network driver by simply augmenting a reference count. 

Therefore, a copy operation can be avoided if the data are grouped on pages. Thus, 

network performance can be improved by the saving of one of these copy operations. 

The 1460-byte size is the maximum packet size supported by the Ethernet interface 

hardware. Actually, the maximum transmitted packet size is 1500 bytes, but 40 

bytes are used by the Ethernet protocol for header information. Message fragmentation 

begins at this point. The 2032-byte size was chosen because it was the maximum 

buffer space allocated by the system to any one connection in UNIX 4.2BSD. It is 

pointed out that, as the network software automatically fragments two kilobyte 

packets, the 2032-byte packet size also tests the effect of IP packet fragmentation on 

network performance. However, in the UNIX 4.3BSD used now, the buffer size has 

grown to 4096 bytes. This is the reason for the 4096-byte size to be included in the 

range of data message sizes used in this experiment. 
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Network Test Software 

The software used for this study was implemented to measure the network 

throughput and latency. The user process network latency as defined in the Berkeley 

experiments is the minimum end-to-end wall clock time required to send a single byte 

of data. The network test software is based on two programs: a message generation and 

a message receiving program. The message generation program transmit messages 

without expecting acknowledgment from the message receiving program. This is done 

to determine the maximum speed at which the network software can be driven, and to 

generate traffic as fast as possible in the hope of obtaining back-to-back packets at the 

receiving interface. The message receiving program acts as a sink server in that it 

receives packets and drops them by going back to a "read" state after each reception. 

Thus, the experiments are based on "send only" test runs which does not include the 

cost of establishing the connection, sending the bytes, receiving the acknowledgment, 

and closing the connection. Two versions of the testing programs were developed for 

each of the two protocols, TCP/IP and UDP/IP. Samples of the network test programs 

used in the Sun experiments are given in Appendix B. It is pointed that in the TCP 

runs, the time measurements were based on setting up only one connection per 

transmission session instead of establishing an individual virtual circuit per message. 

For UDP/IP, the measurements included one pseudo connection per message. 

Repetition Count and Time Measurement 

Each test for the various packet sizes was run five times. The recorded time 

for sending the particular message size was taken from the average of the five-time 

measurement samples. The time required to send one message was determined by 

sending 4000 of these messages, recording the hardware wall clock time for the total 

transmission, and obtaining the average time per message. The wall clock time for the 
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user process was obtained using the t i m e command available in the SunOS. The 4000 

repetition count was selected based on a series of tests done in the Berkeley 

experiments and chosen on the basis of a compromise between the length of the 

experimental runs and the precision of the results. Also, t h e n e t s t a t UNIX 

command was used at the beginning and end of each test run to determine whether 

collisions or network hardware interface errors were ever a distorting factor in any 

of the time measurements. 

Analysis of Results of Sun Experiments 

The results of the TCP and UDP experiments are presented in graphical form as 

shown in Figs. 3 to 6. The analysis will be broken down into two subsections. The 

first deals with the network latency and the second with the elapsed time per message 

size and network throughput. 

User Process Network Latency 

The minimum cost to complete a 1-byte data message network transmission is 

defined as the user process network latency. Table 4 shows the latency for the various 

computer systems in 10-Megabit/sec Ethernet-based environments. The latencies for 

the VAX 11/750 and Sun-2 of the Berkeley experiments are also included in Table 4. 

The results obtained in the Sun experiments are similar to the Berkeley experiments 

but with lower latency times, as expected with the higher performance computers used 

in these experiments. The results indicate that the network implementation of TCP/IP 

is more efficient than the network implementation of UDP/IP. However, this is 

deceptive because of the window-based flow control management which will cause 

buffering of the transmission requests at the sending end by the TCP when the 

receiving hosts restricts input flow due to slow processing at the receiving end. 
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Fig. 3 TCP: Milliseconds/message versus message size 
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UDP Milliseconds/Message by Packet Size 
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Fig. 4 UDP: Milliseconds/message versus message size 
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TCP Megabits/Second by Packet Size 
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Fig. 5 T C P : Megabits/second versus message size 
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UDP Megabits/Second by Packet Size 
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Fig. 6 UDP: Megabits/second versus message size 
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Table 4 User Process Network Latency in 10-Mbps Ethernet-based Environment 

Computer TCP UDP Units 

Sun-4/280S 

Sun-3/60 

Sun-2* 

VAX 11/750* 

0-18 

0.47 

4.0 

5.5 

0.56 

1.2 

4.5 

6.1 

milliseconds 

milliseconds 

milliseconds 

milliseconds 

Note: The results given in this table obtained from experiments are approximations 
and not exact values. 

*Results obtained from [7]. 

Because of this, TCP/IP appears to be faster than UDP/IP for packet sizes less than 

512 bytes and 128 bytes In the Sun and Berkeley experiments, respectively. The 

differences in the size mentioned above can be attributed to the increased default buffer 

size used in UNIX 4.3BSD (4 kilobytes) over UNIX 4.2BSD (2 kilobytes). 

Also, the communication hardware and software incur significant startup time. 

Startup time is related to the term "cold start" as presented in a paper on performance 

analysis of computer systems by Circello, et al.[9]. Startup time, in a simplistic 

model of a cache-based system, is caused by high cache-miss-per-instruction ratios 

as the cache fills with the data required by the program. The effect of startup time is 

seen in the degradation of the instantaneous performance of the program during the 

initial phase of execution which is considerably lower than the performance after 

"steady-state" execution is achieved. Steady-state execution is achieved after a 

"working set" of instructions and operands is established. The startup time seen in the 
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the Sun-4/280S is at least 40 milliseconds using TCP and at least 30 milliseconds 

using UDP. In the Sun-3/60 computers, the startup time is at least 120 milliseconds 

for TCP and at least 100 milliseconds for UDP. Startup time was determined by 

measuring the elapsed time in transmitting one message (of any byte size), i.e., using 

only 1 repetition instead of 4000. The startup time was determined using the time 

function routine written using the library function f t i m e which has a resolution of 

1000 milliseconds. The t i m e command which has a resolution in the order of seconds 

could not be used for these time measurements. 

Network Throughput 

Experimental results indicate that the user-perceived throughput of the 

network does not increase linearly with packet size for both TCP/IP and UDP/IP. The 

behavior of TCP/IP and UDP/IP differed substantially. In general, TCP/IP's 

throughput shows minimal changes, while UDP/IP's throughput varies by more than 

50 percent. 

For the TCP/IP, the networking software is optimized for 1024 bytes and 512 

bytes in the Sun-3/60 and Sun-4/280S computers, respectively. The explanation 

for the difference in results here can be traced to the computer architecture used: CISC 

in Sun-3/60 and RISC in Sun-4/280S. Both the two CISC Sun-2 (MC68010 

processor) and Sun-3/60 (MC68020 processor) computers are optimized for 1024-

byte size packets as they represent one logical page of data which uses the 1 kilobyte 

Mbufs that provides savings in copy operations and makes better use of mbufs. The 

network software optimization for the 512-byte size in the Sun-4/280S is most 

likely because of hardware considerations in SPARC. Also, the effect of the IP packet 

fragmentation beyond the 1460-byte packet size is clearly indicated for both the two 

Sun systems as evident in the "dips" shown in Fig. 5. Thus, the cost of packet 
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fragmentation outweighs any performance gained by using larger buffers within the 

system. Packet fragmentation has a very negative impact on user-interprocess 

network performance. 

For the Sun-4/280S UDP/IP experiments, throughput continues to climb 

until the largest possible packet is sent. Beyond this point, message fragmentation 

causes throughput degradation for larger message sizes. However, for the Sun-3/60 

experiments, throughput continues to climb except for a decline ("dip") in throughput 

at 1460-byte packet size as shown in Fig. 6. It should be noted that, as both the TCP 

and UDP network implementations used the underlying IP for transmission of 

information, they are both affected by the IP message fragmentation. 

The maximum theoretical hardware throughput in the Ethernet network 

environment is 10 Megabits per second. However, this maximum theoretical limit is 

not attainable because of the software overhead Introduced by the Ethernet protocol. 

The Ethernet protocol dictates that each transmission is limited in duration because 

there is a maximum packet size and a minimum idle time between transmissions. 

Hence, the throughput in the order of 8,500,000 bits per second as seen in the Sun-

4/280S experiments using UDP indicates a very high throughput and the possibility of 

a communication bottleneck problem in the underlying Ethernet network with very 

powerful sending and receiving hosts. 

HP1000 Experiments 

The HP1000 experiments were carried out in a somewhat different manner to 

the Sun experiments. This is because of the PTOP facility provided in DS/1000-IV 

used for interprocess communication between HP1000 computers requires that 

acknowledgement be received from the message receiving program. The elapsed time 

for sending the messages was measured using a time function subroutine written using 
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the time-retrieval request EXEC (Executive Communication) 11 call. As in the Sun 

experiments, the time required to send one message was determined by sending 4000 

of these messages, recording the elapsed time for the total transmission, and obtaining 

the average time per message. 

Preliminary experiments determined that the elapsed transmission times for 

sending 1024 bytes of data were 0.28 and 0.57 seconds using the 128- and 1024-

byte information field, respectively. The reason for the slower transmission rate seen 

with the 1024-byte information field is because of the frame retransmissions. The 

programs used for determining the preliminary results of the evaluation of 

interprocess-communication performance in the network of HP1000 computers are 

given in Appendix C. The experimental results indicate that the Ethernet user-

interprocess communication speed can be over 100 times faster than the DS/1000-IV 

communication system. Compared to Ethernet, the DS/1000-IV communication 

system has the advantage of a direct network connection between the computers and 

hence network throughput will not be affected by the number of users in the system. 

However, the DS/1000-1V system provides relatively slow message transmission rate 

between the HP1000 computers because the RS-422 connection used has a maximum 

transmission rate of only 230 kbps compared to the 10-Mbps in Ethernet. 

From these preliminary results, it was determined that the network of 

HP1000 computers with the DS/1000-1V communication system will not meet the 

high speed interprocess communication requirements for the parallel processing of the 

Kalman filter algorithm in local networks. Hence, the HP1000 experiments were 

discontinued. It should be noted that the networks of HP1000 computers could be 

suitable for parallel processing in local networks only if they were connected in a high 

speed local area network such as the Ethernet or IEEE802.3, which are available in the 

market for this system. 
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CHAPTER 4 

PARALLEL PROGRAM DECOMPOSITION AND 

ANALYSIS IN LOCAL NETWORKS 

Introduction 

The design of any parallel algorithm has to be based on the specific nature of the 

problem in terms of software and hardware considerations using the available 

technology. Research in parallel computation indicates that we usually cannot directly 

apply our knowledge of serial computation to parallel computation because efficient 

serial algorithms do not necessarily lead to efficient parallel programs. Likewise, 

adapting "multi-processor" algorithms, such as the ones used in systolic arrays, to 

"single-processor" systems will generally not derive the expected benefits. The major 

concern in designing a parallel algorithm is one of optimization in choosing a mapping 

of the problem onto the underlying hardware, so that the parallelism can be exploited 

in a manner that does not burden solution times with excessive processor overhead or 

communication costs. 

This chapter presents the investigation of the parallel program decomposition 

of the large-size Kalman filter in networks of computers. The investigation of this 

thesis, however, considers only the "minimum case" situation in that parallel 

processing is done in networks of only two computers. Hence, the investigation is 

essentially to determine the minimum case (size) when it would be beneficial to do 

parallel processing of the variable sized "large-size Kalman filter" in local networks. 

A performance analysis of the parallel program decomposition based on the 

communication time between processors, denoted by tcomm. and the processing time, 

denoted by tcalc, will also be presented in this chapter. The techniques, results, and 
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analysis learned from this investigation can be extended to parallel processing in 

networks of more than two computers with little or no modifications. 

Parallel Program Decomposition Considerations 
of the Kalman Filter 

The sequential processing of the Kalman filter involves matrix operations and 

is computed in the order listed in Equations (3) to (9), as mentioned In Chapter 1. It 

should be pointed out that the processing of the Kalman filter is based on the 

assumptions that the matrices <I>(t), H(t), R(t), and Q(t) are preestimated which 

means that they are assumed known and "loaded" in the computer, and do not have to be 

calculated on-line. Thus, matrix transposition operations for the matrices <I>(t) and 

H(t) are not required to be calculated on-line as the transpose of these matrices have 

been precalculated and loaded in the computer. Note that this assumption has a bearing 

on the total processing time of the Kalman filter as this means a saving of a few matrix 

operation computations. The technique used for the simulation of the Kalman filter is 

described in Appendix A. 

The two main criteria for parallel program decomposition in local networks 

are minimizing the interprocess communication and load balancing. Minimizing 

interprocess communication is concerned with the design of the parallel program to 

minimize the number of messages transmitted between the computers. Load balancing 

is an important issue in parallel processing in local networks because the processing 

time of the parallel algorithm is ultimately dependent on the processing time of the 

slowest processor in the multiple-processor system. 

Another consideration concerning parallel processing in local networks is the 

selection of a suitable grain size of the processes that will be allocated to the 

computers in the network. The grain size is the number of fundamental entities, or 

members, in a process (program). The grain is used to denote a subdivision of a 
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program, which is a part of an algorithm, that is loaded in a computer(node) of a 

multiple-processor system. Hence, grain size can be thought of as the "level" at which 

the program will be decomposed for parallelism. The parallel program decomposition 

done at the instruction level such as addition, multiplication, etc., as used in systolic 

arrays, Is referred to as small-grained program decomposition. Decomposing the 

program at the process level is considered to be large-grain size program 

decomposition. For parallel processing in networks of computers, we are concerned 

with large-grain size parallel processing only. Applications of small-grain size 

parallel processing require very high speed inter-processor communication, in the 

order of memory-access times (nanoseconds), between processors so that 

communication will not become a bottleneck in the parallel processing system. The 

current implementation of interprocess-communication in the local networks used in 

the investigation, which have communication times in the order of milliseconds, do not 

provide the required interprocess communication performance necessary for small-

grain sized parallel processing. 

Parallelism in the Kalman Filter 

The development of parallelism in any algorithm is more of an art than a 

science. There is no universal approach or technique for incorporating the 

parallelism in any algorithm at this time. Thus, it is dependent on the person who is 

designing the parallel implementation to discover the parallelism in the algorithm. 

The approach involved in the investigation to determine the parallelism in the Kalman 

filter is discussed next. 

From preliminary investigation, it was determined that the structure of the 

Kalman filter algorithm consists of mainly inherently sequential parts. Equations (3) 

to (6) and Equations (7) to (9) represent the two inherently sequential parts of the 
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Kalman filter algorithm. The order in computing the equations must be followed as 

such since the next equation needs the computational results of the previous equation 

before it can proceed with its own computational operation. Breaking up the algorithm 

into these two inherently sequential parts seems an obvious choice for the large-grain 

size parallel computation of a large size Kalman filter. However, after getting some 

insights through programming the filter algorithm and measuring the processing 

times of these two sequential parts, it was determined that the bulk of the processing 

time in the Kalman filter lies in computing Equations (3) to (6). For a 64 X 32 

Kalman filter, for example, the processing time for computing Equations (3) to (6), 

in a Sun-4/280S, is approximately 5630 milliseconds, compared to approximately 

30 milliseconds of processing time for Equations (7) to (9). Hence, the breakdown of 

this algorithm in this manner constitutes an unacceptable load balance situation. 

Thus, it was decided that the decomposition of the Kalman filter algorithm for 

parallel processing would be done at the matrix operation level. It is well known that 

matrix multiplication has been implemented in multicomputer systems[12, 13]. As 

mentioned earlier, the processing of the Kalman filter involves the matrix operations 

such as multiplication, addition, subtraction, and inversion. The investigation was 

thus divided into three subsections which are matrix inversion, matrix 

multiplication, and matrix addition/subtraction. 

Matrix Inversion 

The two well known methods used in the sequential processing of the matrix 

inversion are the Gaussian elimination method and Cramer's rule. Of these two 

methods, only the Cramer's rule method for matrix inversion can be decomposed easily 

for parallel processing in local networks. This is because of the structured nature of 

the Cramer's rule algorithm where each element of the inverted matrix can be found 
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independently as the ratio of two specified determinants. The Gaussian elimination 

algorithm is too "unstructured" to be decomposed for parallel processing. This is 

because the Gaussian elimination procedure does not necessarily follow the exact same 

steps in the algorithm for the different matrices that it inverts. The algorithm 

"eliminates" by a procedure that adds the multiples of one equation (row) to other 

equations (rows) so as to set the coefficients of one of the variables, say xj, in these 

other equations to zero. The procedure is repeated until the resulting system of 

equations is characterized by having its coefficient matrix in upper triangular form. 

The operation count for inverting a k X k matrix A by reducing [A|l] to [l|A" 

"•], where I is an identity k X k matrix, using the Gaussian elimination method is k -̂

2k3+k additions/subtractions and k̂  multiplications/divisions. Using Cramer's rule, 

which is based on determinants, the operation counts for inverting the k X k matrix Is 

approximately n! multiplications. It has been found that the matrix inversion by using 

Cramer's rule for matrices larger than 3 X 3 is less efficient than the matrix 

inversion using the Gaussian elimination method[4]. Also, for example, the solution of 

a 20 X 20 matrix by Cramer's rule requires about 5 XIO''9 multiplications, which 

would require a processing time on the order of 1 million years by a modern 

computer, making it an unsuitable algorithm for large matrix inversions. Thus, the 

Gaussian elimination method is used in processing the matrix inversion operation in 

the Kalman filter. With no apparent technique to decompose the Gaussian elimination 

method, the matrix inversion operation was not decomposed for parallel processing in 

local networks. It is noted that the Kalman filter has been implemented using the 

Faddeev algorithm that avoids the direct matrix inversion computation[21]. However, 

this technique was implemented on a two-dimensional systolic array because of the 

required specialized processor topology for the Faddeev algorithm. 
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Matrix Multiplication 

Program decomposition of matrix multiplication for parallel processing in 

local networks is not difficult because of the parallelism found in the matrix 

multiplication algorithm. There are two cases of matrix multiplication to consider: 

the even matrix and odd matrix multiplication situation. For the even matrix 

multiplication, the processors will have the same matrix multiplication processing 

workload. The processors will not have the same matrix multiplication processing 

workload in the odd matrix multiplication case because of the odd division of elements 

of the matrices done in the program decomposition for the parallel matrix 

multiplication implementation. In any parallel processing system, the communication 

between processors will directly contribute towards the processing time of the 

parallel algorithm. Because of this, the parallel odd matrix multiplication algorithm 

is decomposed such that the "bigger" share of the processing is done by the message 

generation program so that a "smaller" number of data is transmitted between 

processors. A series of tests were run to determine the speedup of the parallel matrix 

multiplication program at various typical matrix sizes that will be used in the large-

size Kalman filter. Specifically, the matrix size was chosen to simulate the various 

matrix sizes for the multiplication of H(t) and P(t|t-1) in Equation (3). The 

matrix multiplication algorithm was designed such that only the elements of matrix 

P(t|t-1) were distributed to the two computers for processing. The matrix H(t), 

which is assumed preestimated, was loaded in the two computers. The matrix 

multiplication experiments were carried out in the same manner as the Sun 

experiments in all aspects with the exception that the message sending program and the 

message receiving program are each computing matrix operations, besides passing 

messages between the two computers. Also, the same exact unchanged programs were 

used for both the Sun-3/60 and Sun-4/280S matrix multiplication experiments as 
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the two computers are source-code compatible. The programs were compiled with the 

full compiler optimization option to take advantage of the best computer performance 

in both of the two computer systems. For the Sun-3/60 computers, this Includes 

compiling the programs with the MC68881 floating-point coprocessor enabled for 

maximum floating-point operation performance. The results of these matrix 

multiplication experiments are presented graphically in Figs. 7 to 10. Note that the 

experiments were done using two computers only; the theoretical maximum speedup in 

a two-processor system is 2. Speedup is defined as the ratio of the time required to 

complete a given calculation on a single-processor system to the equivalent calculation 

performed on a multiple-processor system. 

Results from the series of matrix multiplication experiments indicate that 

there is no benefit in performing the matrix multiplication operation in parallel, in 

both the TCP- and UDP-based implementations, with the two Sun-4/280S computers. 

As shown in Figs. 8 and 10, the speedup never increases over a factor of 1 indicating 

that the Sun-4/280S parallel implementation of the matrix multiplication operation 

is slower than the sequential matrix operation done on a Sun-4/280S computer. Also, 

note that the speedup factor is seen to be "chopped off" to an order of 0.95 from 

matrix size 9 (9 X 27 * 27 X 27) multiplication operation and larger for both the 

TCP- and UDP-based implementation. However, a speedup in the order of 1.8 to 1.9 

for the matrix multiplication operation is seen, in both the TCP- and UDP-based 

implementations, when implemented in parallel between the Sun-3/60 computers. 

The experimental results indicates a communication bottleneck problem in both the 

current implementation of the TCP and UDP communication mechanism for matrix 

multiplication parallel processing in the underlying 10 Megabits per second Ethernet 

with the high performance Sun-4/280S as sending and receiving hosts. Also, the user 
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TCP: Matrix Multiplication Processing Time 
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Fig. 7 TCP: Matrix multiplication processing time 

**Matrix size refers to the sizes of the matrices used in the multiplication. The 
correspondence of the matrix multiplication sizes to the numbers used in Figs. 7 to 10 
are given below: 

3 > 3X 9 * 9X 9 
6 > 6 X 1 8 * 18 X 18 
9 > 9 X 27 * 27 X 27 

12 > 12 X 36 * 36 X 36 
15 > 15 X 45 * 45 X 45 
18 > 18 X 54 * 54 X 54 
21 > 21 X 63 * 63 X 63 
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TCP: Matrix Multiplication Speedup 
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UDP: Matrix Multiplication Processing Time 
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UDP: Matrix Multiplication Speedup 
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perceived network throughput appears to be the same for both the TCP and UDP 

communication Implementation of the parallel matrix multiplication as shown by the 

near "carbon copy" versions of Fig. 7 to Fig. 9. Note that this is different from the 

network throughput determined in Chapter 2 because the user processes are not loaded 

down with any computation other than to transmit and receive messages. A UDP-based 

parallel matrix multiplication program is given in Appendix D. 

Analysis of the Matrix Multiplication Experimental Results 

According to [13], if the communication and calculation cannot be overlapped, 

the effect of the communication overhead on the speedup for an N-processor (node) 

parallel processing system can be represented by the following equation: 

'seq 
Tcx>nc(N) = - ^ ( 1 ^ - ^ c ) 

or S = - — = — 
cone ' +Tc ( 1 2 ) 

where Tconc "S the processing time for the N-processor (concurrent/parallel) 

program implementation, Tseq is the processing time for single-processor program 

implementation, S is the speedup factor, and fc is the fractional communication 

overhead, which is a hardware dependent factor, as given below: 

pXomm _ 'oomm 

"" ' " t ^ ~ "̂ calc • ( 1 3 ) 

tcalc is the typical time required to perform a generic calculation, which in this 

thesis Investigation, is a floating-point computation such as multiplication, addition, 
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and division, tcomm is the typical time to communicate a single unit of data (e.g., 4 

bytes for a single-precision floating-point number) between two 

computers/processors. It should be pointed that tcomm and tcalc are somewhat vaguely 

defined here as the above equations represent a simplistic model for analysis. For 

example, the significant startup times incurred by the communication software and 

hardware, as mentioned in Chapter 3, is not taken into consideration in the above 

analysis. The constant fl, which is dependent upon the algorithm used, relates tcomm 

with tcalc- Tcomm is the total communication time while Tcalc is the total calculation 

time of the slowest processor in the multi-processor system. This is because the 

slowest processor in a multi-processor system will ultimately determine the overall 

processing time of the parallel inplementation. 

In general, for matrix multiplication, the number of operations for n X m * m 

X k matrix size multiplication will involve (n X k X m) multiplications and (n X k)(m 

-1) additions. Hence, in a two-computer implementation, for the even matrix 

multiplication case, Equation (12) can be represented as 

'cone 
'seq 1 + 

m IHI)] eomm 

n( ^ )mtcaie(mul)-^^^( ^ ^ - 1 )tcalc(add)^ ( 1 4 ) 

and for the odd matrix multiplication case, Equation (12) can be represented as 

cone k ^ 
1 + 

-i'Mh, eomm 

n( 5" J mtcalc(mul)+nf - + 1 j (m-1 )tcalc(add) J 
( 1 5 ) 
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where k/2 is rounded off to the lower integer value, tcomm can be determined by 

extrapolating from Figs. 3 and 4 for TCP and UDP user-communication performance 

times, respectively. 

An analysis of a 18 X 54 * 54 X 54 matrix multiplication using the TCP 

communication mechanism for the Sun-3/Sun-3 parallel implementation is given 

below, tcomm was determined by extrapolating from Fig. 3 and calculated to have a 

communication rate of 1.22 X 10-5 seconds per floating-point number. The sequential 

computation of the above matrix size multiplication operation, Tseq. was measured to 

take approximately 915 X lO^̂  seconds. 

-r _ 915X10 
' cxxic(calculated) ~ ^ 

- 3 / - 5 ^^ (1458-Ht86)1.22X10 

V 26244(4.16X10"V25758(3.68X1 0"^)^' 

= 510.7X10-3 seconds. (16) 

With Tconc(measurecJ) = 478.5X10-^ seconds, the percentage error of the calculated to 

the measured parallel implementation times was found to be approximately 6.73 %. 

Similarly, an analysis of 15 X 45 * 45 X 45 matrix multiplication using the 

UDP communication mechanism for the Sun-4/Sun-4 parallel implementation is 

calculated as follows: 

22-h l , , o o ON/HA-3, 

4 5 
Tconcccaicuiated) - . - ( 1 2 2 . 0 X 1 0 ) 

^ [990+33016.48X10"^ ^ 

V 15525(420X10"®)+15180(420X10"^) J 

103.7X10-3 seconds. (17) 
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Thus, the percentage error of the calculated time to the measured parallel 

implementation time of approximately 126.0X10-3 seconds is about -17.7 % 

(smaller than expected). The reason for the large percentage error can be attributed 

to two factors. First, a larger number for the tcomm should be used to reflect the 

situation that the user network throughput is lower than what was extrapolated in Fig. 

4 because the user processes are loaded down with the matrix computations besides 

performing message-passing transactions between the two computers, as observed 

earlier. Second, as stated in Chapter 2, the SPARC processor performs four-stage 

pipeline operations to optimize instruction execution: fetch, decode, execute, and 

write, hence smaller tcalc numbers for both the two operations (multiplication and 

addition) would be the more accurate numbers to use in the analysis. 

The above calculations provide a simple validation of Equation (12) for the 

analysis of a parallel program implementation. It is pointed that this method is not an 

accurate and practical method for the analysis of the parallel implementation because 

the extrapolation and calculation of the communication rate, tcomm cannot be 

determine accurately. Also, the simplistic model used is not an exact analysis of the 

system to begin with. The model, however, should provide a general guideline for 

determining the performance of a parallel processing implementation in local 

networks. 

Matrix Addition/Subtraction 

Matrix addition and subtraction are essentially the same operation in terms of 

processing time. A floating-point addition takes the same amount of time (number of 

cycles) as a floating-point subtraction in most computers. All of the three computer 

systems used in this investigation verified this as shown in the floating-point 

specifications given in Chapter 2. Preliminary results indicate that the addition of two 
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27 X 27 matrices takes 7.4 milliseconds on a single Sun-3/60 computer while the 

two-computer implementation of the matrix addition operation takes 15.3 

milliseconds and 12.5 milliseconds using the TCP and UDP communication 

mechanisms, respectively. Hence, it was determined that matrix addition and matrix 

subtraction would not be suitable for parallel processing in the current Sun-3/60 

local network configuration. An ideal situation in a local network parallel processing 

system is to have minimum interprocess communication and a highy balanced (equal) 

computational load in each node of the parallel processing system. Hence, based on the 

communication bottleneck problem in the more computationally intensive matrix 

multiplication experiments, the Sun-4/280S computers would definitely not be 

suitable for the parallel implementation of the less computationally intensive matrix 

addition/subtraction operations. 

Kalman Filter Parallel Program Decomposition 
and Implementation 

Based on the knowledge and experience gained from the study of implementing 

parallel matrix operations in the local network, the parallel Kalman filter 

implementation was designed initially to do matrix multiplication operations in 

parallel. However, after programming the parallel algorithm, it was found that all of 

the matrix multiplication as well as the matrix addition and matrix subtraction 

operations in Equations (3) to (6) can be done in parallel. This is possible because of 

the assumptions of the Kalman filter algorithm, as mentioned earlier, which assumes 

that matrices <Jf{\), H(t), R(t), and Q(t) are preestimated and loaded in the two 

computers. The only sequential part in processing Equations (3) to (6) is to perform 

the inversion of matrix V(t). Equations (7) and (8) were processed sequentially as 

the parallel implementation of these two equations would involve too much 

communication overhead with too little processing load in each of the two computers. 
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Also, the measurement vector z(t) in Equation (7) in an actual Kalman filter 

implementation has to be loaded on-line from a sensor or measurement device, hence it 

was assumed and simulated here that the measurement matrix z(t) is loaded on-line 

to only one computer. Equation (9) was done in parallel only for Kalman filter matrix 

sizes greater than 6 X 1 8 (i.e., m = 6, n = 18) which is when it would be beneficial to 

perform the matrix multiplication operation in parallel. The 9 X 27 TCP-based 

parallel Kalman filter Implementation program is given in Appendix E. 

Analysis of the Parallel Kalman Filter 
Implementation Results 

The results of the parallel Kalman filter implementation in the local network 

based on the algorithm stated above are as shown in Figs. 11 to 14. For the Sun-3 

parallel implementation, the experimental results indicate that the speedup occurs for 

Kalman filter sizes 6 X 1 8 and larger when using UDP as the communication protocol 

while for the TCP-based parallel implementation speedup is seen only for filter sizes 

9 X 27 and larger. This is attributed to the higher network throughput performance of 

UDP over TCP. However, both the TCP- and UDP-based parallel implementation of the 

Kalman filter achieves speedup in the order of 1.8 for filter sizes 15 X 45 and larger. 

The UDP-based parallel implementation "rises" to the maximum speedup of about 1.8 

faster than the TCP-based parallel implementation as can be seen from Figs. 12 and 

14. 

For the Sun-4 parallel implementation, the same communication bottleneck 

problem as seen in the parallel matrix multiplication implementations is observed. 

Here again, as in the Sun-3 parallel implementation, the UDP-based parallel 

implementation "rises" faster than the TCP-based parallel implementation to its 

communication bottleneck speedup limit of about 0.95 at filter size 9 X 27 while the 
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''^'Matrix size refers to the sizes of the Kalman filter used. The m X n correspondence 
of the Kalman filter sizes to the numbers used in Figs. 11 to 14 are given below: 

3 > 3 X 9 
6 > 6 X 18 
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UDP: Kalman Filter Processing Time 
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UDP: Kalman Filter Speedup 
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Fig. 14 UDP: Speedup versus matrix size (Kalman filter) 
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TCP-based implementation reaches its communication bottleneck speedup limit only at 

filter size 12 X 36. 

The two-computer parallel implementation can be analyzed mathematically 

using the same technique used in the matrix multiplication analysis given above. But 

the calculations for that technique for the Kalman filter parallel implementation can 

be very tedious. Another simpler approach to determine the parameters in Equation 

(12) is to use the UNIX performance analysis utility p r o f which produces an 

execution profile of the program compiled with the - p option for the C compiler. The 

profile of the executing "master" program (slower of the two processors/programs) 

is used to determine the fractional communication overhead fc in Equation (12). The 

master program coordinates and processes all the serial part of the algorithm that 

cannot be executed in parallel, such as the matrix inversion of V(t), in the parallel 

Kalman filter implementation and hence is the slower of the two processors in this 

processing system. The fractional communication overhead, fc, in Equation (12) is 

essentially the ratio of the total communication time, Tcomm. to the total calculation 

time, Tcalc- This ratio can be determined from the execution profile of the master 

program. A typical profile of the executing master program is shown in Table 6. 

Also, Tseq is divided by 1.75 instead of 2 which is the correction factor as the parallel 

Kalman filter algorithm designed here does not decompose the Kalman filter exactly 

into two equal balanced load for the two processors. This correction factor accounts for 

the serial part of the algorithm that cannot be executed in parallel. The matrix 

inversion as well as Equations (7) and (8), as stated earlier, are done sequentially by 

the master program in this parallel implementation. 

The fractional communication overhead for the 18 X 54 Sun-3/60 TCP-based 

parallel Kalman filter implementation as determined from the execution profile output 
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given In Table 6 is (1.9/94.2). Plugging in the appropriate numbers into Equation 

(12), we have 

-r _ 7 . 3 4 6 r , . 1.9 
' oono(calculated) - - r -yr - l l-̂  94.2. 

= 4.282 seconds. ( 1 8 ) 

The measured parallel implementation for the above size Kalman filter is 

approximately 4.084 seconds. The percentage error between the measured and 

calculated time was determined to be about 4.8 %. 

Table 6 Execution Profile of a 18 X 54 TCP-based Parallel Kalman Filter 
Implementation Master Program Using Sun-3/60 Computers. 

%time 

94.2 

3.5 

1.0 

0.7 

0.2 

0.1 

0.1 

0.1 

cumsecs 

364.57 

378.05 

381.87 

384.45 

385.05 

385.39 

385.67 

385.87 

#call 

1 

100 

800 

908 

32400 

936 

100 

ms/call 

364568.87 

134.80 

4.77 

2.84 

0.02 

0.36 

2.00 

name 

_main 

_inverse 

_write 

_read 

_ho_abs 

_file_to_decimal 

mcount 

_connect 

(Everything else below is insignificant). 
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The observations made on the results shown in Figs. 11 to 14, as mentioned 

earlier, can best be explained by referring again to Equation (12). The fractional 

communication overhead, fc, for the Sun-3/60 computer, as determined from the 

profiles of the execution of the master programs of the various size Kalman filters was 

observed to be smaller as the size of the Kalman filter increases for both the TCP- and 

UDP-based implementations. Hence, this means that fc tends to zero as the the Kalman 

filter matrix size gets larger, which makes Equation (12) become 

T rN^ = -^ 
N ( 1 9 ) 

This means that the effect of communcation overhead to the speedup is insignificant for 

very large parallel Kalman filter implementations. Communication overhead has the 

most effect on the performance of the parallel program implementation at small 

Kalman filter sizes only. Thus, the higher communication performance effects of using 

UDP instead of TCP as the communication protocol is only seen at small Kalman filter 

sizes. For larger sizes of Kalman filters there is essentially no significant difference 

in the speedup attained even when using the higher performance UDP mechanism for 

the parallel implementation. 

The current configuration of the Sun-4/280S computers in the underlying 10 

Megabits per second Ethernet environment has been found unsuitable for parallel 

processing implementation of the Kalman filter due to the communication bottleneck 

problem. The fractional communication overhead determined from the execution 

profiles of the master programs used in the parallel implementation of the Kalman 

filter does not provide a correct analysis for determining the parallel Kalman filter 

implementation. More detailed knowledge on the Sun-4/280S computer architecture 

is needed to explain the observed communication bottleneck problem. 
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CHAPTER 5 

CONCLUSION AND FUTURE WORK 

Conclusion 

The real-time computation of the variable-size Kalman filter incorporated in 

the new approach to the multi-target tracking problem by Emre, et al.[11], is not 

only computationally intensive but also requires an adaptive computing system that is 

able handle the varying Kalman filter size corresponding to the number of targets 

being tracked. Hence, only MIMD processors which are general-purpose processors 

with large memory are capable of providing the above mentioned computational 

requirements. Parallel processing systems maybe a more efficient and economical 

method for processing the computationally intensive variable-size Kalman filter than 

a very high performance but expensive general-purpose supercomputer, such as the 

Cray, especially if the system employs relatively inexpensive processors. In 

particular, the use of the increasingly popular and readily available networks of 

computers/workstations Is an attractive means in terms of cost for the parallel 

processing of the above problem. This thesis is an investigation into the suitability of 

processing the variable-size Kalman filter using parallel processing in local 

networks. Three types of computers connected in local networks were used in the 

investigation: HP1000, Sun-3/60, and Sun-4/280S. 

It was determined from the investigations that only the Sun-3/60 network 

configuration, which is connected by the Ethernet, is suitable for the parallel 

processing of the variable-size Kalman filter. The Sun-3/60 parallel implementation 

of the variable-size Kalman filter was shown to have a maximum speedup factor of 

about 1.8. The HP1000 computer network configuration, which uses the 230 Kilobits 

per seconds RS-422 connection, was found to be unsuitable for parallel processing 
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application because of the slow inter-process communication rate which was found to 

be in the order of 100 milliseconds. Sun-4/280S computers were also found to be 

unsuitable for this parallel processing application even though they are connected by 

the high speed 10 Megabit per second Ethernet. Results from the investigations done in 

this thesis indicates a communication bottleneck problem in both the current 

implementation of the TCP- and UDP-based parallel implementation for matrix 

multiplication and the variable-size Kalman filter when using the Sun-4/280S as 

sending and receiving hosts in the underlying 10 Megabit per second Ethernet. Because 

of this, parallel implementations for the matrix multiplication operation and for the 

variable-size Kalman filter were slower than the serial processing by a single Sun-

4/280S computer. 

However, when considering only the raw processing time regardless of whether 

parallel processing was used, it is found that using a single Sun-4/280S computer is 

the fastest way to compute the variable-size Kalman filter among the various 

configurations using the three computer systems. The sequential Sun-4/280S 

implementation of the variable-size Kalman filter is about twice as fast as the Sun-

3/60 parallel implementation as can be seen in Figs. 11 and 13. Hence, in order for 

the Sun-3/60 parallel implementation to match the performance of the single Sun-

4/280S for computing the variable-size Kalman filter, at least three, probably four 

Sun-3/60s in a parallel implementation are required for this application. Thus, the 

best method to use for processing this Kalman filter application is ultimately a cost 

versus performance issue. 

As for performance analysis of the parallel processing in local networks, it is 

noted that Equation (12) is not an exact model. However, Equation (12) provides a 

good performance guideline for the analysis of parallel processing in local networks. 

The observation that inter-process communication performance has the greatest effect 
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at small computation sizes of the variable-size Kalman filter and vice versa, can be 

explained and analyzed mathematically using Equation (12). Also, performing the 

user-interprocess communication experiments should provide the user (designer) 

with the performance guidelines that will provide the basis for deciding the best 

method to Implement the application and also to determine whether the performance 

requirements of the application can be satisfied. 

Thus, in general, it is found that not all computer network configurations will 

be suitable for parallel processing applications in local networks. The two main 

considerations for determining the suitability of the computer networked system for 

parallel processing are the network inter-process communication rate and the power 

of the computers used in the network. The performance of a parallel processing 

implementation in a local network is ultimately bound by the relationship between 

these two. 

Future Work 

As new computer systems are connected to the networks, the Inter-process 

communication performance should be determined by the same technique as done in 

Chapter 3 so that users that plan to implement parallel applications in local networks 

will have the performance guidelines to determine if their parallel implementations 

will satisfy the performance requirements of the applications. Another area of future 

work is to determine a more exact model for determining parallel processing 

performance in local networks. 
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APPENDIX A 

KALMAN FILTER COMPUTER SIMULATION TECHNIQUE 

The technique used to simulate the 9 X 3 Kalman filter in the computer is 

presented in this appendix. The Kalman filter equations are presented in Chapter 1 and 

hence is not explained here. The Kalman filter is simulated using the following 

matrices which are assume preestimated and loaded in the computer. 

^ ( t ) = 
1.0 
0.0 

0.0 

0.1 
1.0 

0.0 

0.005 
0.1 

0.1813 

H(t) = 
1.0 
0.0 
0.0 

0.0 
0.0 
0.0 

0.0 
0.0 
0.0 

0.0 
1.0 
0.0 

0.0 
0.0 
0.0. 

0.0 
0.0 
0.0 

0.0 
0.0 
1.0 

0.0 
0.0 
0.0 

0.0 
0.0 
0.0 

R(t) = 

Q(t) = 

1.0 
0.0 
0.0 

1.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 

0.0 
1.0 
0.0 

0.0 
1.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 

0.0 
0.0 
1.0 

0.0 
0.0 
1.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 

0.0 
0.0 
0.0 
1.0 
0.0 
0.0 
0.0 
0.0 
0.0 

0.0 
0.0 
0.0 
0.0 
1.0 
0.0 
0.0 
0.0 
0.0 

0.0 
0.0 
0.0 
0.0 
0.0 
1.0 
0.0 
0.0 
0.0 

0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
1.0 
0.0 
0.0 

0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
1.0 
0.0 

0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
0.0 
1.0 
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Initial conditions are as given below: 

(^(OjO) = 

25.0 10.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 

10.0 25.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 

0 0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0 

0.0 0.0 0.0 

0.0 0.0 0.0 

25.0 10.0 0.0 0.0 0.0 0.0 

10.0 25.0 0.0 0.0 0.0 0.0 

0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 

0.0 0.0 0.0 0.0 0.0 0.0 25.0 10.0 0.0 

0.0 0.0 0.0 0.0 0.0 0.0 10.0 25.0 0.0 

0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 1.0 

X ( 0 | 0 ) = 

0.0 

0.0 

0.0 

0.0 

0.0 

0.0 

0.0 

0.0 

0.0 

Using mean = x(0|0) and covariance = l^(0|0), values as given above, as 

input to the multlnormal random variable generator program, the initial values for 

matrix x(tjt) is generated. Using the generator program again, and setting mean = 0 

and covariance = Q(t), the disturbance n-vector w(t) is generated. In the similar 

manner, setting mean = 0 and covariance = P(t), the noise m-vector v(t) is 
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generated. With these generated vectors as inputs to the setup program, the 

measurement vector z(t) is generated. With all the matrices involved in the Kalman 

filter equations now known, the Kalman filter is simulated in the computer by writing 

the Kalman filter program to process Equations (3) to (9), in the order listed. 

Program listing for the multinormal random variable generator program is as 

given below: 

C******** MULTINORMAL RANDOM VARIABLE GENERATOR ******************************C 
C 
C THIS PROGRAM GENERATES N M-VARIABLE NORMAL 
C RANDOM VECTORS WITH RESPECT TO 
C GIVEN "MEAN(I,J)" AND GIVEN COVARIANCE "S(I,J)." 

PROGRAM RANDOM 
DIMENSION S(20,20) ,C (20,20) ,X (20,20) ,Z (20, 20) ,TEP1(20,20) 
INTEGER*4 lY 
REAL MEAN(20, 20) 
OPEN(UNIT=4,FILE='NOR.OUT',STATUS='OLD' ) 
OPEN(UNIT=5,FILE='MUT.INP',STATUS="OLD') 
OPEN(UNIT=6,FILE='MUT.OUT',STATUS='OLD') 

C READ IN THE DIMENSION OF COVARIANCE MATRIX 
READ(5,*) M 

C READ IN THE # OF RANDOM VECTORS TO BE GENERATED 
READ(5,*) N 

C GENERATE THE RANDOM VARIABLES FROM N(0,1) USING BOX-MULLER METHOD. 
C LET THE RANDOM NUMBER SEED BE FIXED (IT IS ACTUALLY VARYING) 
C PROVIDE THE RANDOM NUMBER SEED: 

lY = 123456789 
MN = M*N/2+l 
DO 15 K = 1,MN 

CALL B0XN(IY,X1,X2) 
WRITE(4,*) XI 
WRITE(4,*) X2 

15 CONTINUE 
CLOSE(UNIT=4) 

C INPUT THE MEAN OF THE RANDOM VARIABLES. 
C INPUT THE COVARIANCE MATRIX. 
C NOTE: IT IS ASSUME TO BE STATIONARY NOW. IT IS NORMALLY TIME VARYING. 

OPEN(UNIT=4,FILE='NOR.OUT',STATUS='OLD') 
READ(5,*) ((MEAN(I,J),J=l,l),I=1,M) 
READ(5,*) ( (S(I, J) , J=1,M) ,I = 1,M) 

C START TO COMPUTE THE RANDOM VARIABLES 
C FOR TIME-VARYING SYSTEM, THIS PART WILL BE IN LOOP 25 

CALL CGEN(M,S,C) 
DO 25 K=1,N 

READ(4,*) ( (Z(I, J) , J=l,l) ,I = 1,M) 
CALL MMUL(C,Z,TEP1,M,M, 1) 
CALL MADD(TEP1,MEAN,X,M, 1) 
WRITE(6,10) ((X(I,JO,J=l,1),I=1,M) 

10 FORMAT(IX,F16.10) 
25 CONTINUE 

CLOSE(UNIT=4) 
CLOSE(UNIT=5) 
CLOSE(UNIT=6) 
END 
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C*********** MATRIX C GENERATION SUBROUTINE ***********************************c 
C 

C COMPUTATION OF LOWER TRIANGULAR MATRIX C FOR GENERATION OF MULTIVARIATE 
C MORMAL VARIATES. 
C NOTE: THE COVARIANCE MATRIX MUST BE SYMMETRIC AND POSITIVE DEFINITE. 

SUBROUTINE CGEN(M,S,C) 
DIMENSION S<20,20),C<20,20) 
1 = 1 
0(1,1) - S(I,1)/SQRT(S(1,1)) 
IF (M.EQ.l) GO TO 400 

100 I = I+l 
J = 1 

200 SUM =0.0 
DO 25 K = 1,J-1 

SUM = SUM+C(I,K)*C(J,K) 
25 CONTINUE 

C(I,J) = (S (I, J)-SUM)/C (J, J) 
IF (J.EQ.(I-l)) GO TO 300 
J = J+1 
GO TO 200 

300 SUM =0.0 
DO 15 K = 1,1-1 

SUM = SUM+C(I,K)**2.0 
15 CONTINUE 

C(I,I) = SQRT(S(I,I)-SUM) 
IF (I.NE.M) GO TO 100 

400 CONTINUE 
RETURN 
END* 

C********** NORMAL RANDOM VARIABLE GENERATOR SUBROUTINE **************************c 
C (BOX-MULLER METHOD) 
C 
C THE EQUATIONS USED ARE: 
C X(J) = M+SQRT(-2*(S**2)*ALOG(U(J))*COS(2*3.141592*U(J+l)) 
C X(J+1) = M+SQRT(-2*(S**2)*ALOG(U(J))*SIN(2*3.141592*U(J+l)) 
C TO GENERATE VARIATES FROM N((M,S**2), ASSUME THAT M = 0 AND S =1. 
C WE HAVE: 
C lY = RANDOM NUMBER SEED 
C U1,U2 = RANDOM NUMBERS GENERATED FROM UNIFORM (0,1) 
C RANDOM NUMBER GENERATOR 
C AUXILIARY ROUTINE: UNIF 

SUBROUTINE BOXN(lY,XI,X2) 
INTEGER*4 lY 
M = 0 
S = 1 
Ul = UNIF(IY) 
U2 = UNIF(IY) 
XI = M+SQRT(-2.0*S*ALOG(U1))*COS(6.2831852*U2) 
XI = M+SQRT(-2.0*S*ALOG(U1))*SIN(6.2831852*U2) 
RETURN 
END 

C*********** FUNCTION UNIF(IX) •**************************************************c 
C 
C PORTABLE RANDOM NUMBER GENERATOR USING THE RECURSION: 
C IX = 16807*IX MOD (2**(31)-1) 
C USING 32 BITS, INCLUDING SIGN. 
C INPUT: 
C IX = NEW PSEUDORANDOM VALUE 
C UNIF = A UNIFORM FRACTION BETWEEN 0 AND 1 

FUNCTION UNIF(IX) 
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INTEGER*4 K1,IX 
Kl = IX/127773 
IX = 16807*(IX-K1*127773)-K1*2836 
IF (IX.LT.O) IX = IX+2147483647 
UNIF - IX*4.656612875E-10 
RETURN 
END 

Q*********** MATRIX ADDITION SUBROUTINES *****************************************c 
C 
C M IS THE ROW ORDER OF THE MATRIX. 
C N IS THE COLUMN ORDER OF THE MATRIX. 
C THE RESULTANT MATRIX IS STORED IN MATRIX C. 

SUBROUTINE MADD(A,B,C,M,N) 
DIMENSION A(20,20),B(20,20),C(20,20) 
DO 25 I = 1,M 

DO 15 J = 1,M 
C(I,J) = A(I,J)+B(I,J) 

15 CONTINUE 
25 CONTINUE 

RETURN 
END 

C*********** MATRIX MULTIPLICATION SUBROUTINE ***********************************C 
C 
C M IS THE ROW ORDER OF MATRIX A. 
C N IS THE COLUMN ORDER OF MATRIX A. 
C N IS THE COLUMN ORDER OF MATRIX B ALSO 
C L IS THE COLUMN ORDER OF MATRIX C. 
C THE RESULT IS STORED IN MATRIX C. 
C********************************************************************************c 

SUBROUTINE MMUL(A,B,C,M,N,L) 
DIMENSION A(20,20),B(20,20),C(20,20) 
DO 15 I = 1,M 

DO 25 J = 1,L 
PRO =0.0 

DO 35 K = 1,N 
C(I,J) = PRO+A(I,K)*B(K, J) 
PRO = C(I,J) 

35 CONTINUE 
25 CONTINUE 
15 CONTINUE 

RETURN 
END 

Program listing for the setup program is as shown below: 

PROGRAM SETUP 
DIMENSION X(20,20),A(20,20),V(20,20),W(20, 20) 
DIMENSION Z(20,20),H(20,20),TEP(20,20) 
OPEN(15,FILE=•SETUP.INP',STATUS='OLD') 
OPEN(15,FILE='NOISE.INP',STATUS='OLD') 
OPEN(15,FILE='Z.INP•,STATUS='OLD") 
OPEN(15,FILE='X.REF',STATUS='OLD') 
READ(15,*) N,M,L 
READ(15,*) ((X(I,J),J=l,l),I=1,N) 
READ(15,*) ((A(I,J),J=1,N),I=1,N) 
READ(15,*) ( (H(I, J) , J=1,N) ,I = 1,M) 
DO 10 K = 1,L 
WRITE (18,*) ((X(I, J),J=1,1),I = 1,N) 
READ (16,*) ((W(I, J), J=1,1),I = 1,N) 
READ (16,*) ((V(I, J), J=l,l) ,I=1,M) 
************ CALCULATE Z(K) = H(K)*X(K)+V(K) ****************************C 
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CALL MMUL(H,X,TEP,M,N,1) 
CALL MADD(TEP,V,Z,M,1) 

C ************ CALCULATE X(K+1) = A(K) *X(K)+W(K) **************************C 
CALL MMUL(A,X,TEP,N,N, 1) 
CALL MADD(TEP,W,X,N,1) 
WRITE(17,*) ((Z(I,J),J=1,1),I=1,M) 

10 CONTINUE 
CLOSE(UNIT-15) 
CL0SE(UNIT=16) 
CLOSE(UNIT-17) 
CLOSE(UNIT-18) 
END 
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APPENDIX B 

SAMPLES OF NETWORK TEST PROGRAMS-

SUN EXPERIMENTS 

Program listing for the TCP-based 1024-byte size message sending program 

is as given below: 

•include <sys/types.h> 
•include <sys/socket,h> 
•include <netinet/in.h> 
•include <netdb.h> 
•include <stdio.h> 
main(argc,argv) 

int argc; 
char *argv[]; 

{ 
int sock,i,no,optval,optlen,option; 
float a[256],k; 
struct sockaddr_in server; 
struct hostent *hp, *gethostbyname(); 
no = 4000; 
k = 1.2345; 
for (i=0;i<256;i++) { 

a[i]=k; 
} 
/* Create Socket */ 
sock = socket(AF_INET, SOCK_STREAM, 0); 
if (sock < 0) { 

perror("opening stream socket"); 
exit(l); 

} 
/* Connect socket using name specified by command line */ 
server.sin_family = AF_INET; 
hp = gethostbyname(argv[1]); 
if (hp == 0) { 

fprintf(stderr, "%s: unknown host\n", argv[l]); 
exit(2); 

} 
bcopy((char *)hp->h_adrr, (char *)Sserver.sin_addr, hp->h_length); 
server.sin_port = htons(atoi(argv[2])); 
if (connect(sock, (struct sockaddr *)4server, sizeof server) < 0) { 

perror("connecting stream socket"); 
exit (1); 

} 
for (i=0;i<no;i++) { 

if (write(sock, (char *)a, sizeof a) < 0) 
perror("writing on stream socket"); 

} 
close(sock); 
exit(0); 
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Program listing for the TCP-based 1024-byte size message receiving program 

is as given below: 

•include <sys/types.h> 
•include <ays/socket.h> 
•include <n«tinet/in.h> 
•include <stdio.h> 
•define TRUE 1 
main() 
{ 

int sock,length; 
struct sockaddr_in server; 
int msgsock; 
int rval; 
int optval,optlen,option; 
float a[256]; 
/* Create Socket */ 
sock = socket(AF_INET, SOCK_STREAM, 0); 
if (sock < 0) { 

perror("opening stream socket"); 
exit(1); 

) 
server.sin_family = AF_INET; 
server.sin_addr.s_addr = INADDRANY; 
server.sin_port = 0; 
if (bind(sock, (struct sockaddr *)Sserver, Slength) < 0) { 

perror("getting socket name"); 
exit(1); 

} 
length = sizeof server; 
if (getsockname(sock, (struct sockaddr *)Sserver, tlength) < 0) { 

perror("getting socket name"); 
exit(1); 

} 
printf("Socket port #%d\n", ntohs(server.sin_port)); 
listen(sock,5); 

msgsock = accept(sock, (struct sockaddr *)0, (int *)0); 
if (msgsock == -1) 

perror("accept"); 
else do ( 

if ((rval = read(msgsock, (char *)a, 1024)) < 0) 
perror("reading stream message"); 

} while (TRUE); 
close(msgsock); 

exit(0); 
} 
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Program listing for the UDP-based 112-byte size message sending program is 

as given betow: 

•include <sys/types.h> 
•include oys/socket .h> 
•include <netinet/in.h> 
•include <netdb.h> 
•include <stdio.h> 
main(argc,argv) 

int argc; 
char *argvl]; 

{ 
int sock,i,no; 
float a[365]; 
struct sockaddr_in name; 
struct hostent *hp, *gethostbyname(); 
float k; 
no = 4000; 
k = 1.2345; 
for (i=0;i<365;i++) { 

a[i]-k; 
} 
/* Create Socket */ 
sock = socket(AF_INET, SOCK_DGRAM, 0); 
if (sock < 0) { 

perror("opening datagram socket"); 
exit(1); 

} 
hp = gethostbyname(argv[1]); 
if (hp == 0) { 

fprintf(stderr, "%s: unknown host\n", argv[l]); 
exit(2); 

} 
bcopy((char *)hp->h_addr, (char *)sname.sin_addr, hp->h_length); 
name.sin_family = AF_INET; 
name.sin_port = htons(atoi(argv[2])); 
/* Send Message */ 
for (i=0;i<no;i++) { 

if (sendto(sock, (char *)a, sizeof a, 0, (struct sockaddr *)&name, sizeof name) < 0) 
perror("sending datagram message"); 

} 
close(sock); 
exit(0); 

} 
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Program listing for the UDP-based 112-byte size message receiving program 

is as given below: 

•include <sys/types.h> 
•include oys/socket.h> 
•include <netinet/in.h> 
•include <stdio.h> 
•define TRUE 1 
main() 
{ 

int sock, length; 
struct sockaddr_in name; 
float a[365]; 
/* Create Socket */ 
sock = socket(AF_INET, SOCK_DGRAM, 0); 
if (sock < 0) { 

perror("opening datagram socket"); 
exit(1); 

} 
name.sin_family = AF_INET; 
name.sin_addr.s_addr = INADDRANY; 
name.sinjport = 0; 
if (bind(sock, (struct sockaddr *)sname, sizeof name). < 0) { 

perror("binding datagram socket"); 
exit(1); 

) 
length = sizeof name; 
if (getsockname(sock,(struct sockaddr *)&name, &name, (length) < 0) { 

perror("getting socket name"); 
exit(1); 

) 
printf("Socket port #%d\n", ntohs(name.sin_port)); 
do { 

if (read(sock, (char *)a, 1460) < 0) 
perror("receiving datagram packet"); 

) while (TRUE); 
close(sock); 
exit(0); 

} 
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APPENDIX C 

HP1000INTERPROCESSOOMMUNICATION TEST PROGRAM 

Program listing for HP1000 interprocess-communication message sending 

test program Is as given below: 

FTN7X,L 
$FILES 0,3 

PROGRAM EXPW 

DIMENSION IBUFR(1024),IPBUF(10),PCB(10),ITAG(20) 
DIMENSION ITIME(5),JTIME(5) 
DO 1 1=1,1024 

IBUFR(I) = 10 
1 CONTINUE 

CALL EXEC(11,ITIME) 
L = 1 
DO 2 J = 1,L 
CALL POPENdPCB, IERR,5HEXPR, 73,ITAG) 
IF (lERR.EQ.O) GOTO 10 
WRITE(1,110) lERR 

110 FORMAT(/"POPEN ERROR ",I3) 
STOP 1 

10 CALL PWRITdPCB, lERR, IBUFR, 1024,ITAG) 
IF (lERR.EQ.O) GOTO 20 
WRITE(1,120) lERR 

120 FORMAT(/"PTOP: PWRIT ERROR= ",I3) 
STOP 2 

20 CALL PCONT(IPCB,IERR,ITAG) 
2 CONTINUE 

CALL EXECdl, JTIME) 
CALL TIMES(ITIME,JTIME,L) 
END 

C 
SUBROUTINE TIMES(ITIME,JTIME, INT) 
DIMENSION ITIME(5),JTIME(5) 
R = INT 
IF (JTIME(l) .LT.ITIMEd) ) THEN 
JTIME(1) = JTIME(1)+100 
JTIME(2) = JTIME(2)-1 
ELSE IF (JTIME(2).LT.ITIME(2)) THEN 
JTIME(2) = JTIME(2)+60 
JTIME(3) = JTIME(3)-1 
ELSE IF (JTIME(3).LT.ITIME(3)) THEN 
JTIME(3) = JTIME(3)+60 
JTIME(4) = JTIME(4)-1 
END IF 
TTIME4 = (JTIME(4)-ITIME(4)) *360000.0 
TTIME3 = (JTIME(3)-ITIME(3))*6000.0 
TTIME2 = (JTIME(2)-ITIME(2))*100.0 
TTIMEl = JTIME(1)-ITIME(1) 
TOTAL = (TTIME4+TTIME3+TTIME2+TTIME1)/R 
TTOTAL = T0TAL*10000.0 
WRITEd,*) 'PROCESSING TIME IN MICROSECONDS' 
WRITE(1,*) TTOTAL 
RETURN 
END 
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Program listing for IHP1000 interprocess-communication message receiving 

test program is as given below: 

FTN7X,L 
$FILES 0,3 

PROGRAM EXPR 
DIMENSION DCB(144),IBUFR(1024),IPBUF(10),PCB(4) 
DIMENSION ITAG(20),IP(5) 
IBUFZ = 1024 
CALL RMPAR (IP) 
ICLASS = IPd) 

1 CALL GET(ICLASS,IERR,IFCN,ITAG,LEN) 
IF (lERR.NE.O) STOP 1 
GOTO (10,25,25,70) IFCN 

25 CALL REJCTdTAG, lERR) 
STOP 2 

10 CALL ACEPT(ITAG,lERR) 
90 CALL GET(ICLASS,lERR,IFCN,ITAG,LEN,IBUFR,IBUFZ) 

IF (lERR.NE.O) STOP 3 
IF (LEN.GT.IBUFZ) GOTO 30 
CALL GET(ICLASS,lERR,IFCN,ITAG, LEN) 
GOTO (35,35,35,70) IFCN 

30 CALL REJCT(ITAG, lERR) 
WRITEd,*) ' LEN. GT. IBUFZ' 
STOP 4 

35 CALL REJCTdTAG, lERR) 
STOP 5 

70 CALL ACEPT(ITAG, lERR) 
CALL FINIS 
GOTO 1 
END 
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APPENDIX D 

UDP-BASED 21 X 63 * 63 X 63 PARALLEL MATRIX 

MULTIPUCATION IMPLEMENTATION 

PROGRAM USTING 

Program listing for the UDP-based 21 X 63 * 63 X 63 parallel matrix 

multiplication Implementation (master program) Is as given below: 

•include <sys/types.h> 
•include <sys/socket.h> 
•include <netinet/in.h> 
•include <netdb.h> 
•include <stdio.h> 
main(argv,argv) 

int argc; 
char *argv[]; 

( 
int sock,i,j,k,num,count; 
float h[21][63],p[63][63],pl[63][31],hpp[21][63],hpl[21][31]; 
struct sockaddr_in name; 
struct hostent *hp, *gethostbyname(); 
float prod; 
count = 300; 
for (i=0;i<21;i++) ( 

for (j=0;j<63;j++) { 
h[i][j]=10.0; 

} 
} 
for (i=0;i<63;i++) { 

for (j=0;j<63;j++) { 
p[i][j]=11.0; 

} 
} 
for (i=0;i<63;i++) { 

for (j=0;j<31;j++) { 
pl[i][j]=11.0; 

} 
} 
/* Create socket */ 
sock = socket(AF_INET,SOCK_DGRAM,0); 
if (sock < 0) { 

perror("opening datagram socket"); 
exit(1); 

} 
hp = gethostbyname(argv[1]); 
if (hp == 0) { 

fprintf(stderr,"%s: unknown host\n",argv[1]); 
exit(2); 

bcopy((char *)hp->_addr, (char *)iname.sin_addr,hp->h_length); 
name.sin_family = AF_INET; 
name.sin_port = htons(atoi(argv[2])); 

/* 
* Send part of p matrix to the other processor and compute 
* the remaining part of p matrix. 
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* / 
for (num>0;num<count;num++) { 

if (sendto(sock,(char *)pl,sizeof pi,0,(struct sockaddr *)fcname,sizeof name) < 0) 
perror("sending datagram message\n"); 

for (i"0;i<21;i++) { 
for (j=31;j<63;j++) { 

prod = 0.0; 
for (k=0;k<63;k++) { 
hpp[i][j] = prod + h[i][k]*p[k][j]; 
prod = hpp[i][j]; 
} 

) 
) 
if (read(sock,(char *)hpl,2604) < 0) 

perror("receiving datagram packet"); 
for (i=0;i<21;i++) { 

for (j=0;j<31;j++) { 
hpp[i][j] = hpl[i][j]; 

} 
} 

)/* closing brace for "for" loop */ 
close(sock); 
exit(0); 

Program listing for the UDP-based 21 X 63 * 63 X 63 parallel matrix 

multiplication implementation (slave program) is as given below: 

•include <sys/types.h> 
•include <sys/socket.h> 
•include <netinet/in.h> 
•include <stdio.h> 
•define TRUE 1 
main() 
{ 

int sock,length,i,j,k; 
struct sockaddr_in naune, sender; 
float h[21][63],pl[63][31],hpl[21][31]; 
float prod; 
int fromlen; 
fromlen = sizeof sender; 
sock = socket(AF_INET,SOCK_DGRAM,0) ; 
if (sock < 0) { 

perror("opening datagram socket"); 
exit(1); 

) 
name.sin_family = AF_INET; 
name.sin_addr.s_addr = INADDR_ANY; 
name.sin_port = 0; 
if (bind(sock,(struct sockaddr *)Sname,sizeof name( < 0) { 

perror("binding datagram socket"); 
exit(1); 

} 
length = sizeof name; 
if (getsockname(sock,(struct sockaddr *)&name,ilength) < 0) { 

perror("getting socket name"); 
exit(1); 

} 
printf("Socket port •%d\n",ntohs(name.sin_port)); 
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for (i-0;i<21;i++) { 
for (j-0;j<63;j++) { 

h[il[j] = 10.0; 
) 

> 
/* 
* While in an infinite loop, wait for data from the master program, compute the 
* matrix multiplication, and then send back the multiplication operation results. 
*/ 

do { 
if (recvfrom(sock,(char *)pl,7812,0,(struct sockaddr *)&sender,(int *)tfromlen) < 0) 

perror("receiving datagram packet"); 
for (i=0;i<21;i++) { 

for (j=0;j<31;j++) { 
prod = 0.0; 
for (k=0;k<63;k++) { 
hpl[i][j] = prod+h[i][k]*pl[k][j]; 
prod = hpl[i][j]; 
} 

} 
} 

if (sendto(sock,(char *)hpl,sizeof hpl,0,(struct sockaddr *)&sender, 
sizeof sender) < 0) 
perror("sending datagram message"); 

} while (TRUE); 
close(sock); 
exit(0); 

} 
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APPENDIX E 

TCP-BASED 9 X 27 PARALLEL KALMAN FILTER 

IMPLEMENTATION PROGRAM USTING 

Program listing for the TCP-based 9 X 27 parallel Kalman filter 

implementation (master program) is as given below: 

•include <sys/types.h> 
#include <sys/socket.h> 
•include <netinet/in.h> 
#include <netdb.h> 
•include <stdio.h> 
static float r [9] [9],h[9] [27],q[27] [27],p[27] [27]; 
static float z[9] [1],a[27] [27],xes[27] [1],ka[27] [9]; 
static float ht [27] [ 9],at[27] [27],pi[27] [13],rpl[9] [13]; 
static float tepl[27][27],tep2[27][27],p2[4][27],rp2[4][9]; 
static float vt[9] [9],vtin[9] [9],p3[13] [27] ; 
static float rp4[13][9],hpt[9][27],dz[9][1]; 
static float p5[9][14],rp5[13][27],p6[27][13],rp6[14][13]; 
static float p7[13][14],rp7[13][27],p8[27][1],rp8[13][1]; 
float ho_abs(); 
main(argc,argv) 

int argc; 
char *argv[]; 

{ 
int sock,i,j,k; 
struct sockaddr_in server; 
struct hostent *hp, *gethostbyname(); 
int n, m,1,ir; 
float prod,po; 
FILE *file_z; 

/* 
* Initialize matrices a,h,q,r,p,xes. 
*/ 

n = 27; 
m = 9; 
1 = 100; 
for (i=0;i<m;i++) { 

a[ (3*i)] [(3*i)] = 1. 
a[(3*i)+1][(3*i)+l] 
a[ (3*i)+2] [ (3*i)+2] 
a[(3*i)][(3*i)+l] = 
a[(3*i)][(3*i)+2] = 
a[ (3*i)+l] [ (3*i)+2] 

} 
for (i=0;i<m;i++) { 

h[i] [ (3*i)] = 1.0; 

) 
for (i=0;i<n;i++) { 

q[i][i] = 1.0; 

} 
for (i=0;i<m;i++) { 

r[i][i] = 1.0; 

) 
for (i=0;i<m;i++) { 

p[ (3*1) ] [(3*i) ] = 25.0; 
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Pl(3*i)+l][(3*i)+i] =, 25.0; 
p[(3*i)+2][(3*i)+2] = 1.0; 
P[(3*i)][(3*i)+l] = 10.0; 
P((3*i)+1][(3*i)] = 10.0; 

} 
for (i=0;i<n;i++) { 

xesli] 10] = 10.0; 
} 

if ((file_2 = fopen("z27.inp'',"r")) == NULL) { 
printf("file cannot be opened!\n"); 
exit(O); 

} 
/* Transpose of h */ 
for (i=0;i<27;i++) { 

for (j=0;-j<9; j++) { 
ht[i][j] = h[j)[i]; 

} 
} 
/* Transpose of a */ 
for (i=0;i<27;i++) { 

for (j=0;j<27;j++) { 
a t [ i ] [ j ] = a [ j ] [ i ] ; 

} 
) 
/* Begin for loop for Kalman filter processing */ 

for (ir=0;ir<l;ir++) { 
/* Create socket. */ 
sock = socket(AF_INET,SOCK_STREAM, 0) ; 
if (sock < 0) { 

perror("opening stream socket"); 
exit(1); 

} 
/* Connect socket using name specified by command line. */ 
server.sin_family = AF_INET; 
hp = gethostbyname(argv[1]); 
if (hp == 0) { 

fprintf(stderr,"%s: unknown host\n", argv[l]); 
exit(2); 

} 
bcopy((char *)hp->h_addr,(char *)Sserver.sin_addr,hp->h_length); 
server.sin_port = htons(atoi(argv[2])); 
if ((connect(sock,(struct sockaddr *)&server, sizeof server) < 0) { 

perror("connecting stream socket"); 
exit(1); 

} 
/* Read in measurement vector z */ 
for (i=0;i<m;i++) [ 

fscanf(file_z,"%f",&po); 
z[i][0] = po; 

} 
/* 
* Calculate v(t) = h(t)p(t | t-l)ht (t)+r (t) 
*/ 

for (i=0;i<27;i++) [ 
for (j=0;j<13;j++) { 

pl[i][j] = P(i][j]; 
} 

} 
/* Multiply h(t)*p(t|t-l) */ 
write(sock,(char *)pi,sizeof pi); 
for (i=0;i<9;i++) { 

for (j=13;j<27;j++) ( 
prod = 0.0; 
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for (k'=0;k<27;k++) { 
hpt[i][j] = prod+h[i](k]*p[k][jl; 
prod = hpt[i][j]; 

) 
) 

) 

read(sock,(char *)rpl,468); 
for (i=0;i<13;i++) ( 

for (j=0;j<13;j++) { 
hpt[i][j] = rpl[i][j]; 

} 
) 

for (i=0;i<4;i++) { 
for (j=0;j<27;j++) { 

p2[i][j] = hpt[i][j]; 
} 

} 
/* Multiply & Add [h(t)*p(t|t-l) ]*ht(t)+r(t) */ 
write(sock,(char *)p2,sizeof p2); 
for (i-4;i<9;i++) { 

for (j=0;j<9;j++) { 
prod = 0.0; 
for (k=0;k<27;k++) { 

tep2[i][j] = prod+hpt[i][k]*ht[k][j]; 
prod = tep2[i][j]; 

} 
vt[i] [j] = tep2[i] [j]+r[i] [j]; 
} 

} 
read(sock,(char *)rp2,144); 
for (i=0;i<4;i++) { 

for (j=0;j<9;j++) { 
vt[i][j] = rp2[i][j]; 

} 
} 
/* 
* Calculate k(t) = p(t|t-1)ht(t)v-1(t) 
*/ 

/* Compute inverse of v sequentially */ 
inverse(m,vt,vtin); 
for (i=0;i<13;i++) { 

for (j=0;j<27;j++) { 
p 3 [ i ] [ j ] = p [ i ] [ j ] ; 

) 
} 
/* Multiply p(tIt-1)*ht(t) */ 
write(sock,(char *)p3,sizeof p3); 
for (i=13;i<27;i++) { 

for (j=0;j<9;j++) ( 
prod = 0.0; 
for (k=0;k<27;k++) { 

tepl[i][j] = prod+p[i][k]*ht[k][j]; 
prod = tepl[i][j]; 

} 
} 

} 
/* Multiply [p(t|t-l)*ht(t)]*vtin */ 
write(sock,(char *)vtin,sizeof vtin); 
for (i=13;i<27;i++) [ 

for (j=0;j<9;j++) { 
prod = 0.0; 
for (k=0;k<9;k++) { 

k a [ i ] [ j ] = p r o d + t e p l [ i ] [ k ] * v t i n [ k l [ j ] ; 
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prod = ka[i][j]; 
) 

> 
} 
read(sock,(char *)rp4,468); 
for (i=0;i<13;i++) { 

for (j=0;j<9;j++) { 
ka[i][j] - rp4[i][j]; 

} 
} 
/* 
* Calculate p(t|t) = p(t |t-l)-k(t)h(t)p(t |t-l) 
*/ 

/* Multiply k(t)*[h(t)*p(t|t-l) ] */ 
for (i=0;i<9;i++) { 

for (j=0;j<13;j++) { 
p 5 [ i ] [ j ] = h p t [ i ] [ j ] ; 

) 
} 
wr i t e ( sock , ( char * )p5 , s i zeo f p5); 
for ( i=13;i<27;i++) { 

for (j=0;j<27;j++) { 
prod = 0 .0; 
for (k=0;k<9;k++) { 

t e p 2 [ i ] [ j ] = prod+ka[ i ] [k ]*hpt [k ] [ j ] ; 
prod = t e p 2 [ i ] [ j ] ; 

} 
t e p l [ i ] [ j ] = p [ i ] [ j ] - t e p 2 [ i ] [ j ] ; 
) 

} 
read(sock,(char *)rp5,1404); 
for (i=0;i<13;i++) { 

for (j=0;j<27;j++) { 
tepl[i][j] = rp5[i][j]; 

} 
} 
/* 
* Calculate p(t + l|t) = a (t) p(t 11) at (t)+q(t) 

*/ 
/* Multiply a(t)*p(t|t) */ 
for (i=0;i<27;i++) ( 

for (j=0;j<13;j++) ( 
p6[i][j] = tepl[i][j]; 

} 
} 
write(sock,(char *)p6,sizeof p6); 
for (i=0;i<27;i++) { 

for ( j=13; j<27; j++) { 
prod = 0 .0 ; 
for (k=0;k<27;k++) { 

t e p 2 [ i ] [ j ] = p r o d + a [ i ] [ k ] * t e p l [ k ] [ j ] ; 
prod = t e p 2 [ i ] [ j ] ; 

} 
) 

} 
read(sock, (char * )rp6 ,728) ; 
for ( i=13; i<27; i++) [ 

for ( j=0; j<13; j++) [ 
t e p 2 [ i ] [ j ] = r p 6 [ i ] [ j ] ; 

) 
} 
/ * Multiply & Add [ a ( t ) * p ( t I t ) ] * a t ( t ) + q(t ) */ 
for ( i=0; i<13; i++) { 
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for ( j -13 ; j<27 ; j++) { 
P 7 [ i l [ j ] = t e p 2 [ i ] [ j ] ; 

} 
) 
w r i t e ( s o c k , ( c h a r * ) p 7 , s i z e o f p 7 ) ; 
for ( i »13 ; i<27 ; i++) { 

for ( j=0; j<27; j++) { 
prod = 0 .0 ; 
for (k=0;k<27;k++) ( 

t e p l [ i ] [ j ] = p r o d + t e p 2 [ i ] [ k ] * a t [ k ] [ j ) ; 
prod = t e p l [ i ] [ j ] ; 

} 
p [ i l [ j l = t e p l [ i ] [ j ] + q [ i ] [ j ] ; 
) 

} 
r e a d ( s o c k , ( c h a r * ) r p 7 , 1 4 0 4 ) ; 
for ( i=0 ; i<27 ; i++) { 

for ( j=0; j<27; j++) { 
p [ i ] [ j ] = r p 7 [ i ] [ j ] ; 

) 
} 

/ * 
* C a l c u l a t e d z ( t ) = z ( t ) - h ( t ) x ( t 1 1 - 1 ) 
*/ 

/* Multiply & Subtract z(t)-h(t)x(tIt-1) */ 
for (i=0;i<9;i++) { 

prod = 0.0; 
for (k=0;k<27;k++) [ 

tepl[i][0] = prod+h[i][k]*xes[k][0]; 
prod = tepl[i][0]; 

} 
dz[i][0] = z[i][0]-tepl[i][0]; 
} 
/* 
* Calculate x(t|t) = x(t|t-l)+k(t)dz(t) 
*/ 

/* Multiply & Add x(t|t-1)+k(t)dz(t) */ 
for (i=0;i<27;i++) { 

prod = 0.0; 
for (k=0;k<9;k++) [ 

tep2[i][0] = prod+ka[i][k]*dz[k][0]; 
prod = tep2[i][0]; 

} 
p8[i][0] = xes[i][0]+tep2[i][0]; 

} 
/* 
* Calculate x(t+l|t) = a(t)x(t|t) 
*/ 

/* multiply a(t)x(t) */ 
write(sock,(char *)p8,sizeof p8); 
for (i=13;i<27;i++) { 

prod = 0.0; 
for (k=0;k<27;k++) ( 

xes[i][j] = prod+a[i][k]*p8[k][j]; 
prod = xes[i][j]; 

} 
} 
read(sock,(char *)rp8,52); 
for (i=0;i<13;i++) { 

xes[i][0] = rp8[i][0]; 
) 
close(sock); 

}/*end of for loop */ 
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fclose<file_z); 
exit(O); 

> 

/********* Matrix Inversion Function ********************************/ 
inverse(row_col,matrix,inverted_matrix) 
float (*inatrix) [9], (*inverted_matrix) [9]; 
int row_col; 
{ 

static float temp,u; 
static float work_matrix[9][18); 
int i,j,k,,kk,index,ie,ix; 
float delt = 7.0064 9E-45; 
for (i=0;i<row_col;i++) { 

for (j=-0; j<row_col; j++) { 
work_matrix[i][row_col+j] = l.O; 
if (i==j) work_matrix[i][row_col+j] = 1.0; 

} 
if (row_col>l) { 

for (k=0;k<row_col-l);k++) { 
u = ho_abs(work_matrix[k][k]); 
kk = k+1; 
index = k; 

/* 

* Search for index of maximum pivot value 
*/ 

for (i=kk;i<row_col;i++) [ 
if (ho_abs(work_matrix[i][k] )>u) { 

u = ho_abs(work_matrix[i][k]); 
index = i; 

} 
) 
if (k!=index) ( 
/* 
* Interchange row k and index "index". 
*/ 

for (i=k;j<(2*row_col);j++) [ 
temp = work_matrix[k][j]; 
work_matrix[k][j] = work_matrix[index][j]; 
work_matrix[index][j] = temp; 

} 
} 
/* 
* Check if pivot too small 
*/ 

if (u<delt) { 
printf("The matrix is singular. Gaussian elimination cannot be performed.\n") ; 

return; 
} 
/* 
* Forward elimination step 
*/ 

for (i=kk;i<row_col;i++) { 
for (j=kk;j<(2*row_col);j++) [ 

work_matrix[i][j] = work_matrix[i][j]-work_matrix[i)[k] 
*work_matrix[k][j]/work_matrix[k][k]; 

} 
if (ho_abs(work_matrix[row_col-l][row_col-l])<delt) [ 

printf("The matrix is singular. Gaussian elimination cannot be performed.\n"); 
return; 
} 
} 

} 
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/********* Back Substitution ***************************************************/ 
for (k=0/k<row_col;k++) { 

work_raatrix[row_matrix[row_col-l] [k+row_col] = work_matrix[row_col-l] [k+row_col) 
/work_matrix[row_col-l][row_col-l]; 

for (ie=-0;ie<(row_col-l) ;ie++) { 
i = (row_col-ie-2); 
ix = i + 1; 
for (j = ix;j<row_col;j++) { 

work_matrix[il[k+row_col] = work_matrix[i][k+row_col] 
- work_matrix[j][k+row_col]*work_matrix[i][j]; 

} 
work_matrix[i] [k+row_col] = work_matrix[i] [k+row_col]/work_matrix[i] [i]; 

> 
) 
if (ho_abs)work_matrix[0][0]) < delt) { 

printf("The matrix is singular. Gaussian elimination cannot be performed.\n"); 
return; 
} 

) /* closing brace of if */ 
else { 

for (j=0;j<row_col;j++) { 
work_matrix[0] [ j+row_col] = work_matrix[0] [ j+row_col]/work_matrix[0] [0]; 

} 
for (i=0;i<row_col;i++) ( 

for (j=0;j<row_col;j++) [ 
*(inverted_matrix[i]+j) = work_matrix[i][row_col+j]; 

} 
} 

} 
/******* Absolute Function A****************************************************/ 
float ho_abs(x) 
float x; 
{ 

float y; 
y = (x<0.0) ? -x : x; 

return(y); 
} 

Program listing for the TCP-based 9 X 27 parallel Kalman filter 

Implementation (slave program) is as given below: 

•include <sys/types.h> 
•include <sys/socket.h> 
•include <netinet/in.h> 
•include <netdb.h> 
•include <stdio.h> 
•define TRUE 1 
s t a t i c f l o a t r [ 9 ] [ 9 ] , h [ 9 ] [ 2 7 ] . q [ 2 7 ] [ 2 7 ] ; 
s t a t i c f l o a t a[27] [27] ,p8[27] [ 1 ] ; 
s t a t i c f l o a t h t [ 2 7 ] [ 9 ] , a t [ 2 7 ] [ 2 7 ] , a p t [ 2 7 ] [ 1 3 ] ; 
s t a t i c f l o a t p l [ 2 7 ] [ 1 3 ] , r p l [ 9 ] [ 1 3 ] , p 2 [ 4 ] [ 2 7 ] , r p 2 [ 4 1 [ 9 ] ; 
s t a t i c f l o a t p 3 [ 1 3 ] [ 2 7 ] , r p 3 [ 1 3 ] [ 9 ] , v t i n [ 9 ] [ 9 ] ; 
s t a t i c f l o a t rp4[13] [ 9 ] , p 5 [ 9 ] [ 1 4 ] , r p 5 [ 1 3 ] [27] ; 
s t a t i c f l o a t p 6 [ 2 7 ] [ 1 3 ] . r p 6 [ 1 4 ] [ 1 3 ] , r p 8 [ 1 3 ] [ 1 ] ; 
s t a t i c f l o a t p 7 [ 1 3 ] [ 1 4 ] , r p 7 [ 1 3 ] [ 2 7 ] , p p [ 1 3 ] [ 2 7 ] ; 
s t a t i c f l o a t t e m p i [ 4 ] [ 9 ] , t e m p 2 [ 1 3 ] [ 2 7 ] ; 
f l o a t h o _ a b s ( ) ; 
main 0 
{ 
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int sock,length; 
struct sockaddr_in server; 
int i,j,k,n,m,msgsock; 
float prod; 
/* 

* Initialize matrices a,h,q,r 
*/ 

n = 27; 
m = 9; 
for (i=0;i<ra;i++) { 

a[(3*i)l[(3*i)] = 1.0; 
a{(3*i)+l][(3*i)+l] = 1,0; 
a[(3*i)+2][(3*i)+2] =0.1813; 
a[(3*i)][(3*i)+l) = 0.1; 
a[(3*i)][(3*i)+2] = 0.005; 
a[(3*i)][(3*i)+2] = 0.1; 

} 
for (i=0;i<m;i++) { 

h[i][(3*i)] = 1.0; 
} 
for (i=0;i<n;i++) { 

q[i][i] = 1.0; 
) 
for (i=0;i<m;i++) { 

r[i][i] = 1.0; 
} 
/* Transpose of h */ 
for (i=0;i<27;i++) { 

for (j=0;j<9;j++) { 
h t [ i ] [ j ] = h [ j ] [ i ] ; 

) 
} 
/* Transpose of a */ 
for (i=0;i<27;i++) { 

for (j=0;j<27;j++) ( 
at[i][j] = a[j][i]; 

} 
} 
sock = socket(AF_INET, SOCK_STREAM, 0); 
if (sock < 0) { 

perror("opening stream socket"); 
exit(1); 

} 
server.sin_family = AF_INET; 
server.sin_addr.s_addr = INADDR_ANY; 
server.sin_port = 0; 
if (bind(sock,(struct sockaddr *)&server, sizeof server) < 0) [ 

perror("binding stream socket"); 
exit(1); 

} 
length = sizeof server; 
if (getsockname(sock,(struct sockaddr *)&server,Slength) < 0) { 

perror("getting socket name"); 
exit(1); 

} 
printf("Socket port •%d\n",ntohs(server.sin_port)); 
listen(sock,5); 
do { 

msgsock = accept(sock,(struct sockaddr *)0, (int *)0); 
if (msgsock == -1) 

perror("accept"); 
/* Multiply h(t)*p(t |t-l) */ 
read(msgsock,(char *)pl,1404); 
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for (i=0;i<9;i++) { 
for (j=0;j<13;j++) { 

prod = 0.0; 
for (k=0;k<27;k++) { 
rpl[i)[j] = prod+h[i)[k]*pl[k][jj; 
prod = rpl[i][j]; 
} 

} 
) 

write(msgsock,(char *)rpl,sizeof rpl); 
/* Multiply i Add [h(t)p(t|t-1)]*ht(t) + r(t) */ 
read(msgsock,(char *)p2,432); 
for (i=0;i<4;i++) { 

for (j=0;j<9;j++) { 
prod = 0.0; 
for (k=0;k<27;k++) { 
tempi[i][j] = prod+p2[i][k]*ht[k][j]; 
prod = tempi[i][j]; 
) 

rp2[i][j] = templ[i] [j]+r[i] [j]; 
} 

} 
write(msgsock,(char *)rp2,sizeof rp2); 
/* Multiply p(t|t-l)*ht(t) */ 
read(msgsock,(char *)p3,1404); 
for (i=0;i<13;i++) { 

for (j=0;j<9;j++) { 
prod = 0.0; 
for (k=0;k<27;k++) { 
rp3[i][j] = prod+p3[i][k]*ht[k)[j]; 
prod = rp3[i][j]; 
} 

} 
} 
/* Multiply [p(t It-l)h(t) ]*vtin(t) */ 
read(msgsock, (char *)vtin,324); 
for (i=0;i<13;i++) ( 

for (j=0;j<9;j++) { 
prod = 0.0; 
for (k=0;k<9;k++) [ 
r p 4 [ i ] [ j ] = p r o d + r p 3 [ i ] [ k ] * v t i n [ k ] [ j ] ; 
prod = rp4 [ i ] [ j ] ; 
} 

) 

) 

write(msgsock,(char *)rp4,sizeof rp4); 
/* Multiply k(t)*[h(t)p(t|t-l) ] */ 
read(msgsock,(char *)p5,504); 
for (i=0;i<13;i++) [ 

for (j=0;j<27;j++) { 
prod = 0.0; 
for (k=0;k<9;k++) { 
if(j<13) 
temp2[i][j] = prod+rp4[i] [k]*rpl[k] [j] ; 
else 
t e m p 2 [ i ] [ j ] = p r o d + r p 4 [ i ] [ k ] * p 5 [ k ] [ j - 1 3 ] ; 
prod = t e m p 2 [ i ] [ j ] ; 
} 

r p 5 [ i ] [ j ] = p 3 [ i ] [ j ] - t e m p 2 [ i ] [ j ] ; 
) 

} 
write(msgsock,(char *)rp5,sizeof rp5); 
/* Multiply a(t)*p(t|t) */ 
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read(msgsock,(char *)p6,1404); 
for (i=0;i<2'i;;i++) { 

for (j=0;j<13;j++) { 
prod = 0.0; 
for (k=0;k<27;k++) { 
apt[i][j] = prod+a[i][k]*p6[k][j); 
prod = apt[i][j]; 
} 

} 
) 
for (i = 13;i<27;i++) { 

for (j=0;j<13;j++) { 
r p 6 [ i - 1 3 ] [ j ] = a p t [ i ] [ i l ; 

} 

} 

wr i t e (msgsock , ( cha r * ) r p 6 , s i z e o f r p 6 ) ; 
/ * Mul t ip ly [ a ( t ) p ( t | t ) ] * a t ( t ) + q ( t ) */ 
r ead(msgsock , (char * )p7 ,728) ; 
for ( i=0; i<13; i++) { 

for ( j=0; j<27; j++) { 
prod = 0 .0 ; 
for (k=0;k<27;k++) [ 
i f (j<13) 
p p [ i ] [ j ] = p r o d + a p t [ i ] [ k ] * a t [ k ] [ j ] ; 
e l s e 
p p [ i ] [ j ] = p r o d + p 7 [ i ] [ k - 1 3 ] * a t [ k ] [ j ] ; 
prod = p p [ i ] [ j ] ; 
} 

r p 7 [ i ] [ j ] = p p [ i ] [ j ] + q [ i ] [ j ] ; 
} 

} 
write(msgsock,(char *)rp7,sizeof rp7); 
/* Multiply a(t)*xes(tIt) */ 
read(msgsock,(char *)p8,108); 
for (i=0;i<13;i++) { 

prod = 0.0; 
for (k=0;k<27;k++) { 
rp8[i][0] = prod+a[i][k]*p8[k][0]; 
prod = rp8[i][0]; 
) 

) 
write(msgsock,(char *)rp8,sizeof rp8); 

close(msgsock); 
} while (TRUE); 
exit(0); 
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