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ABSTRACT 

The purpose of this research was to investigate the use 

of fifth generation systems that exhibit parallel, multi-

processing characteristics in a typical business setting. 

Research emphasis rests in the relationship between the 

degree of multiprocessing (number of processors) and system 

performance as measured by response time. The focus here 

was on improving the performance of an online, multi-

processing, I/O intensive system by suggesting changes in 

operating system software and system architecture. 

Particular attention was paid to the management of I/O 

queues and processor idleness. 

Independent variables investigated included the number 

of processors, individual processor disposition, user 

classes, direct access storage device (DASD) control methods 

and buffer storage with transaction throughput as the 

dependent variable. The research results show that there 

exists a limit to the number of processors of which a 

heavily loaded, online transaction processing system can 

take advantage. Although the use of the independent 

variables can increase system throughput, to overcome the 

limitation on the number of processors, advances in DASD 

technology is needed. 
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CHAPTER I 

INTRODUCTION 

The information processing industry is one of the most 

rapidly changing sectors of our economy. New software and 

architectures appear and perhaps disappear before their 

effects are felt or their potential explored. Developments 

of software systems such as artificial intelligence, expert 

systems, and decision support systems are revolutionizing 

our use of the computer. In fact, during its brief history, 

information processing has affected virtually every aspect 

of modern society. 

Computer history is marked by the rise and fall of 

architectures, processor components, and system software. 

The current (fourth) generation of computers is no longer 

the state of the art, but represents off-the-shelf, 

production line models of processors. The next (fifth) 

generation will be characterized by extremely fast 

processing speeds, multiprocessor systems, parallel 

programming, extensive symbolic processing abilities and 

advanced machine connectivity (Kahn, 1983). 

Business uses of fifth generation systems will partly 

include and probably be based upon the ubiquitous online 

transaction processing (OLTP) system. Figure 1.1 (Sprague 
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and Carlson, 1982, p. 10) depicts the typical placement of 

transaction processing systems in relation to other uses of 

computers in business. Online transaction processing is 

defined here as the timely treatment and storage of data in 

a single, logical operation. This implies that the data be 

readily accessible (online) from large I/O devices such as 

direct access storage devices (DASD). 

Transactions can also be collected and processed in 

groups called batches. Batch transaction processing is 

rooted in the very first uses of computers in business and 

is common today. It might seem that because transactions 

are "saved up" for processing at a later time, turn around 

time is less critical than the online case. However, this 

is not necessarily the case. Although the time frame for 

response time is longer than OLTP, the deadline is just as 

critical. For example, bank transactions are typically 

"batched" until they can be processed, usually at night. If 

the transactions have not been applied to the master files 

by the start of business the following day, account balances 

and interest calculations would be inaccurate. Con-

sequently, transaction processing is important whether 

online or batch. 

As can be seen in Figure 1.1, each of the more advanced 

systems in the pyramid is firmly rooted in the data collect-

ion function of transaction processing. For example, a 

sales projection might be based upon a trend derived from 



past orders for merchandise (transactions). Without 

adequate support for this area, more advanced business 

systems are not possible. 

The purpose of this research was to investigate the use 

of fifth generation systems that exhibit parallel, multi-

processing characteristics in a typical business setting. 

Research emphasis rests in the relationship between the 

degree of multiprocessing (number of processors) and system 

performance as measured by response time. The focus here 

was on improving the performance of an online, 

multiprocessing, I/O intensive system by suggesting changes 

in operating system software and system architecture. 

Particular attention was paid to the management of I/O 

gueues and processor idleness. 

Three areas of background provide a foundation upon 

which this research was based. First, the types of data 

processing encountered in large mainframe environments are 

presented to establish a classification scheme for targeting 

this research in an application setting. Next, a discussion 

of operating system history places this research in the 

context of system software development and provide the 

terminology necessary for a more detailed discussion. In 

the final section, the concept of multiprocessing is defined 

in relationship to existing systems, and its use in this 

study is described. 
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Tvpes of Processina 

Information processing systems can be classified by 

means of an I/O-Process-bound continuum. An I/0-bound 

system is characterized by processing that is constrained by 

the reading from and/or writing of data to external devices. 

In contrast, process-bound systems perform little I/O, 

instead focusing on the manipulation of data in primary 

storage and are constrained by processor and memory speeds. 

Figure 1.2 represents this continuum and shows the placement 

of some common applications. As can be seen, many business 

transaction processing (I/O intensive) systems tend toward 

the I/0-bound end of the continuum. 

Alter (1977) might term I/0-bound data processing as 

"data-oriented decision support." This data intensive 

processing, sometimes associated with electronic data 

processing (EDP), is often differentiated from management 

information systems (MIS) and decision support systems (DSS) 

that support less structured decision making (Sprague and 

Carlson, 1982) . EDP systems form the basis for the 

development of more advanced systems. Consequently, it can 

be seen that I/O intensive processing forms the foundation 

upon which more advanced management systems are built. 

Scientific (processor bound) data processing could be 

classified as "model-oriented decision support" because the 

selection of the appropriate model is reflected in the 

appropriate processing of the data. An example of such a 
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system might be the large simulations performed by various 

oil companies to estimate oil production, consumption and 

reserves under various economic conditions. The remainder 

of this section is devoted to clarifying the distinction 

between these types of processing. 

Scientific data processing is normally thought of as 

being calculation intensive in that a substantial percentage 

of system time is spent performing computations and com-

parisons rather than storing and moving data from one remote 

location to another. Multiprocessing, parallel programming 

languages, and increased processor speed are characteristics 

of fifth generation computers that will provide better 

performance for scientific data processing. Scientific 

systems usually are compared to each other using processor 

speeds as a common denominator (e.g., millions of 

instructions per second (MIPS) or millions of floating point 

instructions per second (MFLOPS)). 

In contrast, computerized business data processing can 

be defined as the use of the computer to gather, retrieve, 

manipulate, and store large amounts of information related 

to the operations of a business. It is typified by, but not 

limited to, the routine processing and storage of large 

amounts of data. It has been assumed that this type of 

processing can take advantage of many of the features 

exhibited by fifth generation systems (Tandem, 1985). The 

high degree of connectivity will allow a wide range of users 
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to share data while the increase in processing speeds and 

simultaneous execution of programs may help increase the 

throughput of data to the end user. 

A subclass of business data processing is transaction 

processing. A transaction is a logical unit of work (input) 

to be performed by the system (process) and stored for later 

use (output). The purpose of such a system is to handle 

large volumes of specifically defined units of work in a 

highly efficient manner. Transaction processing systems are 

evaluated in terms of throughput rates (e.g., transactions 

processed by the system per unit of time). When these 

systems are used in online, interactive environments, data 

must be stored on direct access storage devices in order to 

provide timely response. 

A model of a transaction processing system is presented 

in Figure 1.3. User requests, entered at terminals and 

passed to the central processing unit (CPU) through terminal 

and communication controllers, are translated into I/O 

requests. These requests are then presented to the appro-

priate data channel and DASD controller that is attached to 

the DASD. The requested operation is performed on the DASD 

and the results are transmitted back to the user along the 

same path. The various devices depicted are intelligent in 

that they require no direct control from the host, with the 

level of intelligence diminishing, but not vanishing, as we 

move from the CPU outward. As a result, each device is 
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somewhat autonomous and can function, to a degree, without 

supervision from another unit. 

The focus of this work was to investigate the relat-

ionships that may exist among fifth generation computing 

architectures associated with the processing of trans-

actions. More specifically, emphasis was placed upon I/O 

intensive systems that are typically associated with 

business data processing. 

Operating Svstem Historv 

Paralleling the development of computer architectures 

is the advancement of operating system technology. An 

operating system is a collection of software that manages 

the resources of a computing system. Operating systems 

manage processors, memory, programs, data and resources. 

Processor management provides a set of programs for the 

management of processors. These include interrupt handlers, 

dispatch programs and resource conflict manager. Memory 

management provides a set of programs that manage the memory 

content of a system. This includes the assignment of 

programs to memory, and the movement of data to and from 

secondary storage, and the allocation and release of 

virtual and real memory. Program management is concerned 

with programs that manage the set of application programs 

running in the system. An important function of program 

management is interprocess communication which enables 
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programs to pass data or reference local variables. Data 

management includes the facilities for controlling devices, 

providing buffer space, and system catalog management. The 

database management system is often incorporated into this 

function. Finally, resource management is a set of programs 

that use priority, deadline, and stated thresholds of 

behavior to enforce policies about the use of a machine and 

its responsiveness. For this reason, it is often called the 

"gate keeper" of system resources. All of these functions 

working together, often coincidentally, provide an 

environment for the programming and use of the computer 

system. 

Without adequate operating system support, the 

performance of most business and scientific data processing 

would be unacceptable because each individual application 

would be responsible for resource scheduling and sharing. 

The more complicated or sophisticated the application 

program, the more important the operating system becomes. 

The first application systems were termed "single job" 

and actually had no operating system at all, thus requiring 

the programmer or operator to be responsible for all aspects 

of computing. Between the execution of various individual 

jobs, the computer system was idle and its capacity was 

wasted. Stack job operating systems were developed to 

enable the system to perform a virtually continuous set of 

duties by queuing jobs for execution. Although the small 
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operating system was resident in memory the entire time, 

directing the queuing of jobs between individual job 

completions, only a single job was executing in the machine 

at a time. Multiprogrammed operating systems allow 

multiple programs to reside in memory at a single time, each 

in various stages of execution. As with the stacked job 

operating system, only one task has control of the central 

processing unit at any instant, but each program is 

allocated a time quantum that, after expiration, causes 

execution of the next program in a round-robin fashion. 

Because of the increased concurrent use of the system by 

multiple programs, a natural outcome is an increased need 

for more I/O devices attached to the system. Bus oriented, 

multiprogrammed systems allow increased access to a specific 

device. A bus is a transmission line that connects a 

peripheral device to primary storage and is managed by the 

CPU. There is substantial task contention for the bus and 

the processor in such an architecture because the CPU is 

directly responsible for controlling the bus. Each task is 

a single, usually independent, piece of work to be 

accomplished by a processor. A single program can have many 

tasks active at the same time even though the CPU can 

process only one at a time. 

Because the speed of the processor is possibly several 

orders of magnitude faster than that of the I/O device, I/O 

intensive processing systems spend a large portion of their 
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"time slices" waiting for I/O completions. To moderate this 

problem, computer architectures were augmented with I/O 

channels. 

A channel is a special purpose, programmable processor 

that relieves the CPU of the responsibility of I/O. When an 

I/O interrupt (request) occurs, the operating system creates 

a channel program based upon the type of I/O requested by 

the application, and passes it to the channel. The channel 

then sends control information to the device controller and 

data are read or written, based upon the instructions 

contained in the channel program. Meanwhile, the I/O 

interrupt has caused the processing program to relinquish 

control of the CPU to another job and is now in the wait 

state until the 1/0 request completes. This type of 

processing, sometimes called multitasking, increases system 

throughput because the processor is no longer idle, waiting 

for data to be transferred from external storage. This is 

depicted in Figure 1.4. 

In this figure, up to u user requests queue for CPU 

service. After CPU processing, the requests move to one of 

the c channels for subsequent access to a particular DASD. 

The DASD moves the requested data to the channel which, in 

turn, passes it back to the CPU. The CPU then formats the 

data and sends them back to the user. In a heavily loaded 

I/O-bound system, user requests encounter bottlenecks 

(delays encountered due to the unavailability of resources) 
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at the CPU where they wait for processor allocation, and at 

the DASD where they wait for access to the I/O subsystem. 

This is the most popular architecture used in medium and 

large business data processing environments. The complexity 

associated with this type of architecture is substantial. 

A natural progression from a channel architecture is a 

tightly coupled multiprocessor configuration with a data 

bus. Here multiple processors, comprising a single system, 

work simultaneously on the same or different tasks, each 

competing for resources attached to one or more data buses. 

A single program, for example, could command the use of 

fifteen processors, each needing some data from an external 

device. A multiprocessing channel architecture combines 

special purpose I/O channels with multiple central processor 

units and is the architecture under consideration in this 

research. This architecture is shown in Figure 1.5. As can 

be seen, the I/O bottleneck remains and perhaps has been 

worsened by the addition of p processors. This lessens and 

eventually removes the processor bottleneck (given large 

enough p). The number of requests waiting for I/O service 

is increased. 

Resource coordination is a chief concern of the oper-

ating systems for these multiple processor architectures, 

because each of the autonomous processors could potentially 

vie for limited resources. Multiprocessors are more fully 

defined in the following section. 
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Multiprocessina 

There are several definitions for, and synonyms of 

multiprocessing. To clarify and position the use of the 

term in this research, several definitions are discussed 

more specifically in the next chapter and a relevant 

definition is selected. Baer (1973, p. 31) defines 

multiprocessing as "the simultaneous processing of two (or 

more) portions of the same program by two (or more) 

processing units. Among the latter, the I/O processors 

[channels] are excluded." Enslow (1977) used more specific 

terms stating that a multiprocessor contains two or more 

processors of approximately comparable capabilities, under 

the control of a single operating system, that share access 

to common memory, channels, controllers, and I/O devices. 

Enslow's definition is more general in that it does not 

specify the use of the processors. 

Multitasking refers to the management of system re-

sources for all tasks that queue up to execute (IBM, 1984). 

Channel architectures exploit multitasking operating systems 

in that I/O activities can be performed by the channel 

independently of the processor. These architectures are 

also called parallel. A parallel processing system as 

defined by Thurber (1975) is equivalent to Enslow's 

multiprocessor system. Presser (1975), however, defines 

parallel processing as the concurrent, but not necessarily 

simultaneous, execution of tasks. This is essentially the 
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definition of multitasking used above. The term "parallel" 

is also used to describe a programming language that is 

implementable on a multiprocessing system. Concurrent 

programming languages take advantage of multitasking 

environments but are also defined to be parallel programming 

languages. Again, there is confusion in terminology, this 

time associated with software. 

In an attempt to clarify the terms used in this re-

search, Enslow's "multiprocessing" and "parallel processing" 

were used synonymously. Consequently, a multiprocessing 

system was defined as having the ability to simultaneously 

execute the same or different programs under the control of 

a single, perhaps distributed, operating system. Parallel 

programming languages create machine code that executes, 

simultaneously, on multiple processors. Concurrent 

programming languages create programs that reside in memory 

at the same time, but execute on a single processor by 

taking turns. The distinction between concurrent and 

simultaneous execution of programs is temporal, in that 

given a large enough unit of measure (response time), 

programs appear to be executing simultaneously. I/O 

routines, when being executed by the I/O subsystem, are 

simultaneous because they are actually executing at the same 

instant. The programs that issued the requests, however, 

are executing concurrently because there is only a single 

processor available on which to run. To the user, all 

\ 
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activity appears to be simultaneous because he or she 

measures time in larger units than the system. 

Research Sianificance 

The importance of this research laid in the performance 

improvement of a heavily loaded, online, multiprocessing, 

I/O intensive system attained by making changes to existing 

operating system software. Particular attention was paid to 

the management of I/O queues and processor idleness in an 

effort to improve transaction response time and throughput. 

An equally important outcome of this research was the 

design of a multiprocessing environment that facilitates 

subsequent investigation and development of parallel in-

formation systems unencumbered by the system architecture. 

For example, a marketing information system could compute 

and compare several models of buyer behavior simultaneously, 

perhaps aiding in the selection of a better marketing 

strategy than would otherwise have been expected without the 

use of parallel processing. This represents an interesting 

use of what has, in the past, been an architecture devoted 

to scientific data processing applications. 

Chapter Outline 

The organization of the dissertation includes the 

presentation of the method of investigating business data 

processing uses of parallel architectures and the analysis 
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of the results. Specifically, chapter two presents a 

discussion of relevant prior research in the areas of 

multiprocessing architectures and performance evaluations. 

Based on this discussion chapter three presents the 

statement of the problem. Next, the research design and 

methodology are presented. Chapter five presents the 

analysis and results of the research. The last chapter is a 

summary of the research, a discussion of the implications 

and suggestions for future inqueries. 

Summary 

Computer hardware and operating systems form the basis 

for building more advanced systems. Scientific data 

processing is characterized by high processing rates and 

little I/O. Business data processing is normally considered 

to be I/0-bound which means that it spends a substantial 

amount of time performing I/O. Online transaction 

processing systems are I/O intensive systems that require 

quick response times and immediate access to data. Multi-

processors have become very popular in scientific data 

processing, but their impact in business processing is not 

clear. However, Heidelberger and Lavenberg (1984) estimate 

that by the end of this century, multiprocessing system will 

be commonplace in both areas of data processing. 

Having a basic understanding of the fundamentals of I/O 

intensive systems and multiprocessing environments, it is 

y^ 
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now possible to discuss in greater detail the focus of this 

research. 



CHAPTER II 

RELEVANT LITERATURE 

Introduction 

Peter Keen (1980, p. 8) states that MIS has several 

reference disciplines and is "...a fusion of behavioral, 

technical and managerial issues." This is reflected in the 

seemingly wide variety of literature presented below. The 

theoretical view of information systems serves as a basis 

for this research, and was illustrated in Figure 1.1. From 

this model, the importance of an organization's transaction 

processing system to the development and support of more 

sophisticated systems, such as decision support systems, was 

shown. The relevant prior research is presented in four 

sections. The first section discusses the designs and 

classifications of multiple processor configurations in 

order to establish a specific architecture for research. 

The second section covers the methods of controlling par-

allelism in application programs with particular emphasis on 

Dijkstra's (1968a, 1968b) primitives and the "reader/writer 

problem," and Gentleman's (1981) message passing commun-

icators. The third section discusses previous research 

concerning the scheduling of processors in light of queuing 

models. The final section reviews research concerning the 

22 
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necessity for good response time, which forms the basis for 

comparing various multiprocessing models. 

Multiprocessor Classifications 

The terms "multiprocessor" and "parallel processor" 

have differing meanings to various researchers and are often 

used interchangeably (Stallings, 1987.) Flynn (1972) 

suggests a classification scheme based upon the degree of 

parallelism within the data and instruction streams. Single 

Instruction Single Data (SISD) stream represents the serial 

uniprocessor architecture with which we are familiar. In 

such a machine, data and instructions are retrieved by 

address, individually, and then execution is performed. The 

results are then placed back into memory. The term "single" 

indicates that there is a single source for the data or 

single processor on which the instructions execute. This 

system is shown in Figure 2.1. 

Multiple Instruction Single Data (MISD) stream systems 

are also called "pipeline processors." The pipeline archi-

tecture is composed of multiple processors that retrieve and 

store data and instructions from memory in groups (streams) 

which are then operated upon or executed individually. For 

example, several instructions are fetched from memory in a 

single instruction cycle. A data item is then accessed, 

manipulated by the first processor and passed on to the next 

processor, and so on. This mechanism reduces the delay 
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experienced by the processor while waiting for data to be 

retrieved from memory during the data fetch. Figure 2.2 

depicts a MISD system. 

Single Instruction Multiple Data (SIMD) stream systems 

include array (or vector), associative, associative array 

and orthogonal array processors. These systems contain a 

single processing element, but operate on batches of data in 

a single operation. Thus, during the execution of a single 

machine instruction, an array (or vector) of bits could be 

modified. Array processors address data and instructions by 

memory locations (in terms of bytes or words), while assoc-

iative processors use tags or values (associations) to 

locate data. Array processors must manipulate the entire 

byte or word (i.e., they have no bit manipulation 

facilities) while associative array processors do not lack 

this ability. Orthogonal array processors can address data 

by location or tag and can access individual bits within the 

data array. Program instructions are stored separately from 

data. This is the major departure from the standard Von 

Neumann architecture found in modern computer architectures. 

A SIMD system is shown in Figure 2.3. 

Finally, Multiple Instruction Multiple Data (MIMD) 

stream systems are normally called "true" multiprocessors. 

Instructions and data are stored in global and/or local 

memories and executed on local processors. The processors 

can be cooperative or autonomous units; they can be directed 



26 

Processors 

Data Instructions 

I _ J 

Memory 

Figure 2.2 

Multiple Instruction, Single Data 
Stream Computer Architecture 

J.1 J 



27 

Data 

V. 

Instnictions 

Processor 

Data 

Memory 

Figure 2 .3 

S i n g l e I n s t r u c t i o n , Mult iple Data Stream 
Computer Archi tecture 



28 

by a common operating system or each possess an operating 

system nucleus. Processor communication, discussed in 

greater detail in subsequent sections, is facilitated by 

message passing, as in a network, or global memory manip-

ulation, as in a bulletin board. Figure 2.4 shows a 

multiprocessing system. 

The term "parallel" could be used to describe SIMD, 

MISD or MIMD systems, in that activities are occurring at 

the same time (in parallel). For example, the MISD system 

retrieves a series of instructions at once and then pro-

cesses a single stream of data. The processors are cooper-

atively executing a single program. "Multiprocessing" can 

only be used to describe MISD and MIMD systems because there 

is actually more than one processor in the system. However, 

more is required than proximity for a system to be a multi-

processor. The processors must have the ability to cooper-

ate on a single problem—sharing resources and information. 

For example, the IBM 3081 contains a dyadic processing unit. 

These two processors act independently of each other, under 

a single operating system. The 3081, however, is not con-

sidered a MIMD system because the processors do not 

cooperate or logically share memory. As we have seen, 

multiprocessors represent a subset of parallel processing 

systems, or inversely, MIMD systems represent the most 

general case of processing machines. 

\ 



Data 

29 

Processors 

r 

r 

Instnictions 

Memory 

Figure 2.4 

Multiple Instruction, Multiple Data Stream 
Computer Architecture 



30 

Other classifications of multiple data/processing 

machines exist and add to the confusion (e.g., Murtha, et 

al., 1964; Hobbs, et_al., 1970; Thurber, 1975). Those 

relevant to this research are shown in Figure 2.5. 

In this research, "multiprocessing" was used to refer 

to a system composed of a set of identical processors (Baer, 

197 3) . The term "multiprogramming" was also applicable in 

that there is no requirement that all processors must be 

working on the same (or related) tasks (Coffman, 1966, 

1967). Consequently, each homogeneous processor is 

independent of the state of other processors. 

Srodawa (1978) and Satyanarayanan (1980) use the 

concept of symmetry in describing the accessibility of 

resources to processors. The most flexible multiprocessor 

systems are fully symmetric to all resources indicating that 

any processor can use any memory location or device attached 

to the system. Enslow (1977) also discusses the symmetry of 

the operating system as the anonymous treatment of all pro-

cessors. This indicates that the operating system itself is 

not inexorably associated with a single, specific set of 

processors. Consequently, just as an application program 

could spawn parallel tasks, so could an operating system 

program, thus providing increased throughput for application 

programs, albeit with additional complexity. Srodawa 

determined that the least difficult multiprocessing oper-

ating system to design is a symmetric system with highly 

N 
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Flynn, 1972: 
SISD (Single Instruction Stream, Single Data Stream) 
MISD (Multiple Instruction Stream Single Data Stream) 
SIMD (Single Instruction Stream, Multiple Data Stream) 
MIMD (Multiple Instruction Stream, Multiple Data 

Stream) 

Murtha, et al.. 1964: 
General purpose network computer 

a. centralized common control 
b. identical processors with independent 

execution 
Special purpose network computer with global 

parallelism 
a. pattem processors 
b. associative processors 

Non-global semi-independent network with local 
parallelism 

Hobbs, et al.. 1970: 
Processors classified by control, 

data streams 
processing units and 

Higbie, 1973: 
Array Processor 
Associative Memory Processor 
Associative Array Processor 
Orthogonal Processor 

Thurber, 1975: 
SIMD machine 
Associative Processor 
Parallel Processor 
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Figure 2.5 
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symmetric hardware because all elements of the system are 

equal and accessible from any processor. The experiences of 

Jones and Schwarz (1980) support this contention through 

actual implementation on Carnegie-Mellon's C.mmp/HYDRA 

system. As a result of this work, the research conducted 

here assumed a symmetric multiprocessing system. 

Transaction processing in a multiprocessing environment 

has not been explored in much detail in previous research 

outside of the area of database manipulation. Lampson and 

Redell (1980) acknowledge the problems encountered when 

trying to fit I/O devices into their research on monitors 

and condition variables. Thurber (1975) identified memory 

I/O contention between processing elements and the host 

(master) processing element in an asymmetric configuration. 

As a result, the preferred symmetric multiprocessing config-

uration was assumed here. 

In tightly coupled multiprocessing systems, inter-

processor communication is an important attribute of the 

architecture. Device sharing, memory sharing, and cooper-

ating tasks all require some type of mechanism that allows 

the passing of information among processors. Prior research 

in this area is presented next. 

controllina Parallelism 

Substantial research in multiprocessing has been done 

in the area of parallel and concurrent programming language 
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features. The seminal work in the area is by Dijkstra 

(1968a, 1968b). In his work, he establishes the necessity 

for a set of programming "primitives" or semaphores, 

(indivisible and uninterruptable processor operations), that 

provide control and communication management of cooperating 

processes. Wirth (1969) also discusses the use of prim-

itives and is particularly concerned with the employment of 

interrupts as a mechanism for communication among processes. 

These semaphores are continually set and evaluated by 

processes as a mechanism for communication. The result is 

that the parallel processes that are competing for limited 

resources are serialized because of the indivisible nature 

of the primitive thus minimizing conflicts and preventing 

resource deadlock. 

Courtois et al. (1971) discuss the "reader/writer" 

problem of concurrent process control. This classic problem 

is presented as a forum for implementing Dijkstra's prim-

itives as applied to the problem of guaranteeing exclusive 

access (reading and/or writing) to a shared resource (DASD). 

Although the presentation is in the context of a uni-

processor with concurrent activities, the generalizations to 

a multiprocessing system and the problem of I/O control are 

evident. Kessels (1977) presents a solution to the 

"reader/writer" problem using Boolean operations to 

synchronize competing and cooperating processes. Knuth 

(1966) also comments on the control of concurrent 
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programming using similar flags, while extensive programming 

constructs using these concepts have been developed for 

programming languages (e.g., Hoare, 1978; Maus, 1975). The 

"reader/writer" problem was particularly important to this 

research in that it was one of the earliest acknowledgements 

of the importance of I/O operations to multiprocessing. 

Gentleman (1981) proposed the use of message passing as 

another form of interprocessor communication. Developed 

much like conventional local area network protocols, pro-

cesses communicate via messages. The degree of serial-

ization depends upon the sophistication and intent of the 

communicating processes. Some messages may arrive with an 

interrupt status that would essentially force them to be 

read, while others may be ignored completely. With the 

current popularity of telecommunications, it is not 

surprising that this mechanism is gaining much attention. 

Controlling parallelism is presented here because 

although this research does not specifically address the 

topic, a mechanism must be included to allow for inter-

processor communication and control. Both methods have been 

used in previous research. This research assumed that a 

task cannot be resident in more than a single processor at a 

time, which will allow for concentration on processor 

scheduling and I/O processing without regard to shared 

memory management. As a result, either mechanism can be 

used to communicate among tasks. 

\ 
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An initial use of processor communication techniques 

will be the sharing of processors and external resources. 

Care must be taken not to use a single resource in parallel, 

simultaneously, which could result in a deadlock situation. 

The next section discusses the application of these 

techniques in the scheduling of processors and resources. 

Processor and Resource Schedulina 

Analytic models have been successfully used to analyze 

the performance of I/O subsystems (Heidelberger, et al., 

1984) . The existence of algorithms for a wide variety of 

models makes analytic queuing models an attractive tool. 

However, few techniques have been developed and applied to 

analyze multiprocessing environments. Gonzales (1977) 

presents deterministic processor scheduling where "deter-

ministic" implies that all necessary information for 

deriving a schedule is known before the analysis. Schedules 

are presented that are intended to minimize the maximum 

completion time and number of processors used, and to 

minimize mean flow time. Brice and Browne (1978) present a 

simulation-based resource scheduling algorithm and indicate 

that an intelligent 1/0 subsystem can improve overall system 

performance by monitoring processor I/O requests and 

scheduling I/O subsystem resources and buffer space. They 

also expressed the need for "active," flexible I/O 
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processors (channels) rather than passive, unintelligent 

devices. 

The queuing network model is the most widely used 

computer system modeling mechanism (Towsley, et_al., 1978). 

Simplistic representations of complex systems are useful in 

the study of the large system behavior. Lampson (1968) uses 

this concept to discuss various topics in multiprocessor 

scheduling. Latouche (1981) and Browne et al. (1973) use 

queuing networks to investigate system throughput. Lazowska 

et al. (1984), Courtois (1977), Bruell et al. (1980) and 

Gelenbe et al. (1980) present analyses of computer systems 

through queuing networks. A natural extension to the use of 

queuing networks is the trace driven, stochastic discrete 

event simulations, which have been used in I/O subsystem 

analysis (e.g., Smith, 1978). In this research, simulation 

was used to verify the relationships and parameters used in 

queuing theory applied to multiprocessing systems. 

One of the objectives of this research was to study the 

effect of increasing the number of processors on I/O queue 

length. Coffman (1966, 1967) modeled a homogeneous 

multiprocessor environment as having Poisson arrivals for 

processor service and exponential service times. The 

resulting Poisson I/O requests (Burke, 1968) arrive at the 

appropriate channels to be served. After the I/O operation, 

the results queue up to be returned to a processor. It is 

expected that as the number of "in use" processors grows. 
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the response time will be substantially degraded. Figures 

1.4 and 1.5 in the previous chapter depict the changing 

queue locations in uniprocessor and multiprocessor 

environments, respectively. 

If the average time in the system per transaction 

increases with the number of processors because of I/O 

contention, after a certain point, it follows that the 

number of dedicated processors waiting for I/O completion 

will also grow. A processor scheduling algorithm is needed 

to manage these idle processors. Various processor 

scheduling algorithms have been developed, either to 

minimize the number of required processors (Muntz et al., 

1969, 1970; Coffman et al.. 1972; Graham, 1966, 1969, 1972) 

or to minimize mean flow time (Bruno, et al.. 1974; Garey, 

et al. . 1973). Each of these assumes that a processor, once 

scheduled for I/O, remains attached to that task until 

completion. However, this model does not represent an 

ordinary multiprogrammed uniprocessor environment where 

tasks are suspended and restarted in a round-robin fashion 

until completed. Multiple processors should likewise be 

able to take advantage of this type of algorithm. 

Prior research (e.g., Coffman 1966, 1967; Browne et 

al., 1973; Parish, 1975) has assumed that requests for 

processors are exponentially distributed (Poisson) and are 

served, in parallel, exponentially. Processor requests are 

serviced, initially, in a first come, first served fashion 
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(FCFS), without processor release during I/O. Processor 

release is a technique that allows other tasks to take 

control of a processor during I/O. 

The I/O requests arrive at a particular channel 

exponentially distributed (Poisson) and are serviced 

exponentially (Latouche, 1981). The concept of symmetry is 

essential in order that all processors have equal access to 

the channels. Channel queuing disciplines may be modeled as 

a priority, FCFS queue, in that requests that arrive from a 

processor have a lower priority than those coming from the 

I/O devices, or simply as FCFS queues with and without 

Dynamic Disconnect. Dynamic Disconnect allows a DASD to 

retrieve data without direct supervision of the I/O channel, 

thus freeing the channel for processing other requests. The 

DASD themselves are modeled as delays comprised of latency 

time, seek time, and transfer time averages (Lazowska, et 

al.. 1984, p. 224). As previously noted, this represents an 

assximption of homogeneous user requests. 

ResDonse Time 

Many studies concerning the importance of information 

system response time as related to user satisfaction have 

been made. Poor user satisfaction has been associated with 

long delays (over 10 seconds), irregular response time and 

information flow uncertainty (Boehm, et al.. 1971; Miller, 

1968; Nickerson, 1969; Sackman, 1972; Schewe, et al.. 1974; 
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Schewe, 1976; Shneiderman, 1984). With the proliferation of 

the microcomputer in business environments, short response 

times have come to be expected. In Martin's studies (1982, 

1983), managers identified important performance measures 

for successful online data processing systems. Among these 

"critical success factors," system availability and response 

time were important needs of MIS managers. 

An economic value can also be assigned to rapid 

response time. "Rapid system response time, ultimately 

reaching subsecond values and implemented with adequate 

system support, offers the promise of substantial 

improvements in user productivity" (IBM, 1982). Lambert 

(1984) noted that a sixty-two percent increase in programmer 

productivity with subsecond system response time. Thadhani 

(1981) found a qualitative improvement in transactions per 

user per hour as response time decreased. Potential cost 

savings in terms of user and programmer productivity and 

system usage is apparent. 

Using response time as a primary measure of system 

performance implies that the user is a vital component of 

the system. In an online environment, this attitude is tied 

closely with the success of the system and consequently is 

used here as the basis for comparing various multiprocessing 

system architectures and operating system parameters. 
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Placement of Current Research 

Figure 2.6 presents a summary of the relevant prior 

research in the area of multiprocessing. Because of the 

emphasis of this research on the I/O subsystem, the figure 

is vertically divided into research involving multiple 

processors with and without consideration of I/O. The 

horizontal classifications represent many of the topics 

presented in this chapter. 

As can be seen, system performance with attention paid 

to the I/O subsystem has been overlooked by previous 

researchers. This fact has been alluded to by Heidelberger 

and Lavenberg (1984), Abu-Sufah, et al. (1986), and Jones 

and Schwarz (1980). The specific questions addressed are 

discussed in the next chapter. This dissertation was 

positioned to shed light on the area of I/O performance in a 

multiprocessing environment in an effort to fill this gap in 

the prior research. 

Summarv 

Confusion exists about the meaning of the word, 

"multiprocessing." The definition used in this research 

assumed that a system has multiple, identical, independent 

processors. These processors are arranged in a symmetric 

configuration allowing equal access to I/O devices and 

memory by each of the processors. 

\ 
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This research investigated the use of multiprocessing 

systems in I/0-bound environments. Response time was used 

to measure system performance in online systems. Con-

sequently, as the use of multiple processors is examined, 

the response time is monitored and provides a basis for 

comparing different configurations. With this background, 

the next chapter will discuss in much greater detail the 

particular problem addressed by this research. 



CHAPTER III 

PROBLEM STATEMENT 

Introduction 

The most fundamental development in fifth generation 

computing is the opportunity to exploit parallelism in 

multiprocessor architectures (Kahn, 1983). A given 

algorithm implemented on a uniprocessing system surely will 

bear little resemblance to a similar multiprocessed 

algorithm. For example, it is difficult to estimate how 

much the existence of sequential machines has influenced the 

way systems are analyzed, designed and implemented. A great 

deal of "unlearning" may be necessary in order to better 

utilize these new machines. As a consequence, we know very 

little about using multiprocessor architectures and par-

allelism. This has obvious implications for fifth 

generation computing because these systems are based on the 

promise of multiprocessing increased throughput. 

Although uniprocessing systems appear to be quite 

different from multiple processor configuration, single 

processor architectures simply represent a restricted case 

of the multiprocessor system. It is reasonable to assume 

that many of the problems, as well as the advantages, will 

remain. 

43 
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This chapter discusses a particular problem found in 

uniprocessing systems as applied to multiprocessing systems: 

the I/O bottleneck. The first section identifies the 

dimensions relevant to multiprocessing systems in general. 

The second and third sections cover aspects of multi-

processor performance improvement and measurement, 

respectively, in order to establish a basis for the 

comparison of different systems. Next, the capabilities of 

multiprocessing systems are discussed. The fifth section 

discusses, in greater detail, the I/O problem encountered in 

systems of one or more processors. 

Relevant Dimensions 

Enslow (1977) states that four factors relevant to the 

development of parallel processing systems: throughput, 

flexibility, availability, and reliability. The overall 

performance of the system is affected by each of these 

factors. 

Measuring the performance of an I/O intensive system 

can be accomplished by observing system throughput. In an 

online, interactive environment, throughput is defined as 

the number of transactions that can be performed, perhaps on 

a database or file, during a period of time, or alternately, 

the average amount of time it takes the system to respond to 

a transaction, such as a query. If tasks are not 
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overlapped, it is inversely proportional to the sum of the 

set of tasks during a time frame. 

Increased flexibility can be achieved by providing the 

ability to simultaneously execute programs. Many problems 

can be solved more quickly and easily by partitioning the 

problem and solving different aspects of the problem 

simultaneously. For example, different portions of a matrix 

inversion problem could be handled effectively and quickly 

by a team of processors. 

By having more processors accessible, the computer 

system appears to be more available to the user because 

programs wait less time for a processor. Consequently, 

users spend less time awaiting completion of tasks. 

The entire system is also more reliable. In the event 

of the failure of one of n processors, n-1 processors are 

still available. As a result, the mean time between system 

failures should be quite high. 

The advantages of multiprocessing are clear and 

encourage continued research. There can be little doubt 

that the uses of these systems will increase as costs 

decline and the performance of systems software and hardware 

improves. 

Performance Improvements 

Enslow also states that there are four levels at which 

improvements in the performance of parallel processing 

y^ 
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systems can be made. First, advances in hardware design can 

increase device and system speed. This implies that some 

designs of multiple processor systems and their attached 

hardware are better than others. 

Second, system architectures and algorithms can be 

streamlined to improve the unit performance of individual 

system components. An example of unit performance is the 

decrease in processor idle time by providing a combination 

of global memory (accessible to all processors) and local 

memory (accessible only to a single processor), thus 

reducing the number of addressing conflicts. 

Also, efficient system topologies can be designed to 

improve effective use of functional units. By changing the 

number and relationships of the processors, the use of 

attached subsystems, such as the I/O subsystem, can be 

improved. Consequently, the overall effectiveness of the 

system is affected. 

Finally, operating system software can be streamlined 

to reduce overhead. For example, it has not been clearly 

established whether a single global processor should manage 

"public" memory or that this task should be shared among a 

community of peer processors. Centralized control is more 

easily implemented, but imposes some overhead in the 

allocation of memory to other processors. 

As Thurber and Wald (1975) state, the only truly useful 

data processing applications of parallel processing have 
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been developed through work at the systems level and then 

moved to actual design of the parallel application. 

Therefore, the emphasis of this research was aimed at 

modifications to the operating system and architecture as 

applied to online, multiprocessing applications, providing a 

foundation for further research aimed at improving the 

performance of parallel, online transaction processing 

systems, which potentially form the basis of much of future 

data processing systems (Gray, et al.. 1984). 

Performance Measurement 

Gonzalez (1977) discusses five measures of system 

performance that provide a basis for evaluating multi-

processing systems as a function of processor usage. First, 

systems can be compared based upon the minimizing of the 

finishing times for a specified set of tasks. Second, it is 

possible to evaluate different systems in terms of the 

number of processors required to execute a specific task 

within an allotted time period. Performance can also be 

measured by analyzing the mean flow time (average travel 

time through the system) for a batch of transactions. 

Finally, system performance could be measured by the amount 

of time a processor was idle, or, inversely, its 

utilization. Processor utilization can be defined either as 

the amount of time that the processor was held by a task, or 

the amount of time the processor was actually executing. 

l Er-
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The difference was important to the I/0-bound systems under 

investigation in this research. 

Processor utilization as measured by task time includes 

the amount of time that a transaction is performing I/O, 

whereas utilization measured by execution time includes only 

the amount of time that the processor is actually in use. 

In a "busy" computation bound system, utilization as 

measured by both performance measures will be nearly the 

same because such systems perform little I/O. However, in a 

"busy" I/0-bound system, utilization as measured by task 

time is substantially larger than that measured by execution 

time. It is this difference that encourages the study of 

I/0-bound systems because during the I/O activity, the 

processor is idle, awaiting the completion of the I/O-

Efficient utilization of this idle time can substantially 

improve the performance of the system. 

Multiprocessina System Capabilities 

Gray et al. (1984) suggest seven attributes of an 

online transaction processing system based upon a multi-

processor architecture. First, the system must be 

manageable. This requires the provision of good development 

and operations tools such as terminal interface support, 

data management, and performance assurance. The system must 

also be available in that outages are kept at a minimum. 

Third, the system should support either a centralized or 
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decentralized managerial approach to the distribution of 

data and programs. Fourth, the system should be granular. 

Such a modular system would have, for example, specific I/o 

routines and subsystems rather than including them in the 

overall operating system or architecture. The system should 

grow, allowing for a change in processing needs. Sixth, the 

addition, deletion, or movement of devices or software 

should not wreak havoc throughout the system. Finally, the 

system should provide cost effective service. 

These hardware and software requirements are not very 

much different than those that could be discussed for a 

uniprocessor. However, at closer inspection, it can be seen 

that because the divisibility and simultaneity of tasks is 

more critical in a multiprocessing environment more emphasis 

is placed on modular design than is the case with a single 

processor. 

Enslow (1977) identifies three functional capabilities 

that a multiprocessing operating system should possess: I/O 

load balancing, processor load balancing, and system recon-

figuration. A well balanced system is composed of 

subsystems that each have an equal or nearly equal prob-

ability of being selected for use. The ability of a system 

to dynamically reconfigure itself entails the monitoring of 

subsystems and alteration of patterns of allocation to 

better balance system usage, hopefully maintaining a certain 

level of desired performance. This performance level might 
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be a maximum I/O queue length, average response time or 

average processor utilization. Enslow states (1977, p. 119) 

that "the efficiency of the operating system becomes even 

more important in multiprocessor systems," while Jensen et 

al.« (1976) state that the success of parallel processing 

depends as much on other issues (such as process 

partitioning and interprocess communication) as on the 

design of the interconnection mechanism. 

The I/O Problem 

An extensive review of the literature was unable to 

uncover any prior research in multiprocessor implementations 

of I/0-bound processing systems that focused on topics other 

than contention and concurrency control in a database man-

agement system. Through the use of locks and scheduling 

algorithms, various authors have proposed a wide variety of 

mechanisms to mediate concurrent use of a database (e.g., 

Franaszek et_al., 1985). This presupposes that getting to 

the database itself is effortless in that concern is placed 

on record or field contention rather than device contention. 

However, in a large system, device access can pose a more 

substantial problem (Heidelberger and Lavenberg, 1984). In 

addition, accessing the data represents only a portion of 

the environment. The data must be transmitted back to the 

user in a timely fashion (Ahituv et al.. 1982, p. 336). 
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As a result, multiprocessing systems in I/O intensive 

environments have all but been ignored. Abu-Sufah et al. 

(1986, p. 520) state that "... feeding them [multi-

processors] with adequate amounts of data from the outside 

world remains vital." Heidelberger and Lavenberg (1984, p. 

1212) state that "there have been very few techniques 

developed to analyze such systems and much work remains to 

be done." Similarly, Jones and Schwarz (1980, p. 163) state 

that there exists "... little concrete measurement of the 

behavior [performance] of different systems." They also 

state that there are questions concerning the relationship 

between cost effective multiprocessor use and large 

problems. Particularly, they cite that little discussion 

and measurement of the use of large I/O transmission 

requirements have been made and constitutes an important 

issue. This research was positioned to address these points 

by investigating the I/O subsystem in a multiprocessing 

environment. 

Specifically, the objective of this research was to 

study the relationship between the number of processors and 

I/O queue length. In an I/O intensive, uniprocessing 

environment, system throughput is limited by the speed of 

the I/O devices. This represents a bottleneck and is 

embodied in the length of and average time in the I/O queue. 

This is the I/O problem for uniprocessing systems. It was 

expected that a similar problem also exists in a 
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multiprocessing environment. What was unclear, however, was 

how the factors selected for this research affect the 

relationship between the I/O problem and the number of 

parallel processors. 

Summarv 

Little attention has been paid to the use of parallel 

processing in I/0-bound environments. The relationship 

between the number of processors and the performance of the 

I/O subsystem is uncertain. The I/O bottleneck that is 

present in conventional data processing systems is expected 

to change and represented the focus of this research. The 

next chapter presents the research models, methodology, and 

results. 



CHAPTER IV 

EXPERIMENTAL DESIGN AND METHODOLOGY 

Introduction 

The preceding chapter discussed the problem of I/O 

operations in a multiprocessing environment. As was seen, 

little is known about the effect of a large number of 

processors on an I/O subsystem. This chapter will discuss 

the research design and methodology in order to shed light 

on the problem. 

Specific research questions are posed in the first 

section. The second and third sections discuss the research 

models and their underlying assumptions, respectively. The 

research methodology for this study is then presented, 

followed by a chapter summary. 

Research Ouestions 

The objective of this research was to study the effect 

of increasing the number of processors on system performance 

in an I/O intensive application. The resulting I/O requests 

arrive at the appropriate channel to be served. After the 

I/O operation, the results queue up to be returned to a 

processor. It was expected that as the number of "in use" 

processors grows, the response time will be substantially 

53 
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degraded. Figures 1.4 and 1.5 depict the changing queue 

locations in uniprocessor and multiprocessor environments, 

respectively. 

If the average time in the system per transaction 

increases with the number of processors because of I/O 

contention, it follows that, after a certain point, the 

number of dedicated processors waiting for I/O completion 

will also grow. A processor scheduling algorithm was needed 

to manage these idle processors. Various scheduling 

algorithms have been developed, either to minimize the 

number of required processors (Muntz et al.. 1969, 1970; 

Coffman et_al., 1972; Graham, 1966, 1969, 1972) or to 

minimize mean flow time (Bruno, et_al., 1974; Garey, et al.. 

1973) . Each of these assumes that a processor, once 

scheduled for I/O, remains attached to that task until 

completion. However, this model does not represent an 

ordinary multiprogrammed uniprocessor environment where 

tasks are suspended and restarted in a round-robin fashion 

until completed. Multiple processors might likewise be able 

to take advantage of this type of algorithm. 

Additional simplifications of operating system 

abilities have been made to multiprocessor environments. 

Systems should consider the possibility of disconnecting the 

channel from the I/O task allowing the channel to perform 

more I/O. As such, the channel could take advantage of the 

multiple paths that exist between itself and the DASD 

>i 
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controller. Given this ability, contention for buffer 

storage accessible to controllers and channels becomes 

another limiting factor and should be investigated. Each of 

these abilities is currently available in architectures that 

are commonly found in online transaction processing 

environments. 

Consequently, it was not clear to what extent a multi-

processing, I/0-bound system with a large number of 

homogeneous processors will provide effective enough 

throughput to warrant the additional system complexity. In 

other words, at what point does a multiprocessed system 

becomes so I/0-bound that it experiences a decrease in 

performance as processors are added? 

This entails exploring the following four areas. 

First, in order to evaluate the performance of an I/0-bound 

system in a multiprocessing environment, the factors 

affecting response time in such a system were established. 

Second, the relationship between the degree of multi-

processing (number of processors) and I/O (DASD) queue size 

was explored. Third, a method of managing processors to 

help reduce the processor bottleneck and provide the same 

levels of support provided by uniprocessing systems was 

suggested. Finally, this research helped decide whether 

there exists a limit to the degree of multiprocessing that 

such a system can effectively use. These questions are 

summarized in Figure 4.1. 
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How do the research variables affect response time in an I/O 
intensive, multiprocessing system? (Heidelberger and 
Lavenberg, 1984) 

How is a change in the number of processors reflected in the 
size of I/O queues? (Abu-Sufah, Husmann, Kuck, 1986) 

Is there a limit to the degree of multiprocessing of which 
an I/O intensive system can take advantage? (Jones and 
Schwarz, 1980) 

How can individual processors be scheduled to provide better 
response time? 

Figure 4.1 

Research Questions 
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The Models 

The system considered in this research was a large, 

heavily loaded transaction processing system ("large" in 

that the number of active users is large), each producing 

essentially homogeneous requests. "Heavily loaded" means 

that no processor becomes idle because of a low user request 

rate. It can also be seen from Figure 1.5 that there is no 

explicit mention of symmetry or multiprocessing, but multi-

programming and multitasking (I/O overlap) is implied by the 

intelligent devices and large number of users. This con-

figuration closely resembles, but is not limited to, current 

IBM 370 architecture (which is not fully symmetric), and has 

been used in prior research (for example, Srodawa, (1978); 

Brice, et al. . (1978); Towsley et al.. (1978); MacKinnon, 

(1974); Lazowska et_al., (1984)). 

The maximum memory addressability of a typical pro-

cessor is measured in kilobytes (1024 bytes - 2^^ bytes), 

megabytes (1,048,576 bytes - 2^0 bytes) or gigabytes 

(1,073,741,824 bytes - 2^^ bytes). Maximum addressability 

represents the highest memory address that can be used in a 

program to date. The binary numbering system is used to 

store the address. For example, a machine instruction that 

is used in a computer with four megabytes must contain 

memory addresses large enough to contain a forty-four bit 

address. (Base displacement addressing reduces the actual 

total number of bits required.) In a multiprocessing 
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system, the number of processors is likewise stored as a 

binary number. The degree of multiprocessing is also 

represented as a power of 2. Unlike memory addresses, 

however, which do not have to be even powers of 2, the 

number of processors in a parallel processing system 

typically is. This is because the cost of crossbar switches 

is very high (Enslow, 1977). A crossbar switch is the 

connection mechanism resting between memory and processors 

commonly used in multiprocessors. In order to "recover" 

this cost, designers typically fully-populate the switch 

with processors. Consequently, the multiprocessor used in 

this research is assumed to have an even power of 2 number 

of processors. 

This research focused upon the relationship between the 

number of processors in use as a result of user interactions 

and the use of I/O channels. The symmetry previously 

mentioned played a major role in the analysis of I/O queues. 

Consequently, Figure 4.2, adapted from Srodawa (1978), shows 

the relationship between a small number of processors and 

1/0 devices in a symmetric environment. As can be seen, a 

path exists between each processor and every DASD and memory 

unit. Were this not the case, queues for processor 

allocation would contain not only user requests, but also 

requests for I/O from other processors. 

The concept of symmetry has been suggested for 

inclusion in other aspects of the computing system. The 

Ha-
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Symmetric Multiprocessor Configuration 
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distribution of user-oriented devices, such as terminals, 

automatic teller machines (ATM), bar code readers and office 

systems, is more easily designed, implemented and managed as 

equal, symmetric units. Conversely, asymmetric design can 

cause load balancing concerns and difficulty in system 

upgrading and expansion. 

Networking solutions to these problems tend to mask the 

symptoms, but do not address the underlying issues. For 

example, in an effort to distribute the data processing task 

among its users, a manager may decide to install a local 

area network. As the system matures, it may need to be 

expanded. This will necessitate the addition of 

supplementary work stations and other devices to the 

existing network. The consequence, however, is that the 

performance of the network is potentially degraded. In 

essence, the problems of distribution management have been 

soothed at the expense of system performance. 

In a parallel processing system, networking can soothe 

some of the problems associated with asymmetric design. 

However, these solutions simply include an additional level 

of complexity to the system architecture rather than 

directly address the problem of resource access. 

Prior research (e.g., Coffman 1966, 1967; Browne et 

al., 1973; Parish, 1975) has assumed that requests for 

processors are exponentially distributed (Poisson) and are 

served, in parallel, exponentially. Processor requests are 
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serviced, initially, in a first come, first served fashion 

(FCFS), without processor release during I/O. Processor 

release is a technique that allows other tasks to take 

control of a processor during I/O. Other queuing dis-

ciplines have been investigated to ascertain their effect on 

queue length and system performance. These include FCFS 

with processor release and round-robin time slice with 

processor release. 

Specifically, the processors were modeled as a 

prioritized Markov system with Poisson arrivals, exponential 

service times and p servers with no balking or reneging 

allowed, and infinite waiting space (Saaty, 1957; Latouche, 

1981) . When the processor disposition is Processor Share, 

processor requests coming from the I/O subsystem have a 

higher priority than new processor requests. This assures 

that the 1/0 subsystem can empty as much as possible. When 

heterogeneous users requests are assumed, the standard 

deviation of the service times is increased. Incoming I/O 

requests are modeled as having Poisson arrivals (Burke, 

1968), uniform service and d servers. I/O requests coming 

from the DASD are modeled as Poisson arrivals, uniform 

service, one server and a waiting area of length d. These 

satisfied I/O requests have a higher priority than the new, 

incoming I/O requests. When enough buffer storage is not 

available, the channel service rate is decreased, thus 

incorporating a delay. When either a processor or channel 
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is held, service times include the subsequent subsystems and 

devices. 

Model Assumptions 

Many of the assumptions upon which this study was 

based, have been alluded to. First, the I/O subsystem was 

assumed to be composed of intelligent devices that are 

capable, to some extent, of autonomous operation. This 

allowed Dynamic DASD Disconnect to be used. Next, 

homogeneous user requests were assumed. This may seem to be 

an unrealistic assumption. However, businesses for whom 

OLTP is the life blood of the organization, such as the 

airline industry, routinely restrict usage of certain 

systems to specific applications. Third, single tasking was 

assximed. Multitasking systems provide application programs 

with the ability to spawn subtasks that execute 

independently of each other. This would place additional 

load on the system and make the results of the simulation 

more difficult to interpret. A fourth assumption was the 

use of Von Neumann code in the system. Von Neumann code is 

characterized by the identical storage of program 

instructions and data. This is the most common memory 

management scheme used in data processing. Fifth, a large 

number of processors was assumed. Currently several vendors 

offer multiprocessing machines, but typically with a 

relatively small number of processors. In this research. 
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there was no limit to the number of processors that can be 

added to a system as long as symmetry is preserved. 

Finally, a steady state system was assumed. This common 

queuing assumption indicates that the simulation was halted 

if, at some point, the average arrival rate exceeded the 

average service rate for the 1/0 subsystem after 25,600 

consecutive such points were identified. 

The concept of symmetry was essential in order that all 

processors have equal to the channels. Channel queuing 

disciplines were modeled as a priority, FCFS queue, in that 

requests that arrive from a processor have a lower priority 

than those coming from the I/O devices, or simply as FCFS 

queues with and without Dynamic Disconnect. Dynamic 

Disconnect allows a DASD to retrieve data without direct 

supervision of the I/O channel, thus freeing the channel for 

processing other requests. The DASD themselves were modeled 

as delays comprised of latency time, seek time, and transfer 

time averages (Lazowska, et al. , 1984, p. 224). This 

represents an assumption of homogeneous user requests as 

previously noted. 

Research Methodoloav 

This research attempted to model the response time for 

a user request based upon processor availability, processor 

service, length of the appropriate I/O queue, and I/O 

service. In addition, a scheduling algorithm for processors 

\ 
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was created to manage idle processors and handle channel 

requests from completed I/O operations. 

As previously mentioned, an extensive review of the 

literature failed to uncover any research directed at the 

OLTP I/O problem in a multiprocessing environment. In a 

system that tends toward being I/0-bound, substantial lags 

can develop as a result of contention for this service. As 

a consequence, there may exist a point at which the 

performance of such a system is actually degraded by the 

addition of another processor. This research attempted to 

establish whether such a relationship exists. 

In this research, symmetric hardware configurations of 

multiprocessor systems was assumed. Satyanarayanan (1980, 

p. 148) states that "the fully symmetric situation is the 

most desirable." First, the ability of a system to continue 

operating in spite of failure is greater than in an 

asymmetric system. Second, interrupt latency times (i.e., 

the time between the sending of an interrupt signal by an 

I/O channel and its being accepted by some processor) are 

likely to be less in a system with fully symmetric I/O. 

Finally, task switching and interprocessor communication 

overheads are likely to be smaller because each homogeneous 

processor has the ability to make I/O requests without 

having to make the request to the processor attached to the 

I/O channel. As a result, this study was not hampered by 
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the I/O configuration and was able to concentrate on the 

research questions at hand. 

Given that rho is the ratio of the I/O service rate and 

processor service rate, a system is defined as being I/O-

bound when rho « 1 (Browne, et al. . 1973). Holding the 

number of I/O devices constant, the manipulation of the 

processor service rate by adding or deleting processors 

changes the degree of I/O contention. The average response 

rate is represented by the sum of the average waiting times 

at each queue and the average service times of each server 

in the system. As the number of processors changes, the 

overall processor service rate changes and the average 

response rate was affected. 

As previously mentioned, the disposition of processors 

while I/O is being performed constituted another aspect of 

this research. For the same reason that multitasking is an 

effective mechanism for increasing system throughput, a 

processor scheduling algorithm was created to provide 

effective access to processors during I/O overlap. This 

algorithm had the ability to handle processor requests, 

memory protection, and processor timing. 

This algorithm was compared to the processor-held 

routine currently used in many multiprocessing operating 

systems. Comparisons were based upon the size of the queue 

for parallel servers and the average response times 

experienced. Heterogeneous users with differing I/O 
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requests and parallel programming applications were also 

investigated. In the absence of available hardware with a 

sufficiently large number of processors, the analysis was 

conducted with the aid of closed-form queuing models and 

discrete simulation using GPSS. The GPSS-H program is 

presented in Appendix A. 

Because simulation was used to investigate this topic, 

confidence intervals were constructed for better reliability 

of the responses. Law and Carson (1979) state that a common 

problem faced by simulators is that of constructing a 

confidence interval for the steady state mean of a 

stochastic process. There are two basic approaches. First, 

an arbitrary fixed sample size could be selected and used in 

the construction of a confidence interval. The problem with 

this approach is that if the total sample size is too small, 

the confidence interval will be larger than desired. If the 

sample size is large enough, the confidence interval will be 

accurate. However, in practice the simulator will not know 

what constitutes "large" or the actual range of his or her 

confidence intervals. Law and Carson suggest another 

approach that uses a sequential procedure based upon batched 

means of increasing size. As a simulation proceeded, sample 

means were collected into batches and confidence intervals 

were calculated. If the desired level of significance was 

not reached, more samples were collected. The Fortran 

implementation of this procedure is included in Appendix B. 
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The resulting average sample size for this research was 

114,365 observations resulting in a 90% level of confidence. 

The simulation was halted when a bottleneck was detected 

after 25,600 observations. Here, a bottleneck occurred when 

an entity experiences an average arrival rate greater than 

its average service rate for a sufficiently long duration so 

as to preclude reasonable throughputs and response times. 

Homogeneous user requests were assumed. However, when 

this assumption was relaxed, the characteristics of the user 

request were altered. The characteristic that affects the 

I/O subsystem in this research would be the number of I/O 

requests per user request. An unusually complex database 

query might generate 20 I/O requests. Parameters used in 

this simulation were derived from Tandem (1985). 

The size of the speed matching buffer was also a 

variable of interest. Given a data block of 4000 bytes and 

a maximum buffer size of 6 megabytes, even with a large 

number of active I/O requests, this would constitute 

"enough" buffer storage (Gifford and Spector, 1984). "Not 

enough" can be defined as being as little as one byte short 

of the 4000 needed to store the data block and is directly 

related to the number of active I/O requests in the system. 

Consequently, "enough" buffer storage implies that no I/O 

request is delayed because of lack of buffer storage. The 

potential of a delay because of a small amount of buffer 

storage is "not enough" buffer. In a well-tuned transaction 
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processing system, this condition arises infrequently, if at 

all. 

Because an operational multiprocessing OLTP system does 

not yet exist, actual system parameters used in the model, 

such as disk I/O specifications, channel speeds, user 

request rates, and buffer allocations, as well as the 

relationships between specific classes of devices, were 

gathered by a time-driven software monitor on an IBM 3 081KX, 

a channel-based multiprogramming system, and from Tandem 

(1985) , Bayard and Lang (1985), Datamation (1985), Gifford 

and Spector (1984), Bradley (1983), Glesser (1981), and Bohl 

(1981). A single pathing IBM 3081 with ten data channels 

and four DASD per channel was used for performance 

evaluation at TWA (Gifford and Spector, 1984). 

Summarv 

This chapter presented the research design and 

methodology used to investigate the relationship between the 

number of processors and the length of the I/O queues in a 

heavily loaded OLTP multiprocessing system. Discrete event 

simulation was used to model such a system with parameters 

taken from actual uniprocessing systems exhibiting 

characteristics similar to those under investigation. In 

summary, this research investigated the relationship between 

the number of processors, the research variables and system 

performance as measured by response rate. Processors were 
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allocated in FCFS and round-robin fashions, while channels 

were modeled with and without Dynamic Disconnect to the 

DASD. 

The research variables are summarized in Figure 4.3. 

The variables considered in the design were: the number of 

processors, the processor disposition, different classes of 

users, Dynamic DASD Disconnect, and the availability of 

buffer storage. The complete design is presented in Figure 

4.4. A parenthetical four character descriptor is included 

in the text to aid the reader distinguish each model. The 

first letter describes the processor disposition—"H" for 

Processor Held and "S" for Processor Share. The second 

letter describes the User types—"E" for Heterogeneous Users 

and "O" for Homogeneous Users. The third letter is 

associated with the disposition of the channel during I/O— 

"D" for Dynamic DASD Disconnect and "H" for Channel Held. 

The fourth letter represents the amount of buffer storage— 

"E" for enough buffer storage and "N" for not enough buffer 

storage. For example, model 1, which is characterized by 

Processor Share, Homogeneous Users, Dynamic DASD Disconnect 

and Enough Buffer Storage, is described as (SODE). 

The simulation was run on the full combination of 

variable values with increasing numbers of processors until 

the addition of processors caused a bottleneck in system 

response time. The following chapter presents the results. 
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Number of Processors 

Processor Disposition 
- Processor Held 
- Round-Robin Share 

Classes of Users 
- Homogeneous 
- Heterogeneous 

Dynamic DASD Disconnect 
- Channel Held 
- Channel Share 

Buffer Memory Availability 

Figure 4.3 

Research Variables 
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1: Processor Share 
Homogeneous Users 
Dynamic DASD Disc. 
Enough Buffer 

2: Processor Share 
Homogeneous Users 
Dynamic DASD Disc. 
Not Enough Buffer 

3: Processor Share 
Homogeneous Users 
Channel Held 
Enough Buffer 

4: Processor Share 
Homogeneous Users 
Channel Held 
Not Enough Buffer 

5: Processor Share 
Heterogeneous Users 
Dynamic DASD Disc. 
Enough Buffer 

6: Processor Share 
Heterogeneous Users 
Dynamic DASD Disc. 
Not Enough Buffer 

7: Processor Share 
Heterogeneous Users 
Channel Held 
Enough Buffer 

8: Processor Share 
Heterogeneous Users 
Channel Held 
Not Enough Buffer 

9: Processor Held 
Homogeneous Users 
Dynamic DASD Disc. 
Enough Buffer 

10: Processor Held 
Homogeneous Users 
Dynamic DASD Disc. 
Not Enough Buffer 

11: Processor Held 
Homogeneous Users 
Channel Held 
Enough Buffer 

12: Processor Held 
Homogeneous Users 
Channel Held 
Not Enough Buffer 

13: Processor Held 
Heterogeneous Users 
Dynamic DASD Disc. 
Enough Buffer 

14: Processor Held 
Heterogeneous Users 
Dynamic DASD Disc. 
Not Enough Buffer 

15: Processor Held 
Heterogeneous Users 
Channel Held 
Enough Buffer 

16: Processor Held 
Heterogeneous Users 
Channel Held 
Not Enough Buffer 

Figure 4.4 

Complete Research Variable Design 



CHAPTER V 

RESULTS AND DISCUSSION 

Introduction 

Each of the research questions posed in Figure 4.1 is 

discussed in this chapter. The four research variables 

listed in Figure 4.3 each have two levels and were inspected 

at differing degrees of multiprocessing. Consequently, 

there were sixteen simulation models. 

The detailed plots generated by the simulations are 

presented in Appendix C as Figures C.l through C.32. Each 

figure actually is one of a pair of figures. The first 

figure in each pair represents the average time in the I/O 

subsystem while the second figure depicts the average time 

in entire system. In each of the figures, a data point 

represented by a square in the upper rightmost corner of the 

plot denotes a value selected during a bottleneck for 

plotting purposes. 

Results 

The results of the simulations are discussed as they 

bear upon each individual research question. This is 

followed by a general discussion of the findings of the 
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study. Next, further study concerning the parameters of the 

devices used in the simulation is discussed. 

Research Ouestion One. Question one was concerned with 

how each of the research variables, processor disposition, 

user classes, I/O subsystem disposition and buffer storage 

availability, affect response time in an I/O intensive, 

multiprocessing system. Eight models had the processor 

disposition of Processor Share in common. The Processor 

Share disposition allows more I/O requests to pass through 

the processors to the I/O subsystem, relieving the processor 

bottleneck to some extent. Models three through eight— 

(SOHE, SOHN, SEDE, SEDN, SEHE, and SEHN)—(Figures C.5 

through C.16, respectively) bottlenecked very quickly at 

sixteen processors, while models one (SODE) and two (SODN) 

(Figures C.l and C.4, respectively) bottlenecked at thirty-

two processors. 

Models five (SEDE) and six (SEDN) did not, however, 

contain I/O bottlenecks, but instead, had processor 

bottlenecks. Each of these models contained the Dynamic 

DASD Disconnect and Heterogeneous User characteristics in 

conjunction with the Processor Share variable. To explain 

this result, it is necessary to reflect upon the effect of 

disconnecting a channel from the processors as well as from 

the I/O devices. Dynamic DASD Disconnect increases con-

currency in the I/O subsystem by allowing the DASD to search 

for data independent of each other and of the channel. When 

\ 
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the record of interest rotates under the read/write heads, a 

channel reconnect is attempted. If the channel is busy, the 

record of interest must rotate around the platter until it 

once again rotates under the read/write heads. In an I/O 

intensive system, if a processor has a higher priority at 

the channel than the DASD connected to that channel then a 

potential deadlock arises because the channel reconnect 

cannot occur. Consequently, the I/O operation takes 

precedence at the channel over the processor. Dynamic DASD 

Disconnect serves to, initially, relieve the I/O bottleneck 

to some extent. However, as the system becomes more heavily 

loaded, the processors bottleneck while waiting for channel 

access. 

Models five (SEDE) and six (SEDN) contained Processor 

Share and Dynamic DASD Disconnect. This caused a load on 

the I/O subsystem to build quickly, placing a greater demand 

on the channel. The addition of multiple I/O requests per 

user request (Heterogeneous Users) compounded this problem 

by causing a processor bottleneck. The corresponding "time 

in system" plots (Figures C.IO and C.12) show this 

bottleneck much more clearly. 

The key difference between models one (SODE) and two 

(SODN), which bottleneck at thirty-two processors, and the 

sixteen processor set was the combination of Processor Share 

and Dynamic DASD Disconnect with Homogeneous User requests. 

As industry has learned, the more we know about our user 

/<1 
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population, the better we are able to tune the system and 

improve performance. This is why most large OLTP shops own 

two or more processors. One processor is the development 

system where programs are created, tested and maintained. 

The other is a production system that is used only for the 

execution of specific application programs. Models one 

(SODE) and two (SODN) are shown in Figures C.l through C.4. 

The most obvious difference between models nine 

(HODE), ten (HODN) and thirteen through sixteen (HEDE, HEDN, 

HEHE, and HEHN), and the previous set was the processor 

disposition of Processor Held. By restricting the number of 

pending I/O requests, the simulations bottleneck with a 

greater number of processors, causing the bottleneck at 

sixty-four processors. These models can be seen in Figures 

C.17 through C.20, and C.25 through C.32, respectively. 

The final two models, eleven (HOHE) and twelve (HOHN), 

represent the system under the greatest control: the 

processors were held during I/O; all user requests were very 

similar; and the entire I/O subsystem was held during the 

I/O operation. These models (Figures C.21 and C.24, 

respectively) bottleneck at two hundred and fifty-six 

processors—significantly later than the previous models. 

This dramatic increase was attributed to the strict control 

under which the systems are operated. If, for example, the 

DASD Disposition was Dynamic Disconnect, a heavily loaded 
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I/O subsystem would experience increased delay due to 

channel contention. 

Each of these model sets is summarized in Figures 5.1 

through 5.4. From these figures it can be seen that, 

systems eleven (HOHE) and twelve (HOHN) possessed the 

highest degree of multiprocessing and, potentially, had the 

greatest throughput before bottlenecks occur. 

The variables of Processor Disposition and I/O 

S\ibsystem Disposition affect the I/O intensive, 

multiprocessing system the most dramatically. Bottlenecks 

can be postponed by judicious use of these system 

attributes. The variable User Classes did not seem to 

affect the system to the same extent. It was only when the 

system is under strict I/O control, as in models eleven 

(HOHE) and twelve (HOHN) above, does the type of user 

matter. Conversely, when the system was under the least 

control, as in models five (SEDE) and six (SEDN), the 

heterogeneous user groups contributed to poor system 

performance. 

Research Ouestion Two. The second research question 

was aimed at determining the relationship between the I/O 

queue size and the number of processors. As can be seen in 

the plots of time spent in the I/O subsystem (which includes 

time in the I/O queue), as the numbers of processors 

increased, the time in the I/O subsystem also increased 

until a bottleneck was reached. 

JT^ 
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Figure 5.1 

Summary of Models 3, 4, 5, 6, 7, and 8 
(SOHE, SOHN, SEDE, SEDN, 

SEHE, and SEHN) 
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The contention for the I/O subsystem mounted very 

quickly as can be seen in the very steep plots. The result 

was that an increase in the number of processors does not 

dramatically affect the size of the I/O queue until the 

addition of a set of processors requesting I/O overwhelms 

the I/O subsystem. At that point, the I/O bottleneck was 

encountered. 

Research Ouestion Three. The third research question 

asked whether a limit exists to the degree of 

multiprocessing that could be effectively employed in an I/O 

intensive environment. As would be expected by the law of 

diminishing returns, there was a point where the addition of 

another set of processors not only degraded the performance 

of the entire system, but crippled all operations. 

Research Ouestion Four. The final question considered 

in this study was concerned with the scheduling of 

individual processors in an effort to provide better 

response time. By using round-robin sharing of processors, 

the load on the I/O subsystem was increased. Consequently, 

because the I/O subsystem bottlenecked before the 

processors, greater throughput and improved response time 

was realized by holding the processor throughout the I/O 

operation. 

Figure 5.5 lists each of the sixteen simulation models 

and the bottleneck points for each. The subsystem 

responsible for the bottleneck is shown. An asterisk 
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1: Processors; *. I/O; 32 
Processor Share 
Homogeneous Users 
Dynamic DASD Disc. 
Enough Buffer 

2: Processors: *. I/O; 32 
Processor Share 
Homogeneous Users 
Dynamic DASD Disc. 
Not Enough Buffer 

3: Processors; *. I/O; 16 
Processor Share 
Homogeneous Users 
Channel Held 
Enough Buffer 

4: Processors; *. I/O; 16 
Processor Share 
Homogeneous Users 
Channel Held 
Not Enough Buffer 

5: Processors: 16. I/O; * 
Processor Share 
Heterogeneous Users 
Dynamic DASD Disc. 
Enough Buffer 

6: Processors; 16. I/O; * 
Processor Share 
Heterogeneous Users 
Dynamic DASD Disc. 
Not Enough Buffer 

7: Processors; *. I/O; 16 
Processor Share 
Heterogeneous Users 
Channel Held 
Enough Buffer 

8: Processors; *, I/O; 16 
Processor Share 
Heterogeneous Users 
Channel Held 
Not Enough Buffer 

9; Processors; *. I/O; 64 
Processor Held 
Homogeneous Users 
Dynamic DASD Disc. 
Enough Buffer 

10: Processors; *. I/O; 64 
Processor Held 
Homogeneous Users 
Dynamic DASD Disc. 
Not Enough Buffer 

11: Processors; *. I/O: 256 
Processor Held 
Homogeneous Users 
Channel Held 
Enough Buffer 

12: Processors: 256. I/O; * 
Processor Held 
Homogeneous Users 
Channel Held 
Not Enough Buffer 

13: Processors: *. I/O; 64 
Processor Held 
Heterogeneous Users 
Dynamic DASD Disc. 
Enough Buffer 

14: Processors: *. I/O: 64 
Processor Held 
Heterogeneous Users 
Dynamic DASD Disc. 
Not Enough Buffer 

15: Processors; *. I/O; 64 
Processor Held 
Heterogeneous Users 
Channel Held 
Enough Buffer 

16: Processors; *. I/O: 64 
Processor Held 
Heterogeneous Users 
Channel Held 
Not Enough Buffer 

Figure 5.5 

Research Design and Results 
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indicates that the subsystem did not directly contribute to 

the bottleneck. 

Discussion 

From the presentation of the simulation results, it can 

be seen that the use of round-robin queuing for an I/O-

bound multiprocessing system is not as beneficial as it is 

in a uniprocessing environment. Because of the restricting 

influence of a small number of processors on the pending I/O 

requests, the I/O subsystem was able to cope with its load. 

However, when this restriction was diminished, the I/O 

subsystem quickly became overwhelmed and bottlenecked. 

The characteristics of the user population should be 

considered whenever a system is designed (Graham, 1978). As 

previously mentioned, limiting the types of processing that 

occur on a system permits system management to more 

accurately tune the system to a certain level of usage. 

Consequently, models one (SODE) and two (SODN) provided 

better performance than three through eight (SOHE, SOHN, 

SEDE, SEDN, SEHE, SEHN.) 

Allowing more concurrency within the I/O subsystem will 

certainly provide greater use of the system. In a heavily 

loaded system such as the one under consideration, this 

concurrency can cause a decrease in the performance of the 

processors as discussed in the previous section. However, 

if the system were less heavily loaded, this bottleneck 
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would not occur. Figure 5.6 depicts this phenomenon for 

model three (SOHE). As can be seen, no I/O bottleneck 

occurred for a large number of processors because the small 

demand placed on the overall system. This fact made the 

results for models five (SEDE) and six (SEDN) more 

interesting. As long as the degree of multiprocessing and 

was large enough to easily handle the lower volume of user 

requests, these models performed well. 

Finally, buffer storage seemed to be the least important 

variable in any of the models. Because the majority of the 

models bottlenecked in the I/O subsystem rather than at the 

processors, it was obvious that the processors were able to 

handle the required load faster than the I/O counterpart. 

It is interesting to note that the difference between models 

eleven (HOHE) and twelve (HOHN) was the amount of buffer 

storage. Model twelve (HOHN), which did not have enough 

buffer storage, was halted because of a bottleneck at the 

processor subsystem rather than the I/O subsystem. Because 

these models represented the system under the greatest 

control, buffer storage alters where the bottleneck occurs. 

As a result, because the buffer storage was quickly released 

by the processors, the lack of sufficient storage did not 

occur frequently enough to impact upon the results. This is 

a common occurrence in actual OLTP shops. 

The first research question presented in Figure 4.1 was 

concerned with how each of the research variables affects 



85 

1/0 Tin-ie 

(1 
TJ 
C 
o 
u 

2 
c 
c 
E 

29 

28.5 -

28 -

27.5 -

27 ii 

26.5 -

26 -

25.5 -

25 

8 16 32 64 

Number of Processors 

1024 

Figure 5.6 

Lightly Loaded System 



86 

response time in an I/O intensive, multiprocessing system. 

The best performance of the system under investigation was 

produced by controlling each component of the system as much 

as possible. The processors were held during the entire I/O 

operation, the I/O subsystem exhibits a minimum of 

concurrency, and the user population was well known. As the 

load upon the system decreased, however, concurrency within 

the I/O subsystem increased, thus improving overall 

throughput. Such a system would perform much like the 

uniprocessor systems in use today. 

The second research question asked whether a change in 

the number of processors was reflected in the size of I/O 

queues. Given the shápe of the graphs in Figures C.l 

through C.32, the question was readily answered. Because 

the system was heavily loaded for each of the models, the 

change in performance was based primarily upon the length of 

and amount of time spent in the I/O queues. As previously 

mentioned, if the system became less heavily loaded, the 

relationship between the I/O queues and the number of 

processors was not as clear. 

There did seem to be a limit to the number of processors 

of which an I/0-bound system could take advantage. It 

seemed that the marginal performance of the system began 

declining at very distinct points in the model. This 

decline was not marginal, however, because the addition of 
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more processors actually decreased the overall performance 

of the system. 

Finally, the fourth research question was concerned with 

processor scheduling. Because of the sensitivity of the I/O 

subsystem to the arrival rate of I/O requests, the simple 

Processor Held disposition provided better performance than 

the Process Share disposition. The result is less 

concurrency in the computer and a smaller load placed upon 

the I/O subsystem. For tasks within the system, response 

time was good. For tasks awaiting processor allocation, 

however, the I/O bottlenecks could substantially impair 

response time. 

Subseauent Analvsis 

To gain further information about the I/O bottlenecks 

that arose during the simulation, a closer inspection of the 

I/O operation was needed. The steps undertaken are: (1) 

queue for access to a specific DASD; (2) seek; (3) search 

for the data (latency); (4) contend for the channel after 

the seek; and (5) transfer the data to primary storage. 

Recall that a seek is the movement of the read/write 

mechanism over the direct track that holds the record to be 

retrieved or written. Based on current performance 

measures, the parameters used in the simulation for the DASD 

seek, latency and transfer were, on average, 16, 9 and 2 

milliseconds, respectively, per I/O operation. From this we 
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can see that, providing that the channel connect was 

successful, the average amount of time taken to locate the 

correct DASD track took 59.26% of the total I/O time, while 

latency took 33.3% and transfer took 7.41%. Because seek 

and latency times comprise over 92% of total I/O time, they 

were examined in greater detail. 

Given the desire to use a large number of processors in 

a common, heavily loaded I/0-bound OLTP system, we 

speculated on what factors could be altered to improve I/O 

subsystem performance and alleviate the I/O bottleneck. The 

solution included decreasing seek time and spreading the 

data records across a larger number of channels. Other 

solutions such as large scale solid state memory and CD ROM 

(Compact Disc Read Only Memory) were not considered because 

these technologies are presently considered exotic in OLTP 

systems. 

Seek time is the average amount of time taken to move 

the read/write mechanism. Some DASD (drums) employ a head-

per-track approach. With this, the seek time becomes zero 

and the I/O processing time is approximately halved. 

However, drums are very expensive and have very low storage 

capacities because the heads cannot be placed very close 

together. Another solution is to decrease the size of each 

recording surface so that the total distance traveled to 

locate a particular track and record is decreased. This is 
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the approach taken by IBM in the development of the 3380 

DASD used in this study. 

Figure 5.7 shows the effect of decreasing seek and 

latency times for model three (SOHE), which presented the 

worst performance in terms of number of processors allowed. 

As the I/O time decreased, the points of bottleneck 

increased dramatically. However, if the recording surface 

is made smaller, additional surfaces must be made available 

to compensate for the lack of storage. The addition of 

head/write mechanisms—very sensitive and delicate devices— 

would be very costly. Also, because of the limitations 

placed upon physical devices by gravity and the laws of 

motion, major decreases in average latency times are not 

evident. 

Spreading the data around several channels seems to be 

the more practical approach. In fact, this is one of the 

major activities of the computer system performance 

evaluation team (Mensching and Adams, 1988). System 

administrators have been fighting the I/O bottleneck for 

some time and look very quickly at channel queues when 

system performance is in question. In reality, an 

architectural and economic limit is placed on the number of 

data channels. At present, a single channel can support up 

to sixteen DASD. The more DASD attached to a single 

channel, the larger the I/O bottleneck can become. 

X" ^ 
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Using models three (SOHE), nine (HODE) and eleven 

(HOHE), the number of I/O channels was increased. These 

models had similar characteristics and represented systems 

with the smallest and largest numbers of processors 

presented in the study. Processor disposition was different 

in models three (SOHE) and eleven (HOHE) and the channel 

disposition in models nine (HODE) and eleven (HOHE), 

respectively. The model bottleneck points for a variable 

number of channels are presented in Figures 5.8 through 

5.10. For a heavily loaded system such as the one under 

consideration, it can be seen that no advantage was gained 

by adding channels and DASD. This can be explained by 

considering the fact that the I/O bottlenecks that occurred 

in the first analysis arose very quickly. As a consequence, 

the dramatic increase in demand for I/O that developed with 

the addition of more processors outstripped the advantages 

gained by the supplemental I/O devices. In fact, given the 

current system parameters, substantially more I/O devices 

than processors were required in order to extend the point 

of bottleneck found in the original analysis. 

Summarv 

From the preceding analysis, it was seen that, at some 

point, the addition of more processors degraded the 

performance of the entire system and that effective use of 

the variables under consideration postponed this bottleneck 

•a-
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to some degree. For the models considered, processors can 

be added, up to the point of bottleneck, with increased 

system throughput. Consequently, up to the bottleneck, the 

addition of processors did not have a dramatic effect on the 

size of the I/O queues. At the point of bottleneck, 

however, this was not the case and the importance of the 

research variables was seen. As we would expect, there was 

a limit to the degree of multiprocessing of which an I/O 

intensive system could take advantage. The influencing 

factors affecting this relationship are discussed below. 

The amount of buffer storage available proved to be the 

least important variable. The buffer allocated to a 

processor as a result of an I/O request was immediately 

released upon usage. Consequently, any delay encountered 

because of inadequate storage was relieved with the next 

program completion. In the event of a severe shortage, the 

resulting queues occurred at the processing elements rather 

than at the I/O subsystem. 

The variable concerned with user classes was also not 

significant. The variability of the number of I/O requests 

per user request was low. As a result, the outcomes from 

diverse levels of user classes did not differ much from the 

homogeneous cases. As previously mentioned, it is not 

unusual for an online, production computing environment to 

support a narrow range of activities (Gifford and Spector, 

1984) . This allows the performance evaluation team to more 
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accurately tune the system in order to guarantee a minimum 

level of operation. 

Processor and channel disposition were very important 

variables in this research. If a processor was held during 

the I/O operation, the I/O queue did not become as large as 

it would have if the processor was shared. By holding the 

processor, the processor bottleneck that was lessened by 

adding more processors, was partially restored because the 

processor was not available to handle more requests. 

Consequently, even though modern uniprocessing systems can 

effectively multiprogram the processor, this was not the 

case for multiprocessing systems. In order to postpone the 

I/O bottleneck as much as possible, Processor Share should 

be used. 

The Dynamic DASD Disconnect increased concurrency within 

the I/O subsystem by spreading the requests among as many 

I/O devices as possible. However, any gain realized by this 

concurrency was lost as the number of processors and, 

subsequently, the number of I/O requests increased. The net 

result was to decrease the overall performance of the 

system. 

To make use of as many processors as possible, thus 

increasing system throughput and making greater use of the 

fifth generation architectures, an I/O intensive, multi-

processing system with sufficient buffer storage should 



employ Processor Held and Channel Held algorithms, serving a 

homogeneous user population. 
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CHAPTER VI 

SUMMARY AND IMPLICATIONS 

Introduction 

The information processing industry is one of the most 

rapidly changing sectors of our economy. Fifth generation 

systems are characterized by extremely fast processing 

speeds, multiprocessing and advanced connectivity. Business 

uses of these systems will include online transaction 

processing systems. Research is lacking, however, in the 

area of multiprocessing in a typical business data pro-

cessing environment. 

This research investigated the effects of the number of 

processors, individual processor disposition, user classes, 

direct access storage device (DASD) control methods and 

buffer storage on transaction throughput. The research 

showed that there exists a limit to the number of processors 

of which a heavily loaded, online transaction processing 

system can take advantage. Although the use of these 

elements can increase system throughput, to overcome the 

limitation on the number of processors, advances in DASD 

technology are needed. This chapter will discuss the 

contributions, limitations, and directions for future 

research. 
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Research Contributions 

This research makes contributions in the area of multi-

processing in an online, transaction processing environment. 

Specifically, it demonstrated the degree of multiprocessing 

of which a transaction processing system can take advantage. 

Also, by identifying the parameters of the operating system, 

this research showed what factors can be manipulated to make 

better use of existing facilities. This supports the system 

performance evaluation and tuning activity—a critical 

component of data center management. 

The Processor Held scheduling algorithm supports the 

currently implemented routines, and is useful in any 

multiprocessing environment where symmetry is used with 

respect to I/O and memory. This is beneficial in that many 

systems under development and those recommended in the 

literature support this structure. 

Finally, this research can be used to design a multi-

processing environment whereby further investigation of the 

topic will be less hampered by the architecture of the 

system. With the symmetry mentioned, parallel solutions to 

unstructured decision situations can be more easily pro-

vided. For example, Sage (1981) maintains that individuals 

need information and processing models presented differ-

ently. Consequently, a decision support system that 

potentially uses a large amount of data, based upon a 

parallel architecture, could provide alternative 
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presentations and different models in a timely fashion. 

Group decision support systems could also provide better 

support for decision makers using such an architecture. In 

addition, just as the human brain has relatively symmetric 

access to various portions of memory and processes at 

differing levels simultaneously (Broadbent, 1977), decision 

support systems could likewise be designed to encourage the 

investigation of multiple, competing problem solutions. 

Research Limitations 

Some of the limitations of research result from the 

disagreement in the terminology used. "Multiprocessing" was 

defined here in terms of tightly coupled, multiple 

processing units with shared memory and (symmetric) I/O 

devices. Many researchers have defined the overlap of I/O 

and processing by intelligent devices as "multiprocessing," 

which is not the case in this research. As a consequence, 

the results derived here may not be generalizable to all 

multiprocessing environments. 

Current technology has advanced to the point that 

hundreds of processors can be used in a multiprocessing 

environment. Unlike current multiprocessors used in trans-

action processing systems (e.g., IBM 3090 series) a large 

number of processors and a high degree of hardware symmetry 

has been assumed in this research. Although staying within 

A,'fc_ 
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the confines of currently used architectures was attempted, 

some generalizations of systems are necessary. 

It should.also be mentioned that the IBM operating 

system MVS/XA supports multipathing and virtual channels. 

Multipathing is an operating system characteristic whereby 

an I/O operation can choose between several paths to and 

from a particular device. As a result, the contention for 

the channel is lessened, but contention for the DASD is 

increased. To the application program, the channel seems to 

be dedicated to it (i.e., a virtual device). 

Finally, this research was directed at the transaction 

processing environment. Generalizing to scientific systems 

is possible, but not fruitful in that most scientific 

processing systems are not concerned with sophisticated I/O 

abilities, but with the actual processing that is occurring. 

However, the Processor Held scheduling algorithm is 

applicable in any environment. 

Future Directions 

There are many other facets of the multiprocessor I/O 

problem that bear investigation. As previously mentioned, 

little research has been conducted in this area and much is 

left to be learned. Immediate extensions of this research 

could include the redesign of system software to better 

manage the processors and 1/0 subsystems in current business 

data processing systems. Also, further investigation into 
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emerging multipathing technologies is warranted, as it is 

not known how this additional complexity is associated with 

system performance as the degree of multiprocessing is 

increased. Further related future research can be divided 

into design, performance and application issues. 

Directions for Desian. The design of an online 

transaction processing system based upon a multiprocessing 

architecture can be altered in several ways. For example, 

it would be very interesting to ascertain the impact of 

adding processors in a loosely coupled or distributed multi-

processor architecture upon device access instead of the 

tightly coupled architecture addressed in this study. 

As new technologies emerge, changes to the I/O subsystem 

could be reflected in the results of this study. CD-ROM and 

solid-state secondary storage are evolving technologies that 

could serve to improve the access to data. CD-ROM, for 

example, boasts relatively fast transfer rates (in excess of 

two megabits per second) , but has seek and latency times 

well below those currently used in conventional systems. Of 

course, solid-state secondary storage has no seek or latency 

times, but is very expensive to implement in quantities 

sufficient to meet demand. 

Another design issue to be considered is multipathing. 

A system that supports multipathing allows more than one 

path between the processor and the data. For example, the 

operating system may use channel one to present I/O requests 

y ^ 
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to the DASD controller, but after the access is made, the 

data are transferred through channel two. Obviously, this 

would require multiple physical data lines and more intell-

igence in the DASD controllers, but this approach has 

received much attention in data processing environments. 

The complexity of an operating system running on a 

parallel processing machine has been shown to be a signif-

icant component affecting the performance of such a system. 

One of the issues to be considered is where the operating 

system will reside during execution. Will each processor 

execute the entire operating system or simply a portion of 

it? If only a portion is executed, which parts should be 

allocated to which processors? Does the total number of 

processors affect how the operating system is allocated? 

Much is still to be learned in this domain. 

Finally, if more data are stored in intelligently 

managed cache memory, access times could be substantially 

reduced. Exactly how much data, the format for its storage, 

and the "look ahead" algorithm for record selection would be 

important variables to consider. Also, because cache memory 

is expensive, the break-even point of memory cost and access 

time savings could prove interesting. 

nirections for Performance. Several system performance 

issues have yet to be investigated. An important topic 

would be the analysis, design and implementation of 

multiprocessed online transaction processing application 

A 
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systems using parallel programming languages. Does such a 

system perform differently from its uniprocessing 

counterpart? If so, why? Subtopics could include parallel 

program analysis and design methods, parallel program 

implementation tools and automated parallelism detection 

algorithms. Also, does a former uniprocessor programmer 

have to change his or her thoiight processes in order to 

successfully program a multiprocessor? This should prove to 

be a very fruitful area of research in the future. 

Additional investigation should be directed toward the 

impact of multitasking and the degree of parallelism upon 

system performance. It is assumed that as more processors 

are allocated to a single processing program, the I/O 

bottleneck explored in this research would be lessened 

because fewer processors are releasing requests to the I/O 

subsystem. System throughput, however, would probably be 

the same because additional processors would be assigned for 

multitasking use. However, if some of the processors allo-

cated to a program execute parallel I/O requests, system 

performance could be compromised. Much is yet to be learned 

about multitasking I/O on systems with multiple processing 

elements. 

One of the benefits of using multiple processors is 

redundancy. In the event of a processor failure, the 

remaining processors can assume the load, alert operations 

personnel of the malfunction, and continue processing. What 

^ 
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are the implications of such a "catastrophe" upon the I/O 

subsystem? Is the accompanying degradation of service 

simply a function of the loss of processing power or does 

the assumption of the "lost" I/O requests affect the I/O 

bottleneck more dramatically? 

Finally, it would be interesting to investigate the 

given system under a wide range of computing tasks. The 

performance of a processor bound system is not expected to 

change significantly whether using a channel based or bus 

based architecture. However, if performance measurements 

could be collected under loads that span the I/0-Process-

bound continuum, more could be learned about the effects of 

adding processors on system throughput. Improvements over a 

typical scientific processor could be realized when 

analyzing large amounts of data. 

Directions for Applications. Finally, the use of 

parallel computing in various applications bears close 

scrutiny. Edsgar Dijkstra (1968) indicates that we "suffer" 

from the sequential nature of human communication. It may 

well be that we have become so biased by the sequential, 

consecutive nature of mathematical algorithmic formulation 

and computation that we will not be able to efficiently 

control a large parallel processing machine. It seems 

reasonable that many of the programming techniques developed 

thus far will need to be reassessed. 
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For example, the use of parallel data structures would 

provide a means of storing and accessing data by many 

processors simultaneously. These data structures would be 

combined into records and stored in files that would be 

manipulated by several processors. A natural extension of 

this concept would be a parallel processing accessible 

database. The relational datadjase model could be applied 

here. 

Telecommunications is another area that must be 

investigated in conjunction with multiprocessors. Should 

all processors be attached to the network through a common 

bus or should a single processor have control over the 

network thus providing this service to the other processors? 

The performance of an online transaction processing system 

can be very dependent upon the telecommunications network 

that provides terminal connectivity. A combination of 

tightly coupled and loosely coupled systems could be 

networked together producing a hybrid system that could be 

analyzed. 

Finally, the use of multiple processing systems is not 

limited to the lowest levels of Figure 1.1. As previously 

mentioned, many of the systems that support decision making 

throughout the organization could make use of such a system. 

It seems that as the information gathering and storage 

abilities of an organization expand, the complications of 

making an informed decision also increase. Using an 
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information system to support decision making is no longer 

an option, but a requirement. Exactly how a multiprocessor 

will impact upon this area is not clear and should be 

investigated. 

Summary 

As can be seen from the preceding discussion, much is 

left to be learned about the uses of parallel processing in 

business data processing. This research has shown that I/O 

operations in a multiprocessing environment can cause per-

formance problems that are not present in a uniprocessing 

system and bear special consideration. Using this 

information, more advanced systems based upon a multi-

processor configuration can be investigated with little 

attention aimed at the I/O problem. Also, this research 

forms a basis from which further research can be launched. 

There can be little doubt that parallel processing 

systems will become more numerous as time passes. Hardware 

costs will continue to decrease while the capabilities of 

system and application software increasé. Combining several 

processing elements into a single system appears to be a 

natural evolution of these trends. In order to effectively 

manage this new technology, information system specialists 

must fully understand the implications and special problems 

associated with parallel processing. It is hoped that this 



research will provide a foundat 
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of this timely, important topic. 
ion for further investigation 
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SIMULATE 
CHNLS FUNCTION RN4,D20 

. 0 5 , 1 / . 1 , 2 / . 1 5 , 3 / . 2 , 4 / . 2 5 , 5 / . 3 , 6 / . 3 5 , 7 / . 4 , 8 / . 4 5 , 9 / . 5 , 1 0 / 

. 5 5 , 1 1 / . 6 , 1 2 / . 6 5 , 1 3 / . 7 , 1 4 / . 7 5 , 1 5 / . 8 , 1 6 / . 8 5 , 1 7 / . 9 , 1 8 / . 9 5 , 1 9 / 
1 , 2 0 
RECS FUNCTION RN4,D4 
.25,0/.50,1/.75,2/1.0,3 

INTEGER 
INTEGER 
REAL 
EXTERNAL 
GENERATE 
ASSIGN 

DSVAL VARIABLE 
ASSIGN 
TRANSFER 
ASSIGN 
ASSIGN 
MARK 
MARK 
QUEUE 
TEST LE 
ENTER 
DEPART 
TEST E 
ADVANCE 
TRANSFER 
ADVANCE 
TEST E 
LEAVE 
TEST E 
ASSIGN 
QUEUE 
PRIORITY 

TOl 
Tll 

PRCQ 

PRC 

T02 
T03 

T04 

TOQU 

TOP SEIZE 
ADVANCE 
TEST E 
SEIZE 
ADVANCE 
TRANSFER 

TIO ADVANCE 

TEST E 
SEIZE 

T09 ENTER 
ADVANCE 
RELEASE 
RELEASE 
TEST NE 
ASSIGN 

&IFLAG,&ISTOPIT,&II 
&M,&FLAG1,&FLAG2,&FLAG3,&FLAG4,&BUFFR 
&XBAR,&PVAL 
&STOPR 
1,,,,1,9PF ;1/1000 SEC ARRIVAL RATE 
3,FN$CHNLS ;SELECT CHANNEL 
(P3*10)+FN$CHNLS-1 
7,0 
,T11 
7,FN$RECS 
2,V$DSVAL 
9 
5 
PROC 
S$PRC,&II 
PRC 
PROC 
&FLAG2,1,T02 
9 
,T03 
9,5 
&FLAG1,1,T04 
PRC 
PR,1,EXIT 
4,0 
10 
10 

P2 
16 
&FLAG3,0,T10 
P3 
9 
,T09 
9 

F*3,0,T10 
P3 
BUFF,1500 
2 
P2 
P3 
P4,P7,GOBK 
4+,l 

;INITIALIZE NUMBER OF lOS 

;CREATE NUMBER OF lOS 
;SELECT THE DASD 

;PROCESSORS AVAILABLE? 
;YES 

EXECUTE 9 MS 

EXECUTE 9 MS +- 5 

FOR PROC SHARING 
EXIT IF PRIORITY NE 

;SET HIGH PRIORITY FOR 
; RETURN TO PROC 
;DASD IS FREE 
;SEEK 

;CHANNEL IS FREE 
;LATENCY CHANNEL HELD@ 

;LATENCY DYNAMIC DASD 
; DISCONNECT 

;CHANNEL IS FREE 

;TRANSFER 
;RELEASE THE DASD 
;RELEASE THE CHANNEL 

V 
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TRANSFER 
GOBK DEPART 

TEST E 
TRANSFER 

T05 TRANSFER 
EXIT TEST E 

LEAVE 
T06 LEAVE 
TPRC BLET 

,TOP 
10 
&FLAG1,1,T05 
,PRCQ 
,PRC 
&FLAGl,0,TO6 
PRC 
BUFF,1500 
&PVAL=QX$IO 

;PROCESSOR SHARE 
;PROCESSOR HELD 

;PROCESSOR HELD 

* CALL FORTRAN SUBROUTINE 

ARND BCALL 
&ST0PR(2 , &IVAL, &PVAL, &IFLAG, &ISTOPIT, &XBAR) 

BLET &IFLAG=3 
TEST E &ISTOPIT,0,EXITC 
TERMINATE 

EXITA TEST E &FLAG1,0,EXITB 
LEAVE PRC ;FOR NO PROC SHARING 

EXITB TERMINATE 
EXITC BPUTPIC 
FILE=DATA,PICTURE=PIC, (&II,&ISTOPIT,&XBAR, &M) 
PIC PICTURE LINES=1 

* * * * * * * * * * * * * * * * * * * , * * * * * * * * * 

STOP TERMINATE 1 
* 

> » CONTROL SECTION < « * 

* 

* 

* 

* 

* 

* 

* 

* 

* 

* 

* 

* 

* 

* 

FLAG1=1 MEANS PROCESSOR SHARE 
=0 MEANS PROCESSOR HELD 

FLAG2=1 MEANS HOMOGENEOUS USERS 
=0 MEANS HETEROGENEOUS USERS 

FLAG3=1 MEANS CHANNEL SHARE (DYNAMIC DASD DISCONNECT) 
=0 MEANS CHANNEL HELD 

FLAG4=1 MEANS NOT ENOUGH BUFFER STORAGE AVAILABLE 
=0 MEANS ENOUGH BUFFER STORAGE IS AVAILABLE 

PRMP PUTSTRING (• ENTER THE MODEL NUMBER.') 
GETLIST ERR=PRMP,(&M) 

PRC STORAGE 4096 
IF (&M<9) 

LET &FLAG1=1 
ENDIF 

IF (&M<5)OR(&M=9)OR(&M=10)OR(&M=11)OR(&M=12) 
LET &FLAG2=1 
ENDIF 
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IF (&M=1)OR(&M=2)OR(&M=5)OR(&M=6)OR(&M=9)OR(&M=10)OR 
(&M=13)0R (&M=14) 

LET &FLAG3=1 
ENDIF 

IF (&M=2)OR(&M=4)OR(&M=6)OR(&M=8)OR(&M=10)OR(&M=12)OR 
(&M=14)0R (&M=16) 

LET &FLAG4=1 
ENDIF 
LET &BUFFR=4000000 
IF &FLAG4=1 
LET &BUFFR=40000 
ENDIF 

BUFF STORAGE &BUFFR 
DO &II=1,4096,&II 

If 

LET 
START 
RESET 
START 
IF 
LET 
ENDIF 
CLEAR 
ENDDO 
END 

&IFLAG=1 
1000 

1 
&ISTOPIT<0 
&II=32767 

X" J 
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C 
C 
C 
C 
C 
C 
C 
C 
c 
c 
c 
c 
c 
c 
c 
c 
c 
c 
c 
c 
c 
c 

c 
c 
c 

SUBROUTINE STOPR(IP,IVAL,PVAL,IFLAG,ISTOP,XBAR) 
The subroutine is an implementation of the sequential 
stopping procedure suggested by Law and Carson (1979). 
Interested readers are referred to the original work 
for a more complete understanding of the algorithm. 

IP is an indicator for the passing of INTEGER (IVAL) or 
REAL (PVAL) data (means) to be collected. IP=1 uses 
IVAL. IFLAG is used to determine whether this is the 
first time STOPR has been called. IFLAG=1 means first 
time. ISTOP is used to stop the simulation. ISTOP < 0 
terminates. XBAR is the center of the confidence 
interval. SUM contains the sums of the batches of 
observations. The odd numbered passes use SUM(1,*) 
while the even numbered passes use SUM(2,*) N , COBS, 
and OBS are the number of observations in each batch. 

Q, ST, COUNT and PTR are pointers used to index OBS and 
SUM, RHO is the first autocorrelation. 

GMEAN is the grand mean. 
K is the number of batches 
L is the current number of obversations per batch 
C is the stopping value 

DIMENSION SUM(2,400),N(42) 
INTEGER C0UNT(2),ST(2),PTR,Q,COBS(2),OBS(2,40) 

INTEGER*4 IVAL 

Initialize variables 

IF (IP.EQ.l) PVAL=IVAL 
IF (IFLAG.NE.l) GO TO 10 
C0UNT(1)=1 
C0UNT(2)=1 
N(l)=600 
N(2)=800 
ISTOP=0 
T=1.6849 
L=10 
K=40 
C=-4 
GAMMA=0.500 
IFLAG=0 
DO 5 1=1,400 
SUM(1,I)=0 
SUM(2,I)=0 
0BS(1,1)=2 
OBS(2,l)=3 
DO 7 1=2,30 
0BS(1,I)=0BS(1,I-1)*2 
OBS(2,I)=OBS(2,I-l)*2 
C0BS(1)=1 
C0BS(2)=1 
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C 
C 
c 
10 

1=2 
ST(1)=1 
ST(2)=1 

Add observation to appropriate batches 

DO 40 11=1,2 
SUM(II,ST(II))=PVAL+SUM(II,ST(II)) 
COUNT(II)=COUNT(II)+1 
IF(COUNT(II).GT.OBS(II,COBS(II))) THEN 
ST(II)=ST(II)+1 
C0UNT(II)=1 

END IF 
IF (ST(II).GT.400) THEN 
PTR=II 
M=OBS(II,COBS(II)) 
C0BS(II)=C0BS(II)+1 
C0UNT(II)=1 
GO TO 100 

END IF 
4 0 CONTINUE 
50 RETURN 
C 
C STEP lA from Law and Carson (1979) 
C 
100 CALL CRH0(L*K,M,1,SUM,PTR,RH0,GMEAN) 

IF (IFLAG.EQ.2) GO TO 300 
IF (RHO.GE.C) GO TO 400 
IF (RHO.LE.O) GO TO 300 

C 
C 
C 

STEP IB 

OLDRHO=RHO 
CALL CRHO((L*K)/2,M,2,SUM,PTR,RHO,GMEAN) 
IF (RHO.LT.OLDRHO) GO TO 300 
GO TO 4 00 

C 
C STEP IC 
C 
300 

310 

CALL CGM(K,M,L,SUM,PTR,GMEAN) 
CALL CCOV(K,M,L,SUM,PTR,COV) 
DELTA=T*(COV**.5) 
IF (IFLAG.EQ.2) GO TO 310 
IF ((DELTA/GMEAN).GT.GAMMA) GO TO 400 
XBAR=GMEAN 
IST0P=(-1)*N(I) 
GO TO 50 

C STEP 2 
C 
400 1=1+1 

IC=0 

X" 
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410 

420 

C 
C 
C 

C 
C 
C 

10 
20 

C 
C 
C 

C 
C 
C 

N(I)=2*(N(I-2)) 
DO 410 J=l,400,2 
IC=IC+1 
SUM(PTR,IC)=SUM(PTR,J)+SUM(PTR,J+1) 
ST(PTR)=((L*K)/2)+l 
DO 420 J=ST(PTR),400 
SUM(PTR,J)=0 
GO TO 40 
END 

10 

20 

SUBROUTINE CGM(K,M,Q,SUM,PTR,GMEAN) 

This subroutine calculates the grand mean 

DIMENSION SUM(2,400) 
INTEGER Q 
TOTAL=0 
DO 20 I=1,K*Q,Q 
TEMP=0 
DO 10 J=1,Q 
TEMP=TEMP+SUM(PTR,1+J-1) 
TOTAL=TOTAL+(TEMP/(M*Q)) 
GMEAN=TOTAL/K 
RETURN 
END 

SUBROUTINE CCOV(K,M,Q,SUM,PTR,COV) 

This subroutine calculates the covariance 

INTEGER Q 
DIMENSION SUM(2,400) 
CALL CGM(K,M,Q,SUM,PTR,GMEAN) 
TOTAL=0 
DO 20,I=1,K*Q,Q 
TEMP=0 
DO 10 J=1,Q 
TEMP=TEMP+SUM(PTR, I+J-1) 
TEMP=TEMP/ (M*Q) 
TOTAL=TOTAL+((TEMP-GMEAN)**2) 
COV=TOTAL/(K*(K-1)) 
RETURN 
END 
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C 
C 
c 

SUBROUTINE CRHO(K,M,Q,SUM, PTR,RHO,GMEAN) 
C 
C This subroutine calculated the first autocorrelation 
C 

INTEGER Q 
DIMENSION SUM(2,400) 
CALL CGM(K,M,Q,SUM,PTR,GMEAN) 
TOP=0 
BOT=0 
DO 20 1=1,(K-1)*Q,Q 
TEMP1=0 
TEMP2=0 
DO 10 J=1,Q 
TEMP1=TEMP1+SUM(PTR,1+J-1) 

10 TEMP2=TEMP2+SUM(PTR,I+J-1+Q) 
TEMP1=TEMP1/(M*Q) 
TEMP2=TEMP2/(M*Q) 
TOP=TOP+ ( (TEMPl-GMEAN) * (TEMP2-GMEAN) ) 

2 0 BOT=BOT+((TEMPl-GMEAN)**2) 
DO 30 J=1,Q 

3 0 TEMP1=TEMP1+SUM(PTR, (K*Q)+J-1) 
TEMP1=TEMP1/(M*Q) 
BOT=BOT+((TEMPl-GMEAN)**2) 
RHO=TOP/BOT 
RETURN 
END 



APPENDIX C 

DETAILED SIMULATION GRAPHICS 

124 



125 

500 

*00 -

TJ 
C 
0 
o 300 -

1/0 Time 

2 
c 

200 -

100 -

-r 
8 16 32 

Number of Procassors 

Figure C.l 

Average I/O Time for Model 1 
(SODE) 

^ 



126 

500 

400 

c 
o 
u 

2 

E 

300 -

200 -

100 

TotQl Processor ond 1/0 Tim 

Number of Processors 

Figure C.2 

Average Time in System for Model 1 
(SODE) 



127 

1/0 Time 
500 

400 -

M 
•0 
c 
0 
u 
c 
M 

2 
c 

c 
E 

300 -

200 -

100 

1 r 

4 8 

Number of Processors 

16 32 

Figure C.3 

Average I/O Time for Model 2 
(SODN) 

y »«««\ 



128 

500 

400 

M 
T) 
C 
0 
u 

2 

E 

300 -

200 

100 -

Totol Processor cnd 1/0 Time 

Number of Processors 

Figure C.4 

Average Time in System for Model 2 
(SODN) 



500 

400 -

1/0 me 

129 

M 
V 
c 

. 0 
u 
• 
M 

2 
£ 
9 

E 

300 -

200 -

100 -

2 

Number of Processors 

Figure C.5 

Average I/O Time for Model 3 
(SOHE) 

T-
8 16 

MamÆSMft«^ 



wi.Duie 

130 

Totol Processor ond l /O Time 

500 

400 -

m 
•0 
c 
0 
u 
M 

2 

E 

300 -

200 -

100 -

-r 
2 16 

Number of Processors 

Figure C.6 

Average Time in System for Model 3 
(SOHE) 



HWH 

M 

c 
0 
u 
e 
M 

2 
c 
m 
E 

131 

1/0 Time 

s u u 

400 

300 

200 

100 

0 

-

j _ _ ^ G 

1 ; 1 

/ 
e 
1 

/ 

/ 

/ 

/' 

/ 

/ 

/ ! 
/ ; 

1 
j 

1 

1 

1 

16 

Number of Processors 

Figure C.7 

Average I/O Time for Model 4 
(SOHN) 

X 



3 — E 7 M 

132 

M 
•D 
C 
0 
u 

2 
_c 

• 
E 

500 

400 -

300 -

200 -

100 -

Totcl Processor ona 1/0 Time 

Number of Processors 

Figure C.8 

Average Time in System for Model 4 
(SOHN) 

X P«J!|.i.l'i«li' 



-c^ Bfel 

133 

100 

M 
•0 
c 
0 
u 
• 
M 

2 
£ 
m 
E 

1/0 Ti me 

Number of Processors 

Figure C.9 

Average I/O Time f o r Model 5 
(SEDE) 

•immm^'i^'m 



mm 

134 

Totol Processor cnd 1/0 Time 

M 

c 
0 
u 

2 
JC 

e 
E 

600 

500 -

400 

300 -

200 -

100 -

0 -f 

6 16 

Number of Processors 

Figure C.IO 

Average Time in System for Model 5 
(SEDE) 



zT3C^E?^Bi 

M 
•o 
c 
0 
u 
e 
M 

2 
_c 
e 
E 

100 

90 -

80 -

70 -

60 -

50 -

40 -

30 -
r 

20 -

10 -

0 
1 

135 

1/0 Time 

-r 
2 

Number of Processors 

Figure C.ll 

Average 1/0 Time for Model 6 
(SEDN) 

mmssm^ 
• ' ^ 



136 

M 
T3 
C 
o 
u 
e 
M 

2 

E 

600 

500 -

400 -

300 -

200 -

100 -

Totcl Processor ond 1/0 Time 

Number of Processors 

Figure C.12 

Average Time in System for Model 6 
(SEDN) 

•HB»B'W"^«?\ 



wm 

500 

400 

137 

/ 0 Time 

M 
"0 
c 
0 
u 
M 

2 
£ 
m 
E 

300 -

200 -

100 -

1 

2 
-r 
8 16 

Number of Processors 

Figure C.13 

Average I/O Time for Model 7 
(SEHE) 



• jLJ iJ ia • S 4 

138 

Totol Processor ond l /O Time 

500 

400 

M 
TJ 
C 
0 
u 
e 
M 

2 
£ 
m 
E 

300 -

200 -

100 -

Number of Processors 

Figure C.14 

Average Time in System for Model 7 
(SEHE) 

'v i»'.-



mm 

500 

M 
•D 
C 
0 
u 

2 
_c 
e 
E 

400 -

300 -

200 -

100 -

139 

/ 0 Time 

Number of Processors 

Figure C.15 

Average I/O Time for Model 8 
(SEHN) 



•,U-\;'ri^'Vm 

140 

500 

Totol Processor ond l /O Time 

400 -

M 
"D 
C 
o 
u 

2 
_c 
e 
E 

300 -

200 -

100 -

2 16 

Number of Processors 

Figure C.16 

Average Time in System for Model 8 
(SEHN) 

X 



400 -

M 
•0 
c 
0 
u 
e 
M 

2 
£ 
m 
E 

300 -

200 -

141 

500 

1/0 Time 

1 

100 -

I I 

l 8 

Number of Processors 

16 32 64 

Figure C.17 

Average I/O Time for Model 9 
(HODE) 



142 

M 
"D 
C 
0 
u 
m 
M 

2 

£ 
m 

E 

800 

700 -

600 -

500 

400 -

300 -

200 -

100 -

Totol Processor ond 1/0 Time 

Number of Processors 

Figure C.18 

Average Time in System for Model 9 
(HODE) 



143 

1/0 Time 
500 

400 -

M 
•D 
C 
o 
u 
» 
tt 

2 
c 

300 -

200 -

100 -

Number of Processors 

Figure C.19 

Average I/O Time for Model 10 
(HODN) 



144 

M 
•D 
C 
0 
u 
c 
M 

2 
_c 

e 

E 

800 

700 -

600 -

500 -

400 -

300 -

200 -

100 -

Totol Processor ond 1/0 Time 

Number of Processors 

Figure C.20 

Average Time in System for Model 10 
(HODN) 



145 

500 

400 -

M 
•D 
C 
0 
u 

2 
_c 
e 
E 

300 -

200 -

100 -1 

1/0 Time 

8 16 32 

Number of Processors 

255 

Figure C.21 

Average 1/0 Time for Model 11 
(HOHE) 



146 

Totol Processor ond l/O Time 

M 
•D 
C 
0 ^ 
U M 
C -D 
£ c 
r 0 
25 
£Î 
C '^ 

E 

3.5 -

3 -

2.5 -

2 -

1.5 -

1 -

I 

2 
- r 
4 

-B-

8 16 32 

Number of Processors 

64 128 256 

F i g u r e C.22 

Average Time in System for Model 11 
(HOHE) 



147 

1/0 Time 

M 
•D 
C 
o 
u 

2 
c 

400 

300 

200 

100 

0 

-

-

t 

% 

9 • 
1 

— j j 

1 

n —1 j 

1 1 

/ 

1 1 

/ / 
/ 

1 

8 16 32 

Number of Processors 

64 128 256 

F i g u r e C.23 

Average I/O Time for Model 12 
(HOHN) 

^ . 



148 

2.4 

M 
"C 
c 
0 /-v 
U M 
C -D 
1 c 
— o 
25 
£Î 

2.2 -

2 -

1.8 -

1.6 -

1.4 -

1.2 -

1 -

0.8 -

0.6 -

C 
0.4 -

0.2 -

0 

1 

Totol Processor ond l /O Time 

-r 
2 

-e 

t 

r 

I 1 I 

8 16 32 

Number of Processors 

64 128 256 

Figure C.24 

Average Time in System for Model 12 
(HOHN) 



149 

1/0 Time 
500 

400 -

M 
"D 
C 
o 
u 
c 
M 

2 
£ 
m 
E 

300 -

200 -

100 -

I 1 
i 8 

Number of Processors 

16 
—r-
32 64 

F i g u r e C.25 

Average I/O Time for Model 13 
(HEDE) 



150 

Totol Processor ond 1/0 Time 
500 

400 -

M 
T3 
C 
o 
u 
c 
M 

2 
£ 
m 
E 

300 -

200 -

100 -

Number of Processors 

Figure C.26 

Average Time in System for Model 13 
(HEDE) 

/ • 



500 

400 -

151 

1/0 Time 

•D 
C 
o 
u 
c 
M 

2 
£ 
m 
E 

300 -

200 -

100 -

4 8 

Number of Processors 

I 

16 

—T— 

32 64 

Figure C.27 

Average I/O Time for Model 14 
(HEDN) 



1., mmm 

152 

TotoJ Processor ond 1/0 Time 

500 

400 -

M 
•D 
C 
0 
u 

2 
_c 

c 
E 

300 -

200 

100 -

4 8 

Number of Processors 

Figure C.28 

Average Time in System for Model 14 
(HEDN) 



400 -

•D 
C 
0 
u 300 -

2 
_c 

c 
E 

200 -

100 -

Figure C.29 

Average 1/0 Time for Model 15 
(HEHE) 

153 

500 

1/0 Time 

t 

4 8 

Number of Processors 

I 

16 
—r-
32 64 



r 
m 
"0 
C 
O ^ 
o m 

S c 
= 0 
25 
cî 
c ^ 
Ê 

Totol Processor ond 1/0 Tlme 
1 1 - _ 

1 -

0.9 -

0.8 -

0.7 -

0.6 -

0.5 -

0.4 -

0.3 -

0.2 -

0.1 -

0 - -

. 

1 7 ' ' ' ^ 
2 4 8 , 6 32 

Number of Processors 

Figure C.30 

Average Time i n System f o r Model 15 
(HEHE) 

154 

64 



as 

155 

1/0 Time 

M 
•D 
C 
0 
u 
c 
M 

2 
jc 

e 
E 

9 U U 

400 

300 

200 

100 

0 

-

-

t 

• 

3 B 

T 

B 

• 1 

B 

1 

B ' ^ 

1 

f 
1 ' 

1 

1 

1 

i 
1 

16 32 64 

Number of Processors 

Figure C.31 

Average I/O Time for Model 16 
(HEHN) 



ííMjjmi 

156 

Totoi Processor ond l /O Time 

M 

"D 
C 
0 <-v 
U M 
• V 

JH c 
= 0 

25 
c ^ 
E 

Number of Processors 

Figure C.32 

Average Time in System for Model 16 
(HEHN) 

y 


