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CHAPTER I 

INTRODUCTION 

1.1 Introduction to Programmable Logic 

Arravs 

1.1.1 Array-Logic Structures 

Over the past few decades, logic designers have been 

involved in a search for the best possible compromise 

between performance and cost factors of hardware design and 

implementation (the cost factor being a combination of 

design effort, silicon area, etc.). Their goal has been to 

develop a general, logic structure that would fit into 

almost any hardware design. The advantages that memory 

structures enjoy (viz. regularity, ease in design, ease in 

computer generation, testing, and simulation, etc.) have 

motivated them to study memory-like structures which can 

perform logic. 

The result of this research was the birth of a class of 

regular logic structures called "array-logic." Array-logic 

uses data bits as addresses which when decoded lead to the 

extraction of a pre-determined result from a memory-like 

array. Array-logic has been used to store lookup tables, 

microcode, etc., in many computers. Present day technology 

has made possible the realization of such array structures 

in an area-conservative environment [FLEI75]. 



Random Access Memories (RAMs), Read Only Memories 

(ROMs), Programmable Logic Arrays (PLAs), and multiplexers 

are some popular examples of array-logic structures. While 

it is possible to realize many logic functions using a 

single PLA block, only one function can be realized using a 

multiplexer block. Logic can be realized more efficiently 

using PLAs rather than using ROMs and RAMs. The rest of 

this section deals with the importance of PLAs in logic and 

chip designs. 

1.1.2 Programmable Logic Arrays in 

Logic Design 

In the recent past, PLAs have been used to implement 

multiple-output, combinatorial and sequential. Boolean 

logic. They are used to implement control units of CPUs, 

arithmetic circuits, decoders and finite state machines 

(FSMs). PLAs can also be used to implement the "IF-THEN-

ELSE conditional statement" present in programs written 

using hardware description languages [WEST85]. They have 

been used in the design of an entire microprocessor 

[GOLD80], terminal control units [LOGU75], ALU chips 

[MART80], and other logic systems. 

1.1.3 Programmable Logic Arrays in 

Chip Design 

Chips implemented using PLA and random logic structures 

have resulted in an increased saving of area and better 



performance over those built using other types of semi-

custom design approaches. The following are some of the 

reasons for the popularity of PLA structures in chip 

design: 

1) Its regularity allows extensive use of automation in 

the design and internal routing of the array; 

2) Its fixed structure presents ease in automation of 

the layouts of chips that use PLAs as sub-systems; and 

3) Its easy-to-modify characteristic has rendered the 

use of PLAs as leaf cells in VLSI chip design approaches. 

Many automation aids for efficient development of PLAs 

have been designed and implemented; some of them are: 

languages to specify PLA structures and their 

interconnections, tools to provide visual information, 

simulate, and design PLAs at the physical-level [GOLD80]. 

1.1.4 The Study of PLAs in this Thesis 

The goal of our study is to design and implement 

algorithms that can be used in some synthesis-tools for 

chip design. These algorithms could be incorporated into a 

PLA generator. The objective of this thesis is to exploit 

the regularity of the structure of PLAs, and by changing 

its topology to obtain area-efficient realizations of the 

same. Our motivation for this study comes from the NP-

completeness of a popular PLA area-minimization technique 

called "folding" (section 1.6), the undoubted importance of 
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PLAs as stand alone VLSI sub-systems, and the competition 

provided by researchers who have investigated the folding 

problem ([HACH82], [DEMI83], [EGAN84], [HWANG86], and 

[WONG87]). 

1.2 Structure of a PLA 

PLAs are used to implement logic functions that are 

given in the Sum-of-Products (SOP) form. A PLA can be 

divided into two planes, called the AND-plane and the OR-

plane. For every input signal, there is one column in the 

AND-plane, and for every output signal, there is a column 

in the OR-plane. Separate columns are assigned to the 

complement and the uncomplement input literals in the AND-

plane. The literal column of a signal is connected to its 

complement via an inverter. For every product term, there 

is a row that runs across both planes. The AND-plane of 

the PLA produces the product terms which are used by the 

OR-plane to form the SOP functions. Figure 1.1 shows the 

block diagram of a PLA. The next section describes the 

details of the physical realization of a PLA. 

1.3 Physical Realization of a PLA 

PLAs have been studied over a long period of time, 

resulting in the availability of many technology-dependent, 

electrical designs for the same. A circuit-level view of 



a traditional nMOS implementation of the PLA is given in 

this section. 

In this implementation, every product (term) of 

literals and sum-of-product terms are realized by NOR 

gates. In the AND-plane, for every input signal that 

appears in a product term, an nMOS transistor is placed at 

the intersection of the corresponding row (associated with 

the product term) and the column (input signal). 

Similarly, in the OR-plane, for every product term that 

appears in an output, an nMOS transistor is placed at the 

intersection of the corresponding row and the column 

(output function). The OR-plane functions as the dual of 

the AND-plane. It uses the products as inputs and produces 

outputs at the columns. An example of an nMOS PLA is given 

in this section. 

In the AND-plane, the three terminals of a transistor, 

namely the gate, source and drain are connected to an input 

signal, a row and a ground, respectively. Each row of the 

PLA is connected to a power line through a pull-up 

transistor which is constantly on, feeding a logic '1' to 

the row. If the input signal is "high" (i.e., a logic 

'1'), the transistor conducts, pulling down the source 

signal to "low" (i.e., a logic '0'). This grounds the 

entire row. On the other hand, if every input signal that 

appears in a (product) row is low, then all nMOS transistor 



are open, causing the row to go high. The circuit in the 

OR-plane is realized analogously, except that columns 

behave like rows of the AND-plane. 

Figure 1.2(a) shows the nMOS realization of a PLA. In 

this PLA, the input literals are x, y, z, x', y', and z'; 

and the output functions are fl, f2, f3, where: 

fl = xy»z + xy + x»y»z», 

f2 = xy + X•yz•, and 

f3 = xy'z + x'yz'. 

Since there are only four distinct product terms in 

these functions, the PLA has only four rows. In the AND-

plane of the PLA, each row realizes a NOR gate; the inputs 

of this gate are the input literal columns that have 

transistors on the corresponding row. For example, 

consider rowl of fig.1.2(a), which has transistors 

connected to input signals x', y and z'. Rowl will 

transmit a high signal to the OR-plane, if and only if all 

three transistors remain open. In other words, rowl = 1, 

if and only if x = 1, y = 0 and z = 1. The Boolean 

function for the logic realized by rowl is xy'z, which is 

the same as [x* + y + z']' (the NOR-form of the input 

literals). Table 1.1 shows the truth table for the rows in 

the PLA. The Boolean function realized by each row is 

given below the table. 



In the OR-plane, each column realizes the NOR of the 

product terms. For example, in fig.1.2(a), consider the 

output column fl which has transistors on rowl, row2, and 

row3. Fl will transmit a high signal to the external 

world, if and only if, all the transistors connected to it 

are closed. This is possible only if rowl, row2, and row3 

are all low. Consequently, the Boolean function for the 

logic realized by fl is the product: ((rowl)'. (row2)'. 

(row3)'}. Using NOR logic, this function can be rewritten 

as (rowl + row2 + row3)». Table 1.2 shows the truth table 

for the output columns using the rows as inputs. 

The actual logic realized by this output column is: 

ol = (rowl + row2 + row3)'; 

= ((X' + y + z')' + (X' + y')' + (X + y + z)')'; 

(from the row functions) 

= (xy'z + xy + x'y'z')'. 

Since ol is the complement of the function fl that is 

to be implemented, an inverter is placed at the end of 

every output column. The PLA actually realizes the NOR-

NOR-INVERT form of the AND-OR logic. 

Figure 1.2(b) shows the physical layout of the same 

PLA. In the AND-plane, the columns are run in poly, while 

the product rows are run in metal. In the OR-plane, the 

columns are run in metal and the rows are run in poly. All 

power and ground lines are run in metal. The crossing of a 



poly wire over an n-diffusion wire creates an nMOS 

transistor. Contacts are placed to make electrical 

connections between wires in different layers. 

1.4 Representations of a PLA 

A PLA can be represented by specifying the positions of 

transistors in the two planes. A matrix, known as the 

personality matrix, is used to store this symbolic 

information. The matrix consists of two sub-matrices, one 

for the AND-plane and the other for the OR-plane. Columns 

in the AND-plane sub-matrix denote the input literals, 

while those in the OR-plane sub-matrix represent the output 

functions of the PLA. Rows in both sub-matrices represent 

the product terms. 

Entries in the personality matrix are denoted by the 

digits '0', '1', and '2'. The (i,j)^^ entry of the AND-

plane sub-matrix is 1 (0) if the j^" input signal is 

present as the uncomplemented (complemented) variable in 

the i^^ product term of the PLA. If neither literals of 

the j^^ variable is present in the i^" product term, a 2 

is placed at the (i,j) entry. A 2 denotes a "don't care" 

as in other Boolean minimization algorithms. Similarly, in 

the OR-plane sub-matrix, a 1 in the (i,j) entry denotes 

that the i^^ product term is present in the j^^ output 

function (column); otherwise, the entry is a 2. Figure 1.3 
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shows the personality matrix of the PLA given in 

fig.1.2(a). 

The contents of a personality matrix can be shown 

conveniently on a grid. In this grid representation, the 

presence (absence) of an 'X' at the (i,j)^^ position 

represents the existence (absence) of a transistor at the 

intersection of the i^^ row and j"̂ ^ column in the PLA. The 

grid representation of the PLA in fig.1.2(a) is shown in 

fig.1.4. 

1.5 Area Minimization of PLAs 

Area minimization of the silicon wafer is one of the 

major goals in chip design. Since the PLA is a popular, 

highly regular logic-structure, the area-minimization 

problem of such structures has been studied vigorously. 

This section summarizes some of the techniques that have 

been developed for area minimization of PLAs. Later, we 

describe the PLA folding technique in detail. 

Existing PLA area-minimization techniques can be 

divided into two categories. In one category, the goal is 

to minimize the functions being implemented without 

changing the input/output relationship, so that the 

original PLA can be transformed into a smaller one. The 

methods that fall into this category are predominantly 

concerned with Boolean minimization techniques. The goal 

in the second category is to restructure the PLA matrix, by 



reordering the rows and columns so that any empty space is 

eliminated; such methods are concerned with topological 

minimization of the PLA. 

1.5.1 Boolean Minimization Techniques 

One of the Boolean minimization techniques used is to 

remove redundant product terms in the personality matrix of 

a PLA; thereby removing the rows that implement these 

terms. Consider a row r, a set O of all output columns c 

for which r has a 1 in the personality matrix of the OR-

plane, and a set S consisting of other rows that have a 1 

for the output c. R is said to be redundant if the set of 

minterms covered by one or more of the rows of S is a 

superset of the set covered by row r. If this condition 

holds good for every column in set O, then row r is 

redundant and can be removed [ULLM84]. 

Another Boolean minimization technique is to determine 

if a term xf can be replaced by a term f, where f is the 

product of some variables other than x and covers more 

minterms than does xf. This technique is called raising of 

terms. By raising terms, it is possible to replace a term 

by another that covers more minterms; this, in turn, might 

make some other terms redundant [ULLM84]. 

There are quite a few tools such as MINI [HONG74] in 

existence that perform two-level (AND-OR) logic 
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minimization of Boolean functions. Since the functions 

realized by PLAs are two-level in nature, they can be 

minimized by such tools, resulting in compact PLAs. 

1.5.2 Topological Minimization 
Techniques 

Topological minimization methods reduce the number of 

physical columns and/or rows, while maintaining the same 

number of logical columns and rows. They change the PLA 

structure by using a process called folding. The next 

section gives a detailed look at folding. 

1.6 PLA Folding 

Folding is a technology-independent, topological 

minimization technique, developed for array structures, 

that attempts to place two or more input/output (product 

term) signals together so that they can share the same 

physical column (row). It does not change the 

implementation of the logic in any manner, but reduces the 

number of columns and rows, and consequently reduces the 

area of the PLA. The following paragraphs deal with the 

different types of PLA folding and their effects on the 

PLA. 

1.6.1 Column Folding 

Definition: Column folding is the sharing of a single 

physical column by two or more columns (input/output 
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signals) of a PLA. Column folding is said to be simple if 

utmost two signals (logical columns) share a single 

physical column. It is called multiple if more than two 

columns can share a single column. Figure 1.5 shows both 

types of folding. Two simple fold sets ({a, b) and {f, 

g}), and a multiple fold set ({c, d, e)) exist. To avoid 

mask-level complexity, only input (output) columns are 

folded with other input (output) columns. 

Column folding can be obtained by permuting the rows of 

the PLA. For example, in fig.1.6(a), no column folding is 

evident. However, from the given representation of the 

PLA, if the rows are permuted so that r4, r2, rl, r5, and 

r3 are in order, then it is possible to fold and place the 

column a above the column b. This row-permuted PLA is 

shown in fig.1.6(b). 

It is evident from the above example that column 

folding introduces a restriction on the order of the rows. 

More specifically, if column x is folded and placed above 

column y, then all the rows that receive the signal x must 

be placed above those rows that use the signal y. For 

example, in fig.1.6(b), to fold column a above b, rows r4 

and r2 should be placed above rl, r5 and r3. 

The restrictions imposed on the order of rows by one 

set of folded column signals might conflict with the row 

ordering desired by another set of folded columns (section 
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1.6.5). Such conflicts on row orderings along with some 

other conditions (explained in section 1.6.5), make column 

folding an NP-complete optimization problem [HACH80]. An 

ordering of rows is termed as optimal. if it needs to the 

maximal folding of columns (one that needs the minimum 

number of physical columns). 

1.6.2 Row Folding 

Definition: Row folding is defined as the sharing of a 

single physical row by two or more product terms (logical 

rows) of a PLA. Row folding is called simple if only two 

rows share a single row and is called multiple if more than 

two rows share a single row. Figure 1.7(a) shows simple 

row folding ({rx, ry}) and fig.1.7(b) shows multiple row 

folding ((rl, rm, rn, ro}). 

Row folding is more complex than column folding, due 

to the fact that rows interact with both the input and 

output columns. In order that two rows can be folded 

together, it is necessary that the input columns feeding 

one row be separated from those that feed the other by the 

output columns. Such separation segments the PLA. There 

are two ways to segment PLAs for simple row folding: one 

that splits the original AND-plane resulting in the AND-OR-

AND structure and the other that yields the OR-AND-OR 

structure. The PLA in the AND-OR-AND form (fig.1.7(a)), 
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consists of two AND-planes (the left and the right) and an 

OR-plane between these two planes. The OR-AND-OR PLA 

consists of two OR-planes (the left and the right) on 

either side of an AND-plane. In both cases, a row 

belonging solely to the left (T^D- or OR-) plane can be 

folded only with a row belonging solely to the right (AND-

or OR-) plane. A multiple row-folded PLA consists of a 

sequence of alternating AND- and OR-planes (fig.1.7(b)). 

In this case, rows belonging to internally placed planes 

can be folded with other rows. 

Row folding can be achieved by segmenting the PLA 

planes and then permuting the columns appropriately. In 

fig.1.8(a), row folding is not evident. However, if the 

PLAs are segmented and the columns are permuted, as shown 

in fig.1.8(b), rows rl and rm can be folded. 

1.6.3 Effects of Folding on PLAs 

As stated before, each OR-column and row is connected 

to a power line. Also, each transistor in the PLA is 

connected to a ground line. All input/output columns are 

connected to buffers which are located at the boundaries of 

the PLA. The folded signals (columns that share a single 

column and/or rows that share a single row) should not be 

intermixed. Folding of the rows and columns affects the 

electrical and layout characteristics of the PLA to a 
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certain extent. Folding affects these issues to a certain 

extent as mentioned in the next paragraph. 

Folding of OR-columns necessitates that a separate 

power line be placed in the PLA, one for each physical OR-

column in a fold set (see fig.1.9(a), where the columns are 

shown as vertical lines and the power lines are shown as 

horizontal lines). Also, if the PLA is segmented into an 

AND-OR-AND structure, each pair of folded rows will require 

two power lines, one at either side of the AND-OR-AND 

structure (see fig.1.9(b), where Pr and PI are the two 

power lines). Since each column is connected to an 

input/output buffer, it is necessary that the buffer be 

placed properly so that it is connected to the column 

(fig.1.9(c)). A "cut" is required between two folded 

columns (rows), since such folded columns (rows) are two 

distinct signals and should not be intermixed. In 

fig.1.9(c), the intermixing of columns g and h is prevented 

by cut a; and that of rows x and y is prevented by cuts c 

and r. 

1.6.4 Examples of Folding Types 

This section discusses the effects of folding on the 

area of a PLA. It presents one example for each type of 

folding (simple column, multiple columns, simple row, 

multiple rows) and compares the area of the unfolded and 

the folded PLA. To show the saving in the area, it is 
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measured as the product of the number of (physical) columns 

and the number of (physical) rows. The term "fold set" is 

defined as a set of elements (columns or rows) that can be 

folded with one another. 

Figure 1.10(a) shows the unfolded PLA. This PLA has 

ten input variables (a, b,..., j), four output functions 

(k, 1, m, n), and eight product terms (rows 1, 2,...., 8). 

In terms of the number of columns and rows, this PLA has 

ten input and four output columns (altogether fourteen 

columns) and eight rows. The area of this PLA is, 

therefore, (10+4) * 8 which is 112 units. Notice the 

ordering of rows and columns in this given (unfolded) PLA. 

Figure 1.10(b) shows a simple column folded version of 

the same PLA. Notice that the rows are in the order: 6, 1, 

2, 5, 4, 3, 7, 8. With this ordering of the rows, the 

column fold sets are: (a, b), (d, c), (e, f), and (j, i). 

The number of physical columns in this PLA is now reduced 

to ten (six input and four output columns). The number of 

rows remains the same. The area of this simple column-

folded PLA is (6+4) * 8, which is 80 units. There is an 

area saving of 29% due to this folding. 

Figure 1.10(c) shows a simple row-folded version of the 

same PLA. It is obtained by segmenting the AND-plane of 

the PLA into two AND-sections (ANDl and AND2) and placing 

the OR-plane between these two AND-planes. Notice that the 
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order of the columns in the OR-plane is changed, too. By 

segmenting the AND-columns and reordering the OR-columns in 

this manner, the row fold sets of (1, 2), and (3, 4) are 

produced. The total number of rows is reduced to six, 

while the number of columns is the same (five columns in 

the ANDl plane, four in the OR-plane, and five in the AND2 

plane). The area of this simple row-folded PLA is (5 + 4 + 

5) * 6, which is 84 units. Area saved by this row folding 

is 25%. 

Figure 1.10(d) shows a multiple column-folded version 

of the original PLA. This resulted from a different 

ordering of the rows, forming the column fold sets of (a, 

b, c), (e, f, d), (h, i, j), (m,n), and (k, 1). The number 

of columns is now reduced to six (four in the AND-plane and 

two in the OR-plane), while the number of rows is 

unchanged. The area of this multiple column-folded PLA is 

therefore (4+2) * 8, which is 48 units; a net saving of 

57%. 

Figure 1.10(e) shows a multiple row-folded version of 

the original PLA, which has resulted from segmenting the 

PLA into four planes—two AND- and two OR-planes. The row 

fold sets are (1, 2, 3) and (5, 6). The number of rows is 

reduced to five; the number of columns remains unchanged, 

though they are distributed over the four planes (three in 

ANDl, 3 in ORl, seven in AND2, and one in 0R2). The area 
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of this PLA is (3 + 3 + 7 + 1) * 5, which is 70 units; a 

net saving of 37.5%. 

Row- and column-folding techniques can be applied 

together. Figure 1.10(f) shows a (simple) column- and 

(multiple) row-folded version of the original PLA. This 

requires reordering of columns and rows. Here, the PLA has 

been segmented into four planes. This segmentation has 

resulted in the row fold sets of (2, 3, 5) and (6, 1) and 

the column fold set of (a, b). The number of rows is 

reduced to five. The number of columns is reduced to 

thirteen (four in ANDl, two in ORl, five in AND2, and two 

in 0R2). The area of this PLA is 65 units; a net saving of 

42%. 

For the PLA under consideration, multiple column 

folding saves the most area. These different folded 

versions were hand-calculated to exhibit the different 

folding types. It is possible that there exist different 

permutations of columns and rows which would improve 

folding chances, thereby reducing the area of the PLA to a 

greater extent. 

1.6.5 Folding Requirements and 
Constraints 

1.6.5.1 Folding Requirements 

a) Elements of a set of columns (rows) can be folded 

only if they are disjoint. 
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An input column (literal) can be folded with another 

input column (literal) if and only if there is no single 

row (product term) that uses both the columns (literals). 

An output column (function) can be folded with another 

output column (function) only if neither of these columns 

(functions) has a common product term. Two rows (product 

terms) can be folded only if neither of them use the same 

input column (literal) or occur in the same output column 

(function). 

For the PLA shown in fig.1.11, column a can fold with 

columns b and c, but cannot fold with column f, since rows 

3 and 6 both use columns a and f. Also, row 3 can fold 

with row 2, but cannot fold with row 4, since both these 

rows use column a. 

b) A set S(i+1) of columns (rows) that can be folded, 

should be compatible with a set S(i) of columns (rows) that 

are already folded—compatible with respect to ordering of 

rows (columns) required by set S(i). (This is an extension 

of the effects that column (row) folding have on row 

(column) ordering.) 

In the PLA shown in fig.1.11, let columns h, i, and j 

form the fold set S(i). The placing of column i below 

column h, requires that row 1 be below row 6; and the 

placing of column i above column j, requires that row 1 be 

above row 5. Looking at the PLA, another fold set—columns 
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a and c—can be detected. Let this fold set be called 

S(i+1). The fold set S(i+1) cannot be realized if S(i) has 

already been realized. The reason is that S(i+1) requires 

that row 1 be placed above row 6 (if column c were to be 

placed above column a) or that row 1 be placed below row 5 

(if column c were to be placed below column a). The row 

orderings required by S(i+1), conflict with the ordering 

already chosen for S(i). 

1.6.5.2 Folding Constraints 

1.6.5.2.1 User-defined Constraints 

This class of folding constraints is defined by the 

user and could depend on the environment in which the PLA 

is to be placed. The following define the user-defined 

constraints: 

i) Input/Output Constraints 

In top-down cell design methods, the directions for 

input/output signals and positions of the pins are fixed 

before the chip itself is developed. In the case of PLAs, 

specifications for such input/output directions are rather 

straight forward because the PLA has a grid-like 

architecture. Generally, one of the directions (north, 

east, west, and south) is assigned for every input/output 

signal. The input/output constraint observes two or more 

columns with the same associated direction, cannot fold 
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with another. Thus, in fig.1.12, columns a and b, both 

having their direction specifications as north, cannot be 

folded with one another. 

It is also possible that the direction specifications 

are ordered. For instance (fig.1.12), the user might 

specify that the input signal to column x must be fed from 

a position above that for column y. Assuming that these 

two columns can be folded (i.e., they meet the folding 

requirements), the above mentioned ordered-direction 

specification will allow the placing of column x above 

column y and not vice versa. 

The user might also specify that certain input/output 

connection wires be placed at a fixed position; that is, 

for the column f, the input wire should occupy the n 

position on the east side, meaning that utmost (n-1) other 

connection wires can be placed above it. The effect of 

this on column folding is that there can be only (n-1) 

columns (that have inputs from the east side) in the plane 

of and/or above column f. Also, in the fold set containing 

column f, only (n-1) columns can exist. Column d of the 

PLA in fig.1.12 is specified as having its connection row 

fixed at the fourth position from the east; meaning that 

utmost only three columns can have their connection rows 

above that of column d. 
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ii) Grouping of Columns 

In some cases, the user might want certain columns to 

be adjacent to one another (grouping of columns). This is 

due to the fact that such grouped columns might be 

functions of columns in the same group or external 

environment may require this grouping. This constraint 

obviously prevents any folding between columns of a group. 

During row folding, such grouped columns should be kept 

together. In fig.1.12, though columns c and e can fold 

with one another, since they are placed in the same group, 

such folding is not possible. 

1.6.5.2.2 Electrical Constraints 

As mentioned earlier, each output column and product 

row is connected to a power line through a pull-up 

transistor. For the sake of reducing mask-level 

complexity, this constraint necessitates that only simple 

column folding be performed in the OR-plane and that row 

folding be limited to simple. 

1.6.5.2.3 Physical Constraints 

i) Literal Constraints 

The column representing an uncomplemented variable (a) 

cannot be folded with the column representing the 

complemented literal (a') of the same variable. This is 

due to the fact that these two columns must be connected 
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via an inverter. If such columns were folded, the 

placement of an inverter in the folded physical column 

would destroy the regularity of the array. Figure 1.13 

depicts this constraint. 

ii) Proximity of Literal Columns 

Generally, it is desired that the uncomplemented 

literal (a) and its complement (a') should be placed as 

close as possible to each other. Naturally, both columns 

should be placed in the same segment when an AND-plane is 

segmented for row folding. 

1.7 The Thesis Problem 

1.7.1 The Folding Problem—Existing 
Approaches and Their Limitations 

A detailed discussion on some of the existing PLA 

folding approaches is given in chapter 2. This section 

provides a brief summary of such approaches and presents 

the salient differences between our approach and existing 

approaches. 

Most existing approaches ([DEMI83], [HACH82], [EGAN84], 

[HWAN86]) treat the PLA as a geometric structure. 

Algorithms based on these approaches, extract information 

regarding disjoint rows and columns, and directional 

constraints and store them in the form of constraint 

graphs. The folding problem is translated into some graph 

problems. In general, these algorithms are constructive; 
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i.e., they construct partial solutions towards finding a 

maximal folding in a step-by-step manner. These approaches 

do not search the global solution space. As a result, they 

tend to produce a "good" solution rather than one that is 

close to optimal. 

The problem of PLA area minimization is actually a two-

dimensional optimization problem, because either or both 

rows and columns can be folded to reduce the area. Thus 

far, researchers have treated the column- and row-folding 

problems as two independent problems; i.e., the two-

dimensional minimization problem has been addressed as two, 

one-dimensional minimization problems. Under these 

formulations, the user must perform column (row) folding 

first and then row (column) folding on the column (row) 

folded array; i.e., during row folding, the set of columns 

folded together remains unchanged. It is quite possible 

that during row folding, if some of the column fold sets 

are recomputed, there might exist a chance of reducing the-

area further. 

Existing algorithms select columns for folding and then 

physically fold them immediately. In other words, they 

bind columns at a very early stage, and do not rip them up 

later to improve the solution. This early binding places 

restrictions on the local ordering of rows at an early 
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stage. Obviously, fixing the order of rows at an early 

stage of the folding process is a disadvantage. 

1.7.2 The Folding Problem—Our Approach 

Our approach folds the column of the PLA first. Row 

folding is performed later, if desired by the user. Here, 

we point out some of the salient features incorporated in 

our approach. 

We do not view the PLA as a geometric structure; but 

consider only the logical connectivity in the PLA, which 

will contain all information regarding disjoint columns and 

rows, and literal columns. By doing this, we can consider 

all constraints as extensions of this connectivity. 

Contrary to most existing approaches, we try to develop a 

global solution, rather than working on partial solutions. 

We treat the PLA folding problem as a two-dimensional 

minimization problem. Column folding is formulated as a 

row permutation problem, and row folding is formulated as a 

column permutation problem. Column fold sets are not fixed 

until a folding of rows (which together with the existing 

folding in columns reduces the area of the PLA) is found. 

During the column-folding phase, we do not select 

column fold sets. Only after the permutation of rows is 

complete, we select such sets. This avoids the possibility 

of making bad selections for column fold sets during the 

column-folding phase and avoids the ripping up of column 
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fold sets. Our approach does not place a restriction on 

the ordering of local rows at an early stage. Instead, we 

place a restriction on sets of rows as we proceed. 

During the row-folding phase, we attempt at reducing 

the area of the PLA, by considering both the number of 

physical columns and rows in the PLA. Our approach 

performs only simple row folding. We do not fix the row or 

column folding sets during the row-folding phase, but delay 

it till an ordering of columns has been obtained. 

In order to verify that our approach is efficient, will 

lead to the production of quality output, and is applicable 

to large (industrial) PLAs, our goal is to develop and 

implement a number of algorithms and heuristics based on 

our approach. A CAD tool that accepts PLA data sets in a 

format acceptable to existing PLA generators and produces 

an output in a format so that masks can be generated 

directly, is to be developed. Another major goal is to 

compare the quality of this tool with the output produced 

by a widely-known PLA folding tool, PLEASURE. PLEASURE is 

a CAD tool for simple/multiple constrained/unconstrained 

row and/or column folding of PLAs, developed at University 

of California, Berkeley. It is based on the graph-

theoretic approaches described in [HACH82] and [DEMI83]. 
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1«8 Organization of this Thesis Report 

Chapter 2 of this thesis presents a survey of the 

literature on PLA folding. Existing techniques and results 

that have motivated our research are explained in detail. 

The min-cut approach that we use for permuting the columns 

and rows, and the left-edge first algorithm that we use for 

packing of columns is also explained. A complete 

formulation of the PLA folding problem is also given. 

Chapter 3 will state our approach to column folding, 

the application of the min-cut approach to column folding, 

the heuristics used, and some of the data structures used. 

Chapter 4 will give our approach to row folding, the 

heuristics used, the min-cut approach to solve this 

problem, and the important data structures used. 

Chapter 5 contains the results obtained and comparisons 

made with PLEASURE. Some conclusions and our contributions 

to PLA folding are also listed in this chapter. 

The appendix contains the organization of YAPLAT (a 

computer program for PLA folding based on our algorithms), 

and a manual on the same. 

27 



INPUT COLUMNS OUTPUT COLUMNS 

a a* b c d e X y 

_ I 

ROUS 

T T 

AND-PLANE OR-PLANE 

Key: 
I: Inverter. 

Figure 1.1 Structure of a PLA 

28 



.»v - ^ ^ 

r*w2 

V 

HI 

• • 

H( 

df d^ S 
• M 

i 1 
•»w — I — 

J " ^ ^ | 

.JV 1 

^ • ^ HI 

(a) 

•3 

lnv.rl .rt [ T ] Q ] [ T ] 

r f ? 
( I r3 rs 

• 5V 

e - . — c -

ov 

n' 

K«r»i • n-
. . . . I po 

I f f 
y 
• I 

c I contact 

: 
- c -

Figure 1.2 
(a) 
(b) 

»• 

- c -

• • t • • 
. i 
• ' C 

• • • • 
. i 
• .c 

C - f 

I I r a n t l t l o r 

• 5V 

"T 
. . i . 
. i 
• •C 

• • 1 
• • 

(b) 

R e a l i z a t i o n of a PLA 
nMOS PLA 
Different Layers in an nMOS PLA 

29 

http://lnv.rl.rt


Table 1.1 Truth Table for AND-plane of PLA in 
fiaure 1.2 fa) 

roul 
rou2 
r ou3 
rou4 

f.x* + y + 
(.y • + y' ) * ; 
{y + y -^ z)* 

= (X + 

) • 

+ z)' 
and 

Table 1.2 Truth Table for OR-plane of PLA in 
figure 1.2(a) 

roul 

0 
0 
0 
0 
0 
0 
0 
0 

1 1 ' 
ol = 

Ol = 

o2 = 

o3 = 

rQ'j2 rou3 rou4 

0 0 0 
0 0 1 
0 I 0 
0 I 1 
I 0 0 
I 0 1 
1 I 0 
1 1 1 
0 0 0 
0 0 1 
0 1 0 
0 1 1 
I 0 0 
1 0 1 
1 1 0 
1 1 1 

fr J o2 = r2'; and 

(roul + rou2 + rou] 

(rou + rou4)* : and 

(rou2 + rGu4)*. 

ol 

I 
1 
0 
0 
0 
0 
0 
0 
0 
0 
0 
0 
0 
0 
0 
0 

1 o3 = f3' 

3)' J 

o2 

1 
0 
I 
0 
0 
0 
0 
0 
1 
0 
1 
0 
0 
0 
0 
0 

* 

o3 

1 
0 
1 
0 
1 
0 
1 
0 
0 
0 
0 
0 
0 
0 
0 
0 

30 



X y fl f2 f3 

0 
0 
1 
1 

1 
0 
1 
0 

0 
o 
^ 1 
1 

1 
1 
1 
2 

2 
1 
2 
1 

1 
2 
2 
1 

Figure 1.3 Personality Matrix of PLA in figure 1.2(a) 

y' 

roul 

rou2 

rou3 

rou4 

I I 

— X -

— X - •X-
I I 

•X— 

X—X-

X — X — 

fl f2 f3 

Figure 1.4 Grid Representation of PLA in figure 1.2(a) 

n 

(c, d, e) : multiple column- fold: 

(a, b), (f. g) : simple column folds. 

Figure 1.5 Column Folding 

31 



a a 

rl 
r2 
r3 
ra 
r5 

L_i 
-X-

x-
I 

• x — x 
I 

•X-
•X-
•X-

'_i 
•X— 
J 

•X— 
•X— 

r4 
r2 

rl 
r5 
r3 

•X-

•X-

•X-
X-

•X-

•X—X—X-
I I I 

•X-
•X-

(a) 

Figure 1.6 
(a) 
(b) 

(b) 

Permutation of Rows to Fold Columns 
Original PLA 
Row-Permuted PLA 

rx ry 

ANDLefl OR ANDRighl 

(a) 

r l rm rn ro 

ANDl ORl AND2 

(b) 

OR2 AND3 

Figure 1.7 
(a) 
(b) 

Row Folding 
Simple Row Folding 
Multiple Row Folding 

32 



• b c tl • •A Y 2 

H — • — ' — X—X 1-—I Y '" 1-rrn—i 
a d t K r « b c 

— X -
• X — I -

r\ 4-i_L_iJ_l_i_J[. 
- J X — X • • X • ^ rm 

(a) (b) 

Figure 1.8 Permutat ion of Columns t o Fold Rows 
(a) Original PLA 
(b) Column-Permuted PLA 

r 
AND I 

PI 

OR AND2 

;-4-

Pr 

(a) (b) 

«: inpul/oulpul buffers 

c: contact 

=: column cut 

\: rou cut 

Figure 1.9 
(a) 

(b) 

(C) 

Effects of Folding on the PLA 
Multiple Column Folding in the OR-
plane 
Cuts and Input/Output Buffers 

33 



m 

I 
2 
3 
4 
5 
6 
7 
8 

— : 

• 
) 

t.... _ 

" 
' i * I 

« / 

1 

i 

\~~' 

1 , 
J 

\1 

1 

u 1 

' 

1 1 
V , . ' . , _ . 

f w 

\ 

1 
w 

1 

1 u 

1 1 

\t 1 y 

1 

' V -

1 
A 

\ ' J 
1 
1 

1 

'' $ \ 

< 

r» 

• 

1 

( 

{ 

(a ) 

I 
2 
5 
4 
7 
3 
8 

•X-
I 

•X-

•X-

•X-
I 

-X-
•X-

-X-
JL. 

•X-
•X-

•X-
- L -

I i I I I 

•X-
_ l _ 

m 

•X-
•X-
•X-

X — 

•X-
-X -

(b) 

ANOl OR AN02 

r 
n m d 9 1 b h 

1 
3 
5 
6 
7 
8 • 

1 
1 

w 

I 

i 

1 1 

Li . 
k< 1 

1 w 

^ 

1 
n —•-

w 

1 

1 I I I 

t ' 
y 
" 

1 

1 

X — 
y 1 

^ 

^ 

« 
y 
A 

1 i [ 1 
K — X — X ' 
f y ... •• » > } 

/ 

1 
< — ) 

1 1 

1 

A 

' 1 

X — 
1 

K — 

2 
4 

Figure 1.10 
(a) 
(b) 
(c) 

(c) 

Aw Example of PLA Folding 
Original PLA 
Simple Column-Folded PLA 
Simple Row-Folded PLA 

34 



ANOl 

a t h 

I 
4 

5 
7 
A 

-U. 
X — X — X 

- X 

.-1. 
5 — X 

I 
•X-
•X-

b| r\ 
4 — X 
7 — X 

3-i. 
8 — X -

•X-
JL. 

I 
•X-

I 
d 

on I 
I 

k m 

X — X - \ — X 
X 

x-i-xi-i 

I 
—x— 

I 

.1 

(d) 

•x-
•X-

L 

AND2 

b d •; I J 

.1-

•X-

I 
•X-

•x-

I 
n 

X — X — X — 
- X -

L̂ l 1 
- \ — X — X -

- X — X -

I I 

OR? 

X — 

• X — 

• X — 

(e) 

ANDl 

2 — X — X • X 
6 —X • X 1 

4 
7 
8 

I 
X-
I 

ORl 

L. 

ANO: 

I 1 
c r a • h 

M i l \ ^\ \ \ ^\ \ \ 
X-S—X X— 

X-S 
X - S - X — X — X 

X—X-

•X X-

I I 

I 
X" 

0R2 

k m 

• X — X — 
• X — X — 

X — 

(f) 

Figure 1.10 
(a) 
(b) 
(c) 

(cont'd.) 
Multiple Column-Folded PLA 
Multiple Row-Folded PLA 
Column- and Row-Folded PLA 

35 



a g 

2 
3 
4 
6 

MM 
J y I V 
•X-
• X -

• X -

X-
I 

II 
• X — 
J 

X — 

I 

5 — X -

i| 
• X — 

• X — 

I I 

Figure 1 .11 Fold ing Requirements 

J. I I I 
• X — X -
•X L. •X-

4 -

X 

l _M 
X — X — 3 — 

• X — 

•X-
•X-

— X -

I 

a ' 

I I J U 
•X-

I 

•X-
•X-

•X-
_ l _ 

- X — 
• X — 
•X— 

I 

Figure 1.12 User-defined Folding Figure 1.13 Physical 
Constraints Constraints 

36 



CHAPTER II 

LITERATURE SURVEY AND OUR FORMULATION OF 

THE PLA FOLDING PROBLEM 

2.1 Introduction 

This chapter provides the necessary material to 

understand the work done by researchers in the field of PLA 

folding. Section 2.2 provides a literature survey on the 

PLA folding problem. First, it gives an in-depth survey on 

two multiple-constrained PLA folding algorithms ([HACH82], 

and [DEMI83]) and the computer program (PLEASURE) based on 

it. Then, a brief discussion of the other folding 

approaches ([HWAN86], [EGAN84], and [WONG87]) is given. 

Following this, an overview of the min-cut partitioning 

technique that our PLA folding algorithm uses to obtain a 

permutation of columns and/or rows is given in section 2.3. 

A channel routing algorithm called left-edge first, and its 

application to PLA folding (to pack the columns) is 

described in section 2.4. Section 2.5 gives the netlists 

used to represent the PLA. The chapter ends with our 

formulation of the PLA folding problem (section 2.6). 

2.2 Literature Review 

Most of the existing algorithms have used two 

approaches to solve the PLA folding problem: the graph-

theoretic approach (used by [HACH82], [DEMI83], [HWAN86], 
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and [EGAN84]) and the simulated annealing approach 

([WONG87]). Both approaches use some heuristics to select 

the column and/or row fold sets. Algorithms based on these 

approaches are described in the following sub-sections. In 

most cases, the discussion is with respect to column 

folding, but can be extended mutatis mutandis to row 

folding. 

2.2.1 Graph-Theoretic Approaches 

2.2.1.1 An Optimal PLA Folding Algorithm 

This algorithm was proposed by Hachtel [HACH82]. It 

performs only simple folding and does not consider any 

input/output constraints. 

The personality and fold sets of a PLA are represented 

as a graph G(V, E, A). The set V of nodes represents the 

columns of the PLA; the set E of undirected edges between 

two nodes represents the fact that they are non-disioint 

(and therefore, not foldable); and the set A of directed 

edges between two nodes represents a column fold set 

involving these two nodes. A directed edge from node a to 

node b implies that column a is folded above column b, 

resulting in an ordered folding pair (a,b). A cycle in the 

graph is said to be "alternating" if it has alternating 

edges that are directed and undirected; the first edge is a 

directed edge; and the last edge is undirected. The 

existence of such a cycle implies the presence of 
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contradicting row orderings (section 1.6.5.1). An ordered 

folding pair can be implemented if and only if it does not 

introduce any cyclicity in the graph G(V, E, A). 

The aim of the algorithm is to increment the set A in 

G(V, E, A), by including directed edges (ordered fold 

pairs) that do not introduce any cyclicity. To select such 

ordered fold pairs, two heuristics are used. The aims of 

this heuristic selection are to: a) delay and/or prevent 

the occurrence of cycles in G; and b) increase the set A to 

the maximum. 

The heuristics use the degree information of the nodes 

(number of edges incident on a node) in G. The first 

heuristic attempts to maximize set A without any 

consideration for the future occurrence of cycles. It 

states that the ordered folding pair (v, u) is to be chosen 

such that V and u are nodes with maximum degrees. The 

second heuristic attempts at reducing the possibility of 

cycles occurring in the future by choosing nodes with 

minimum degree for v and u. A compromise between the two 

contradicting heuristics is to select the node v with 

minimum degree and u with maximum degree. 

The selection strategy proceeds by making a commitment 

to the node v, after which the node u is selected. Once an 

ordered folding pair is selected, it is fixed. By fixing 

folding pairs, an early restriction is placed on the 
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ordering of rows that have transistors on the folding 

pairs. This early restriction on the row ordering will 

degrade column folding in the future. 

As already mentioned, the PLA folding problem, which is 

a two-dimensional area optimization problem, is solved as 

two one-dimensional problems; that is, the effect of column 

(row) folding on row (column) folding is not considered. 

Once column folding is performed, the column fold sets 

remain fixed, which could degrade the chances of row 

folding the PLA (refer section 2.6.2). 

2.2.1.2 An Algorithm for Multiple 
Folding of PLAs 

This algorithm, detailed in [DEMI83], is an extension 

of [HACH82]. It provides multiple column and row folding 

and also considers input/output constraints; but fails to 

consider supply and inverter constraints. 

Similar to [HACH82], the personality of the PLA and the 

fold sets are represented as a graph G(V, E, A), where V, 

E, and A have the same definitions as those in [HACH82]. 

Input/output constraints are included as constraints in G. 

The term "X-cycle" is used instead of alternating cycle, 

but the meaning is the same as in [HACH82]. The aim of the 

algorithm is to increase the set A such that no X-cycles 

are introduced in G-
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In order to select an ordered column folding pair, a 

heuristic that delays the occurrence of X-cycles is used. 

It is based on the "ancestor-descendant" relationship 

between nodes in G. An ordered folding pair of (v, u) is 

selected such that v has the least number of ancestors and 

u has the least number of descendants. Multiple folding is 

performed by allowing inclusion of columns in existing fold 

sets/pairs. The above-mentioned heuristic is used in 

forming multiple column fold sets. 

In this algorithm also, the PLA folding problem is 

solved as two one-dimensional problems. Also, column fold 

sets remain fixed after column folding, which, as already 

mentioned, results in an early binding of the rows. 

The interactive PLA folding computer program called 

PLEASURE is based on the work done in [HACH82] and 

[DEMI83]. PLEASURE uses the degree-of-node and the 

ancestor-descendant-relationship selection heuristics. 

Figure 2.1 illustrates some of the defects of the 

PLEASURE program and the algorithms on which it is based. 

The input PLA, shown in fig.2.1(a), contains 8 input 

columns, 4 output columns, and 6 rows, resulting in an area 

of 72 units. The output produced by PLEASURE, shown in 

fig.2.1(b), needs 8 (6 input, and 2 output) columns and 5 

rows, resulting in an area saving of 44%. (The fold sets 

of {cl, cl'} and (c6, c6'} each occupy two separate 
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columns.) The output produced by YAPLAT is shown in 

fig.2.1(c), where the number of columns required is only 4, 

and the number of rows is 6; resulting in an area saving of 

67%. (This result produced by YAPLAT is further analyzed 

in chapter 5.) The effect of ignoring the literal 

constraint is also evident from fig.2.1(b). If the fold 

set of (c6, c6') is packed in the pattern of (c6', c6, c6') 

as shown in fig.2.1(d), the placing of inverters would make 

the layout of the PLA irregular. 

2.2.1.3 A Best-First Search Algorithm 
for Optimal PLA Folding 

This algorithm [HWAN86] provides only simple column 

folding. Unlike the previous two algorithms, the BFS 

algorithm does not fix the folding candidates during the 

column-folding phase. Input/output, supply, and inverter 

constraints are not considered in this algorithm. 

The personality of the PLA is represented in a disjoint 

graph G(V, E, A). While V, and A have the same definitions 

as in the above algorithms, E is defined as the set of 

undirected edges that reflect the disjoint information 

between two nodes (columns). 

The algorithm works by looking for the longest path 

from each vertex in this graph, such that no cyclicity is 

introduced. If this path (fold set) cannot be implemented, 

it is retracted for further use. The disadvantage is that 
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the algorithm does not analyze all the longest paths 

available from a node. Also, finding the longest path is 

time-consuming, as it involves extensive search of the 

graph. Some pruning techniques are proposed in [HWAN86]. 

2.2.1.4 Bipartite Folding and 
Partitioning of PLAs 

[EGAN84] proposes bipartite column and row folding 

where only simple folding is allowed, but the cuts occur in 

one single plane, making the folded PLA extremely regular. 

(This type of folding, where cuts are placed in a single 

plane is called bipartite folding.) The algorithm performs 

an extensive search of a tree the nodes of which contain 

all possible bipartite folding pairs. The selection of 

such pairs and, therefore, the creation of the nodes of 

this search tree, use the degree-of-node information 

([HACH82], and [DEMI83]). 

During row folding, literal columns are merged 

together. This will not produce good row folding, since 

binding two columns reduces the freedom of movement of 

one of the two columns. [EGAN84] also proposes the 

partitioning of a PLA into smaller PLAs which can then be 

folded using the bipartite technique. 

2.2.2 The Simulated-Annealing Approach 

[WONG87] proposes the use of simulated-annealing to 

solve the PLA folding problem. In this approach, entire 
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solutions are analyzed one after another by producing 

different permutations of rows. Only column folding is 

performed. Column fold sets are not fixed. [WONG87] 

considers input/output constraints, but does not consider 

supply and inverter constraints. It produces almost 

optimal solutions, but requires semi-extensive search of 

the solution space. 

2.2.3 Limitations of Existing Approaches 

Following are some of the common limitations of the 

existing algorithms: 

1) Area minimization of PLAs is not considered as a 

two-dimensional problem. 

2) The heuristics and the search techniques used in the 

selection of folding candidates (columns and/or rows) may 

not produce a maximal folding. 

3) Most approaches fix candidate folding columns (rows) 

and do not allow backtracking at a later stage; this could 

have an adverse affect on future folding. 

4) Most approaches place an early restriction on the 

ordering of rows (during column folding) and columns 

(during row folding)—this is a side effect of 3). 

5) Most approaches do not consider input/output, 

inverter or supply constraints. 
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2.3 The Min-net-cut Partitioning Approach 

The min-net-cut (min-cut) partitioning approach dealt 

with in this section is based on [FIDU82], and has been 

modified to suit the folding applications. In this 

section, the min-cut partitioning problem and a few terms 

will be defined. Next, the min-cut partitioning approach 

will be described. 

2.3.1 The Min-cut Partitioning Problem 

Given a network consisting of a set of cells (modules) 

connected by a set of nets (signals), the min-cut 

partitioning problem consists of finding a partition of the 

set of cells into two blocks (parts) A and B such that the 

number of nets which have cells in both the blocks is 

minimal. In general, this process is subject to a 

balancing condition which admits only those partitions the 

blocks of which satisfy a user-specified criterion based on 

size constraints. Existing approaches attempt to solve 

this problem by redistributing the cells of the network. 

By doing this, it is possible not only to reduce the number 

of interconnecting nets, but also to reduce the lengths of 

all nets. Such a reduction in the length of the nets will 

compact the network. The following paragraph defines some 

of the terms that are related to the min-cut partitioning 

problem. 

45 



A network is viewed as a set C of cells (modules) 

cell(l), cell(2), , cell(c) connected by a set N of 

nets (signals) net(l), net(2), , net(n). A net is 

defined as a set consisting of at least two cells, and that 

each cell is contained in at least one net. The number of 

cells in a net(i) is denoted by n(i). Each cell is said to 

have a particular number of pins p(i) which is equal to the 

number of nets that is incident on it. 

Given any partition of the cells (A, B), a net is said 

to be cut if it has at least one cell in each block and 

^"cut otherwise. This is called the cutstate of the net. 

The cutset of the partition is defined as the set of all 

nets which are cut in that partition. The outsize of the 

partition is the size of this cutset. 

2.3.2 The Min-cut Approach 

Fiduccia, et al. developed a min-cut approach based on 

Kernighan and Lin's graph-partitioning approach [KERN70]. 

The graph-partitioning approach splits up a graph into two 

equal sets. It tries to reduce the sum of the weights of 

all edges that connect nodes in both sets, by moving two 

nodes at a time—one from either set. 

2.3.2.1 General Outline of the Min-cut 
Approach 

The min-cut approach [FIDU82] works on an initial 

partition (A, B) of a network that consists of linear nets. 
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It moves a single cell each time, from one part (the "from" 

part) to the other (the "to" part) in an attempt to reduce 

the cutsize, while maintaining the user-defined balance 

criterion. The cell to be moved is called the "base cell." 

The approach makes many passes over the network in an 

attempt to obtain a partition that has the smallest 

cutsize. 

The base cell is chosen by using a parameter called the 

cell gain. The balance criterion is used to select the 

"from" part and plays a secondary role in the base cell 

selection. It is possible that the base cell might have a 

non-positive gain. To allow the approach to "climb out of 

a local minima," such base cells are moved. Once the base 

cell is moved, to prevent it from being chosen again, it is 

"locked" for the present phase. Only "free" cells are 

allowed to move once per pass, until either all cells 

become locked or the balance criterion prevents further 

moves. After all moves have been made, the best partition 

encountered during the pass is taken as the output of the 

pass and used as input for the next pass. 

2.3.2.2 Critical Nets and 
Gain Calculation 

A net n is said to be in a "critical" state if there is 

a cell on it which if moved would change the net's 

cutstate, i.e., n is critical if the number of cells on n 
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in either part of the partition (A, B) is equal to 0 or 1. 

Figure 2.2 represents four cases of critical nets. In 

fig.2.2(a), by moving cell X, the net n is taken out of the 

cutset. By moving cell X or Y or Z in fig.2.2(b), the net 

n is introduced into the cutset. Figures 2.2(c) and 2.2(d) 

show the same effect on the cutset but with respect to part 

B of the partition.. 

The gain g(i) of a cell c(i) is defined as the number 

of nets by which the cutsize would reduce if c(i) were 

moved from its current part (the "from" side) to its 

complementary part (the "to" side). Based on the cutstate 

of the nets, the gain g(i) of a cell c(i) can be defined as 

g(i) = FS(i) - TE(i), 

where FS(i) is the number of nets which have only 

cell(i) as their only "from" side cell, and 

TE(i) is the number of nets which contains 

cell(i) and have an empty "to" side. 

A net n on a cell contributes, to the gain of this 

cell, a +1 if moving this cell will remove n from the 

cutset. If n is included into the cutset due to this move, 

n contributes a -1 to the gain of cell i. If the cutstate 

of n in unaffected by the cell move, a 0 gain is 

contributed to the gain of cell i. The gain of the cells 

X, Y, and Z in all cases is given in the figures. 
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2.3.2.3 The Balance Criterion 

If the movement of cells was performed in an 

unrestricted manner, an empty cutset could be achieved by 

moving all cells to one block; this does not solve the min-

net-cut partitioning problem. The balance criterion was 

introduced to play the role of such a restriction. A 

partition (A,B) is said to be balanced if 

r * W - k * smax <= |A| <= r * W + smax 

where r is a fraction, 

W = |A| + |B|, 

k is some slowly growing function of the number 

of free cells in the network, and 

smax is the size of the largest cell that is 

initially free. 

The approach works recursively by splitting up the 

original network into two parts A and B. Many passes are 

made on this partitioned network (also referred to as 

"working set of the network"). A pass is terminated if 

either all cells are "locked" or the balance criterion is 

violated. The best partition in this pass is chosen. This 

partition is then recursively partitioned until the working 

set of the network is of a very small size. 

Figure 2.3 gives the algorithm in two parts. Figure 

2.3(a) is the master recursive algorithm while fig.2.3(b) 

is the actual partitioning algorithm. The application of 
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this min-net approach to PLA folding will be seen in 

chapter 3. 

1-4 The Left-Edge First Algorithm 

The left-edge first channel routing algorithm is due to 

[HASH71]. The objective of channel routing is to 

electrically connect corresponding pins on the top and 

bottom of a rectangular region (called the channel) using a 

minimum number of horizontal grid lines (called tracks). 

Figure 2.4(a) shows a channel routing problem. Two 

layers are assumed—polysilicon for the vertical tracks and 

metal for the horizontal tracks. The left-edge first 

algorithm attempts to maximize the placement of the metal 

wires (also called "edges") in each track. The edges are 

sorted on the position of their leftmost endpoints. The 

sorted list for fig.2.4(a) is (1, 2, 3, 4, 5, 6, 7). The 

algorithm then selects the first edge in this list (which 

is edge 1 and is the leftmost edge) and places it in the 

lower left corner of the channel, forming track 1. This 

edge is deleted from the list. Next, the algorithm picks 

up an edge that does not overlap with edge 1, and is also 

closest to edge 1. Edge 6 is chosen and is placed on track 

1. This is continued till no more edges can be placed on 

track 1. The algorithm then goes through the rest of the 

edges in the sorted list. Figure 2.4(b) shows the track 
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selections made by the left edge algorithm which is a 

minimal track assignment (a total of four tracks is shown). 

2.4.1 Application of the Left-Edge First 
Algorithm to PLA Folding 

We apply a modified version of the left-edge first 

algorithm to two important areas in the problem of PLA 

folding: column packing, and computation of the width of 

the PLA during the row-folding phase. 

2.4.2.1 Column Packing 

A modified left-edge first algorithm (called top-edge 

first) is used to physically fold ("pack") the columns of 

the PLA. For this purpose, we consider the columns of the 

PLA as edges (or nets) and the packing of columns as two 

channel routing problems (AND-plane and OR-plane channel 

routing problems). The column nets are sorted in a top-

down manner and the topmost column is placed first, 

starting the first physical column. The following 

paragraph illustrates the application of this algorithm to 

packing of columns in a PLA. 

For the PLA in fig.2.5(a), the "top-down" sorted list 

of column nets would be (a, e, f, c, b, d) for the AND-

plane and (g, i, h) for the OR-plane. The top-edge first 

algorithm will place nets a, c and d on the same physical 

column. Then, nets e, f, and b are placed on another 

column. For the OR-plane, the algorithm will place nets g 
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and i on the same column. Net h will be placed on a second 

column. Figure 2.5(b) shows the column-packed (folded) 

PLA. 

2.4.2.2 Width-Computation During 
Row Folding 

This section deals with the application of the top-edge 

first algorithm to "width-computation." The concepts 

introduced in this section are discussed in detail in 

section 2.6.2. The area of a PLA depends upon the number 

of physical columns and the number of physical rows. The 

number of physical columns (rows) is the number of packed 

columns (rows) . The width (length) of the PLA can be 

defined as the number of packed AND-plane and OR-plane 

columns (rows) after row (column)-permutation is complete. 

For example, the PLA in fig.2.5(b) has a width of 4, which 

is the number of packed (physical) columns. 

During row folding, we attempt at reducing the width 

and the length of the PLA, such that its area is reduced; 

this is done by permuting the columns of the PLA. As will 

be discussed in detail later, by permuting the columns, the 

width of the PLA might be affected, which in turn affects 

the area of the PLA. In our approach, we monitor this 

effect by computing the change in the width during row 

folding, rather than packing the columns. Since the top-

edge first algorithm produces a minimal number of packed 
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columns (section 2.4.2.1), which is the width of the PLA, 

this algorithm is used to compute the width. Efficient 

data structures have been developed to perform this 

computation and will be discussed in chapter 4. 

2.5 Netlist Representation 

As already mentioned, we view the PLA as a set of 

netlists (nets), which is a set of electrically connected 

elements (transistors and/or nodes). All input/output and 

physical constraints are introduced as nets. 

2.5.1 Types of General Nets 

There are two types of general nets: the fixed nets and 

the dynamic nets. [HWAN87] describes the application of 

these nets to the gate-matrix layout problem. If a net 

contains no net as a component, then it is called a fixed 

net. The dynamic net contains other nets as components. 

If a net Na contains another net Nb, then one and only one 

component of net Nb will be bound to the other components 

of net Na. In other words, the connections between the 

transistors of a dynamic net are not fixed until the 

positions of the transistors are fixed. 

To understand the definitions of netlists, consider the 

example shown in fig.2.6(a). Here is a set of transistors 

that are connected in serial, and to gate signals tl, 

t2,.., and tn. The serial connectivity does not impose any 
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fixed ordering of these transistors. Therefore, any one of 

these transistors can be connected to the signal x, and 

another transistor can be connected to the signal y. The 

serial connectivity of the transistors is represented by a 

fixed net Nl. The connection of these transistors to the 

signal x is represented by the dynamic net N2 and the 

connection to the signal y is represented by the dynamic 

net N3. N2 and N3 contain Nl. Thus: 

Nl : (tl, t2, t3, ..., tn); 

N2 : (Nl, X); and 

N3 : (Nl, y). 

For an arbitrary permutation of the gate signals tl, 

t2, ..., tn, say tp(l), tp(2), ..., tp(n), let tp(l) and 

tp(n) be the boundary gates connected to the external 

signals of x and y, respectively. The fixed nets for this 

series connection are either: 

Nl 

N2 

N3 

or 

(tl, t2, t3, ..., tn); 

(tp(l), X); and 

(tp(n), y). 

Nl : (tl, t2, t3, ..., tn); 

N2 : (tp(n), x); and 

N3 : (tp(l), y). 

A parallel connection of transistors is represented by 

two fixed nets. In fig.2.6(b), the transistors with gate 
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signals tl, t2, ..., and tn are connected in parallel and 

all their sources and drains are connected together. The 

drains (sources) are connected to the signal x (y) . The 

two fixed nets to represent this parallel connection are: 

Nl : (X, tl, t2, ..., tn); and 

N2 : (y, tl, t2, ..., tn). 

2.5.1.1 Gain Computation of Fixed and 
Dvnamic Nets 

The gain calculation for fixed nets is the same as that 

described in section 2.3.2. For dynamic nets, the 

calculation is slightly different. In fig.2.6(c), Nl is a 

fixed net, while N2 is a dynamic net. In N2, there is a 

fixed net containing transistors A, B, and C; any one of 

the transistors D, E , or F can be connected to anyone of 

the transistors A, B, or C. If A is moved from its present 

side to the complement side, the connection between A and D 

is no longer required, reducing the cutsize by 1. 

Therefore, A is given a gain of +1. In fig.2.6(d), moving 

A or B or C will increase the cutsize by 1 (due to the 

fixed net). To prevent this, the gains of A, B, and C are 

made -1. 
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2.5.2 Extraction of Netlists for 

PLAs 

This section deals with the different types of nets 

that have been introduced to define a PLA, including its 

personality matrix and other constraints. 

2.5.2.1 Product Row Net 

Each product row (PR) evaluates a product term. It 

has a group of transistors and is physically connected to a 

power line. These connections are defined in a netlist 

form, called the product row net, PRN. 

PRN consists of two parts: one defining the transistor 

connectivity, and the other defining the connection to the 

power line. There is no fixed ordering among the 

transistors of the PR. In the AND-plane, the NOR function 

realized by the PR is independent of the ordering of the 

transistors. In the OR-plane, the transistors on a PR have 

no functional connectivity. The AND- and OR-plane 

transistors of a PR can be intermixed, thereby producing a 

sequence of AND-OR planes. 

The PRN for PRl (net number 14) of fig.2.7, is 

represented by the following dynamic net: 

PRNl = (RTNl, (VDE, VDW)); 

where: 

RTNl is the set of input signals used by PRl, and 

is given by: {a, c, e, 1, n}—fixed net. 
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VDE and VDW: are nodes denoting the power 

connections at the east or the west 

boundary of the PLA (represented by the 

P's in fig.2.7). 

For a particular permutation of the transistors, say 

(g(l/P)/ g(2,p),—, g(n,p)} (where g(n,p) is the east 

boundary transistor, and g(l,p) is the west boundary 

transistor), either g(l,p) can be connected to VDW or g(n,p) 

can be connected to VDE (dynamic binding). The binding of 

a transistor to a power wire is delayed till the PLA has 

been packed (both rows and columns). 

2.5.2.2 Column Net 

A column net contains the transistor connectivity, the 

inverter connection, the external or internal input/output 

connection and the power connections (only for OR-plane 

columns). 

Similar to the transistors on a PR, there is no fixed 

ordering among the transistors on a column. In the AND-

plane, the transistors on a column have no functional 

connectivity. In the OR-plane, no fixed ordering is needed 

to maintain the functional behavior (NOR) of the column. 

For column a in the PLA of fig.2.7, the transistor 

connectivity CTNa is: 

{PRl, PR3}. 
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The presence of an inverter between a complement 

literal column and its uncomplement literal column is 

represented by a row (see section 2.5.2.5). On the CN for 

a complemented (uncomplemented) column, this is represented 

by using the name of the uncomplemented (complemented) 

column. For example, in the PLA of fig.2.7, columns a and 

a' are both present. CNa includes the following node to 

represent the presence of a': 

CINVRa: (a'). This node is represented by »I' on 

column a in fig.2.7. 

The input/output connection is encoded in a column net 

as a set (CEC) containing the directions. Thus, if the 

signal for column a of the PLA in fig.2.7 is inputted from 

the east, CECa: (N) is included in CNa (in the figure, this 

set is represented by 'D' on column a). If column a could 

be inputted either from the north or south, the dynamic set 

CECa: (N, S) 

is used to represent this connection. This -is a 

dynamic net, as column a can be connected to either the 

north or the south. In this case, the final input/output 

connection is fixed prior to packing the columns. 

In a PLA implementing an FSM, some of the input columns 

would derive signals from output columns. For an input 

(output) column, this connection is represented by a node 

that contains the name of the output (input) column to 
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which it is connected. In the PLA of fig.2.7, if column e 

derives its input signal from the output column f, the set 

CICe: (f) represents this connection on CNe. (On CNf, CICf: 

(e), is used to show this connection.) 

Each output column of a PLA is connected to a power 

line. This power line could be existing at any one of the 

four sides of the PLA (east, west, north and/or south). In 

the PLA of fig.2.7, if column f is connected to a power 

line in the north direction (represented in fig.2.7, by the 

'P' on column f), the following set is used to define this 

supply connection: 

CVDDa : (N). 

If column f did not have any specific direction for 

supply connections, the dynamic set CVDDa (N,S, E, W) would 

contain all the possible directions; but the column would 

be connected only to one element of this set. 

For simple column folding of the OR plane, the VDD set 

of an OR-plane column x, would be: 

CVDDx : (N, S). 

The consolidated column net for an input column a is: 

CNa: (CTNa, CINVRa, CECa or CICa} (either CECa or CICa, 

but not both exist). 

For a permutation p of CTNa, any one of the transistors 

can be connected to CINVRa, and to any element of the set 

CECa (or to CICa). 
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The consolidated column net for an output column f is: 

CNf: (CTNf, CECf, CICf, CVDDf) (both CECf and CICf 

could exist on a single output column). 

For a permutation p of CTNf, any one of the transistors 

can be connected to CECf and CICf, and to any element of 

CVDDf. In case the power lines are to be placed only at 

the top and the bottom boundaries of the PLA, one of the 

boundary transistors of CTNf is connected to the an element 

of CWDf. 

2.5.2.3 External Connection Row and 
Column Nets 

The input/output direction constraints of the columns 

are represented by special nets called external connection 

row and column nets (ECRNs and ECCNs). For columns having 

input/output directions that are north (south)-bound, a 

single row net represented as ECRNN (ECRNS) is used. This 

net contains the net names of all the north (south)-bound 

columns. For columns having input/output constraints in 

the east (west) direction, a single column net, called 

ECCNE (ECCNW). These nets also contain the column nets 

that are east (west) bound. These four nets are locked, 

meaning that during the row-permutation phase, they are 

never moved (the reason for this will become clear when we 

describe our PLA folding algorithm). 
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A separate row is used for each column to denote its 

connection to the east or the west. These nets, 

represented by ECRNx, for a column x, contain the direction 

and the name of the column net ({D, x), where D is the 

direction and x is the column net). 

For the PLA in fig.2.7, if columns 1 and m are 

connected to the north, ECRNN (net number 5) is: {1, m). 

If column n is connected to the south, ECRNS (net number 8) 

is: (n). If columns a and c are connected to the east, 

ECCNE (net number 6): (c, a}, ECRNa (net number 11): {E, 

a), and ECRNc (net number 10): {E, c). If column b is 

connected to the west, ECCNW (net number 7): (b), and ECRNb 

(net number 9): {W, b). 

2.5.2.4 Internal Connection Row Net 

In case of PLAs implementing FSMs, the feedback path 

between an input and an output column is defined by a row 

called the Internal Connection Row (ICR), which is defined 

by a net called ICRN. ICRN is always a two-element set, 

containing the names of the input and output columns that 

the corresponding ICR connects. Thus, in fig.2.7, the ICR 

between columns b and f is shown by: 

ICRNe = (e, f) (net number 13 in fig.2.7). 
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2.5.2.5 Inverter Row Net 

The existence of an inverter between a complemented 

literal column and its corresponding uncomplemented literal 

column, is defined by a row called the inverter row (INVR), 

which is defined by the inverter row net (INVRN). The 

INVRN is a two-element set, consisting of the connecting 

columns. Since an INVRN makes the corresponding literal 

columns non-disjoint, the folding of these columns is 

prevented. The INVR connecting columns a and a' of the PLA 

in fig.2.7 would be represented by: 

INVRNa = (a, a'> (net number 12 in fig.2.7). 

2.5.2.6 Power Row and Column Nets 

The connections of the OR-plane columns to power lines 

are defined by the power row, which is defined by the power 

row net (PWRN). The PWRN is used only for simple folding 

in the OR-plane. There are two PWRNs—one at the top of 

the PLA (PWRNT—net number 1 in fig.2.7) and the other at 

the bottom of the PLA (PWRNB—net number 2 in fig.2.7). 

The PWRNT (PWRNB) is a set of columns connected to the 

power line at the top (bottom) of the PLA. 

Similar to the PWRN, the PWCN consists of a set of rows 

that is connected to the power line (via pull-up 

transistors). For simple row folding, there are only two 

PWCNs—one at the east boundary (PWCNE—net number 4 in 
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fig.2.7) and the other at the west boundary (PWCNW—net 

number 3 in fig.2.7) of the PLA. 

In the case of simple OR-column folding, if the user 

does not specify the power connections to the OR columns, 

both PWRNT and PWRNB will contain all the OR columns. 

After the PLA is packed, those columns that are closer to 

the top (bottom) of the PLA will be assigned power 

connections to the top (bottom) power line, using the 

concept of dynamic binding. 

In this section, we have seen that the PLA—its 

connectivity and all the constraints involved—can be 

represented using netlists. Having done this, we formulate 

the PLA folding problem in terms of these netlists. Table 

2.1 shows the different nets used to represent the PLA in 

fig.2.7. 

2.6 Our Formulation of the PLA Folding 
Problem 

As already mentioned, we treat PLA folding as a two-

dimensional area optimization problem. We formulate the 

column (row)- folding problem as a row (column)-

permutation problem that leads to an efficient folding of 

the columns (rows). 

2.6.1 The Column-Folding Problem 

In this section, we derive an objective function to 

formulate the column-folding problem. Our aim in column 
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folding is to reduce the width of the PLA. Before we 

derive an objective function, we have to define the term 

"intersecting columns" of a row. For a row r, the set of 

columns that have transistors on it, and cut it, form the 

set of columns intersecting it. In fig.2.8, for row2, 

columns a, d, e, and h, have transistors on it; while 

columns b, and f cut it. Therefore, the set of columns 

intersecting row2 is (a, b, d, e, f, h). The set of 

columns intersecting a row is also the cutset of that row. 

In section 2.4.2.2, the width of a PLA was defined as 

the number of packed columns of a row-permuted PLA. This 

definition has to be modified for the column-folding 

problem, since the number of packed columns is not 

available till row permutation is complete. On the other 

hand, during row permutation, the number of columns 

intersecting each row can be calculated. 

It can be seen that the number of columns intersecting 

a row is also the number of physical columns that will 

exist along that row. Since the number of physical columns 

determines the width of the PLA, we can use the number of 

intersecting columns as a parameter to determine the width. 

We define the width of a row and extend it to define the 

width of an entire PLA. 

The width (dĵ ) of a row i is defined as the number of 

columns that intersect it. As an example, the width of 
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row r2 in fig.2.8 is 6. This definition is extended to the 

width of the PLA (dpL^) as being the width of the "widest" 

row (i.e., a row which has the most number of intersecting 

columns) in the PLA, and is given by: 

dpLA = MAXi^i^^N ^^^j 

where N is the number of rows. 

In fig.2.8, the widest row is r3, with a width of 8; 

and so, the width of the PLA is 8. To minimize the width 

of the PLA, we would have to minimize the above function. 

Thus, the column folding objective function is given by: 

^PLA""^"" = MIN [ MAXi^i^^N ^^^j ̂ ^ 

The width dĵ  of a row ri will depend upon its relative 

position in the PLA, since the number of columns 

intersecting ri would be different for different 

permutations of the rows. In fig.2.9(a), the width of row 

r2 is 5; while in fig.2.9(b), with a different row 

ordering, the width of r2 is 2. This means that the width 

of the PLA depends upon the relative positions of the rows. 

Conversely, as the rows are permuted, the width of the PLA 

will change. To summarize this discussion: there will be 

an ordering of rows for which the width of the PLA can be 

reduced. Thus, finding a maximal column folding is a 

matter of finding a row ordering that will provide this 

folding. 

65 



A simplified view of the column-folding problem would 

be based on the fact that by reducing the lengths of the 

columns, it is possible to place more columns on one single 

physical column. Obviously, reducing the lengths of 

columns can be done by permuting the rows. 

In our approach to column folding, column fold sets are 

never fixed during the row-permutation phase. Only after 

the row-folding phase is done, the final packing of the 

columns and rows is done. 

2.6.2 The Row-Folding Problem 

The width of the PLA can also be defined as the sum of 

the widths of the AND-plane (the number of packed AND-plane 

columns) and the OR-plane (the number of packed OR-plane 

columns). Consider the PLA shown in fig.2.10(a). A 

version of the same PLA got by row permutation is shown in 

fig.2.10(b), where the width of the AND-plane is 3 (due to 

rows 1, 5, and 3) and the width of the OR-plane is 1 (due 

to all rows). The width of the PLA as the sum of these two 

widths is also 4 (which is also the width of the widest 

rows 1, 5, and 3). None of the rows can be folded. (The 

area of this row permuted PLA is 5 * 4 = 20). 

From the above example, width of the row pennuted PLA 

(d^PpLA) can also be given as: 

^^^PLA " ^AND "̂  ̂ OR-
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where d^^^ is the width of the AND-plane and dQR is the 

width of the OR-plane. 

During the row-folding phase, the columns of the PLA 

are permuted to minimize the area of the PLA; not just the 

number of rows. In this phase, the PLA is segmented into 

two AND-planes (ANDl and AND2) for simple row folding. The 

width of this segmented PLA (dpjĵ ) is given by the sum of 

the widths of the ANDl, AND2, and OR -planes (d̂ jjjĵ ,̂ (^J^D2 

and dQĵ  respectively) . Thus: 

^PLA ^ ^ANDl •*" ^AND2 "•" ^OR' 

When columns are permuted, there is every possibility 

that columns which can be folded during the column-folding 

phase, become unfoldable. This increase in the number (or 

decrease in the size) of column fold sets, might assist in 

a reduction of the number of rows, which might lead to a 

reduction in the area of the PLA. For instance, the PLA in 

fig.2.10(c) is the PLA in fig.2.10(b) after column 

permutation. In the PLA of fig.2.10(b), columns a and b 

could be folded; but they are separated in fig.2.12(c) and 

cannot be folded. The width of this column-permuted PLA is 

6 (since d̂ ĵ̂ ^̂  = 3, dAjjQ2 ^ ^' ^^^ ^OR ^ ^̂  ' while the 

width of the row-permuted PLA was 4. All the same, two 

pairs of rows (rows 1 and 2, rows 4 and 5) can be folded, 

reducing the number of rows to 3 and the area to 18 ( 6 * 3 

= 18) . 
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From the above example, it is clear that the area can 

be minimized even if the width (due to the row-permutation 

phase) is increased during the column-permutation phase. 

The following is an objective function for this two-

dimensional treatment of the row-folding phase: 

MIN [(d^NDl + doR + d;^D2) * R]' 

where R is the number of rows that can be folded. The 

definition of foldable rows will be delayed until chapter 

4. 

2.7 Summary 

In this chapter, we presented a survey of the existing 

PLA folding algorithms, followed by our representation of 

the PLA using netlists. To summarize our formulation of 

the PLA-folding problem, we treat the column-folding 

problem as a one-dimensional column-minimization problem 

aimed at reducing the width (number of columns) of the PLA. 

The column-folding problem is a row-permutation problem. 

On the other hand, in the row-folding phase, we try to 

attain pack rows and columns such that an area-minimal PLA 

can possibly be obtained. Row folding is a column-

permutation problem. 
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algorithm d_recursive_partition 
input: a l i s t of gates S 
output: ordered l i s t of gates S 

( 
If ( S — NULL) (return}; 

Part i t ion S into A and B 
(algorithm d_partition) 

Assign S *• A ( i t s l e f t chi ld node) and c a l l 
part i t ion (algorithm d_recursive_partition) 

Assign S « B ( i t s r ight chi ld node) and c a l l 
part i t ion (algorithm d_recursive_partition) 
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Figure 2.3 Min-cut Algorithm 
(a) Master Recursive Algorithm 

) 
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algorithm d^partition 
input: a list of cells S 
output: two lists of cells A and B 
( / * ! * / 

update participating nets 
update the side-status of all the cells 
divide S into two almost equal halves A and B 
for each free cell in S 

{ /*2*/ 
calculate cell gain for all participating nets 
choose a cell 'm» to move such that 
(i) r * (|A| + |B|) - k * smax <= |A| 

<= r * ( | A | + | B | ) + smax, and 
(ii) cell »m» has the highest gain either in 

A or B 

change the status of cell 'm* from FREE to LOCK 

transfer cell *m» from current block to its 
complementary block 

if (the current partition is better than 
previous partition) 

{ /* i.e., the cutset is minimum */ 
assign the current partition to the best 

partition 
) 

) /*2*/ 
create chile nodes A and B 

) / * ! * / 

(b) 

Figure 2.3 (cont'd.) 
(b) Partitioning Algorithm 
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CHAPTER III 

COLUMN FOLDING 

3.1 Introduction 

In this chapter, we shall briefly revisit our 

formulation of the PLA column-folding problem (section 

3.2); this will be followed by the master algorithm to 

solve the afore-mentioned problem (section 3.3). The 

application of the min-cut approach to PLA column folding 

and the additions made to it to suit our purposes are 

stated next (section 3.4). We conclude this chapter with a 

detailed look at the main procedures of the column-folding 

algorithm and some of the data structures used (section 

3.5) . 

3.2 Column Folding Revisited 

The aim of the column-folding phase is to minimize the 

width of the PLA. The objective function for this is: 

MIN [MAX^^]^^"^ (di)]/ 

where dĵ  is the width of each row i. Indirectly, to 

minimize the width, it would be necessary to minimize the 

length of the columns. We try to obtain an ordering of 

rows that will allow us to pack the columns maximally. 
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3.3 The Master Column-Folding 
Algorithm 

The following is a skeleton version of the master 

column-folding algorithm (MCFA): 

Step 1) Read in the PLA personality matrix and user-

defined constraints if included; and build 

netlists. 

Step 2) For i = 1 to N (N is an user-defined constant, 

denoting the number of initial row orderings 

to be considered) 

Step 2a) If i = 1, use original the row 

ordering as the initial ordering; if i 

> 1, choose a random row ordering as 

the initial ordering. 

Step 2b) Use the min-cut approach to 

obtain an ordering of rows (pass i). 

Step 2c) Choose the best partition among all 

passes made. Go to step 2). 

Step 3) If no row folding is specified by the user, 

pack the columns using the top-edge first 

algorithm; else, go to the row-folding phase. 

Step 4) Print the final column-folded PLA. 

In step 1, the PLA personality matrix and the 

input/output constraints are read in from a file. The 

personality matrix is read in row-major order. During this 

phase, the product row nets (PRNs), the column nets (CNs), 
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the inverter row nets (iNVRNs) and the supply row nets 

(SRNs) are created. After the entire matrix is read in, 

any existing input/output constraints are read in. At this 

time, the external connection row nets (ECRNs) and the 

internal connection row nets (ICRNs) are created. The 

corresponding PRNs and CNs also updated to include these 

constraints. 

Step 2 is the main part of the algorithm. The rows of 

the PLA are permuted to obtain a folding of columns. An 

application of the min-cut approach to obtain this ordering 

is dealt with in section 3.4.2. It is known that the min-

net-cut approach is rather erratic in producing results, 

and depends on the initial ordering of the rows (for column 

folding) and columns (for row folding). For this reason, 

we decided to use a number of initial row orderings of the 

PLA. A pass of the algorithm is made on each initial 

ordering. After every pass, the best partition and row 

ordering are updated before going into the next pass. The 

final best partition and row ordering will be the overall 

best result. 

Step 3 provides the post column-folding processing. 

If no row folding is desired, the column fold sets of the 

PLA are finally packed using the top-edge first algorithm. 

Step 4 prints the column folded PLA in two forms. One 

of them is a pictorial version with the row-ordered, but 

80 

WJ -iM^s^ 



unpacked PLA in its grid representation, and the column 

fold sets written are out in a textual form. The other 

output form is a textual representation of the packed PLA. 

(The appendix presents both the outputs and their 

interpretations.) The second form is similar to the output 

produced by PLEASURE and can be used with a Berkley tool 

called MPANDA that produces the layout of a folded PLA. 

3.4 An Application of the Min-cut 
Approach for PLA Column Folding 

The reasons for applying the min-cut approach to the 

PLA column-folding problem will be discussed in section 

3.4.1. This is followed by an application of the approach 

to solve the problem (section 3.4.2), and certain 

modifications made to it to suit the folding problem are 

discussed (section 3.4.3). 

3.4.1 Reasons for Applying the Min-
cut Approach to PLA Column Folding 

In this section, we show the conversion of the PLA 

folding problem to a placement problem and show how it can 

be solved using the min-cut partitioning technique. 

The min-cut partitioning technique deals with a network 

of cells that are interconnected by nets. It replaces or 

rearranges cells so that the lengths of interconnecting 

nets is reduced. For the PLA column-folding problem, rows 

are treated as cells and columns are treated as nets. 

81 



Thus, the min-cut technique can be used to obtain an 

ordering of rows, so that the lengths of the column nets 

are reduced. The reduced column nets can then be folded 

efficiently. The min-cut approach [FIDU82] tries to solve 

the min-cut problem by attempting to reduce the cutsize of 

any partition of a network; while our solution to the PLA 

column-folding problem is to reduce the width of the PLA, 

which is given by the cutsize of any corresponding 

partition. These parallels motivated us to use the min-cut 

approach to solve the PLA column-folding problem. 

The min-cut approach partitions a network recursively 

as it works, moving one cell at a time from one part of the 

network to the complimentary part. This approach can be 

applied to the PLA column-folding problem by moving an 

entire row from one part to the complimentary part. 

3.4.2 The Row-Partitioning Algorithm 

The main steps in our application of the min-cut 

approach to PLA column folding are given below. The term 

"working-set of a PLA" (WS) refers to that section of the 

PLA on which the algorithm is executed at any time. The 

algorithm, called RPA fits into step 2 of MCFA. 

Step 1) Partition the WS into two parts—A and B. 

Mark north- and south-direction and power 

connection rows as "fixed." Mark all other 

rows as "free." 
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step 2) Calculate the gain of each row i. 

Step 3) Calculate the cutsize of the present partition 

(A, B). 

LOOP If there are "free" rows and if the balance 

criterion is satisfied, execute steps 4 to 9; 

otherwise go to step 10. 

Step 4) Select the row with maximum gain (base-row BR) 

(by using either the base row of part A [BR^] 

and or that of part B [BRg]). 

Step 5) Based on the balance criterion, select the 

"from" and "to" parts. 

Step 6) Move the selected base row from the selected 

"from" side to the "to" side and "lock" it. 

Step 7) Update the gains of the "free" rows. 

Step 8) Calculate the cutsize of the present partition. 

Step 9) Update, if necessary, the best-partition BP 

(A', B') got so far in this pass. 

Step 10) If the size of the set A' is larger than a 

small constant, use A' as the current working-

set PLA and go to step 1; otherwise go to 

step 11. 

Step 11) If the size of the set B' is larger than a 

small constant, use B* as the current working-

set PLA and go to step 1; otherwise terminate, 
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An important fact to be noted is that rows belonging to 

a partition due to the n^^ pass cannot be moved out of this 

partition. In other words, rows belonging to a partition 

are locally bound to exist within that partition. The rest 

of this section deals with each step of RPA. 

Step 1 of RPA is an initialization step. For the 

first pass of the algorithm, WS denotes an ordered set of 

the given PLA. WS is divided into approximately equal 

halves, forming an initial partition (A, B). Columns 

connected to the north (south) direction, must be bound to 

the top (bottom) boundary of the PLA. Also, such columns 

must exist at the top (bottom) of all other columns in any 

column fold set. This is done by keeping the north 

(south) direction nets "fixed." These nets are not moved 

at any time. The power rows are also fixed. This is due 

to the fact that we restrict power rows to be placed only 

at the top and the bottom boundaries of the PLA. All other 

rows of the WS are "free" to move. 

Step 2 performs one of the most important steps of 

this application—the gain calculation. The gain of a row 

represents the effect that moving this row will have on the 

cutstates (cut or uncut) of the columns that have 

transistors on it. If moving a row will remove a column 

from the cutset of the partition, the movement of this row 

is encouraged by assigning a positive gain of +1 to it; 
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such a column net is called PICN. If moving a row does not 

affect the cutstate of a column (i.e., this column net is 

not a critical net), the movement of this row is neither 

encouraged nor discouraged by assigning it a gain of 0; 

such a column net is called ZCN with respect to the row 

under consideration. If moving a row introduces a column 

into the cutset, the movement of this column is discouraged 

by assigning it a gain of -1; such a net column net is 

called NICN with respect to the row under consideration. 

Consider the WS of fig.3.1(a), where part A of the 

partition contains the row set (rl, r3, r2} and part B 

contains the row set {r5, r4, r6, r7}. In the figure, CL 

represents the line of separation between parts A and B and 

is called the outline. Consider rl which is assumed to be 

a free row. Columns a, b, c, d, and f have transistors on 

it. The gain of rl depends on the effect that moving this 

row would have on the cutstates of these columns. The 

"from" side for rl is side A, and the "to" side is side B. 

For the present partition, the cutset is the column set {a, 

d, e, f). 

If rl was moved from A to B, column a would be taken 

out of the cutset; thus, the gain of rl due to column a 

[gr(l,a)] is a positive integer (+1). Moving rl would not 

affect the cutstates of columns b, d and e. Thus, gr(l,b), 

gr(l,d), and gr(l,e) are assigned 0 values. Column c would 
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be introduced into the cutset if rl were moved; thus, 

gr(l,c) is -1. Column f would be taken out of the cutset 

by moving rl. Therefore, gr(l,f) = +1. The gain of rl 

(Gl) is: 

gr(l,a) + gr(l,b) + gr(l,c) + gr(l,d) + gr(l,f) + gr(l,e) 

= 1 + 0 - 1 + 0 + 1 

= 1. 

Similarly, G2 = -2; G3 = -2; G4 = G5 = G6 = 0; G7 = 1. 

Consider the PLA of fig.3.1(b). Here the partition (A, B) 

has been obtained in the n " pass of the algorithm. Let A+ 

and B+ be parts of the PLA that have either been already 

explored or yet to be explored by the algorithm. No row 

can be moved into or out of (A+, B+). The calculation of 

the gain for row rx is now discussed. 

Consider columns a and b. If rx was moved from A to B, 

both column nets a and b would be placed in the cutset. 

After moving rx, column b can still be taken out of the 

cutset if ry is moved from A to B; but column a cannot be 

taken out of the cutset as no row belonging to A+ can move 

out of A+. Thus the introduction of column a into the 

cutset has to be discouraged to a greater extent than that 

of column b. For this reason, gr(x,a) is assigned a -2 

value, while gr(x,b) is assigned -1. Consider column nets 

d and e. Even if rx was not moved to B, column e could be 

taken out of the cutset if rz and rw can be moved from B to 
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A. On the other hand, column d can be taken out of the 

cutset only by moving rx, since it has a transistor on a 

row (rm) that belongs to B+, which cannot be moved into 

this partition. We encourage the removal of column d from 

the cutset more than that of column e, by assigning gr(x,d) 

a value of +2, and gr(x,e) a value of +1 only. Columns c 

and f are not affected by the movement of rx (they are not 

critical nets). Column net a is called N2CN; while column 

net d is called P2CN. Thus, the total gain of rx is 

= - 2 - 1 + 0 + 2 + 1 + 0 = 0. 

The same arguments hold good for the gain calculation 

of a rx belonging to B (fig.3.1(c)). Here, column net a is 

an N2CN, b is an NICN, c is a ZCN, d is a P2CN, e is a 

PICN, and f is a ZCN. The gain of rx is 0. Figure 3.1(d) 

shows the algorithm for gain calculation. 

Step 3 of RPA deals with calculating the cutsize of a 

partition. This is quite straight forward. For every 

column i in a partition p, we determine if the column net 

belongs solely to either side of the partition or to both 

sides of the partition (i.e., we find out if i cuts CL of 

p). Columns belonging to both sides of the partition, 

i.e., cutting CL, belong to the cutset; others do not. 

Thus, for the PLA of fig.3.1(b), columns c, d, and e belong 

to the cutset. The size of this cutset, which is 3, is the 

cutsize. The algorithm is given in fig.3.2. 
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LOOP determines the number of executions of the 

algorithm on the present partition. This is based on the 

existence of free rows and the balance criterion. The 

balance criterion is an user-defined constant, included in 

the file "parttolf.dat." The appendix contains more 

details about the constant. 

Step 4 is self-explanatory. A base row belonging to 

side A (BR^) and another belonging to side B (BRg) are 

selected. Using these two BRs, a BR is chosen to be moved. 

In case only one BR exists, then it is moved. The finer 

points of the base-row selection and additions made to the 

min-cut approach in this case are dealt with in section 

3.4.3.1. 

Before going into the details of step 5, we define the 

term "tightness." Part A of the partition (A, B) is said 

to be tending towards "tightness" if either the number of 

free rows belonging to part A is small or the number of 

rows itself is getting small, wherein the balance criterion 

might be violated by part A in the near future. Such a 

"tight" or "tending towards tightness" condition is to be 

delayed, so that candidate rows can be selected from either 

side. This can be done by choosing the "from" and "to" 

sides appropriately; choosing that side which is least 

tight as the "from" side is appropriate. 
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If both BR^ and BRg exist, and if their gains are 

unequal, the BR with the maximum gain is moved, thereby 

making the part in which it exists as the "from" side (in 

this case, tightness is not considered) . If BRĵ  and BRg 

both have the same gains, then the side that is least tight 

is selected as the "from" side, thereby implicitly 

selecting the base row. If either BR̂ ^ or BRg exist, but 

not both (due to the fact that one of the sides is either 

devoid of free rows or is tight), then the existing BR is 

moved, implicitly selecting the "from" side. 

Step 6 is quite self-explanatory. Once the base row 

and the "from" side have been chosen, the corresponding 

data structures are updated to reflect this move. Also, 

the base row is locked. 

In step 7, the gains of the remaining free rows are 

updated, not recalculated. Only gains of row nets 

containing column nets that would become critical after 

moving BR will have to be updated. 

In the PLA shown in fig.3.3(a), if rbase were to be 

moved from part A to part B, and assuming that all row nets 

are free, the column nets that will become critical after 

the move are: cl, c2, c3, c5, c6, c7, and c8. Column nets 

c4 and c9 will remain non-critical. Thus, the row nets 

that are to be updated are: rl (due to c8), r3 (due to c2, 

c6 and c7), r4 (due to cl, and c3), r5 (due to c5), r6 (due 

89 



to c3, c5), r7 (due to c7). The gain of r2 does not have 

to be updated since the columns on it c4 and c9 are non-

critical. Figure 3.3(a) also gives the gains of rows 

before the move. 

For column nets that become critical and have no 

transistors in the "from" side after moving the base row, 

the gain of all row nets that are incident on this column 

net is decremented. If the column net contains a 

transistor in another partition (A+, B+), the gain of row 

nets incident on this column is decremented twice. 

For column nets that become critical, and have one 

incident row net in the "from" side after moving the base 

row, the gain of that row is incremented once; the "to" 

side row nets that are incident on this column net are 

assigned 0 values. If the same column net contains a 

transistor in another partition, the gain of the "from" 

side row net will be incremented twice; the "to" 

side row nets incident on this column net are assigned 0 

values. 

In the PLA of fig.3.3(a), cl is in the cutset before 

moving rbase; but is taken out of the cutset after the 

move. Due to the existence of a transistor on this column 

net in the B+ part, gr(4,cl) is -2. c2 was in the cutset 

before moving rbase; but can be removed if r3 is moved 

after moving rbase. Also, c2 has a row net in B+, and so 
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gr(3,c2) is +2. c3 is taken out of the cutset after moving 

rbase and has no row nets in B"̂ , decrementing gains of all 

rows containing c3. C4 and c9 are non-critical before and 

after the move. So, gains of all rows containing only 

these column nets are not changed. C6 was critical before 

the move and is critical after the move. The gain of r3 is 

incremented. The gains of the rows after the move is shown 

in fig.3.3(b). The algorithm for updating the gains of 

rows is given in fig.3.3(c). 

Step 8 is similar to step 3. Here, the partition 

resulting from moving the base row is calculated. 

Step 9 chooses the BP (A', B') resulting from this 

pass. During the entire pass, the algorithm keeps track of 

the best partition that could result from moving a row(s). 

The best-partition selection is based on the cutsize. The 

partition with the smallest cutsize is the best partition 

of the pass. The finer details of this selection process 

will be given in section 3.4.3.2. 

Steps 10 and 11 deal with the execution of the 

algorithm on the BP resulting from a pass on the WS. This 

execution is done in the form of a depth-first solution 

tree. In this tree, each node represents a row partition 

and has two children—the left and the right. Part A' (B') 

of the BP (A', B') is the left (right) child. Execution is 

done to completion on the left child before coming back up 
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to the right child. A node (partition) having no more than 

two rows will have a negligible effect on the cutsize of 

the current partition and the entire PLA. Therefore, such 

a node is not worth exploring. This size of two defines 

the small constant mentioned in steps 10 and 11. 

3.4.3 An Augmented Min-cut Approach 

This section deals with an augmented min-cut approach, 

made suitable for the purpose of PLA folding. We first 

quote the reasons for making additions to the min-cut 

approach, and then deal with certain heuristics that have 

been developed for column folding. 

The two main reasons for augmenting the min-cut 

approach of [FIDU82], to suit its application to PLA 

folding, are as follows: 

1) The approach does not provide any tie-breaking 

heuristics for solving cases where there is more than one 

BR; and 

2) The approach does not provide any tie-breaking 

heuristics for solving cases where there is more than one 

BP. 

3.4.3.1 Tie-Breaking Heuristics 
to Solve Multiple-BR Problems 

We use a look-ahead technique and a heuristic to solve 

the multiple-BR problems. A list of all the BRs is created 

during the gain-calculation of the rows. After this, a 
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one-step look-ahead gain calculation is executed on each 

BR. Here, each BR is logically moved and the effect of 

this move on the gains of the other rows is computed. 

For every BR, the maximum gain (MAXLKG) that will occur 

due to moving it is calculated. The BR with the largest 

MAXLKG is then used as the base row. By choosing such a 

BR, we hope to reduce the cutsize to the greatest possible 

extent in the near future. 

The above stated look-ahead gain calculation and 

heuristic are used to select the BR for both parts A and B 

of the WS (A, B) separately. If both BRs have the same 

gains, these heuristics are used to decide which one is to 

be chosen as the final BR. (Of course, if the BRs have 

unequal gains, one with the maximum gain is chosen.) In 

case the heuristics do not help resolve the tie-breaking 

situation, the "tightness" of the sides is used to select 

not only the "from" side, but implicitly the BR. The 

algorithm to make the selection in multiple-BR situations 

is given in fig.3.4. 

3.4.3.2 Tie-Breaking Heuristics 
to Solve Multiple-BP Problems 

Two heuristics are used in order to solve this problem. 

One of the heuristics has been developed to aid in column 

folding, and the other to aid in multiple AND-plane folding 

and simple OR-plane column folding. 
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The BPs (BP-̂  and BPĵ ) of figs.3.5(a, b) have the same 

cutsize (3) . Only two columns in BP.̂  can be folded 

whereas, in BPĵ , three columns can be folded. The reason 

is that the uncut columns (i.e., columns that are not in 

the cutset, also called localized columns) are distributed 

more evenly in BPĵ  than in BP^. Thus one heuristic can be 

stated as follows: 

If BP-̂  and BPĵ  are two BPs with the same cutsizes, 

choose one that has an evenly (or almost evenly) 

distributed set of uncut columns. 

In figs.3.5(a, b) , BPjj is chosen by this heuristic. 

Consider the BPs of figs.3.5(c, d) . Both BP^ and BP̂ j have 

the same distribution of uncut columns (three on one side 

and two on the other). In such situations, a second-level 

heuristic is used. This heuristic states: 

In case two BPs have the same distribution of uncut 

columns, choose the one that has the least number of AND-

plane columns in the cutset. 

The reason behind this heuristic is that reducing the 

number of AND-plane columns in the cutset of a partition 

would reduce the width of the AND-plane. By concentrating 

on the AND-plane columns, we try to head towards a better 

multiple folding of the AND-plane. We neglect the OR-plane 

columns in this heuristic due to the fact that only simple 

folding is done in the OR-plane. In fig.3.5, BP^ and BP^ 
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both have the same distribution of uncut columns (2:3 or 

3:2), but the number of cut AND-plane columns in BP^ 

(fig.3.5(a)) , is three and in BP̂ j, it is two (f ig.3.5(b)) . 

Furthermore, in BP̂ ., the number of packed AND-plane columns 

would be three, whereas, in BP̂ j, it would be two. For 

these reasons, BP̂ j is chosen as the best partition. Figure 

3.5(e) gives the algorithm. 

3.4.3.3 Applving the Tie-Breaking 
Heuristics to RPA 

The tie-breaking heuristics dealt with in the last 

section are used in RPA, resulting in a modified RPA. The 

BR-selection heuristics are used in step 4) of RPA and the 

BP-selection heuristics are used in step 9) of RPA. The 

modified RPA (MRPA) is as follows: 

Step 1) Partition the WS into two almost equal 

parts—A and B. Mark the north- and south-

direction rows and the power rows as fixed. 

Mark all other rows "free." Calculate the 

parameters used in the BP-selection heuristics. 

Step 2) Calculate gains of all rows using the gain 

calculation procedure of section 3.4.2. 

Step 3) Calculate the cutsize of the present partition 

(A, B). 
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LOOP If there are "free" rows and if the balance 

criterion is satisfied, execute steps 4 to 9; 

otherwise go to step 10. 

Step 4) Select the base row (BR), using the heuristics 

to break ties (and the balance criterion) if 

there are many BRs with the same maximum gain. 

Step 5) Based on the balance criterion, select the 

"from" and "to" sides. 

Step 6) Move BR to the "to" side and "lock" it. 

Step 7) Update the gains of the remaining "free" rows. 

Step 8) Calculate the cutsize of the present partition 

got after moving BR. 

Step 9) Update the BP (A*, B') got so far and the 

parameters used for BP selection. The 

partition with the smallest cutsize becomes the 

BP of the pass until this stage. Tie-breaking 

heuristics are used when necessary. 

Step 10) If the size of the set A* is larger than 2, 

use A» as the current WS and go to step 1; 

otherwise go to step 11. 

Step 11) If the size of the set B' is larger than 2, 

use B' as the current WS and go to step 1; 

otherwise terminate. 

96 



3.5 Data Structures Used 

This section deals with two important data structures 

used in the column-folding algorithm. One of them is a 

data structure containing all information about the rows 

and the other contains information about the columns. 

Figure 3.6 gives a pictorial description of the data 

structure that contains row information. This contains 

information of all types of rows. The information 

contained for a row ri is: 

1) the row number (field: ri); 

2) the columns incident on ri (fields: cl, cm, .., cz); 

3) the function of the row net (PRN, INVRN, ECRN, ICRN, 

etc.,.) (field: F); 

4) the status of the row net (free or locked or fixed) 

(field: S); 

5) the gain of the row (field: G); and 

6) the cutstate of the row (used in column permutation) 

(field: CS). 

Figure 3.7 describes the data structure used to hold 

information about the columns. The information for a 

column c is: 

1) the column name (field: ex); 

2) the row(s) incident on column c (fields: rl, r2, 

3) the function of the column (input, output, VDD, 10) 

(field: F); 
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4) the status of the column (free or locked or fixed) 

(field: S) ; 

5) the gain of the column (used in column partition) 

(field: G); 

6) the cutstate of the column (field: CS); and 

7) the presence or absence of an inverter row, external 

connection row, internal connection row and power 

connection row; and if these rows exist, their 

corresponding row numbers (field: CR). 

3.6 Summary 

In this chapter, a partition-based master column has 

been discussed. Reasons for applying the min-cut approach 

to solve the column-folding problem have been cited. An 

application of this approach has also been discussed. 

Heuristics to help this application solve tie-breaking 

situations have been developed. Finally, two of the more 

important data structures were discussed. 
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Input: A row! (rl) with all columns {c-^, c,,..., c^) 
containing transistors and nodes (elements) on it and 
a given partition (A, B). 

Output: Gain of rl (ĝ -i) • 

Algorithm Outline: g ^ - grl,cl t 9ri,c2 t '\' * ?ri.cn' 
where gri en ^^ gain of rl due to tolu 'ri,cn 
«n-

g^i = O; 

For each column Cjj on ri 
(/•IV 
num_apart • num. of elements on Cĵ  in part A; 
num_bpart «= num. of elements on c^in part B; 
nura_above • num. of elements on Cjj in part A*; 
num_below - num. of elements on Cĵ  in part B ; 
num__apart +- num_above; 
num_bpart +- num_below; 

umn 

i f ( r i e x i s t s in A) 
( / • 2 V 
i f (num_apart -« 0) 

( / * 3 V 
i f (num_bpart > 0) / * r i e x i s t s in B - a check */ 

e l s e 

g 
) / * 3 J> , ex » 0 ; 

{ / * 3 * / 

(d) 

Figure 3 .1 
(c) 

(d) 

( c o n t ' d . ) 
Gain Calculation of rx in 
Part B Considering (A, B) 
and (A+, B+) 
The Gain-Calculation 
Algorithm 
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' if (num below > 0) /* ex is a 
P2CN V 

^rl.cx • 2' 
else 7* ex is a PICN V 

)/*5V 
)/*4V 

else 
(/*4V 
if (num__apart > 1) 

{/*5*/ 
if (num_bpart =« 0) 

(/*6V 
If (num_above > 0) /* ex is a 

N2CN V 
9rl ex " ~2'* 

else 7* ex Is a NICN */ 

e l s e 
{ /*6V 
i f (num_bpart > 0) 

gri ex • 0' /* ̂'̂  ̂ ^ * ^^^ */ 
else; ' 
)/*6V 

)/*5*/ 
)/*4*/ 

)/*3V 
)/*2V 

else /*rl exists in B*/ 
(/*2V 

if (num_bpart == 0) 
(/*3*/ 
if (num_apart > 0) /* ri exists In A - a 

double check */ 
gri ex •" °' 

else 
(/*3V 
if (num_bpart == 1) 

(/*4*/ 
if tnum_apart == 0) /* ex is a ZCN */ 
, gri,ex - 0' 

else 
(/*5V 
if (num_apart > 0) 

if (num_above > 0) /* ex is a 
P2CN V 

gri ex " ̂' 
else /* ex is a PICN */ 

g r i , e x " 1' 
) / * 6 V 

) / * 5 V 
) / * 4 V 

e l s e 
( / * 4 V 
i f (num_bpart > 1) 

( / * 5 V 
i f (num_apart =» 0) 

{ / * 6 * / 

Figure 3 . 1 ( c o n t ' d . ) 
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if (nun_below > o)/* ex is a N2CN */ 
, ^ri.cx • "2/ 

else 7* ex is NICN */ 

, / 4 r> ' "" -''• 
else 

{/*6*/ 
If (nun_apart > 0) /* ex is a 

ZCN */ 
. 9rl,cx " 0'* else; )/*6V 

)/*5V 
)/*4V 

)/*3*/ 
)/*2V 

)/Jtl*/ ^^^ * *̂̂ i'Cx' /* update g^^ •/ 

Figure 3.1 (cont'd.) 
(d) (cont'd.) 

Input: WS PLA (given by the partition (A, B)) and entire PLA 

(given by the partition (A*, A, B, B*)). 

Output: Cutsize of WS PLA. 

Algorithm Outline: Calculate the cutstate of each column net 

(and store them in corresponding data 

structures). The cutsize is the number of 

cut columns; a cutset CS is also 

maintained, for future use. 

out_cut -0; 
CS - (); 
For each column ex in WS PLA: 

ln_apart « 0; 
in_bpart • 0; 
in_above » 0; 
ln_below = 0; 

for each element e on it 
(/*2*/ 
switch (part of e's existence) 

{ 
case(A): ++in_apart; 
case(B): ++in_bpart; 
case(ABOVE): ++ln_above; 
case(BELOW): ++in_below; 
) 

)/*2*/ 

Figure 3.2 Cutsize-Calculation Algorithm 
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If ( ( ln_apart > o) && (in bpart > 0)) 

++out__eut; 
Include column ex in CS; 
update c u t s t a t e of ex; 

) / * 2 * / 
e l s e 

{ /*2V 
update cu t s ta t e of ex; 

) / * 2 V 
) / * l * / 
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Input: WS PLA (A, B) and entire PLA (A'*', A, B, B^). 

Output: Updated gains of rows that are incident on columns 

that become critical after novlng BR. 

Algorithm Outline: Find critical column nets; based on 

distribution of elements on it, update 

rows of incident rows. 

For each column ex of PLA 
(/•!*/ 
if (ex is critical) /* a critical net •/ 

(/*2V 
if (size of from side of WS PLA » 0) 

/* net ex could go into cutset by the next 
move*/ 

(/*3*/ 
for each row ri Incident on ex 

{/*4V 
if (ex has an element existing in (A , B )) 

9ri • 9ri " 2; /• ex is a N2CN */ 
else 

—9ri' /* ^^ ^^ • ^^^^ */ 
)/*4V 

)/*3*/ 
else 

(/*3*/ 
for each row rl Incident on ex 
(/*4V 
if (ex has an element existing in (A , B )) 

9ri • 9rl * ^' /* ^^ ̂ ® * ̂ ^^^ */ 
else 

++g_4; /* ex is a PICN */ 
)/*4V 

)/*3V 
)/*2*/ 

else; 

(C) 

Figure 3.3 (cont'd.) 
(c) Algorithm to Update Gains 

of Rows 
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Input: Gains of all free rows in WS (A, B). 

Output: One BR to be moved. 

Algorithm Outline: Find row(s) with nax_galn; if more than 

one such row exist, perform look_ahead 

gain calculation and use tie-breaking 

heuristics. 

Find row(s) with same maximum gain in part A of WS — a 
set BRS^. 

Find row(s) with same maximum gain in part B of WS — a 
set BRSg. 

/* Select BR^ */ 

if (size of BRS;̂  > 1) 

/* First perform look_ahead gain calculation on all rows in 
BRS;̂  */ 

for each row ri in BRS^ 
(/*2V 
perform look_ahead gain calculation; 
MAXLKGj.ĵ  = maximum futuristic gain; 
)/*2*/ 

/* Using the heuristic based on values of MAXLKG, 
select BR^ — a deletion process */ 

if (size of BRS;̂  > 1) 
randomly select one of the BRs to be BR^; 

else 
the only BR is BR;̂ ; 

else 
the only BR is BR^; 

/* Select BRg ... use same algorithm described above */ 

/* Now, choose either BR;̂  or BRg to be BR */ 

if (gain of BR;̂  > gain of BRg) 
choose BR;̂ ; 

else 

(/*1*/̂ ^ (gain of BR^ < gain of BR;̂ ) 
choose BRg; 

e l s e 
Use f i r s t - , second-, and t h i r d - l e v e l h e u r i s t i c s 

(given above and in sec t ion 3 . 4 . 3 . 2 . 1 ) to ge t BR. 

i f ( a l l parameters of BR̂  are equal to those of BRg) 

i f ( s ide A i s "tighter" than s ide B) 
choose BRg; 

e l s e 
choose BR;̂ ; 

Figure 3 .4 Algorithm for BR-Select ion 
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Input: Two BPs (BP^ and BPy) with the same cutsize and the 

entire PLA (A***, A, B, B*) . 
Output: One BP. 

Algorithm Outline: Use heuristics of section 3.4.3.2.2. 

For BPy 
{ 
loc^ A ^ num. of uncut columns belonging to A; 
loc^'g B num. of uncut columns belonging to B; 
cut Andy = num. of cut AND columns; 

) " 

For BPy 
( ^ 
loCy p^ « num. of uncut columns belonging to A; 
loCy 0 = num. of uncut columns belonging to B; 
cut_4ndy « num. of cut AND columns; 

) 

if (llo^x^A - 1°CX,BI < ll°^y,A - ̂ °°y,Bl) 
choose BPĵ ; 

else 
choose BPy; 

Figure 3.5 (cont'd.) 
(e) Algorithm for BP Selection 
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CHAPTER IV 

ROW FOLDING 

4.1 Introduction 

This chapter discusses algorithms for row folding. We 

restate row folding as an area-minimization problem in 

section 4.2. Next, we define terms that are used in this 

chapter (section 4.3). The master row-folding algorithm is 

presented in section 4.4. A column-permutation algorithm 

that uses the min-cut approach and some heuristics are 

given in section 4.5, along with a description of the main 

procedures used in the implementation of this algorithm. 

Section 4.6 presents some of the important data structures. 

4.2 Row Folding Revisited 

The input to the row-folding phase is the row-permuted 

PLA. Our aim in this phase is to reduce the area of this 

PLA, by minimizing the objective function: 

[(^ANDl + ^AND2 + ^OR) * ̂ ^' 

where d^ is the width of the x-plane and R is the 

number of physical rows. The sum of the width terms gives 

the width of the PLA, while R gives the height of the same. 

As stated before, d̂^ can be computed without folding the 

columns, by using the top-edge first algorithm. This 

allows us to delay the packing of the columns until an 
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ordering of columns is obtained. To reduce the height of 

the PLA, we permute the columns of the PLA. 

4.3 Definitions and Parameters 

4.3.1 Extension Status of a Row Net 

Consider the AND1-0R-AND2 structure of a PLA. A row 

could extend over all the three planes ("extended net") or 

belong to one single plane or belong to two adjacent planes 

("localized net"). This defines the extension status of a 

row net. The adjacent planes that a localized net could 

belong to would be either (ANDl, OR) or (OR, AND2). In 

fig.4.1, the row net rl is an extended net; while row nets 

r2 and r3 are localized nets. Only localized rows 

belonging to different AND-planes can be folded. 

4.3.2 Gain of a Column 

The gain of a column is computed as the effect on the 

area of the PLA due to moving it from one AND-plane to 

the other. In case only columns with non-positive gains 

exist, the algorithm continues to move them in order to 

climb out of a local minima. 

4.3.3 Criteria to Fold and Realize 
Row Fold Pairs 

During the row-folding phase, the ordering of rows 

obtained at the end of the column-folding phase, is not to 

be changed. If the rows are reordered, there is a 
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possibility that the width of the PLA might change. In 

fig.4.2(a), the width of the ANDl-plane is 3. If rl were 

moved to a new position as shown in fig.4.2(b), the width 

of the plane is increased to 4. We can compute the effect 

of permuting columns on the width of the PLA. However, the 

effect of re-permuting the rows on the width is complex, 

and so has been avoided in this research. 

During the row-folding phase, pairs of rows that can be 

folded are decided, but not packed. There are three 

factors that determine whether a pair of rows can be folded 

or not. The first factor deals with the type of the rows, 

the second factor deals with reordering the rows (which is 

to be prevented), and the third factor is based on the 

ordering of OR-columns due to the folding of this row pair. 

These factors are discussed in the rest of this section. 

There is every possibility that during the row-

permutation phase, rows with different functions could be 

interleaved. We decided to limit row folding between rows 

of the same function only. Thus, only a PR(N) can fold 

with another PR(N); an INVR(N) can fold with another 

INVR(N); etc. The reason for this comes from maintaining 

the mask-level detail of the folded PLA as simple as 

possible. A PR(N) and an INVR(N) are two different rows— 

both functionally and at the mask-level. At the mask-

level, the PR(N) would have only a group of nMOS 
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transistors configured differently from an INVR(N) which 

has an inverter on it (pseudo-nMOS or CMOS). Thus, pairing 

a PR(N) with an INVR(N) would make the mask highly 

irregular. Due to such reasons, we decided to limit row 

folding only between rows of the same functions. 

Consider the situation shown in fig.4.3(a), with the 

fixed row ordering of (rel, rl2, re2, rl3, rll, rl4, rl5, 

and re3). There are three extended rows (rel, re2,and re3) 

and five localized rows (rll, , rl5). If rll and rl2 

are of the same function, but rl3 is not, it is possible to 

fold rll and rl2. Implementing this folding physically 

would require a reordering of the rows. Two versions of 

the physically implemented row-folded PLA are shown in 

figs.4.3(b) and (c), where the ordering of the rows are 

different from the one given in fig.4.3(a). Since the 

ordering of the rows is not to be changed, we avoid such 

pairings, by restricting valid row pairs to rows that exist 

between two extended rows (nets). 

In fig.4.3, this means that rows which can be folded 

would consist of only rll, rl3, rl4, and rl5. Let us 

assume that rll and rl5 are of the same functions, and that 

rl4 and rl3 are of the same functions, but different from 

that of rll and rl5. This means that the fold pairs would 

have to be ((rll, rl5), (rl4, rl3)}. Two versions of the 

row-folded PLA are shown in figs.4.3(d) and (e). In the 
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original PLA, note that rll is placed above rl4, and rl3 is 

placed above rl5. In the PLA of fig.4.3(d), rll is placed 

above rl4, but rl3 is placed below rl5, which violates the 

row-ordering already imposed (fig.4.3(a)). In the PLA of 

fig.4.3(e), rl3 is placed above rl5, but rll is placed 

below rl4, which violates the row ordering already imposed. 

Thus, neither row pairs can be realized. 

The implementation of rows that can be folded and 

realized, will also depend upon the ordering of the OR-

plane columns. For the row folding set ((rx, ry), (ra, 

rb)}, there may be contradictory OR-plane column orderings. 

The row nets to be considered for this constraint are PRNs, 

ECRNs, and ICRNs. (There are no INVR(N)s in the OR-plane 

of any PLA.) 

Consider a section of a PLA shown in fig.4.4. The 

columns shown belong to the OR-plane. Let us assume that 

the row pairs {(rl, r2), (r3,r4)} can be folded and 

realized as far the other restrictions are considered. Rl 

and r3 belong to the AND-plane on the left side and r2 and 

r4 belong to the AND-plane on the right side. If (rl, r2) 

is to be realized, column c should be to the left of column 

a. On the other hand, if (r3, r4) is to be realized, 

column c should be to the left of column a. These two 

orderings are contradictory and so, only one of the two row 

pairs can be realized. 
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Summarizing, a row-pair can be folded and realized only 

if it contains rows that are: 1) of the same function, 2) 

localized and belonging to different AND planes, 3) 

adjacent, and 4) do not produce any contradictory orderings 

among the OR-columns. 

4.4 The Master Row-Foldina 
Algorithm 

The following are the main steps involved in the master 

row-folding algorithm, called MRFA: 

Step 1) Split the AND-plane of the PLA into two almost 

equal planes—ANDl-plane and AND2-plane. 

Mark the east- and west-direction and power 

columns "fixed." Mark all other columns 

"free." 

Step 2) Apply the min-cut approach on the columns to 

obtain a column ordering. 

Step 3) Pack the column and row fold sets. 

Step 4) Print the column- and row-folded PLA. 

MRFA is a one-pass algorithm, i.e., no recursive 

executions are done. The adopted AND1-0R-AND2 structure 

will necessitate only segmentation of the AND-plane into 

two planes and then obtaining an ordering of the columns. 

These operations can all be done with one single pass of 

MRFA. Also, the WS is always the original PLA in all its 

entirety. 
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Step 1 is the initialization step of the row-folding 

algorithm. Here, the AND-OR structure of the PLA is 

segmented into an AND1-0R-AND2 structure. On segmenting an 

AND-OR PLA, the width of the resulting segmented PLA maybe 

either equal to or greater than the original PLA. (This is 

shown in fig.4.5 which is explained later.) Since the min-

cut approach is dependent on the initial ordering of the 

columns, it is quite important that we start off with a 

good initial segmenting of the AND-plane. 

We suggest that a good initial segmentation of the AND-

plane will be one in which the two resulting AND-planes 

have approximately the same widths. This is because of the 

fact that having initial planes with the same width might 

lead to keeping the width of the PLA from increasing too 

much during the column-permutation phase. To provide this 

heuristic segmentation, we select the "widest" row—a row 

which has the highest number of columns intersecting it. 

Half of these columns are placed in the ANDl-plane and the 

other half in the AND2-plane. If there are still some 

columns left out in the PLA, they are distributed among the 

AND-planes such that the number of columns in both planes 

is approximately equal. Figure 4.5(a) shows the AND-OR PLA 

with a width of four in the AND-plane and three in the OR-

plane. Figure 4.5(b) shows a random splitting of the AND-

plane, giving us a width of one in the ANDl-plane and three 
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in the AND2-plane (the width of the OR-plane remains the 

same). Figure 4.5(c) shows a heuristic-splitting of the 

PLA, giving widths of two in the ANDl-plane and two in the 

AND2-plane. 

Similar to MCFA, the power and the east- and west-

direction column nets are fixed (the reasons for doing this 

are the same as those quoted for the fixing the supply and 

north- and south-direction rows). The other column nets of 

the PLA are set "free." 

Step 2 is the main part of the algorithm, where the 

min-cut approach is applied to the three planes of the 

segmented PLA in order to obtain an ordering of columns. 

This step is studied in detail in section 4.5. 

Step 3 of the algorithm deals with the physical binding 

of the foldable rows. Since the row fold pairs are built 

as the columns are ordered, there is nothing much to be 

done in this step. Also, the columns are packed. 

Step 4 The column- and row-folded PLA is printeid out in 

the format used by MPANDA. 

4.5 A Partition-Based Column-
Permutation Algorithm 

The following are the main steps involved in the 

partitioning-based column-permutation algorithm (CPA): 

Step 1) Initialize the width information about the 

three planes, the status of the rows, etc. 
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LOOP If there are free columns and if the balance 

criterion is satisfied, execute steps 2 to 9. 

Step 2) Calculate the number of row fold pairs and 

order the OR columns to reflect these folds. 

Step 3 

Step 4 

Step 5 

Step 6 

Step 7 

Step 8 

Step 9 

Update the OR-plane width. 

Calculate the area of the PLA. 

Choose base-column BC to be moved. 

Choose "from" and "to" sides. 

Calculate the widths of all three planes 

Calculate area of the new PLA. 

Update the best partition of the PLA. 

Step 1 of CPA is the initialization step. Here, the 

data structures that hold information about the widths of 

the three planes and the extension status ("extended" or 

"localized"; and, if localized, to which AND-plane the row 

belongs) are initialized. 

Step 2 is one of the most important phases of the 

algorithm—determining the row fold pairs. This phase 

follows the criteria stated in section 4.3. 

The first step in this algorithm is to find the topmost 

extended row and the next adjacent extended row. By doing 

this, we isolate a group of localized rows for study. Next 

the algorithm inspects every pair of adjacent localized 

rows in this group. 
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If rlx and rly are two localized rows in this group, 

the algorithm first determines if they are disjoint in the 

OR-plane (like columns, only disjoint rows can be folded). 

If the rows are disjoint, the algorithm next finds out in 

which AND-plane the two localized rows belong. If rlx 

belongs to ANDl (AND2) plane and rly belongs to AND2 (ANDl) 

plane, they can be folded. Finally, the algorithm checks 

to see if the rows are of the same function. If the row-

pair of rlx and rly satisfies all these tests, it is 

introduced into a list of row fold pairs. 

Next, the algorithm determines an ordering of the OR-

plane columns for these row fold pairs. For this, the OR-

plane is logically thought of as being made up of three 

sections—left, middle and right. By analyzing each row 

pair, OR-plane columns that are to be placed in the left 

section and those that are to be placed in the right 

section are decided. Three parameters on each OR-plane 

column are used for this: LEFT_NUM, RIGHT_NUM, and LMR. 

For an OR-plane column x, LEFTNUM^^ is the number of rows 

that need x to exist in the left section of the OR-plane. 

RIGHT NUMv is the number of rows that need x to exist in 

the right section of the OR-plane. Those OR-plane columns 

that do not have any elements with the row pairs are 

allowed to exist in the middle of the OR-plane. The 

parameter LMR̂ ^ is defined as LEFT_NUMj^ - RIGHT_NUMj^. 
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Consider the OR-plane of the PLA shown in fig.4.6(a). 

The row fold pairs are: {(rl, r2) , (r3, r4) , (rll, rl2) , 

(r5, r6), (r7, r8), (r9, rlO)}. We are looking for an 

ordering of the OR-plane columns that will allow the 

maximum number of these row pairs to be realized. The OR-

plane columns are (a, b, c, ..., g}. There are three rows 

(rl, rll, r7) that need column a exist in the left section 

of the OR-plane; while there is one row (rlO) that needs it 

to exist in the right section of the OR-plane. Thus, 

LEFT_NUM-^ = 3, RIGHT_NUM^ = 1, and LMR^ = 2. Similarly, 

LMRjj = -1, LMRQ = 1, LMRg = -2, and LMRjj = LMR̂ , = LMRf = 0. 

The OR-plane columns are ordered in a descending order 

with respect to the LMR values. The column with the 

largest LMR is the leftmost OR-plane column, and that with 

the smallest LMR is the rightmost OR-plane column. Columns 

which have LMRs of zero values are placed in the middle; 

but are ordered according to another heuristic. If there 

are n rows that need a zero-LMR column (ZĈ )̂ to exist in 

the left (right) section of the OR-plane, m rows need 

another zero-LMR column (ZC2) to exist in the left (right) 

section of the OR-plane, and if n > m, then it is logical 

that ZCn be assigned a position that is more to the middle 

of the OR-plane than ZC2. Thus, an ordering for the OR-

columns of fig.4.6(a) is (a, e, b, c, f, d, g). This 

ordering, shown in fig.4.6(b) allows the realization of 
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five of the six row pairs. It is obvious that this 

ordering is the best. The algorithm for this step is given 

in fig.4.6(c). 

Step 3 updates the width of the OR-plane. This is done 

after finding the row fold pairs. The reason for updating 

the OR-plane width is shown in fig.4.7. Figure 4.7(a) 

shows two OR-plane columns a and b, and a row fold set (rl, 

r2) . Columns a and b are can be folded. Let us assume 

that the width of the OR-plane before folding the rows is 

N. 

The row-packed PLA is shown in fig.4.7(b). On folding 

any two rows, none of the OR-plane columns that are 

incident on them can be folded. This means that folding 

rl and r2 will prevent folding the two columns a and b, 

increasing the width of the OR-plane to N+1. This 

necessitates that the width of the OR-plane should be 

updated after determining the row fold sets. The next 

paragraph discusses the method used to update the width of 

the OR-plane. 

For the row fold pair (rx, ry), the size of the union 

of all the OR-plane columns intersected by both the rows is 

calculated. This is the width of the OR-plane at the line 

of folding (Wf^ew)• Throughout the row-folding phase, a 

data structure that contains all the OR-plane column fold 

sets is maintained. A width (Wf̂ ^̂ j) based on this data 
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structure is calculated. It is obvious that the larger of 

these two widths is the width of the OR-plane due to the 

fold (rx, ry) . If Wf̂ ^̂ ^ is greater than Wf̂ ^̂ ĵ, Wf^^d ^^ 

updated to W^j^^^. Figure 4.7(c) describes this algorithm. 

Step 4 calculates the area of the PLA, by using the 

formula: 

Area = (width^^pj^ + width^^D2 "•" ̂idthQj^) * 

(total number of rows - number of foldable row 

pairs); 

where, the total number of rows is the number of 

product rows in the present YAPLAT version. Only the 

product rows have been considered in most cases, since only 

such rows are considered for the area of a PLA. Another 

method for calculating the area would be to use all the 

rows (viz. PRNs, INVRNs, ECRNs, etc.). Also the size of 

the input/output buffers could be taken into consideration 

for area calculation. 

Step 5 deals with the selection of the base-column BC 

to be moved. This is done by logically moving each one of 

the free columns, calculating the area of the PLA, and some 

parameters that will help in the selection of the base 

column. These logical moves form a look-ahead BC selection 

process. A base column for the AND̂ ^ plane and another for 

the AND2 plane are determined. 
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The selection of a unique base column for either AND-

plane is discussed here. The parameter used is the gain of 

the columns. If there are many columns with the same 

maximum gain, a list of such columns is made and some 

heuristics are used to narrow the selection process. 

The first-level heuristic used is the number of PR(N)s 

that will be extended due to the movement of this column. 

The reason for using this heuristic is that the area is 

mainly dependent on the number of product rows that can be 

folded, and this depends on the number of localized product 

rows. By selecting a column that creates a lesser number 

of extended product rows at the present, it is possible to 

reduce the number of extended PRNs in the future. 

If the number of extended PR(N)s is the same for two or 

more candidate BCs, the second-level heuristic used is the 

number of extended INVR(N)s. The candidate BC with the 

smallest number of extended INVR(N)s is selected. By 

reducing the number of extended INVR(N)s, it is possible to 

have the complemented and uncomplemented literal columns in 

the same AND-plane and thus keep them as close as possible 

to one another. 

A third-level heuristic suggested is based on the 

number of extended ECR(N)s. By reducing this number, it is 

possible for us to keep east (west) -bound columns closer 
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to the east (west) -boundary (i.e., the right [left] -hand 

AND-plane). 

If both BĈ Q̂-L and BĈ ĵ52 exist, then the algorithm 

uses the balance criterion to decide not only the "from" 

side, but also the BC to be moved. Obviously, the AND-

plane that is farthest away from being tightest in the near 

future is chosen as the "from" plane and the corresponding 

BC is moved. If only BĈ ĵ̂ ^̂  (^CAND2) exists, ANDl (AND2) 

is checked for balance and if it is satisfied, then ANDl 

(AND2) becomes the "from" side and BC^^Q^J^ (^^AND2) ^^ 

moved; if the balance criterion is not satisfied, AND2 

(ANDl) is checked for balance, and if it is satisfied, AND2 

(ANDl) becomes the "from" side and BC^^p2 (̂ ÂNDl̂  -̂^ 

moved. If neither side satisfies the balance criterion, 

then the movement of columns is stopped and the final BP is 

selected. Figure 4.8 gives the pseudo-code for this 

algorithm. 

Step 6 is where the "from" and "to" sides are selected. 

These sides are selected based on the balance criterion, 

similar to the selection during the row-partitioning phase. 

Step 7 calculates the widths of all three planes. The 

algorithm uses certain data structures, which contain all 

the columns and the best column fold sets. The column fold 

sets are predicted, using the top-edge first algorithm. 
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For a particular set of ANDl (AND2) -plane columns, the 

width of the ANDl (AND2) -plane is the size of the largest 

fold set belonging to that plane. Since the data structure 

holds all the column fold information in a plane, it is 

possible to determine the size of the column fold sets at 

any instance. We also have a similar data structure that 

contains the same type of information on the columns of the 

AND-OR PLA. 

Once a base column and the "from" and "to" planes have 

been chosen, the width of the "from" plane is updated, 

while the width of the "to" plane is recalculated. 

Updating the "from" plane is done by removing the base 

column from all the fold sets in the "from" plane data 

structure. The removal of a column will either reduce the 

width of the "from" plane, or keep it the same. On the 

other hand, by moving a column from one plane to another, 

the width of the "to" plane will either be increased or 

held the same. Updating the data structure to reflect this 

is quite complex. Therefore, we decided to recalculate the 

width of the "to" plane. This is done by using the updated 

set of the "to"-plane columns and the data structure 

containing the foldable sets of the AND-OR PLA (an 

operation similar to subtraction is done between these data 

structures). 
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Step 8 recalculates the area of the PLA due to the 

movement of BC. The formula used in step 4 to calculate 

the area is used here. 

Step 9 updates the best partition if necessary. This 

is similar to updating the BP in the MCFA; though the 

heuristics used are different from those used in row 

partitioning. 

If the area of the present partition Pp^ (after moving 

BC) is smaller than the past partition P-^ (before moving 

BC) , Pp^ is taken to be the BP so far. In case the two 

partitions P-j. and P--̂  have the same area, some heuristics 

are used to select the BP. 

The heuristics used are the same as those used for BC 

selection: the number of extended PR(N)s (first-level), the 

number of extended INVR(N)s (second-level) and the number 

of extended ECR(N)s (third-level). The reasons for 

choosing these heuristics are the same as those quoted in 

BC selection. Figure 4.9 describes this algorithm. 

Another first-level heuristic that could possibly be 

used is the distribution of localized and extended PR(N)S 

in the ANDl and AND2 -planes. This may be better than the 

first-level heuristic of extended PR(N)s, since it would 

directly reflect the number of possible row fold pairs. 

But in most PLAs, the number of rows is large and is much, 

much greater than the number of columns. Finding a 
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distribution of this sort would be quite time-consuming and 

has been left out of our implementation of the column-

permutation algorithm. 

4.6 Data Structures Used 

The data structures described here are those used in 

the calculation of the width of the planes. For each of 

the four planes (AND, ANDl, AND2, and OR), data structures 

of the same type (DSl) are used. Also a common data 

structure (DS2) is used. DSl contains the different column 

fold sets, while DS2 contains the disjoint columns for a 

particular column x. 

Figure 4.10 shows DSl. It is a table of pointers. 

Each pointer (FSP) points to the fold sets of size equal to 

the index of that particular location in the table. For 

instance, the FSP in location i of the table will point to 

all the column fold sets of size (i + 1). Since there can 

be many fold sets of the same size, the node pointed to by 

the FSP contains two pointers: one (SP) pointing to a fold 

set's elements and the other (NSP) pointing to the next 

fold set. 

Figure 4.11 shows DS2, which is again a table. Each 

location contains the name of a column, and a pointer to a 

list of columns that can be folded with this column. 
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4.7 Summarv 

In this chapter, the implementation of a partition-

based row-folding algorithm was discussed. The various 

restrictions on selecting row fold pairs were discussed. 

The various heuristics that were involved in selecting the 

base column and the best partition were discussed. Another 

important factor was ordering the OR-plane columns to 

realize the row fold pairs. The different data structures 

used and the algorithms were studied. 
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Input: Set of rows of PLA. 

Output: Set of realizable foldable row-pairs, and a column 

ordered OR-plane. 

Algorithm Outline: Split up PLA into sections containing no 

extended rows. Analyze localized rows in each section using 

heuristics developed in step 3) of CPA. Form non-redundant 

row-pair list. Use this list and heuristics developed in 

step 3) of CPA, to decide on an optimal OR-column ordering. 

/* Develop list of non-redundant realizable foldable row-
pairs */ 

find top_row (r^); /* find top and bottom extended rows */ 
find bottom_row (rjj) ; 
while ((top_row and bottom_row are within limits) && (toprow 

!= bottom_row)) 
( / * ! * / 
for (each pair of adjacent rows (r̂ ,̂ ry) between r^ 

and r^) 
(/*2*/ 
if (function(rĵ ) != function(ry)) 

(/*3*/ 
if (r^ and r^ belong to different AND planes) 

if (r,. and r„ are disjoint in OR-plane) 
(/*5V ^ 
if (r^ II r„ have not been used in row-

pairs) 
(/*6V 
include them in row-pair list; 
)/*6*/ 

)/*5V 
)/*4*/ 

)/*3V 
)/*2*/ 

/* calculate next top and bottom rows */ 
top_row = bottom_row + 1; 
find bottom_row; 

Figure 4.6 (cont'd.) 
(c) Algorithm to Calculate Row-

Fold Pairs 
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for (each row-pair (r̂ ^̂ Dl' ^AND2)) 

for (each OR-column incident on r^NDl^ 
{/*2*/ 
increment its LEFT_NUM; 
)/*2V 

for (each OR-column incident on r^^n2) 
{/*2*/ 
increment its RIGHT__NUM; 
)/*2*/ 

) / * ! * / 
for (each OR-column) 

LMR = LEFT_NUM - RIGHT__NUM; 

/* Using LMR as key, order OR-columns in descending order */ 

for (columns with LMRs > 0) 
place them in the left section of the OR-plane 
(ordered); 

for (columns with LMR < 0) 

place them in the right section of the OR-plane 
(ordered); 

for (columns with LMR == 0) 

place column with largest number of rows requesting it 
to be placed to the left (and right) in the middle of 
the OR-plane; 

/* Based upon the ordering of OR-columns thus got, update the 
realizable foldable row-pairs */ 

for (r̂ N̂Dl o^ row-pair (r;̂ NDl' '̂ AND2)) 
{/*1V 
find rightmost incident OR-column (Cĵ ) in ordered OR-
plane; 
find leftmost incident OR-column (Cjj) in ordered OR-
plane; 
if (CR is to the right of CL) 

(/*2*/ /* this row-pair cannot be folded */ 
delete row-pair from row-pair list; 
)/*2*/ 

Figure 4.6 (cont'd.) 
(c) (cont'd.) 
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Input: The list of realizable foldable row-pairs. 

Output: The updated width of the OR-plane. 

for (each row-pairj^ (rĵ , ry)) 
( 
find yft - (SINC_v U SINC_v) /* the union of intersected 

'• ^ ^ columns */ 
) 

find the largest Wj (W^i); 
find width of original OR-plane (W-); 

if (Wi, > W Q ) 
updated width of OR-plane » M^-^', 

else 
updated width of OR-plane = Ŵ ;̂ 

Figure 4.7 

(a) 

(b) 

(c) 

(c) 

Effect of Packing Rows on the 
Width of the OR-plane 
OR-plane Width Before Packing 
rl and r2 
OR-plane Width After PAcking 
rl and r2 
Algorithm to Update OR-plane Width 
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Input: Set of AND-columns with their gains. 

Output: A BC. 

Algorithm Outline: A set of free columns with the maximum 

gain in the ANDl plane (SBC^J^Q^) and a set for the AND2 plane 

(SBCj|̂ [̂)2) ^^^ created. The heuristics developed in step 6) of 

CPA are used if there are multiple BCs. 

Build SBĈ ]̂ 0|̂ ; /* set of probable BC candidates for the ANOl 
plane */ 

Build SBC^j^Q2' /* B^^ o^ probable BC candidates for the AN02 
plane */ 

/• Select BCĵ )4Q2 — ^^ ^°^ ^^® ^^^^ plane */ 

if (IBCjj,„,| > 1, 

find BC(s) with least number of extended PRNs; 
remove all other BC(s) from BCJ^UQ]^; 

if (IBCjjjoil > 1) 

find BC(s) with least number of extended INVRNs; 
remove all other BC(s) from BC^J^QJ^; 

if (IBCANDII > 1) 
{/*3*/ 
find BC(s) with least number of extended 

ECRNs; 
remove all other BC(s) from BC^JJQJ^; 
)/*3V 

)/*2*/ 

G X SG * 

if (IBCANDI > I> , „„ 
select any one as -BĈ jipĵ ; 

else 
the only BC is BĈ ĵ pĵ ; 

/* Similarly select BĈ ĵ̂ pj */ 

/* If BC»«ni 3nd BC^»n2 existf "se the balance criterion to 
make the DC selection */ 

if (both BC;̂ ND1 *"^ D^ANDZ exist) 

the BC of the AND-plane which is farthest away from 
becoming tight is chosen as the BC to be moved; 

) 
e l s e 

the BC chosen i s moved; 

Figure 4 .8 Algorithm t o S e l e c t BC 
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Input: Two partitions — one before moving BC (P^) and the 

other after moving BC (Pp). 

Output: One BP. 

Algorithm Outline: If the area of the PLA due to P^ is larger 

than Pp, Pp is made the BP so far; otherwise, P^ remains BP. 

If both areas are same, the heuristics discussed in step 10) 

are used. 

Find area of PQ ( A P Q ) ; 
Find area of Pp (APp); 

if (APp < A P Q ) 
BP Is APp; 

else 
( 
if (AP < APp) 

BP is APpT 
else 

( /* AP -= AP */ 
select P with least number of extended PRNs; 
if (both P's have same number of extended PRNs) 

select one with the least number of extended 
INVRs; 
if (both P's have same number of extended 

INVRNs) 
select one with the least number of 
extended ECRNs; 

else select Pp as BP; 

Figure 4.9 Algorithm to Select BP 
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CHAPTER V 

RESULTS AND CONCLUSIONS 

5.1 Our Contributions 

This chapter presents a summary of our research and 

states the contributions of our work to the PLA-folding 

problem. We have presented an overview of existing 

approaches and their limitations (in section 2.2). We have 

also stated the differences between our approach and 

existing approaches (in sections 1.7 and 2.6). 

In this thesis, we have developed a partitioning-based 

approach to solve the multiple-constrained, multiple-

folding problem of PLAs. We view the PLA as an electrical 

network of transistors and represent it as a set of 

netlists. This is a major variation from existing 

approaches. One advantage of using this representation is 

that design constraints (user-defined, physical, and 

electrical) can be included in the problem specification 

very efficiently. With this netlist representation, we can 

exploit the concept of dynamic binding and delay the 

realization of electrical and input/output connections. 

Another difference between our approach and other 

approaches is that we consider the area-minimization of 

PLAs as a two-dimensional optimization problem, rather than 

as two one-dimensional problems. We attempt at minimizing 
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the area of the PLA by considering the effect of column 

folding on row folding, and vice versa. 

Folding has been viewed as a row- (column)- ordering 

problem. The orderings are obtained by using the network-

partitioning approach that has been augmented to suit our 

application. Due to the erratic behavior of this approach, 

we apply the algorithms on several different initial 

orderings of rows, during the row-permutation phase. 

Several heuristics that would help in producing orderings 

which would improve the packing of input/output signals 

have been developed. During the row-folding phase, our 

algorithm predicts the width of the PLA without packing the 

columns. Unlike other algorithms, we try to reduce the 

area of the PLA, and not just reduce the number of rows. 

Throughout the computation, many factors that would result 

in a regular mask-level layout are considered. We do not 

bind the column fold sets and/or rows until orderings of 

rows and/or columns have been obtained. 

5.2 YAPLAT; A Partition-Based 
PLA Folding Tool 

As mentioned in the first chapter, one of the goals of 

our research was to implement our algorithms as a PLA-

folding CAD tool. We have completely implemented and 

tested this CAD tool, which we have named YAPLAT (Yet 

Another PLA Tool). YAPLAT was written in C (about 8000 
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lines of code) on an Unix-based Sun workstation. The tool 

accepts PLAs in the form of personality matrices, which is 

widely used by other folding programs. YAPLAT produces two 

types of outputs—one that is easy for human understanding 

(the grid representation) and another that can be used 

directly as input to the well-known technology-independent, 

mask-level (folded or unfolded) PLA layout-generation 

program, called MPANDA*. YAPLAT also provides an user-

interface. The appendix contains a detailed discussion on 

YAPLAT. 

5.3 Experimental Results 

YAPLAT has been tested on many industrial PLAs. In 

this section, we shall analyze the results produced by 

YAPLAT for three PLAs. This analysis is broken down into 

two parts: 1) analysis of the quality of the outputs (i.e., 

the regularity of the layout obtained, the proximity of 

literal constraints, etc.), and 2) comparison of the 

outputs obtained with those obtained by PLEASURE^. 

5.3.1 Analysis of the Results 

In this sub-section, we shall analyze the results 

obtained for two PLAs, taking into consideration the mask-

level details. The following are some of the mask-level 

details that we considered: 

* #: Developed at University of California, Berkely 
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1) reduce the length of the inverter row, so that the 

complementary signal of an input can be placed as close as 

possible to the input, 

2) to maintain the regularity of the PLA, placing of 

inverters in the planes of the PLA should be avoided as 

much as possible, and 

3) reduce the length of external and internal 

connection wires. 

First we consider the PLA named "dem" shown in 

fig.5.1(a). This PLA has the following user-defined 

input/output constraints: columns 8 and 9 are to be 

connected from the north of the PLA; columns 7 and 10 are 

to be connected from the south; columns 4, 1, and 2 are to 

be connected from the west; and columns 3, 5, and 6 are 

connected from the east. The output obtained by YAPLAT 

after column permutation is shown in fig.5.1(b). In this 

output, the length of the external connection wires—shown 

by * » c or c » * or c* or *c—is'reduced. Columns 2, and 1 

are placed in the left AND-plane (closer to the west 

boundary of the PLA) and columns 5, and 6 are placed in the 

right AND-plane (closer to the east boundary of the PLA). 

YAPLAT takes three seconds on the Unix-based SUN3 

workstation, to produce both row- and column-packed PLAs. 

Consider the input PLA shown in fig.5.2(a). The 

column-pennuted PLA produced by YAPLAT is shown in 
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fig.5.2(b). In this PLA, it is seen that the inverter rows 

(shown by %%%) are either at the top or the bottom of the 

PLA (except for two rows which can be moved to the top 

without affecting the column folding produced). This 

grouping of inverter rows maintains the regularity of the 

PLA. Also, for the same PLA, notice that most literal 

columns are placed in the same AND-plane (in such cases, 

the inverter row does not extend over both AND-planes). 

The time taken by YAPLAT to produce this row-permuted PLA 

is 2 63 seconds. The reasons for YAPLAT to have taken this 

amount of time could be attributed to the fact that this 

PLA contains quite a number of inverter rows (which will 

have to be manipulated), the look-ahead gain computation, 

and the amount of information written into the output file. 

The above two examples show that the folded PLA 

obtained by YAPLAT is regular and has reduced inverter and 

input/output connection wires. Also, in both cases, since 

only simple folding of OR-plane columns and rows is 

performed, the connection of rows and columns to power 

lines is also regular. 

5.3.2 Comparison of Results 

Here, we compare the tool YAPLAT with PLEASURE by 

comparing the area reduction obtained by folding. We also 

point out some of the reasons as to why YAPLAT obtains 

better results. The results are tabulated in Table 5.1, 
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which lists each PLA by giving the number of input/output 

signals (columns) and the number of product terms (rows). 

The area of the folded PLA has been used as the benchmark 

for comparison and is calculated as the product of the 

numbers of physical columns and product rows. The last 

column (Area Saving) is the percentage of the area saved by 

YAPLAT over that achieved by PLEASURE. In most cases, we 

have obtained an area saving in the range of 10%-3 0%. The 

following paragraphs discuss three PLAs. 

We ran PLA "dem," with many different initial orderings 

to study the behavior of min-cut approach and obtained many 

outputs. The original PLA has eight input columns, four 

output columns and six product rows. Also, this PLA has 

some input/output constraints (fig.5.1(a)). The folded PLA 

was obtained by performing multiple column folding in the 

AND-plane and simple column folding in the OR-plane. The 

column-folded PLA obtained by PLEASURE has four input 

columns, four output columns and six rows (fig.5.1(d)). 

YAPLAT obtains a folded PLA that has two input columns, two 

output columns and six rows (fig.5.1(c)). 

The reason that PLEASURE did not produce a result as 

good as that obtained by YAPLAT is that PLEASURE packs the 

columns and consequently, places restrictions on the 

ordering of the rows at an early stage of the computation. 

For this PLA, PLEASURE does not fold any of the OR-columns. 
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It starts by packing column il above column i2, placing a 

restriction on rows r4, r3, r5, and r2 (in that order). 

Due to this ordering of rows, 08 an o9 extend all through 

the OR-plane, making it impossible for any column folding 

in the OR-plane. Also, both literal columns of i^^ are 

placed on the same physical column, preventing the 

possibility of il» folding with some column other than il. 

Next, PLEASURE places 13 on top of î^ which is on top of 

±2- Finally, it forms the column fold set of (ig, ig, i^) 

and fixes it. Once these fold sets are fixed, no more 

column fold sets are possible. 

YAPLAT performs row permutation without forming or 

fixing fold sets initially. After a row ordering is 

obtained, the top-edge first algorithm finds the fold sets 

of (±2, iib, 15/ ieb) ' (̂ 4' ^1' ̂ 6' ̂ 3)' (°2' ̂ 4^ ^^^ (°3' 

o^) . 

For the PLA "clpl," the folding requested was multiple 

column folding in the AND and OR -planes, followed by 

simple row folding. The unfolded PLA has eleven input 

columns, five output columns and twenty rows (fig.5.3(a)). 

PLEASURE fixes the column fold sets, reducing the number of 

physical columns to eleven (fig.5.3(b)). After this, it 

does not find any rows that can be folded. This is due to 

the fact that column fold sets are fixed during the column-

permutation phase (thereby reducing the possibility of row 
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folding). This means that PLEASURE considers PLA folding 

as two one-dimension problems, ignoring the effect of 

column folding on row folding. YAPLAT produces a folded 

PLA with eleven columns and seventeen rows (fig.5.3(c)), by 

delaying the packing of columns until the end of the 

column-partitioning phase and also considering the folding 

problem as a two-dimensional problem. For this example, 

YAPLAT takes fourteen seconds to produce the column and row 

folded PLA . In this PLA, there are no complement columns, 

therefore, no inverter rows. This reduces the look-ahead 

gain computation time. 

5.4 Future Work 

At the start of this research, we had contemplated to 

attack some type of Boolean minimization along with 

topological minimization. The Boolean-minimization phase 

would transform the given PLA and produce equivalent logic 

expressions that would lead to further folding. This idea 

stemmed from some examples of PLAs which showed that the 

most minimized expressions need not produce maximum 

folding. In order to manipulate the PLAs so that this 

observation can be exploited, the PLAs should be studied at 

the Boolean-level, rather than at the circuit-level, as 

done in our research. We suggest this work as an extension 

of our research. YAPLAT can be updated; this extension 

would require development of a preprocessor that 
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manipulates the PLA expressions. Some of the other 

additions that can be made to our algorithm are listed 

below: 

1) If mask-level regularity is not an issue, our 

algorithm can be extended to implement multiple row folding 

and folding of heterogeneous rows. 

2) Some of the input/output signals may have ordering 

restrictions. This has not been considered in our 

algorithm. 

3) The ground connections and folding of ground columns 

and/or rows can also be considered. 

4) During the column-partition phase, the present 

implementation does not place much weight to the proximity 

of complement columns as compared to the effect of row 

folding. As future work, some weights could be assigned 

to these two factors, leading us to a better placement of 

the complement columns. 

5) A statistical study of the PLAs could show some 

light on the folding problem, leading to some additional 

(and powerful) PLA area-minimization heuristics. 
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Figure 5.1 Example Number 1—"dem" PLA 
(a) Input to YAPLAT 
(b) Column- and Row-Permuted "dem" PLA, 

Produced by YAPLAT 
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Figure 5.1 (cont'd.) 
(c) Column folded "dem" PLA, 

Produced by YAPLAT 
(d) Output of PLEASURE 

for "dem" PLA 
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"luc" Produced by YAPLAT 
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— I~~X 

I~X 
— — ~IX 

I~X 
+++++ 

Figure 5.3 Example Number 3—"clpl" 
(a) Input to YAPLAT 
(b) Output Produced by PLEASURE 
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X-
X-
XI 
XI 
XI 
X-
X-
X-
XI 
XI 
XI 
XI 
X-
X-
X-
X-
X-
X-
X-
XI 

1 — 
— 1 
• 

— 1 
— 1 -
— 1 -
1 — 
- 1 — 
- 1 — 
1 — 
- 1 — 
1 — 
- 1 — 
1 — 
— 1 -
- 1 — 
1 — 
— 1 
— 1 -
- 1 — 

1 1 X 
1 1 IX 

X 
IX 

I I X 
1 1 — I I X 
1 1 - l l l X 
1 mux 
—mix 
— - I I I X 
— 1 X 

X 
l - l l l - X 
1—11-X 
1 1-X 
- 1 1 1 — X 
- 1 - 1 — X 
1 X 
- 1 X 

X 

(c) 

Figure 5.3 (cont'd.) 
(c) Output Produced by 

YAPLAT 
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Table 5.1 Experimental Results 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

11 

12 

13 

14 1 

15 1 

1 Name 

1 alul 

sex 

1 clpl 

1 luc 

1 newa 

newco 

log8 

newt 

dem 

bfs 

in3 

dkl7 

in7 

b7 

shift 1 

1 Initial 
Size 
Cols 

1 i+o 

1 16+8 

1 17+14 

1 11+5 

1 16+27 

I 23+10 

22+2 

14+5 

24+5 

8+4 

8+2 

91 

20+11 

43 + 10 

15+30 

22+16 

Rows 

19 

23 

20 

27 

17 

31 

47 

23 

6 

7 

103 

64 

84 1 

74 1 

100 1 

IFold 
Type 

1 CRMM 

CMM 

CRMM 

CMS 

CMM 

CRMM 

CMM 

CMM 

CMM 

CRMM 

CMM 

CMM 

CMM 

CMM 

CMM 1 

1 PLEAS 
Cols I 

1 i+o 

1 15+1 

15+4 

6+5 

16+24 

19+4 

22+1 

14+4 

21+1 

3+3 

6+1 

68 

20+2 

— 

14+10 

— 

19 

23 

20 

27 

17 

31 

47 

23 

103 

64 

74 

YAPLAT 
Cols Rows 

i+o 

8+3 18 

10+5 23 

8+3 17 

13+23 27 

12+4 17 

15+1 31 

12+4 47 

16+2 23 

2+2 

7+2 

45 103 

17+3 64 

22+7 84 

14+8 74 

10+8 100 

Area 
Sav 
Over 
PL (%) 

35 

21 

15 

10 

30 

30 

11 

18 

33 

10 

33 

15 

Results not available. 
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APPENDIX 

YAPLAT: YET ANOTHER PLA TOOL 

A.l Introduction 

In this appendix, an organization of YAPLAT—the source 

and header files—is given in section A.2. Following this, 

a manual on YAPLAT is provided in section A. 3, to help the 

user understand the input/output files and use the tool. 

Limitations of YAPLAT are given in section A.4. 

A.2 Organization of YAPLAT 

YAPLAT is a partition-based, PLA folding program. It 

was written in C (about 8000 lines of code) and was 

developed on an Unix based SUN workstation. The following 

is a list of the header and source files that YAPLAT 

contains: 

const.h—contains definitions of certain constants. 

extlistds.h—contains global structures for the 

netlists. 

extpartds.h—contains global structures for the row-

permutation phase. 

extcpartds.h—contains global structures for the 

column-permutation phase. 

planp.c—the main program; parses folding commands that 

are given by the user. 

bldlist.c—a set of routines that build the netlists. 
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bldtol.c—contains routines that build the tolerance 

list. 

bpnhnp.c—contains routines for row permutation, using 

only one initial row ordering. 

bpwhwp.c—contains routines for row permutation, using 

many initial row orderings. 

colbpl.c—contains routines for column permutation. 

colfol.c—contains routines for packing the columns 

of the PLA. 

prntrou.c—contains the packing and the print 

routines. 

Note: Either, but not both, bpnhnp.c or bpwhwp.c are to 

be used. 

The following user-defined data files are needed: 

parttolf.dat—contains the user-specified tolerance 

value for the row-partition and column-partition phases. 

If this value is specified as an integer, n, the tolerance 

used is 1/n (i.e., the smallest number of rows or columns 

allowed to exist in any part of a partition is 1/n). The 

data file "gainfac.dat" contains different gain wieghts for 

the AND and Or -plane columns. They are to be specified as 

two integers, separated by a blank space. 

A.3 A Manual to YAPLAT 

NAME 

yaplat 
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SYNOPSIS 

yaplat folding-type [input-file] [output-file] 

DESCRIPTION 

YAPLAT is envoked from the command line, with four 

fields, two of which are optional. The first field is the 

name of the tool (to be typed in lower-case letters—to be 

consistent with many of the Unix commands). The second 

field contains the type of folding requested (explained in 

section A.3.1). The third field is optional and is the 

name of the input file. If unspecified by the user, the 

default file name of "pla.in" is assumed. The fourth 

field is also optional, and is the name of the output file. 

If unspecified by the user, the default file name of 

"pla.out" is assumed. These fields are discussed in the 

following sub-sections. 

A.3.1 Types of Folding 

YAPLAT expects the user to provide the folding type 

needed. The following is a list of the valid folding types 

and are to be typed in upper-case letters: 

CMM—Column folding only; multiple in the AND- and OR-

planes. 

CMS—Column folding only; multiple in the AND-plane, 

and simple in the OR-plane. 
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CSM—Column folding only; simple in the AND-plane, 

multiple in the OR-plane. 

CSS-Column folding only; simple in the AND- and OR-

planes. 

CRMM—Multiple column folding in the AND- and OR-

planes, and simple row folding. 

CRMS—Multiple column folding in the AND-plane, simple 

column folding in the OR-plane, and simple row folding. 

CRSM—Simple column folding in the AND-plane, multiple 

column folding in the OR-plane, and simple row folding. 

CRSS—Simple column folding in the AND- and OR-planes, 

simple row folding. 

DIAGNOSTICS 

YAPLAT gives out an error message if the folding type 

is invalid. 

HELP FACILITY 

The command "yaplat HELP" displays a file (READ_ME) on 

the screen, informing the user about the tool. 

A.3.2 Input File Format 

The input file to YAPLAT consists of the personality 

matrix of the PLA and any existing input/output 

constraints. The personality matrix is given first, 

followed by a delimiter (a '.') and then the input/output 

constraints. 
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The personality matrix should consist of two sub-

matrices. The left-most sub-matrix represents the AND-

plane, while the right-most sub-matrix reprsents the OR-

plane. In the AND-plane, the digits '0', '1', and '2' only 

are allowed. In the OR-plane, the digits '1», and '2' only 

are allowed. The two sub-matrices must be separated by a 

blank space in each row. 

The input/output constraints are represented in a 

three-field format (fl f2 f3). Field fl represents the 

type of connection made—0 for internal connection and 1 

for external connection. If fl represents an external 

connection, field f2 represents the direction of 

connection—0 for North, 1 for South, 2 for both North and 

South, 3 for East, 4 for West, and 5 for East-West. If fl 

represents an internal connection, f2 represents one of the 

columns involved in the internal connection. Field f3 

represents the column number if fl represents an external 

connection, and the other column if fl represents an 

internal connection. Figure A.1(a) shows one such input 

file to YAPLAT. 

A.3.3 Output File Format 

The output file contains the name of the data set, 

information about the original PLA (the number of columns 

and rows, the area, etc.). A grid representation of the 

row-permuted PLA is given next. Here, the columns are not 
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packed. Following this, a textual representation of the 

column fold sets is given. The permutation of the rows and 

their functions are given following this. Next, 

information about the column-folded PLA is given (the 

number of packed columns and rows, area, etc.). This is 

followed by another format of the column-folded PLA, which 

is similar to the MPANDA output produced by PLEASURE. This 

is followed by information of the column and row -folded 

PLA, and the MPANDA output for the same. Finally, YAPLAT 

prints the execution time taken. 

The grid representation of the row-permuted PLA can be 

easily understood by the user. At the top of the grid-like 

structure, the column names are listed, and at the left 

side, the row numbers (permuted) are given. The symbols 

used in this representation are explained below: 

E—an external connection node (direction: east or 

west). 

I—inverter node. 

X—a transistor. 

*—an input/output buffer (direction: north or south). 

- —absence on any element. 

Figure A.1(b) gives the grid representation for the 

row-permuted PLA of the PLA shown in fig.A.1(a). 

The MPANDA output needs some explanantion. This output 

shows the positions of the input/output buffers, cuts, 
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inverter, internal and external connection rows, etc. 

Figure A.1(c) shows the MPANDA output for the row-permuted 

PLA of the PLA shown in fig.A.1(a). The symbols used in 

this output are defined below: 

1—a contact on an uncomplemented input 

literal or a contact on an output column; 

0—a contact on a complemented input literal. 

1—a contact on an uncomplemented input literal column 

which is folded with another column below it. 

o—a contact on a complemented input literal column 

which is folded with another column below it. 

- —no contact on the corresponding product row. 

%—an inverter row. 

c—contact due to a horizontal connection row 

(direction: east, west). 

>—a horizontal connection row. 

+—output buffer. 

*—input buffer. 

X—no buffer. 

Table A.l interprets the column pointed to by an arrow 

in the PLA shown in fig.A.1(c) (this column is the ordered 

fold set of columns 2, lb, 5, 6b of the unfolded PLA shown 

in fig.A.l(a)). Figure A.1(d) gives the stick-level 

diagram of the column-folded PLA. 
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A.4 Limitations of YAPLAT 

The present version of YAPLAT limits the number of 

columns (both complemented and uncomplemented) to 120 and 

the number of rows (of all types) to 600. These constants 

can be set by changing the values of variables MAX_COLS (in 

extpartds.h) and MAX_ROWS (in extcpartds.h). 
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Table A.l Interpreting a Folded Column in 
the MPANDA Output Format 

1 Row Number | Symbol j Interpretation 

1 1 1 
1 2 

1 3 1 

1 4 

1 5 

1 6 
1 7 

1 8 

1 ^ 

1 10 

1 11 

1 12 
1 13 
1 14 

1 15 
1 16 

X 1 
c I 

1 I 
• 

> 1 

o 

% 
1 
• 

c 

> 

0 

— 

blank 
1 % 

0 

1 blank 
1 X 

No input/output buffer | 
Direction contact (west) j 
for column 2 j 
Column 2 has a transistor j 
and is folded below row 3 j 
A connection wire, with j 
contact at another column | 
Column lb has a transistor | 
and is folded below row 4 j 
Inverter row for column lb j 
Column 5 has a transistor j 
and is folded below row 6 j 
Direction contact for | 
column 5 1 
A connection wire, with j 
contact at another column | 
Transistor on column 6b, | 
not folded. 1 
No transistor at that | 

1 product row I 
No contacts or transistors j 
Inverter row for column 6b j 
Transistor on column 6b, | 

1 not folded. 1 
1 No contacts or transistors | 
1 No input/output buffer | 
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221220 1222 
212122 2122 
122220 2221 
122212 2122 
022222 2212 
222221 2221 
• 

1 4 1 
1 4 2 
1 4 4 
1 3 3 
1 3 5 
1 3 6 
1 0 8 
1 0 9 
1 1 7 
1 1 10 

(a) 

Figure A.l YAPLAT Files 
(a) Input File 
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3 6 2 4 1 5 1 6 7 8 10 9 
b b 

15 * *-
10 E 

11 E 
5 X X-

13 E 
9 E 

14 E 

12-E 
16 * * 

(b) 

F i g u r e A . l ( c o n t ' d . ) 
(b) Grid R e p r e s e n t a t i o n 

of Row-Permuted PLA 
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V 
XXX 
*c 
XII 
*>c 
Xo-
X%% 
X U 
Xc> 
*>c 
XOI 
X-1 
X c 
x%% 
XOI 
X c 
XXX 

++X 
X 

1-X 
X 

-IX 
X 

I-X 
» * 

X 
1-X 
1-X 
» * 

X 
-IX 
» * 

++X 

(c) 

Figure A.l (cont'd.) 
(c) MPANDA Output Format 
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Symbol keys : 
X: transistor 

: product rows 

: inverter rows 

6 

3 

: external connection rows 

(d) 

Figure A.l (cont'd.) 
(d) Stick-level diagram 

of column-folded PLA 
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