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ABSTRACT 

Classical control methods enjoy widespread industrial application due to their simplic

ity in design and implementation, as well as their success in goveming most control tasks. 

However, some industrial processes may not be handled well by classical methods. Such 

processes may involve highly-dimensional inputs, significantly nonlinear transfer func

tions, nonstationary time parameters, and nondeterminism. More robust methods, such 

as fuzzy logic and nonlinear control may be applied to these tasks; however, these methods 

are believed to entail complexity in design and implementation. 

Recent advances in intelligent control techniques have successfully addressed some of 

the challenges faced in "real-world" control tasks. Most notably, neural networks and evo

lutionary computing have been applied to industrial processes with good results. However, 

intelligent agent control remains an underdeveloped discipline. For example, reinforce

ment leaming has demonstrated success in select problem domains, but the extent of this 

technique's ability to control industrial processes remains largely unexplored. 

The objective of this study was to evaluate the suitability of reinforcement leaming in a 

"real-world" control task. An intelligent agent was developed to control sedation of simu

lated intensive care unit patients; training was accomplished using a temporal differencing 

form of reinforcement leaming. The agent demonstrated an ability to regulate the simu

lated patient's consciousness level and compared favorably to the conventional PED control 

method. 
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CHAPTER 1 

SEDATION AND THE ICU 

The Intensive Care Unit (ICU)' represents a challenging environment to patient and 

staff alike. First, the general environment may cause high anxiety levels in the ICU pa

tient. Other factors, including fear of an inability to breath, pain and discomfort associated 

with endotracheal suctioning, inability to communicate, and loss of movement from re

straints, exacerbate anxiety. "Effective sedation is necessary not only to soothe the patient, 

but to obliterate asynchronous breathing or movement that might interfere with adequate 

oxygenation" (Kowalski and Rayfield, 1999, 512).̂  

The ICU offers a different set of challenges to its staff. In recent years, a shortage 

of ICU nurses has resulted in increased patient mortality (Aiken et al., 2002; Lasalandra, 

2001), among other negative outcomes. Not surprisingly, Norrie (1997) found that the ICU 

nurse's greatest time expenditure was "direct nursing care," which includes the administra

tion of intravenous dmgs. Based upon the available evidence, automating certain aspects 

of the intensive care environment, such as patient sedation, is expected to positively impact 

ICU patient care. 

1.1 Automated Dmg Delivery 

In the past, the intensive care unit has been studied for opportunities to increase effi

ciency. Controlled investigations, such as that performed by Weigelt (1990), suggest that 

a modest reliance on automated dmg delivery systems would result in substantial time 

and cost savings. Automated dmg delivery systems cunently exist in a variety of fonns 

'"Intensive Care Unit" is a general term for several critical care environments including the Medical, 
Surgical, Cardiac, and Burn ICUs. These settmgs may offer their individualized treatments, but they share 
sedation requirements. 

-Sedation is defined as a drug-induced depression of consciousness (Task Force on Sedation and Analgesia 
by Non-Anesthesiologists, 1996). 



varying from patient-controlled systems to computerized target-controlled systems. Target-

controlled infusion systems have since made their appearance in the intensive care unit. 

Target Controlled Infusion Systems 

Target Controlled Infusion (TCI) systems were originally deployed in the operating 

room to aid in the intraoperative management of general anesthesia. Since that time, TCI 

has migrated from the surgical theater to the critical care arenas. Target-controlled infusion 

systems are the technological successor to the widely-used infusion pump, a device with 

which the clinician infuses intravenous dmgs at a selected rate. In contrast, TCI devices 

allow the clinician to select a target blood level of the dmg; the system then dispenses the 

drug at a combination of bolus^ and maintenance infusion rates to achieve and maintain 

the desired level of dmg. The TCI system selects an infusion rate based on a precomputed 

dmg-patient interaction model. To accommodate the model, the clinician can be expected 

to provide a variety of patient parameters (for example, gender, height, weight, and age) 

prior to dmg infusion. 

Advantages 

TCI systems were initially evaluated in the clinical setting and found satisfactory (Swin-

hoe et al., 1998); safety and efficacy did not differ statistically from manually-controlled 

intravenous infusion systems (Hunt-Smith et al., 1999). Since target-controlled dmg deliv

ery systems were introduced into the operating theater, chnicians have observed favorable 

patient outcomes, including decreased intraoperative dmg administrations and shortened 

postoperative arousal times (Servin, 1998; Theil et al., 1993). 

^A bolus is a relatively large quantity of drug that it is injected to raise the plasma concentration to near 
therapeutic levels. 



Limitations 

Despite the favorable outcomes associated with the use of target-controlled dmg in

fusion systems, inherent limitations exist. First, the drug-patient interaction models, the 

pharmacokinetic/pharmacodynamic (PK/PD) models, were derived from population obser

vations. These models attempt to characterize the distribution of the dmg within the body 

(pharmacokinetics), as well as the effect of the dmg (pharmacodynamics). Typically, the 

PK/PD model is considered a reasonable estimate of patient response, but actual patient 

behavior is expected to vary. The PK/PD models are highly specialized and are usually 

comprised of a small number of relatively healthy patients (Vuyk et al., 1995).'' The model 

remains ill-suited for the disease pathologies, interactions of other pharmaceuticals, and 

other variabilities (even simple demographics) encountered in an actual patient. 

In addition, target-controlled infusion systems generally attempt to perform open-loop 

control. The standard TCI system is not equipped with a feedback mechanism and simply 

assumes that the patient responds in the "average" fashion. In a sense, this limitation is 

related to that above. Modeling enors remain unconected because no means of sensing 

dmg effect is available. Acknowledging this deficiency, Albrecht concluded that closed-

loop sedation in the ICU was a rational component of sound patient care (1999). 

Lastly, sedation in the intensive care unit is not always a static process. Recent research 

indicates that waking up patients once a day may improve outcomes and shorten the dura

tion of mechanical ventilation (Kress et al., 2000). In addition, long-term ICU patients may 

develop tolerance to the dmg and require greater doses to maintain sedative effect (Tobias 

and Berkenbosch, 2001; Fulton and Sorkin, 1995). As Ban reports, the optimal dosing of 

sedatives in the ICU is a dynamic, multivariate process (Ban et al., 2001; Ban and Donner, 

1995). 

•̂ As an example of such a population, Vuyk studied nineteen ASA class I (healthy) female patients in one 
evaluation of propofol interaction. 



1.2 Closed-Loop Sedation Control 

The open-loop nature of the standard TCI system limits its application. Since the device 

is not equipped with a measure of its influence on the patient, the TCI system must be 

operated under the supervision of a skilled clinician. This reliance on the human (usually 

an anesthesiologist) effectively keeps TCI in the operating room and limits its application 

to other areas of patient care. 

Recommended Monitoring for Sedation 

Recently, the American Society of Anesthesiologists (ASA) undertook an effort to im

prove sedation performed by non-anesthesiologists (Task Force on Sedation and Analgesia 

by Non-Anesthesiologists, 1996). By augmenting existing federal recommendations for 

monitoring patients under sedation, the ASA hoped to reduce the number of adverse events 

associated with sedation of patients not under the supervision of the anesthesiologist. Be

cause the intensive care unit routinely relies on sedation, the findings of the ASA task force 

are immediately applicable to this study. 

The task force considered a continuum of sedation ranging from light sedation to gen

eral anesthesia. Accordingly, the task force recommended monitoring the following pa

rameters for deep sedation (commonly administered in the intensive care unit). 

• Level of consciousness 

• Breathing (observation/auscultation) 

• Oxyhemoglobin saturation (pulse oximetry) 

• Blood pressure and heart rate 

• Electrocardiogram (EKG) 

• End-tidal CO2 (capnography) 



Of these parameters, only level of consciousness is routinely performed by a nurse with no 

technological aid. To assess level of consciousness, or depth of sedation, an ICU nurse may 

employ a variety of sedation scales, such as the Ramsay Sedation Score, the Revised Ad-

denbrooke's Sedation Score, the OAA/S (Observer's Assessment of Awareness/Sedation) 

Scale or the Newcastle Sedation Score. Of these, the Ramsay system was developed specif

ically for the ICU and is the most widely used in this setting. These scales are inherently 

subjective and are influenced by the nurse's perception and skill, as well as patient coop

eration. Devlin characterizes the limitations (and strengths) of twenty-three ICU sedation 

scores and concludes that objective sedation monitoring systems will positively impact the 

patient's ICU stay (2001). 

Monitoring the Level of Consciousness 

An objective measure of consciousness does exist in limited form: the bispectral anal

ysis of the electroencephalogram (EEG) has demonstrated success in the measuring the 

sedative effect of some dmgs. Although this system began its clinical career in the intra

operative setting, bispectral analysis and the bispectral index BIS^" ,̂ ̂  have made inroads 

into non-surgical environments, such as the intensive care unit (Simmons et al., 1999; De 

Deyne et al., 1998). 

The electroencephalogram (EEG) is a well-known indicator of the state of the central 

nervous system. Analysis of the EEG has been used in the diagnosis of neurological disor

ders, as well as the intraoperative monitoring of anesthetic efficacy (De Deyne et al., 1998) 

and cerebral ischemia. Historically, EEG signal processing consisted of power spectral 

analysis, a technique that quantifies a signal's power distribution according to frequency. 

This method, which ignores any phase coupling between signal components, assumes that 

^BIS™ IS a trademark of Aspect Medical Systems. 



the signal arises from a linear process. However, assumptions of linearity may be unjusti

fied in physiological systems. 

Sigl and Chamoun observe, "Bispectral analysis is a signal processing technique that 

is capable of tracking changes in signals arising from nonlinear as well as linear changes 

in the generating process" (1994, 393). Bispectral analysis was first applied in the 1960s 

tor analysis of ocean waves, atmospheric pressure changes, seismic activity, and sunspots. 

However, the computational burden of this technique stifled widespread application for a 

decade. As powerful, inexpensive digital signal processors (DSPs) became readily avail

able, applications of bispectral analysis have emerged in a variety of disciplines, including 

neurological monitoring (Sigl and Chamoun, 1994). 

In recent years, the bispectral index has distinguished itself as a reliable indicator of 

hypnotic state in the human patient. A number of studies have been published in which the 

intraoperative use of bispectral index monitoring has been associated with positive clini

cal outcomes, such as reduced intraoperative awareness (Liu et al., 1997), reduced dmg 

use (Bannister et al., 2001; Sandler et al., 2001), and well-managed anesthesia (Kerssens 

et al., 2001; Sandler and Sparks, 2000). Cunent research has found that BIS conelates 

well to the Ramsay sedation scale (Berkenbosch et al., 2002); other efforts support migrat

ing BIS to the critical care environment (Mondello et al., 2002). 

1.3 Cunent Research 

Target-controlled infusion remains very much under the study of the investigative clin

ician, and one active area of research is closed-loop dmg administration. The bispectral in

dex's success as an indicator of consciousness has fostered more sophisticated closed-loop 

control measures; recent research has extended beyond conventional control techniques to 

adopt intelligent control. Target-controlled dmg infusion systems have been studied as sat-



isfactory domains for artificially intelligent systems,^ including neuro-fuzzy logic systems 

and Bayesian estimators (Hu et al., 1994). 

^For the purposes of this discussion, "intelligent system" and "intelligent agent" connote a meaning sim
ilar to Russell and Norvig's definition: a system able to perceive its aspects of its environment and act upon 
the environment in a rational manner. Inherent in this definition is the concept of leaming. 
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CHAPTER 2 

STATEMENT OF THE PROBLEM 

Classical control methods enjoy widespread industrial application due to their simplic

ity in design and implementation, as well as their success in goveming most control tasks. 

However, some industrial processes may not lend themselves to conventional control meth

ods. Such processes may involve highly-dimensional inputs, non-negligible nonlinearities 

in transfer functions, nonstationary time parameters, and uncertainty. Cunently, more ro

bust methods, such as fuzzy logic and nonlinear control may be applied to these tasks; 

however, these methods entail increased complexity in design and implementation. Recent 

advances in intelligent control techniques have successfully addressed some of the chal

lenges faced in "real-world" control tasks. Most notably, neural networks and evolutionary 

computing have been applied to difficult industrial processes with good results. 

2.1 Objectives 

It has been shown that neuro-fuzzy techniques (Schaublin et al., 1996), as well as clas

sical control methods (Absalom et al., 2002; Stmys et al., 2001; Sakai et al., 2000; Kenny 

and Mantzaridis, 1999; Mortier et al., 1998), may be used to regulate complex physio

logical processes. Another intelligent control method, reinforcement leaming (RL), has 

demonstrated success in other difficult control tasks. Although RL lacks application in 

clinical control tasks, Hu applied the founding principles of RL (dynamic programming 

and value function optimization) to open-loop control of intravenous anesthesia in simu

lated intraoperative patients with good results (1994). Though this work was significant, 

domains appropnate for reinforcement leaming remain incompletely defined. 

The objective of this study was to develop an intelligent agent to optimally administer 

propofol sedation in simulated Intensive Care Unit (ICU) patients. This work sought to 

8 



build upon the recent eff'orts of Stmys, Huang, Mortier (Stmys et al., 2001; Huang et al., 

1999; Mortier et al., 1998), and others in its investigation of automated sedation control. 

An intelligent agent was tasked with using reinforcement leaming to achieve and maintain 

a desired sedation level. SuccincUy stated, this study attempted to answer the question: is 

reinforcement leaming a viable altemative for the control of a complex physiologic pro

cesses, such as the level of consciousness in an intensive care unit patient? 

2.2 Modeling the ICU Patient 

As stated previously, existing target control infusion systems are equipped with a model 

of the patient-dmg interaction. An intelligent control system shares the need for a world 

representation, whether this model is explicitiy leamed or implicitiy provided. Since an 

intelligent agent (in this context) is an extension of the existing TCI systems, capitalizing 

on known PK/PD models was a logical start. The first decision in using these models was 

to choose a sedative agent, then utilize its model. 

Choice of Sedative 

As stated previously, the ICU environment has a unique need for patient sedation. From 

an engineering perspective, the rationale for choosing a particular sedative agent may not 

seem relevant. However, clinical concems drive dmg selection, and the choice of dmg 

determines the patient interaction model. A brief discussion of dmg selection is thus war

ranted. 

The task (sedation in the ICU) is itself effective in limiting the choices. Ideal sedative 

characteristics for this environment include titrability, stable hemodynamic responses, fast 

onset, and fast offset. Ofthe sedative agents meeting these criteria, midazolam and propofol 

are the frontmnners, and propofol is more generally favored for ICU sedation (Ronan et al., 

1995; Fulton and Sorkin, 1995). 

9 



Pharmacokinetic Modeling of Propofol 

Research has yielded several systems for modeling the pharmacokinetic properties of 

propofol in the human subject. As Hans observed in an evaluation of ten propofol PK/PD 

models, highly specialized models performed better for select patient groups, but these 

gains were lost when performance was considered for the entire study population (1997). 

Since the literature offers no clear choice for a broad population of patients, the pmdent 

choice was a well-studied model with good performance. 

The Marsh model (Marsh et al., 1991; Bailey and Shafer, 1991) has been widely studied 

and has proven to be a satisfactory model for propofol distribution (despite its estimated 

±207o enor). This model estimates the plasma concentration of the dmg, not the "effect 

site", the region of dmg interaction in the brain. Although the effect site concentration 

equihbrates to plasma levels quickly (^ 1.6 minutes), the delay complicates regulation of 

sedative effect. Accordingly, Schnider has since refined the Marsh model by adding a fourth 

compartment to accommodate the effect site (1999). Despite its remaining limitations, the 

Marsh-Schnider model can be expected to serve as an "initial guess" for the unknown, ideal 

model for the individual patient. 

The Marsh-Schnider model is charactenzed by four compartments (Stmys et al., 2000; 

Marsh etal., 1991): 

• central compartment — The central compartment is the apparent volume of blood 

within the patient's circulatory system. Instant and complete mixing of compart

ment's contents and any infusate is assumed.' When describing compartmental in

teractions in mathematical form, PK/PD literature labels the central compartment as 

1. (See Figure 2.1.) 

'The Marsh model exhibits an increased error at bolus infusion rates due to this assumption. 

10 



• rapid compartment — This compartment conesponds to the highly-perfused organs 

and tissues and is characterized with a relatively high rate of diffusion to and from 

the central volume. The rapid compartment is labeled 2. 

• slow compartment — This compartment conesponds to the less perfused organs 

and tissues. Consequently, the interaction with the central volume is limited. The 

slow compartment is labeled 3. 

• effect site — The effect site is a compartment of negligible volume that models the 

biophase, or blood-brain interaction. The effect site is labeled e. 

Diffusion constants are associated with each compartment to describe intercompartmental 

transport of propofol. PK/PD literature frequentiy defines the constant as Ic^j, which denotes 

the rate constant for transport from compartment i to compartment j . Thus, the constant A-13 

denotes the dmg transfer constant from the central compartment to the slow compartment. 

PK/PD literature also reserves compartment zero for an extra-corporeal compartment (to 

represent dmg elimination). The rate constants listed below define the Marsh model: 

• /cio metabolic clearance, 0.1190/min, 

• ki2 central to rapid clearance, 0.1120/min, 

• A-oj rapid to the central clearance, 0.0550/min, 

• fci3 central to rapid clearance,0.0419/min, 

• /C31 rapid to central clearance, O.Q033/min. 

Schnider augmented the mode! by adding the effect site constant keo = 1.2195/min. The 

purpose of the effect site constant is solely to model the difi'usion delay incuned by the 

blood-brain banier. The effect site conelates poorly to any grouping of tissues (unlike 

11 
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Figure 2.1: A block diagram of the Marsh-Schnider pharmacokinetic model for propofol. 
The dmg is infused into the central compartment and simple concentration gradients govem 
subsequent transport to other compartments. 

the other compartments) and is considered to store a negligible volume of propofol; there

fore, the expected effect site constant kei is ignored. Figure 2.1 presents a block diagram 

of the Marsh-Schnider model. The diagram demonstrates two important points; first, the 

central compartment is the sole means for moving dmg between compartments. Second, 

Figure 2.1 illustrates a physiological reality which limits controllers using intravenous in

fusions: propofol cannot be mechanically removed from the patient's blood. Decreases in 

propofol levels can only be achieved by a "do-nothing" action; the controller must wait for 

the patient's metabolism to clear the dmg. 

When computing the pharmacological response to an infusion, the compartmental quan

tities of propofol, ip, and the infusion rate, I, are expressed in units of mass (frequently pg). 

Equations 2.1, 2.2, 2.3, and 2.4 explicitiy define the change in compartmental quantities for 

a given interval of time. For this study, dmg mass was measured in ^g. 

d4h 
dt 

ip2{t)ii2i + i>3{t)k3i - ipiit) (/cio + kn + kn)+X. (2.1) 

= i>i{t)ki2 -i>2{t)k2i- (2.2) 
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~ = Mt)kn-Mt)hi. (2.3) 

0 / 

~^n^i{t)keo- d'At)keo. (2.4) 

Since the Marsh-Schnider model is a set of first-order differential equations, it may be 

approximated to arbitrary precision using Euler's method (Bailey and Shafer, 1991). Time 

differentials of one second have been shown to cause less than one percent enor (Shafer, 

1998). Since the dmg delivery system operates in discrete time. At may be used in place 

otdt. 

The infusion rate J^ may be determined through unit conversion. Infusions are com

monly expressed in a volumetric flowrate (ml/min), while the concentration of propofol, 

V, is typically is typically expressed in /ig/ml. Equation 2.5 completely defines the con

version from volumetric flowrate to mass flowrate: 

T = T-C ( ^ ) • Ai (min), (2.5) 

where C is the concentration of propofol in its carrier solution (usually 1%), and J is the 

mass of dmg to be infused. 

Closed-loop sedation practitioners are ultimately concemed with the concentration of 

propofol, V, rather than mass. Computing the plasma concentration of propofol, ii, must 

consider the patient's weight w, the mass of dmg Vi, and the central volume constant Vj: 

,^ (MI) . / \ ( ^ g ^ , (2.6) 
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Figure 2.2: The Marsh-Schnider model is defined by the exponential interaction of four 
patient compartments: plasma, effect site, rapid, and slow. This figure illustrates the effect 
of bolus of propofol administered at io-
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V,^ 
228ml (2.7) 

With the specifics of the model in place, simulations of propofol infusion may be per

formed. Figure 2.2 illustrates the dynamics ofthe model with a bolus of propofol occurring 

at i = 0. 

PK Model Verification 

Because simulation of the ICU patient's response to propofol infusion was central to 

this work, a Marsh-Schnider model was implemented for the agent. This model was com

pared with an existing clinical research tool, Rugloop.̂  Rugloop is a sedation monitoring 

and control tool used in anesthesia research at the University Hospital in Ghent, Belgium. 

2Rugloop, 3.13, Struys, De Smet, Department of Anesthesia, University Hospital, Ghent, Belgium, 2000. 
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Rugloop was built on the industry standard STANPUMP,̂  and offered a flexible system for 

manipulating and recording simulated dmg levels. 

A set of six infusion profiles was tested under Rugloop and the agent's propofol model. 

The profiles consisted of a number of propofol boluses (impulses) of differing masses ad

ministered at varying times to a 70 kg simulated patient. Propofol masses in the two models 

were compared at one-second intervals, and no difference was observed in any of the four 

patient compartments. Because the observations matched to eight digits of precision in all 

cases, no further tests were performed. 

Pharmacodynamic Modeling of Propofol 

Although the estimated plasma concentration of propofol cunentiy dnves existing 

computer-controlled infusion systems, the bispectral index is more accurately tied to the 

patient's hypnotic state. This study estimated the bispectral index using the following rela

tion (Doi et al., 1997): 

BISmeasured= -12.8 •Ve +93.6. (2.8) 

The Doi pharmacodynamic relation demonstrated a conelation coefficient r -= 0.734 (in

dicating a non-negligible degree of uncertainty in the BIS-propofol relationship). 

General Limitations of PK/PD Models 

The Marsh-Schnider-Doi (MSD) model satisfactorily predicts a population's response 

to propofol infusion. However, a clinician is only penpherally concemed with population 

responses in the care of an individual patient. Many factors ignored by the PK/PD model 

must be considered. For example, the disease state and intervention have been observed 

to influence propofol susceptibility (Servin, 1998); cunent TCI technology consistently 

^STANPUMP, Steven Shafer, VA Hospital, Palo, Alto, CA 
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underestimated actual plasma levels of propofol in patients undergoing coronary artery by

pass graft (CABG) surgery (Barvais et al, 1996). Furthermore, age, ethnicity, and duration 

of sedation have been observed to influence a patient's propofol susceptibility (Vuyk et al., 

2000; Schnider et al., 1999; Swinhoe et al., 1998; Short et al., 1996; Fulton and Sorkin, 

1995). Even the rate at wiuch propofol is administered can interfere with the accuracy 

of the propofol model (Schnider et al., 1998; Vuyk et al., 1995). Kowalski and Rayfield 

summanze the source of these limitations, patient variability. "The maintenance dosage of 

propofol must be individualized and titrated to clinical response. The infusion rate depends 

on the patient's condition, age, medical diagnosis, concomitant dmg therapy, and the de

sired level of sedation" (Kowalski and Rayfield, 1999, 512). In the language of intelligent 

systems, these factors conspire to add a non-trivial element of uncertainty to the PK/PD 

model. 

To summarize, existing PK/PD techniques (like the Marsh model) seek to relate an 

abstraction to the observed dmg effect. The three-compartment model affiliates "compart

ments" with abstractions of real collections of tissues: bone, fat, and muscle. The effect 

site refinement is all the more a gross estimation; while coarse analogues exist to the three 

primary compartments, the region of dmg interaction in the brain is much less defined. Re

gardless, the Marsh model (as well as the improved Marsh-Schnider model) is well-studied 

and has been shown to make reasonable estimates of physiologic response to propofol in

fusion. 
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CHAPTER 3 

CONVENTIONAL CONTROL METHODS 

Several conventional control techniques have been studied in the closed-loop adminis

tration of intravenous anesthesia, and the most notable successes have been analytic and 

PID control solutions. Prior to a discussion of these methods, a brief overview of some 

challenges in process control is wananted. 

3.1 General Issues in Process Control 

Several issues arise in applied process control. Complicating factors from a variety of 

sources may overwhelm classical control methods and necessitate more complex solutions. 

This section briefly covers some ofthe challenges that can be expected when developing a 

controller for ICU patient sedation. 

Challenges in the Process 

One set of complicating factors may be found in the process itself. Linear time-invariant 

systems with unknown parameters may be successfully controlled using techniques from 

linear systems theory. Nonlinear time-variant plants' with unknown parameters require 

more sophisticated solutions. Furthermore, classical control solutions typically assume that 

an accurate model of the system exists during design of the controller. Such model identi

fication may be difficult, particularly if nonlinearities or time-varying parameters exist. An 

accurate model may also be difficult to detemiine as the number of inputs increases. 

'Control theory prefers the term "plant" to denote the system under control. 
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Uncertainty in Measurement 

In the real-worid control problems, the process of observing the state of the plant is im

perfect. One source of enor is the sensing mechanism itself. Readings may be influenced 

by noise from electromagnetic interference from overhead lighting or nearby electric mo

tors. The input channel may distort the signal enor (consider a microphone with nonlinear 

frequency responses and bandwidth limitations). Finally, intermittent or complete sensor 

failure can provide inaccurate observations. It is of interest to note that an additional source 

of input "noise" exists in the form of perceptual aliasing. During this condition, the sensing 

system may be unable to completely capture the system state; pertinent state-determining 

factors may be unavailable, unknown, or pooriy represented (Chrisman, 1992). 

Uncertainty in Actuation 

A source of uncertainty can be found in actuation, the controller's means of influenc

ing the plant. For example, hysteretic systems (those that exhibit "memory") may respond 

differently to a particular input over time; a particular action may become ineffective in 

influencing the plant and force the controller to choose other altematives. Tme nondeter

minism is also a problem. The plant's response to the controller's action may be comprised 

of deterministic elements, as well as a stochastic component. Typically, this problem is 

attributed to perceptual difficulties in which insufficient information exists to precisely re

solve the system's state, putting this issue under the problem of measurement uncertainty. 

3.2 Analytic Control Solutions 

Despite the mathematical complexities inherent in PK/PD modeling, analytic controllers 

for regulating blood levels of various dmgs have existed since the late 1980s. In 1991, 

Bailey and Shafer (1991) derived an analytical solution to three-compartment pharmacoki

netic/pharmacodynamic models that reduced the computational complexity of such a con-
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troller (under some simplifying assumptions). Such models served as the core of Shafer's 

software package, STANPUMP®. The program pioneered target-controlled infusion by al

lowing an investigator to drive a laboratory infusion pump with a personal computer. Over 

the years, STANPUMP® has evolved to model a host of sedative agents in increasingly 

sophisticated fashion, and STANPUMP® remains the standard tool in TCI research. 

In 1998, Mortier (1998) studied the regulation of general anesthesia using an analytic 

controller tied to bispectral index. The controller compared the observed bispectral in

dex with the desired setpoint and estimated a target level of dmg. STANPUMP^ was then 

employed to effect the desired propofol concentration. Mortier states, "This study demon

strates that BIS is well suited as a control parameter in an application of feedback controlled 

administration of propofol" (Mortier et al., 1998, 753). More recently, Stmys (2001) ex

tended the above work (using a program similar to STANPUMP®) to account for a limited 

amount of interpatient variability.* It should be noted that the works of Mortier and Stmys 

are particularly relevant to this effort. Collectively, these studies convincingly validate the 

use of the bispectral index as a control parameter in closed-loop propofol sedation. 

3.3 Proportional-Integral-Derivative Control 

The Proportional-Integral-Derivative (PID) class of controllers represent an early con

trol method with wide industrial acceptance. A measure of the PID technique's popularity 

is due to its foundation in classical control theory, its lack of dependence upon an accurate 

process model, and its ease in implementation. The advent of self-tuning PID methods 

broadened the scope of PID application. 

PID control has been successfully applied to complex physiological control tasks. Kenny 

(1999) utilized a basic proportional-integral controller to regulate depth of anesthesia in 

surgical patients. The automated system delivered satisfactory anesthesia to a population 

^Interestingly enough, Struys et al. were granted an intemational patent for their adaptive controller. 

19 



of one hundred patients, and demonstrated that the process, although noisy and uncertain, 

may be regulated using basic control techniques. 

Further research has demonstrated similar results. Sakai (2000) experimented with PID 

control using bispectral index as the control variable. Satisfactory results were observed in 

all three tested patients. Absalom (2002) investigated PID control (using bispectral index as 

the control signal, as well) and observed generally satisfactory results in the administration 

of general anesthesia in ten patients. The exceptions were typical of PID control: the 

controller exhibited oscillation around the index setpoint in three patients and failed to 

deliver adequate anesthesia in one patient.^ 

Absalom's work typifies basic PID control; in spite of the successful instances of gen

eral anesthesia, a notable lack of generality was observed. The controller failed to sat

isfactorily regulate anesthesia in one of the ten subjects. Of the nine subjects exhibiting 

satisfactory control, oscillation was observed in three. Unfortunately, PID controllers may 

exhibit other negative control behaviors; PID methods may be unable to satisfactorily reg

ulate processes with vanable time delays, variable plant parameters, significant nonlineari

ties, and non-negligible process noise. Processes involving multiple inputs face additional 

challenges. 

3.4 Evaluating a Mass Balance Controller 

Before the intelligent control solution was addressed, two basic controllers were con

stmcted using "entry-level" control techniques. One approach was to direcUy regulate the 

rate of dmg infusion by assessing the mass of dmg needed to maintain the desired hypnotic 

effect: 

J = Target level — incoming -1- outgoing. 

^Absalom theorizes that an unexpected noxious stimulus from the surgeon elevated the patient's con
sciousness and destabilized the PID controller. 
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Figure 3.1: For the majority ofthe simulation, mass balance control convincingly regulated 
the patient's BIS level; however, the substantial overshoot in propofol concentration during 
transition removed this method from consideration (RMSE=8.12). 
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Figure 3.2: As Kress reports (2000), sedation may be briefly suspended during treatment. 
The mass balance controller demonstrated significant overshoot and ringing at each step 
change (RMSE=12.82). 

Expressing the above equation in terms of the Marsh-Schnider model, the desired quantity 

of propofol could be computed as: 

I=[(0J- Vi) (Ve - Vdesired)] " êO '̂l + KoA- (3.1) 

Volumetric flow rate was obtained using Equation 2.5. The resulting flow rate was then 

consti-ained to [0,10] ml/min. Figure 3.1 illusti-ates the conti-ol behavior for one tested 

scenario. As shown, the mass balance approach offered solid steady-state confrol of the 

simulated patient's bispecti-al index. Unfortunately, the ti-ansient response during the ini

tial loading dose resulted in unacceptably high levels of propofol. Figure 3.2 illusfi-ates 

the response of the mass balance conti-oUer under another set of interesting conditions. 
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Kress" (2000) work suggests a dynamic sedation profile; accordingly, a simulation was 

performed with variable BIS targets. 

Mass balance control demonstrated acceptable control for the majority of the sedation 

episode. Transitionary periods presented difficulties for this controller because of its as

sumption of an instantaneously responding system. Under the Marsh-Schnider-Doi PK/PD 

model, effect site levels of propofol equilibrate with plasma levels after a delay of 1.6 

minutes. Since the mass balance controller remains unaware of this time-dependent re

lationship, unacceptably high levels of propofol accumulate, and other negative control 

characteristics, such as oscillation, may occur.'' More robust control techniques exist and 

can serve as better benchmarks than the mass balance method. 

3.5 Evaluating a Proportional-Integral-Derivative Controller 

The Proportional-Integral-Derivative (PID) controller was a reasonable start when 

searching for a more effective control method. The PID controller adjusts its control

ling signal using the instantaneous enor (difference of the target and measured system 

responses), the derivative of the enor, and the summed enor over time. Equation 3.2 sum

marizes a basic parallel PID control law in which a controlling signal u is computed from 

the weighted proportional, integral, and derivative terms: 

1 /• . r. 9e 
u = KpC -t-fT I edt-\- /^d—, (3.2) 

where Kp, /C,, and K^ are the respective weighting constants. Despite well-known limita

tions of constant coefficient PED controllers, the PID controller readily handled this seda

tion task. Figure 3.3 illustrates a near-ideal control scenario. Although the setpoints were 

changed during the course of the episode, the controller maintained the target BIS level 

"In practice other unmodeled factors, such as cardiovascular circulatory delays, will contribute to the 
effect site equilibration delay. 
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Figure 3.3: The parallel PID conti:oller (Kp = 0.1, Ki = 600, and Ka = 0.8) demonstirated 
near-optimal performance for this sedation profile (RMSE=5.47). 

with minimal deviation. During downward transitions, the system reached 95% of the de

sired setpoint within eight minutes or less. (The controller had no choice but to wait for the 

patient's system to clear the dmg for upward transitions.) In contî ast to the mass balance 

controller, downward transitions exhibited minimal overshoot in dmg levels. 
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CHAPTER 4 

INTELLIGENT CONTROL SYSTEMS 

Conventional control techniques make simplifying assumptions that limit the fit to 

"real-world" applications. As the underlying challenges are addressed and the assump

tions are replaced with solutions, the complexity ofthe controller grows. The solutions are 

varied; one relatively simple method of handling ill-defined nonlinearities is to apply fuzzy 

logic in coordination with a table lookup decision. Altematively, mathematically intensive 

solutions involving optimal control theory and adaptive control systems may be explored. 

As Gupta writes, "The difficulties that anse in the control of complex systems can 

be broadly classified under three categories: (1) computational complexity, (2) nonlinear

lty, and (3) uncertainty" (Gupta and Sinha, 1996, 153). Intelligent systems face the same 

problems but attempt to overcome these challenges using heuristics, distributed processing, 

and statistics — usually in a self-organizing manner. 

4.1 Neural Network Controllers 

The neural network is one computational stmcture that has been applied to real-worid 

control tasks with success. King makes the following points supporting neural networks in 

difficult control tasks: 

• The nonlinear nature of the neuron's activation function makes the neural network 

inherentiy applicable to nonlinear plants. 

• Neural networks are extensible and can be expanded to handle multivariate inputs. 

• The parallel nature of the neural network provides inherent fault tolerance. 

• A well-trained neural network may handle new situations through generalization (King, 

1999). 
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The neural network may be embodied in a variety of forms, and a couple of the more 

popular neural network topologies will be briefly discussed. 

The Multilayer Perceptron 

The Multilayer Perceptron (MLP) may be implemented in a variety of topologies in

cluding recunent, feed-forward, feedback, and symmetric auto-associative networks. Al

though MLPs enjoy all of the above advantages of neural networks, the training process 

may be complex and time-consuming. Furthermore, the most popular training method, 

backpropagation, is a gradient-descent method and is subject to the hmitations of such 

methods (principally, a vulnerability to local extrema). 

Radial Basis Functions 

In contrast to the MLP network, the output of an radial basis function (RBF) network 

is a linear combination of a number of basis functions. These basis functions are assumed 

symmetncal about their dimensional axes (the most commonly used kernel function is the 

gaussian). Since the output is a linear function, a least-squares method may be used to 

adjust kernel parameters based on paired input-output exemplar data. 

PID Controllers and Neural Networks 

PID controllers are prevalent due to their field-proven reliability and straightforward 

implementation. As noted previously, PID controllers are not without detractors. Tuning 

may be cumbersome, and cunent auto-tuning methods are non-tnvial. One solution is to 

apply a neural network for auto-tuning capabihties (Omatu et al., 1996). 
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Neuro-fuzzy Logic 

This hybrid technique joins two seemingly dissimilar knowledge representations: neu

ral networks and fuzzy logic systems. Despite their decidedly different origins, both meth

ods have shown the ability to generalize (extrapolate existing knowledge to a new input). 

As an example of the complementary nature, fuzzy systems handily perform set classi

fication, but have difficulties representing large state spaces. On the other hand, neural 

networks can bring fault tolerance in its distributed representation of knowledge (King, 

1999). This implied layered architecture has been employed in many domains, including 

medicine (Schaublin et al., 1996; Huang et al., 1999) and robot navigation (Zilouchaon and 

Jamshidi, 2001). 

Perspectives on Neural Networks 

The artificial neural network has enjoyed significant interest in both theoretical research 

and industrial application. The favored embodiment, the multilayer perceptron with back-

propagated training, has been applied to many industries, including medicine and biological 

sciences, digital signal processing, network traffic modeling, and oil and gas (Zilouchaon 

and Jamshidi, 2001). 

Despite Omatu's optimistic statement, "Neural networks can be trained to leam any 

function" (Omatu et al., 1996, 88), neural networks have not proven to be the implied 

panacea. Unreliability and instability have been observed in both theory and practice in re

search close to this work (Papavassiliou and Russell, 1999; Baird, 1995; Boyan and Moore, 

1995; Gordon, 1995); the consensus attributes these problems to the nonlinear nature of 

neural networks (Thmn and Schwartz, 1993; Tsitsiklas and Van Roy, 1996). 
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4.2 Evolutionary Computing 

Classical control techniques have limited application to processes involving many in

puts. Indeed, the more robust control techniques may suffer as the extent of input space 

grows exponentially with input dimension. One altemative to Bellman's "curse of dimen

sionality" (1957) is to stochastically sample the process state space. Instead of exhaustively 

mapping every input to an output (which is intractable for finely-sampled or continuous in

put spaces), the agent randomly inspects inputs and outputs. A generalizing method may 

then be used to determine input-output mappings at unknown points. King states, "Evo

lutionary Algorithms, in combination with local hill-climbing techniques, in most cases 

are able to locate global optimum solutions and are rapidly superceding classical tech

niques" (King, 1999, 208). 

Genetic Algorithms 

Proposed in 1970 (Holland, 1970), genetic algorithms seek to emulate the evolutionary 

processes of biological systems to solve difficult search and optimization problems. Given 

some objective function (or measure of "goodness"), some conventional optimization tech

niques rely on differential calculus to find extrema. Of course, these methods assume the 

objective function is continuous with a single extremum. Conventional methods can be 

"patched" to some extent, but the noise and discontinuities common to real-world func

tions remain troublesome for gradient search methods (King, 1999). 

Genetic algorithms take another approach. Potential solutions to an optimization prob

lem are represented as virtual organisms. These "lifeforms" contain genes which code 

values for the objective function parameters, allowing an organism's to be graded on the 

objective function. To search for an optimal parameter set, an initial population of organ

isms is first selected. Each organism's genome is randomly assigned values from a finite 

alphabet. The population is then allowed to evolve using three biologically inspired opera-
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tors: reproduction, crossover, and mutation (Goldberg, 1989). With each generation, less-fit 

organisms are pmned, and the most-promising are allowed to continue. This stochastically-

driven algorithm assures that each generation is better than the last on average. 

Simulated Annealing 

Simulated annealing, another evolutionary algorithm, has been used to solve large-scale 

problems, such as the infamous Traveling Salesman Problem (King, 1999). Like the genetic 

algorithm, this method bonows from physical systems. Molecules in a metal move freely at 

high temperatures; as the metal is cooled the molecules align themselves into the minimum 

energy state, a crystalline lattice. Annealing the metal (cooling it gradually) allows the 

molecules to settle to this minimum state naturally. In fact, forcible cooling causes the 

molecules to lock into states of significantly higher energy. 

Simulated annealing is effectively a hybrid of stochastic search and gradient-descent 

search. The algorithm randomly starts at some point in the state space and applies gradient 

descent to determine the local minimum "energy" condition (the intermediate solution). 

This procedure is iteratively applied in an attempt to refine the intermediate solution as the 

"temperature", or stochastic element, is reduced. The final solution, although not necessar

ily the optimal one, has been shown to better those found by more conventional techniques. 

4.3 Reinforcement Leaming 

Reinforcement leaming (RL) represents a relatively new framework for constmcting 

and applying intelligent agents. Recent trends in artificial intelligence are characterized by 

the inclusion of traditionally non-AI fields: statistics, calculus, and control theory. Rein

forcement leaming continues this trend by merging ideas from stochastic approximation 

and optimal control theory with the traditional concept ofthe intelligent agent. 
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Reinforcement leaming consists of three basic components: sensation, action, and goal. 

Russell and Norvig summarize this view, " .. reinforcement leaming is a reinstatement of 

the entire AI problem. An agent in an environment gets percepts, maps some of the them 

to positive or negative utilities, and then has to decide what action to take" (Russell and 

Norvig, 1995, 599). 

RL control approaches can thus be considered intuitive; they are characterized by the 

same trial-and-enor, test-and-observe approaches a biological "agent" might employ to 

solve a problem. In this sense, reinforcement leaming is not inherently supervised. The 

agent is equipped with some measure of outcome ("good dog" or "bad dog") but has no 

other guidance. The agent is left to experiment and leam for itself. As Russell and Norvig 

note, it is difficult to tell an agent how to juggle: the mechanics of juggling are quite 

complex. It is a much different task to simply equip an agent with the skills to juggle and 

give the directive, "Leam to juggle." Given time and an appropriate reward stmcture (ball 

dropping is bad), the agent can be expected to leam juggling. 

Much ofthe cunent research in reinforcement leaming has been dedicated to autonomous 

robotic applications (Russell and Norvig, 1995; Sutton and Barto, 1998). RL has demon

strated favorable results in the associated problem domains; however, the extent of RL's 

aptitude for other specialized planning tasks is unclear. Lu writes " due to fewer com

munications between control technology and neuro-science, studies on applications of re

inforcement leaming in industnal control are still at an eariier stage" (Lu, 1996, 111). 

There is reason to expect RL to perform well in applied control. RL techniques were 

shown to develop optimal plans in continuous state spaces (Sutton, 1996). and Guallapalli 

demonstrated that RL could successfully perform closed-loop control of the benchmark 

peg-in-hole task (1993). In a work directiy applicable to this study, Hu applied some of 

the founding principles of reinforcement leaming to anesthesia control with favorable re-
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suits (1994). Because reinforcement leaming is the central topic of study, further discussion 

on RL may be found in subsequent chapters. 
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CHAPTER 5 

ARCHITECTURE OF A REINFORCEMENT LEARNING AGENT 

This section introduces many ofthe agent's basic architectural considerations and presents 

them in the problem domain. Discussion includes the logical stmcture ofthe agent, as well 

as its leaming technique. A substantial portion of the architectural discussion will be re-

ser\'ed for later discussion; the agent's representation of its worid model is vital to the 

success of this approach and will be fully explored in the next chapter. 

An agent may be broadly defined as "something that perceives and acts" (Russell and 

Norvig, 1995, 7). For the purposes of this work, the agent utilized reinforcement leaming 

(RL) to leam rational behaviors in the domain of sedation control. Under the reinforcement 

leaming paradigm, the agent consisted of a model of the environment, a policy, a reward 

function, and a value function. 

RL agents seeking to make rational decisions rely on some descnption of the environ

ment. For example, the agent should have some idea of the effect of its actions on the 

environment. In reinforcement leaming, this model is commonly represented as a Markov 

Decision Process (MDP). The MDP is a stochastic process characterized in part by the 

following elements (Littman, 1994): 

• the set of states S = {SQ, si, .SO •. • , Sj5;_i}, 

• the transition probabilities Pr(s' | s, a) Vs, s' E S,a e Ais), 

• the set of actions ^ = {ao,ai.a2, , a |^ |_ i} , 

• the set of actions .4(s) C A for each state s eS that can be executed in s, 

• and the immediate rewards r^is) Va e Ais), seS that are available after taking any 

legal action from a state. 
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For the purposes of this research, the agent operated in discrete space and time; S was thus 

a finite set. The members ofS, enumerated {SQ, si,S2,... , S|5|_i}, were elements of SR". 

.A.nother important property of the MDP is the Markov condition, a characteristic in 

which the conditional probability of state transition depends solely on the cunent state (Sut

ton and Barto, 1998; Russell and Norvig, 1995). To clarify, the state of a model might 

depend upon a history of prior events: 

Pr{st+i ^ s',rt+i = r i S£,at,rj, St_i,aj_i, . . . ,ri,So,ao} . (5.1) 

(where s represents the state at the associated time step, s' is the possible next state, a is the 

action at f, and r is the reward at t). The model is Markovian if the history of prior events 

does not impact the cunent state transition, implying that Equation 5.1 reduces to Equation 

Pr{st+i = s',rt+i = r \ St,at} V(s ' , r ,St ,at) . (5.2) 

The policy is simply a means of determining action. The policy provides an action 

selection mechanism by mapping the perceived environmental state to behavior. Rein

forcement leaming literature often refers to "optimal policy", implying that policies may 

be graded according to some criterion. 

The reward function is one basis of ordering policies. Reward is an immediate mapping 

from state to value and is the basis for agent's goal: "a reinforcement leaming agent's sole 

objective is to maximize the total reward it receives in the long run" (Sutton and Barto, 

1998, 7). Rewards may be viewed as positive reinforcements for favorable behavior or as 

negative reinforcements for unfavorable behavior. 

The "long mn" is defined by the value,function for a state s, the accumulated reward 

that can be expected when proceeding from that state following a policy TF. Fonnally, the 
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state-value V function is defined as the mathematical expectation, E^: 

V^is) = E^ {R, \s, = s} = E^ lY.^'r,^^^, \ St = sl, (5.3) 

which can be expressed in the form of a Bellman equation: 

V^s) = J2nis,a)J2K' iKs' + iV^'is')], (5.4) 

where 

'Pss' = Pr {st+i =s' \st = s,at = a} , 

and 

•^ss' = E {rt+i = s' \ St^ s,at = a} 

Equation 5.4 establishes the relationship between the value of a cunent state I '''(5) and the 

values of successor states 'V^is'), and thus provides the basis for reinforcement leaming. 

Reinforcement leaming agents in control tasks may also optimize an action-value func

tion, which the expected long-term reward for choosing a particular action in a state. The 

utility of a state-action pair under policy IT can be expressed as: 

Q^'i.s. a) = E^ {Rt \ st = s,at = a} ^ E^ l"^ l^n+k+i \st = s,at = a\ (5.5) 

Accordingly, the Bellman equation for action-value function would appear as: 

Q^is, a) = Y, As, a) J^ K' IKs' + iQ^^i^')]. (5.6) 
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5.1 Leaming Technique 

Many factors must be considered when selecting a leaming algonthm. Does the task 

require prediction or planning? Is a system model available? How will knowledge be repre

sented? The interlinked nature of design choices makes it difficult to address the questions 

as they stand; the ostensible course may be to follow Sutton and Barto in approaching RL 

agent design from the broad classification of backup model. Accordingly, three leaming 

techmques uill be discussed: dynamic programming, Monte Carlo, and temporal differ

ence leaming. 

Dynamic Programming 

Dynamic Programming (DP) is a term for a collection of well-known divide-and-conquer 

optimization algorithms based upon the Bellman equations of 1957 (Bellman, 1957). Dy

namic programming is stable and guaranteed to find optimal solutions given a good model; 

howe\'er, DP can be prone to tractability problems since it evaluates the model under all 

possible conditions. Reinforcement leaming relies heavily on the principles of dynamic 

programming in the computation of optimal policies for intelligent agent behavior. 

Dynamic programming is characterized by the use of value (or utility) functions to ar

rive at optimal policies for a given MDP. An arbitrary initial "guess" for the value function 

is iteratively refined during sweeps of the entire state space. This behavior is an important 

distinction: DP performs its full backups beginning with bootstrapped values. Of course, 

large state spaces may delay sweep completion, and such synchronous backups can pro

tract leaming. One altemative is to effect backups immediately, without waiting for sweep 

completion. Research in the 1980s found that these asynchronous updates improved the 

leaming rate while maintaining convergence (Sutton and Barto, 1998). 

It should be noted at this point that dynamic programming will absolutely converge 

to an optimal solution given a perfect model of the environment. Unfortunately, the ideal 

34 



MDP rarely exists beyond the toy domain. For example, dynamic programming assumes 

that the model's state transition probabilities are well-defined. However, a substantial num

ber of observations is usually necessary to build a good probability mass function for 

observed state transitions, and the perfect model assumes that all relevant influences are 

known and fully characterized. In practice, this level of information may be difficult to 

obtain. 

Retum Estimation 

DP methods employ policy evaluation to compute actual one-step retums for a state 

\alue. Dynamic programming is used to update a state's value based on the values of all 

successor states and the probabilities of visiting these successor states. This full backup, 

as shown in Equation 5.7, assures that the estimated state value converges to the tme state 

value as A: -^ OC. 

\U, (s) = ^ 7. is, a) ̂  V:, [TZ:, + 7K. is')] (5.7) 
a a' 

Figure 5.1 illustrates an iterative policy evaluation algorithm. The value function is arbi

trarily initialized to some value (zero in this example), then iteratively updated using the 

mle from Equation 5.7. The update mle is iteratively applied until the change in value 

function falls below some threshold. 

Bootstrapping 

DP methods exhibit another distinctive characteristic; they bootstrap,' or update one 

state's value estimate from estimates of the successor states. The iterative policy evaluation 

equation found in Equation 5.7 illustrates this behavior. The new estimate V for state s is 

'"Capitalists are no more capable of self-sacrifice than a man is capable of lifting himself up by his own 
bootstraps." Vladimir Ilyich Lenin (1870-1924), Russian revolutionary leader. Letters From Afar, ch. 4 
(1917). 
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Input TT, the policy to be evaluated 
Initialize V (s) = 0 Ws e S+ 
Repeat 

Vs € S^: 
V - V is) 

'̂ (̂ 0 = E ^ (*•, a) E V:,, [71-,, + 7F (5')] 

A ^ m a x ( A , | v - F ( s ) | ) 
Until A < ^ 
Output I' ^ V" 

Figure 5.1: Dynamic programming employs full backups to compute actual retums for a 
state s. Although \"^ can be determined analytically, an iterative state value estimation, 
like that above, is typically applied (Sutton and Barto, 1998). 

a function of the successor states' value. This dependence is one characteristic of dynamic 

programming and is not shared with many other leaming techniques. At this point it is 

appropriate to note that this particular research effort is not interested in simply evaluating 

a policy. Finding an optimal control solution is accomplished through policy improvement, 

of which policy evaluation is a critical part. 

Policy improvement, under the dynamic programming methodology, consists of assess

ing the utility of following the cunent policy TT, or taking an altemate action and continuing 

under TT. Policy improvement is most powerfully utilized when used synergistically with 

policy evaluation. This technique has been shown to produce optimal value functions and 

policies and is known as policy iteration. Figure 5.2 illustrates one policy iteration al

gorithm. The value function and policy are randomly initialized, then policy evaluation 

is performed to estimate V". Once the value function's estimate has stabilized, policy 

improvement is performed until TT achieves equilibrium. If the policy improvement step 

modified TT, the procedure begins again by estimating the value function for the new policy 

TT' Policy iteration succeeds because the iterated policy TT' is always better than or equal 

to the cunent policy TT. Since only a finite number of pohcies exist in an MDP (as defined 
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1. Initialization 
r (s) e !R and TT is) E A (s) arbitrarily Ms E S 

2. Pohcy Evaluation 
Repeat 

A ^ O 
Vs E S^: 

V - V (s) 

vis) = y:v'J^ ,7r(s) 
K';'+7^ is') 

A ^ m a x ( A , | u - K ( s ) | ) 
Until A < ^ 

3. Policy Improvement 
PolicyStable *— tme 
Vs € 5: 

6 ^ TT is) 
TT is) - arg max, ^ T';,, [7^ ,̂, + -.V is')] 

\fbj^TT (s), then PoHcyStable ^ false 
If PolicyStable, then terminate; else go to Step 2 

Figure 5.2: Policy iteration, the pitting of policy evaluation versus policy improvement, 
simultaneously causes V -^ V* and TT -^ TT*. 

previously), the optimal policy may be discovered in a finite number of iterations (Sutton 

and Barto, 1998). 

5.2 Monte Carlo Leaming 

Monte Carlo is a stochastic leaming technique presented here, not as a viable leaming 

candidate, but to establish the relative position of the desired algorithm, temporal differ

encing. In contrast to dynamic programming methods, Monte Carlo (MC) techniques make 

fewer assumptions of the environment. MC methods leam online; they experiment with the 

environment and observe the outcomes in a tme epitome of reinforcement leaming. The 

observation, or sample, is then used to iteratively refine an approximation of the agent's 

value (or action-value) function. 
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MC methods include both value and policy estimations. Because a control task is in

herently one of policy leaming, the remainder of this discussion will be limited to policy 

methods. Monte Carlo control methods are guaranteed to converge to optimal solutions 

under two conditions: exploring starts and an infinite number of episodes. 

These conditions are essentially two sides of the same problem. Monte Carlo methods 

estimate a state's value V (s) by averaging the retums observed from beginning an episode 

in s. Over time, this average is expected to converge to the state's actual value. An opti

mal solution cannot be guaranteed if only a subset of possible states are visited (as could 

be expected when using a deterministic policy with episodes beginning in some common 

state).^ One solution is exploring starts, or starting an episode from an arbitrary point in 

the state-action space. The Monte Carlo with Exploring Starts method assures continued 

exploration by beginning each training exploration with a randomly selected state-action 

pair. This episode is then followed to completion using a greedy, deterministic policy. 

Convergence can be hastened (and the infinite episode assumption removed) by main

taining an approximate policy TT and an approximate action-value function Q. In one step, 

an improved policy TT' is computed with respect to Q. In the next step, an improved value 

V is computed with respect to TT. Sutton and Barto (Sutton and Barto, 1998) illustrate this 

process: 

E ^TTn I E /^TT, / E f E ^- ,4 

TTO - » Q ° ^ TTi - ^ Q " ' - ^ TTa . . . ^ TT -^ Q , 

where ^ denotes policy evaluation, and -^ indicates policy improvement. Consequentiy, 

TT' is always as good as or better than TT, and Q' is always as good as or better than Q. 

Since only a finite number of policies exist (the number of states and the number of actions 

^Unless each state-action pair is visited an infinite number of times, a solution remains an approximation 
to the optimal one. 
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are finite), this approach, known as General Policy Iteration, advances an arbitrary value 

function and arbitrary policy to optimality in a finite number of episodes. 

On-pohcy Leaming 

The assumption of exploring starts may unnecessarily limit the application of MC con

trol. On-policy control methods are an altemative that allow the application of General 

Policy Iteration without the restriction of exploring starts. These techniques usually im

plement a soft policy where Pr{s,a} > 0 'is, a to assure exploration. Epsilon-greedy 

exploration is one such policy. Under this strategy, greedy actions are chosen most of the 

time, while random actions are chosen with probability near e (where e is reasonably small). 

Equation 5.8 illustrates a form where exploratory actions are chosen with probability p: 

leaving the greedy action to be chosen with probability 1 - p. As leaming progresses, the 

need for exploration is expected to decline; thus e may be gradually decreased to zero to 

yield a simple greedy policy.̂  

Off-policy Leaming 

Another means of maintaining exploration is through off-policy leaming. During off-

policy leaming, an estimation policy TT is leamed by following a behavior policy TT', where 

TT ^TT'. One critical stipulation for this method is that TT' must visit all states TT is expected to 

visit. As Sutton and Barto note, this separation of policies allows the estimation policy to be 

deterministic while permitting the behavior policy to sample actions non-deterministically 

In fact, judicious use of e-soft algorithms is one way of meeting this criterion for TT' 

3The probability of an exploratory action is never simply £. When the agent selects a "non-optimal" action 
from A, there is a r^^ chance of accidentally choosing the optimal action. 
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Initialize: 
TT <— policy to be evaluated 
V '— an arbitrary state-value function 
Returns (s) •*— Vs E S'^ 

Repeat forever: 
(a) Generate an episode using TT 

(b) For each state s appearing in the episode 
R <— retum following the first occunence of s 
Append R to Returns (s) 
\' (s) ^- average(i?etur7zs (s)) 

Figure 5.3: First-Visit MC for estimating V (Sutton and Barto, 1998). One notable effect 
of this retum estimation procedure is the lack of bootstrapping. 

Retum Estimation 

Monte Carlo techniques compute retums based on observed outcomes; a state's value is 

defined as average value of the successor states to episode termination. One consequence of 

this sampled backup strategy is that updates are independent of one another; Monte Carlo 

methods do not bootstrap as dynamic programming methods do. Figure 5.3 illustrates the 

pseudocode for one method. First Visit Monte Carlo. As shown in Figure 5.3, policy TT is 

used to generate an episode, and the resulting state-space trajectory is recorded. Retums 

are computed for the first occunence of each state s appearing in the trajectory. Although 

a state s might appear in the trajectory multiple times, the retum is computed only for the 

first visit to that state. The newly observed retum is then used to compute an average retum 

for state s. As the number of episodes proceeds to infinity, this average will converge to the 

state's tme value. 
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Model-free Leaming 

Although the conventional dynamic programming (as previously defined) relies on the 

existence of a model in the form of the state transition probability table, Monte Cario 

methods may successfully leam a policy even though the environment model is initially 

unknown. This observation is favorable because building good a priori models is difficult. 

Labeling these systems as "model-free" is somewhat misleading. The model certainly 

exists, but not in the form of Equation 5.4 where P"^, and 7^ ,̂, are explicitly represented. 

Monte Carlo leaming allows the agent to embed P°^, and 7^ ,̂, in an action-value function, 

effective!) capturing both state transition information, as well as state value information. 

This strategy has one notable strength: dynamic programming assumes a completely 

accurate a priori model where model-free Monte Carlo methods do not. In fact, these MC 

methods provide a seamless means of refining the model as leaming progresses. However, 

it should be noted that model-free systems are not without detraction. The need for prior 

information is certainly mitigated, but state transition frequencies must be accumulated 

during the leaming phase. Leaming may be protracted as a result. 

5.3 Temporal Difference Leaming 

Dynamic programming and Monte Carlo leaming techniques can be considered diamet

ric endpoints in many respects, including model dependence, backup depth, and bootstrap

ping. Temporal differencing (TD) algorithms lie on a continuum spanning these endpoints 

and effectively bridge DP and MC methods. 

Although several differences exist in DP and MC leaming, a major distinction lies in 

the method of performing state backups. To summarize, MC methods perform sampled 

(one-step) backups, while DP applies full backups. Temporal differencing methods, in their 

most basic form, compute updates by comparing estimated retums between successive time 

steps. 
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Initialize V (s) arbitrarily 
Repeat (for each episode) 

Initialize s 

Repeat (for each step in the episode) 
a *— action according to TT for s 
Take action a, observe reward r, 
V ( s ) ^ y ( s ) + a [ r + 7V'(s') 
s^ s' 

Until s is terminal 

and next state s' 

- V is)] 

Figure 5.4: TD algorithm for determining y . TD(0) has been shown to converge to the 
optimal value function with certainty for well-chosen a and 7 (Sutton and Barto, 1998). 

TD(0) 

The most basic form of TD leaming is one-step TD, or TD(0). Figure 5.4 summa

rizes the algorithm. As shown, TD(0) leams the value function without an explicit state 

transition model, adopting the best of both worids by combining the immediate updates 

of dynamic programming with the model-free leaming of Monte Cario. TD methods are 

not hmited to leaming value functions. Some of the most successful reinforcement leam

ing applications have leamed action-values functions using TD methods (Tesauro, 1992). 

Watkins' Q-leaming (Watkins, 1989), an off-policy method, has been shown to perfonn 

well in a variety of applications and is commonly chosen when evaluating value function 

approximators. 

Figure 5.4 illustrates TD(0). First, the value function is arbitrarily initialized; leaming 

then proceeds over a series of episodes. Each episode begins from an initial state s. An 

action a is then chosen and applied; the next state s' and the associated reward r are then 

observed. The value of state s is updated by the tenn a[r-^ ^V (s') - V is)], where a 

is a step-size parameter, and 7 is a discount parameter. Figure 5.5 illustrates Watkins' 

algorithm for leaming action-value functions. This Q-leaming algorithm resembles TD(0), 

but the algonthm utilizes two policies for leaming. Actions are chosen using an e-greedy 
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Initialize Q (s, a) arbitrarily 
Repeat (for each episode) 

Initialize s 

Repeat (for each step in the episode) 
Choose a from s using e-greedy policy 
Take action a, observe reward r, and next state s' 
Q (s, a)^Q (s, a) + a[T + - max^'Q (s', a') - Q (s, a)] 
s *— s' 

Until s is terminal 

Figure 5.5: Watkins' one-step Q-leaming algorithm is an off-policy, temporal differencing 
algorithm. 

estimation policy; the value of these actions is then assessed using a greedy behavioral 

policy (Sutton and Barto, 1998). 

TD(A) 

The TD(0) algorithm shown in Figure 5.4 most resembles a Monte Carlo technique; 

however, TD(0) may be enhanced to offer one of dynamic programming's strengths: full 

backups. This enhancement appears in the form of the eligibility trace and the A parameter 

Eligibility traces provide multi-step credit assignment by augmenting the reward function 

to include update information from a number of steps in the past. By varying the trace 

control parameter, A e [0,1], the extent of the backup information may be varied. The 

A = 0 case results in a Monte-Carlo style of backup as evidenced in the above one-step 

update algorithm. Backups akin to dynamic programming may be effected by increasing A 

to 1. In this case, backups include all prior steps in the episode. Lambda may also range 

between 0 and I to effectively provide n-step backups. TD(A) offers several advantages; 
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one of the strongest is its mathematical soundness. Tsitsiklis and Van Roy (1996) offer a 

proof of TD(A)'s convergence when used with linear function approximators. ^ ^ 

Another strength of the method is its ability to address the temporal credit assignment 

problem, a situation where cunent reinforcements may be attributed to choices made some 

number of timesteps in the past (as opposed to the timestep immediately preceding the cur

rent one). The eligibility trace essentially builds a history of states encountered during an 

episode. Reinforcements are observed after taking an action in a given state. Unlike the 

one-step algorithm, updates are not limited to the cunent state; rather updates are applied 

to all of the "eligible" states in the trajectory. In this fashion, each state transition up

dates se\ eral states and leaming generally proceeds more quickly. Figure 5.6 illustrates a 

Q-leaming algorithm in which eligibility traces are used to encode recency, or temporal rel

evance. The eligibility for a given (s, a) pair is "refreshed" whenever the state-action pair 

is encountered; otherwise the eligibility level is then attenuated in an exponential fashion. 

Like the one-step Q-leaming algorithm, actions are chosen using an e-greedy estimation 

policy; the value of these actions is then assessed using a greedy behavioral policy (Sutton 

and Barto, 1998). 

The algorithm in Figure 5.6 illustrates the potential of the eligibility trace. The Q 

update mle distributes a reinforcement obtained at Qi (sf.Of) over the set of prior states: 

Qt (st,at), Qt-i (st-uat-i), Qt-2 (st-2,CLt-2), • • , Qt-r {st-r,at-r)- The extent of the 

update, T, is dependent on several factors. The primary factor is the sensitivity of Watkins' 

Q-leaming to exploration. As shown in Figure 5.6, a state's eligibility is reset whenever 

a non-optimal action is taken in that state; therefore, highly explorative agents may not 

be expected to accumulate a long list of eligible states. Secondary influences lie in the 

•"Linear function approximations also include functions composed of a linear combination of terms. The 
terms themselves are not necessarily linear. 

^Proof of convergence with tabular function approximation was provided by (Sutton, 1987; Dayan, 1992). 
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Initialize Q (s, a), e (s, a) V s, a arbitrarily 
Repeat (for each episode) 

Initialize s,a 
Repeat (for each step in the episode) 

Take action a, observe r, and transition to s' 
Choose a' from s' using e-greedy policy 
a' — argmaXf,Q(s',6) 
( ) ^ r + 7 Q ( s ' , a * ) - Q ( s , a ) 
eis,a) ^ e(s ,a) -I- 1 
V s,a 

Q (s, a) *— Q (s, a) -t- a5e (s, a) 
If a' = a*, e (s, a) <— 7Ae (s, a) 
else e(s ,a) = 0 

s^s' 
a *— a' 

Until s is terminal 

Figure 5.6: Watkins' n-step Q-leammg algorithm is an off-policy, temporal differencing 
algorithm. 

discount factor, 7, and the temporal differencing factor, A. Since both factors are less than 

one in practice, ehgibihties can quickly decay to insignificance. 

It was noted above that the eligibility mechanism in Figure 5.6 encodes recency. The 

same mechanism encodes frequency, since e is, a) is refreshed each time the state-action 

pair is visited. Research has shown (Sutton and Barto, 1998) that these accumulating eligi

bility traces may confound leaming because no explicit bound is placed on e (s. a). In some 

situations, most notably cyclic trajectories, eligibility may accumulate in an unbounded 

fashion. Replacing traces are a successful altemative in which the eligibility trace update 

mle IS changed from e (s. a) ^ e (s, a) + 1 to e (s, a) *- L 

5.4 Other Issues 

Selecting one of the above leaming class makes several implications regarding the 

MDP, including the presence of a state transition model and state space representation. Al-

45 



though there exists a set of design choices relatively invariant to the above class selection, 

this discussion will continue with Q(A) chosen as the leaming method. 

Discounting 

As the state space is explored during leaming, rewards are propagated to sunounding 

states. Given sufficient time, unregulated reward propagation will cause the value for all 

states to equilibrate to some "world" average reward (assuming ergodic transitions). The 

optimal action for a state may become ambiguous because all non-absorbing states and ac

tions are directly or indirectiy "connected" to the goal. To constrain the extent of reward 

influence, a discounting factor, -) e [0,1], is applied to the iterative update mle. Discount

ing must be used judiciously. Large discount factors can lead to the above situation of 

unconstrained rewards, while small discount factors may attenuate rewards too rapidly and 

regions of ambiguous retums will reappear. 

Discounting offers another benefit. Both dynamic programming and Monte Carlo meth

ods expect the task to be neatiy expressed in an episodic fashion. For some tasks, such 

as the Mountain Car problem (Munos and Moore, 1999)̂  where an explicit goal state is 

present, this assumption is reasonable. However, some problems are not easily isolated 

into episodes; the Pole Balancing (or Inverted Pendulum) problem, for example, seeks to 

balance a pole indefinitely (Munos and Moore, 1999).' Such continuing tasks may be 

expressed in an episodic fashion with a discount parameter (Sutton and Barto, 1998): 

oo 

Rt = n+i + irt+2 + 7^n+3 + --- = Y1 T̂ t̂+fc+i- ^̂ -̂ ^ 
fc=0 

<̂ Munos and Moore provide detailed descriptions of a number of benchmark reinforcement leaming ap
plications. 

•'The problem also may be modified such that an implicit "goal state" is reached if the pole remains 
balanced for some interval, but this solution may not be appropriate for all tasks. 
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As shown in Equation 5.9, the discount rate effectively determines the present value of 

future rewards. If 7 ^ Q, the agent is short-sighted and the value of future rewards is 

not considered in choosing cunent actions. As 7 ^ 1, the agent considers the long-tenn 

more heavily. The discount parameter thus frames the agent's retum estimation in a sliding 

window where 7 determines the extent of influence. Agents operating in infinite horizon 

tasks, such as the Pole Balancing task, can no longer accumulate infinite rewards. The 

discount parameter thus reduces the infinite horizon task to a closed-horizon problem. 

Offline versus online leaming 

Two broad classes of leaming exist for Markov Decision Processes: offline and on

line leaming (Gordon, 1995). Offline leaming assumes complete knowledge of the MDP 

(specifically that the cost and transition functions are known). It should be immediately 

clear that offline leaming implies a fully-modeled MDP. Online leaming, on the other 

hand, does not imply a model and only assumes that the states and permissible actions 

within those states are known. The agent then relies on exploration to discover the cost and 

transition functions. 

Superficially, the presence of an environment model drives the choice of offline versus 

online leaming. However, Tsitsiklis and Van Roy (1996) show that sampling, or leaming, 

with frequencies independent ofthe underiying system dynamics can result in divergent so

lutions when attempting to generalize with linear function approximators. The work then 

proves that convergence is guaranteed for linear approximators when state sampling is per

formed consistently with the steady-state transition probabilities. This statement does not 

imply that reliable use of linear function approximators is limited to model-free systems; 

rather, it implies that states must be visited in a manner consistent with the environment 

model. 
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Action selection policy 

The action selection problem is essentially one of balancing competing goals: explo

ration versus exploitation. During the early phases of leaming, the "optimal" policy may 

simply be the first successful policy discovered. A completely greedy leaming algorithm 

consequently has no further incentive to search for other policies. Although better policies 

may exist, the agent remains willfully unaware of them. 

A common means of avoiding this problem is to occasionally choose a non-optimal ac

tion in hopes of discovering a new "optimal" policy. A simple technique for implementing 

such an exploration strategy is the previously discussed e-greedy approach. An equation 

for one e-greedy action selection policy is restated here for convenience: 

L 4 ^ £ ) | ^ 
^ \ A { s ) \ • 

The explorative action is chosen with probability p, while the greedy action is chosen with 

probability 1 — p. 

This particular e-greedy approach ignores the temporal nature ofthe search. As the state 

space is explored more thoroughly, the likelihood of a random action substantially improv

ing the policy can be expected to decline. Once the policy is well-defined, a non-optimal 

action cannot be expected to improve the cunent policy (as long as the environment has not 

changed). Therefore, an improved action selection policy would be one that honored the 

temporal nature of the policy search. Initially, the agent should show littie bias to the value 

of action, but as leaming progresses, the agent should make its action selection in favor of 

the most valuable action. 
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The softmax selection policy, which is based on the Gibbs distribution, nicely fits this 

description. This distribution provides a general probability measure TT which is defined as: 

where Z and T are constants, and U is an energy function (Geman and Geman, 1984). Re

casting this distribution in the context of action selection yields Equation 5.11, the softmax 

function: 

Qtl.s.a) 

PA<^)= n ^ , . „ , (5.11) 
e r 

6=1 

where Pr (a) is the probability of choosing action a in state s given the action-value Q is,a) 

at time /. The likelihood function (the numerator) is then transformed to a probability 

measure by dividing by the summed likelihoods of all actions for state s. The temperature 

parameter r controls the degree of exploration. 

The temperature parameter r determines the "aggressiveness" of the action selection 

scheme. High temperatures cause the action selection to be near equiprobable (explorative). 

As T ̂  0, the distribution approaches a simple greedy (exploitive) strategy. In the context 

of leaming, an inverse mapping of iteration to r might be employed to provide a graduated 

descent from an exploratory selection strategy to a greedy one. Figure 5.7 illustrates an 

action selection policy based on the softmax function. 
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Figure 5.7: The softmax function provides a controlled means of regulating the explo
ration/exploitation ratio. For large r , the agent chooses actions with near uniformity. As 
T —> 0, the agent chooses the optimal action with increasing likelihood. 
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CHAPTER 6 

AGENT ARCHITECTURE SPECIFIC TO THE SEDATION TASK 

With the agent's general stmcture established, the task-specific details may be ad

dressed. Defining the action set A and the state set S are reasonable beginning points. 

Intelligent agent control is novel in this application, and no well-defined precedent exists 

for .4 or S. One option was to observe some existing control techniques for clues. The PID 

controller presented in Chapter 3 was a reasonable start. 

6.1 Action Set 

Ideally, the intelligent agent could choose a continuous action (flowrate) from the pre

scribed range of 0 to 20 ml/min.' In practice, the benchmark PED controller selected only 

a few flowrates. The data shown in Figure 6.1 indicated that the action set could be pmned 

from the full range of available flowrates to a relative handful. 

' The precision syringe pumps commonly used in clinical practice can achieve flowrates of up to 20 ml/min 
with at least one hundred discrete intervals. 

2000 

0 5 15 2 25 
Flowrate (ml/min) 

3.5 

Figure 6.1: A histogram of discrete flowrates selected by a conventional PID controller (see 
Figure 3.3). 
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6.2 Value Function Approximation 

The Markov Decision Process, when used in a reinforcement leaming control task, 

relies on a mapping from percept to utility. With this mapping, the agent can select the 

best action when presented with a set of percepts. Reinforcement leaming tasks frequently 

use some form of function approximator to store this mapping. These approximators take 

a variety of forms in the literature, including tables, trees, neural networks, and weighted 

polynomials. 

Uniformly Discretized Approximators 

The choice in representing the utility of state-action pairs can be complex. Uniformly 

discretized tables are straightforward to implement and mathematically robust: Baird ob

serves, "Algorithms such as Q-leaming or value iteration are guaranteed to converge to the 

optimal answer when used with a lookup table" (Baird, 1995, 30). On the downside, this 

approach also faces tractability issues as the number of table entries exponentially grows 

with the dimension of the state-action space. 

More sophisticated techniques do exist; the problem of concisely representing a large 

state space is not new and has been the object of study for some time (Sutton and Barto, 

1998; Bellman et al., 1963). Regrettably, many of the altematives fail to reliably converge 

to optimal policy when used with reinforcement leaming. Thmn and Schwartz (1993) 

demonstrate that locally-weighted polynomial approximators, as well as the venerable 

backpropagation neural network, can overestimate the utility function during Q-leaming, 

causing the MDP to miss the optimal solution. Sutton and Barto (1998) introduce Baird's 

counterexample in which the well-studied dynamic programming optimization technique 

leamed a utility function through gradient descent. Under reasonable initial conditions, the 

system suffered instability (although no stochasticity or asynchrony was present). Lastly, 
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Boyan and Moore (1995) present convincing evidence that neural network solutions exhibit 

"lucky convergence" in toy reinforcement leaming problems. 

Linearly Interpolated Function Approximators 

Considerable latitude exists between the endpoints of discretized tables and parame

terized approximators. One altemative is an enhanced form of discretized table. This 

technique assumes that regions between discretized points in the state space may be satis

factorily fit in piecewise linear fashion. Davies (1997) showed that linearly interpolating 

the utility function demonstrated good performance, despite relatively coarse discretiza

tions. This technique remains mathematically sound; Gordon (1995) developed a proof of 

convergence for a class of fitted temporal difference algorithms that includes linear interpo

lation. Furthermore, Precup (2001) reports a novel linear approximator for value functions 

in reinforcement leaming. 

Davies' technique of multilinear interpolation extends the more familiar bilinear inter

polation technique to arbitrary dimension, making the technique generally applicable to 

reinforcement leaming. To apply the technique, first consider a three-dimensional interpo

lation. Given a regular bounding region in 3-space defined by p (as shown in Figure 6.2), 

the value / may be determined by: 

2^-1 

/ = J ] H ; . / , (6.1) 
1=0 

where W'i is the interpolation weight at the z"* vertex, and /, is the function's value at vertex 

Pi. The interpolation weights, W, are functions of the parametnc coordinates (r, s, t) and 

also observe the following constraints to ensure / = /, when the interpolated point is 
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Figure 6.2: This figure illustrates a three-dimensional cell for approximating a value func
tion. Values within the cell are computed as a weighted sum ofthe vertex values (Schroeder 
et al , 1998). 

coincident with vertex p,. 

\\\ = \ and Wj = 0, when / = / , and i ^^ j 

and 

^ i r , = 1 and 0<lVi<l. 

For the cubic cell, the eight weights are defined as: 

U 0 = (1 - r) • (1 - s) • (1 - t) 114 - (1 - r) • (1 - s) • t 

W, = r • (1 - s) • (1 - i) VVs = r • (1 - s) • t 

ir2 = ( l - r ) - s (l-t) WQ = il-r)-s-t 

Ws^r-s-il-t) IVV = r-s-t. 
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To accomplish this form of interpolation in an arbitrary dimension d, the desired re

gion must first be translated and scaled to the unit hypercube. An estimate / may then 

be computed for an arbitrary d-dimensional point x in the hypercube. Given that x rep

resents the coordinates of the interpolation point [XQ, xi , . . , Xd_i], / is the vector of ver

tex values 0 f l f2''-l r,/\.. ,/ , and p' represents the vector of coordinates for vertex i. 

[Po'Pi' • • • iPd-i]' t̂ he following equation may then be applied: 

2''-l rf-l 

/ = E / ' n ( i - K - ^ : l ) - (6.2) 
1=0 j = 0 

Obser\e that the weights W in Equation 6.2.2 are represented by the (l - \xj — p']) term 

in Equation 6.2. 

Utility Updates 

The value function approximation was iteratively refined by "nudging" the approxi

mation in the desired direction. Since the multilinear interpolation method represents a 

continuous domain, a change in the value function was not expected to occur at uniform, 

discrete locations. However, every update was bounded by a d-dimensional cube. Given a 

point X and the change in value at that point, AQ. f was adjusted by distributing AQ over 

the bounding vertices (the elements of p). Each / ' was adjusted proportionally according 

to the distance from the point x. Equation 6.2 can be manipulated to produce a general 

form for updating utility: 

d - l 

f^^f^^AQl[{l-\x,-p]\) 0 < ^ < 2 ' ^ (6.3) 
j=0 
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Utility Queries 

Evaluating the approximated function occuned during both the leaming and control 

phases. Detennining the value of a continuously-represented point in the space simply en

tailed evaluating Equation 6.2 at the desired point x. It is during this step that the chief 

limitation of this approximation technique becomes apparent. Each interpolation is per

formed over 2'^ grid points; hence, this method can face computational issues for highly-

dimensional problems. An altemative is simplicial mesh approximation where interpola

tion is performed over a sub-region (simplex) of the bounding cell. The simplicial inter

polation method only requires computation over d+l grid points; however, implementing 

this method is not as straight-forward as full interpolation. 
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CR'\PTER 7 

EXPERIMENTAL SUMMARY 

The previous chapters frame the research in a general context of reinforcement leam

ing. This chapter serves to collect the implementation specifics for the intelligent agents 

developed in this study. Two agents were tested, one using a uniformly discretized ap

proximator and one using a linearly interpolated approximator. The following discussion 

details the architectural selections common to the agents, as well as selections specific to 

each instance. 

7.1 Percepts and Actions 

Both agents utilized two extemal percepts and multiple intemal percepts to control 

the patient's level of consciousness. The desired bispectral index level and the measured 

bispectral index level provided exteroceptive inputs. The agents actually combined these 

two signals into a more usable percept, the control enor iBISerror)- The agents also utilized 

a set of propriocepti\e input signals. These signals were obtained through an instance of 

an intemal Marsh-Schnider PK/PD model and its estimated compartmental quantities of 

propofol, tp. The agents' input vector thus appeared as [BISerror ''/']• 

Input Range Selection 

The Marsh-Schnider-Doi PK/PD model was used to determine the appropriate ranges 

for the input signals. For the average 70 kg patient, an effect site quantity of 80, OOOpg 

i^ 5pg/ml) of propofol is expected to induce a BIS of approximately 30. Since this 

resulting BIS reasonably bounded the expected level required in the ICU, 80, GOOpg was 

a chosen as an upper bound for effect site quantity. As shown in Figure 2.2, propofol 

quantities in the remaining compartments could be expected to exceed the effect site level 

57 



Table 7.1: Agent inputs and ranges 
1 Input 

o1 J error 

Vl 

^'2 

V3 

Ve 

Min 

-20 
0 
0 
0 
0 

Max 

20 
1 X 10^ 
1 X 10^ 
1 X 10^ 
8 X 10^ 

Units 

BIS 

Pg 
Pg 
Pg 
Pg 

Table 7.2: Agent actions 
Action 

0 
1 
2 
3 
4 
5 

Flow rate 
(ml/min) 

0 
0.1 
0.5 
1.0 
2.0 
4.0 

for brief times, thus a maximum propofol quantity of 100,000pg was chosen. Table 7.1 

summarizes the agent inputs and their respective ranges. 

Action Selection 

The RL agents were permitted to use the six flow rates shown in Table 7.2. As discussed 

previously, the rates were selected from those actions most frequentiy chosen by the con

ventional PID controller. To maintain consistency with existing precision syringe pumps, 

each action was considered atomic for a ten-second interval. Chosen actions were unin-

termptible for this duration; once an action expired, the agent was free to choose another 

action. 

7.2 MDP Details 

An optimal sedation policy was obtained using the Q(A) algorithm shown in Figure 5.6. 

A summary of the leaming constants used in this study can be found in Table 7.3. The 
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Table 7.3: Q-leaming parameters for the RL agents. (The * indicates initial values for these 
parameters). 

Parameter 
a 
e 
A 
7 

Value 
0.100* 
0.100* 
0.998 
0.800 

following sections detail the implementation of the leaming technique, including the usage 

of the leaming constants shown in Table 7.3. 

Reward Function 

Chapter 5 presented the reward function as the heart of the RL agent, and defining this 

function required considerable study Physiological concems were the inuTiediate influ

ences. Overdoses could be life-threatening, while underdosing introduced issues of patient 

comfort. Of the two, the overdose condition certainly posed the greatest risk for harm. 

Time was also a factor. The PID controller effectively captured time in the integral 

enor term. However, the agent's goal was to maintain the desired consciousness setpoint 

indefinitely, which makes control functions dependent on time susceptible to bounding 

issues. (See Figure 8.3 for an example of a similar problem). Having weighed these factors, 

a successful reward function was discovered in the form: 

^ \.^.' s^measured ^.^'~'desired] o r T — \iDl Oerrorl • 

This reward function was bounded to [—100,0] and had a single maximization point (but the 

discontinuity at BlSgrror — 0 could be a problem for some gradient leaming techniques). 

Although the function was symmetric and did not weight underdosing and overdosing con

ditions differently, adequate response was observed in both transition and steady-state con

trol intervals. 
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Leaming Cycles 

Leaming was accomplished in a series of episodes. Each episode proceeded from a ran

domly determined initial patient state for a fixed number of time steps. Random compart

mental quantities of propofol were uniformly selected from the ranges shown in Table 7.1. 

To constmct BISerror, BIStarget was randomly selected from [20,100], and BISmeasured 

was computed from the randomly-chosen effect site concentration. 

From this initial state, the agent was allowed five hundred time steps to experiment 

and leam using Watkins' Q(A). Each time step consisted of one atomic action and lasted 

ten seconds. While the choice of episode duration was somewhat arbitrary, some loose 

heuristics were applied. Qualitative assessments, similar to that shown in Figure 2.2, in

dicated that five hundred timesteps, or 5,000 simulated seconds, allowed sufficient time to 

observe the effects of a reasonable sequence of actions. In addition, five hundred timesteps 

appeared to adequately support the temporal requirements of eligibility traces. 

Policy Exploration 

Exploration was achieved using an e-greedy policy. An "automated" exploration control 

method (such as softmax) was evaluated, but two issues arose. First, it was not immediately 

clear how the exploration rate should be controlled. The number of episodes needed for 

training was unknown, determining a reasonable decay rate for the softmax temperature 

degenerated to a guessing exercise. Furthermore, Q(A) is sensitive to exploratory actions; 

eligibility traces are discontinued when non-optimal actions are selected. To fully real

ize the benefits of eligibility traces, the probability of non-optimal action selection should 

remain relatively low. In light of these factors, the rate of non-optimal action selection 

remained fixed (e = 0.1). When desirable control characteristics began to emerge, e was 

decreased by hand. (The leaming step-size parameter a was reduced likewise.) 
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Episode 

Figure 7.1: The squared change in the value function, AQ, exhibited an exponential decline 
as leaming progressed. 

Convergence 

Q-leaming is guaranteed to find an optimal policy with a suitable function approximator 

and an infinite number of state-action visits. Lacking the requisite state-action visitations, 

most researchers seek some other measure of convergence, and "optimal" frequently be

comes "sufficient." A common test for convergence is to monitor the changes in the value 

function as leaming progresses. As the approximated value function approaches the op

timal value function, the degree of change should decrease. Typically, the approximated 

function is deemed "good enough" when the degree of change falls below some threshold. 

This sort of metric must be used with care in discretized spaces; the approximate value 

function on a discretized space will ultimately oscillate around the tme value function. 

Leaming will never complete if the threshold is within than this region oscillation. 

A AQ statistic (defined as the summed squared change in Q per episode) was used to 

assess convergence in both RL agents. Figure 7.1 illustrates the behavior of the AQ mea

sure as leaming progressed. As the approximation iteratively approached the tme value 

function, the magnitude of the change in Q decreases. The slope of AQ can be considered 

a measure of training. Once the slope nears zero, the agent can be considered trained to 

the limits of the leaming parameters and the function approximation technique. Reducing 

the leaming stepsize parameter a can refine the agent. In principle, the agent is only fully 

trained when AQ becomes zero. In practice, AQ will always remain greater than zero. Ab-
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Table 7.4: Value function discretization 

Input 

i J i s:>error 

V'l 
-02 
fp3 
Ipe 

Bins 

21 
20 
20 
20 
20 

(a) RLuD agent 

Input 

JD 1 O^rror 

01 

i'2 

^ 3 

ijje 

Bins 

21 
10 
10 
10 
10 

(b) RLLI agent 

solute convergence is assured only for an infinite number of leaming cycles. Furthermore, 

AQ will asymptotically approach some non-zero value that reflects the limit of the discrete 

space's capacity to represent the value function. 

7.3 Value Function Representation 

This section details the two value function representations used in the respective RL 

agents. Discussion is directed to the respective discretizations of the agents' inputs and to 

the respective implementations of eligibility traces. 

Uniformly Discretized Approximation 

For the uniformly discretized instance (RL^'D), a matrix of five-dimensional hyper-

cubes was allocated to store the action-value function for each of the agent's six actions. 

Each anay of hypercubes represented the domain of the agent (as shown previously in Ta

ble 7.1). As the label implies, this approximation technique uniformly discretized each 

input dimension according to Table 7.5(a). 

Linearly Interpolated Approximation 

Like the uniformly discretized approximator, the linearly interpolated approximator 

(RLLI) began with a matrix of five-dimensional hypercubes covering the input domain as 
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specified in Table 7.1. One interpolating approximator was assigned to each of the agent's 

actions. Unlike the UD approximator, the linear interpolator represented the action-value 

function in continuous form. Between the uniformly placed grid vertices, the interpolating 

approximator assumed the value function could be well-fit in piecewise-linear fashion. Ta

ble 7.5(b) summarizes the "discretization" used in the linearly interpolating approximator 

Implementing Eligibility Traces 

Temporal differencing methods, such as Q-leaming, are proven to converge to optimal 

policies under a few reasonable assumptions. The proofs, however, make no statement 

regarding the number of iterations required to achieve an optimal solution. Highly dimen

sional spaces or value functions of high curvature may require a great deal of time for 

convergence. Practical application of these leaming techniques seeks to speed leaming in 

an effort to achieve optimality (or near optimality) in a reasonable timeframe. 

Eligibility Traces and the Uniformly Discretized Approximator 

Eligibility traces are a leaming enhancement that may be used to speed discovery of 

optimal policies. As the algorithm is presented in Figure 5.6, the eligibility trace update 

mle is straightforward: once the appropriate e(s, a) entry is updated, decay all other entries 

in the eligibility table. However, previous discussion presented some constraints on the 

number of eligibilities awaiting update. Since the number of states eligible for update is 

a small fraction of the entire space, updating each e (and Q) in the eligibility space is 

terribly inefficient. A more clever implementation might maintain a list of eligible states. 

Traditional data stmctures and searching techniques might then be employed to manage 

the list effectively. It should now be clear that the number of states awaiting update is 

virtually independent ofthe state space size. As the state space grows exponentially through 

increased discretizations or dimensionality, the number of eligible states is not expected to 
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increase in any meaningful fashion. By removing the unchanged eligibilities from the 

update sweep, the end result is an exponential speedup in leaming. 

The last detail is one of housekeeping. Sutton's pseudocode, shown in Figure 5.6, does 

not provide detail regarding the state of the eligibility list at the end of an episode. As the 

algorithm stands, eligibilities existing at the tennination of an episode are held over and 

applied to the beginning of the next episode. Certainly, eligibilities obtained from tenninal 

state-action pairs should have no influence on the next episode's beginning state-action 

pairs. To establish the needed temporal disconnection, the eligibility list should be cleared 

at the end of each episode. 

Eligibility Traces and the Lineariy Interpolated Approximator 

The multilinear interpolation scheme places additional expectations on eligibility trace 

management. A reasonable implementation would be to constmct a "grid" paralleling the 

gnd of interpolation cells, similar to that in Figure 6.2. Instead of storing utility at the grid 

vertices, the grid would store eligibilities (e E [0,1]). 

Under the uniformly discretized approximation method, a single e(s, a) is incremented 

for one change in Qis, a). The temporally-weighted reward for state Qis, a) is propagated 

to other eligible states (if they exist). The traces for these states are then decayed by 6'y, 

where 5 is the desired change in value and 7 is the discount parameter. (See Figure 5.6.) 

This procedure became more complex when the value function was stored using inter

polation. Since the domain of value function (for a single action) is continuously repre

sented, eligibility becomes a continuous function, as well. Incrementing eis,a) becomes 

a 0(2"^) operation: e values located at the 2'^ grid vertices must be increased proportion

ally. The process of decaying existing eligibilities is affected likewise. 2*̂  operations were 

required to decay the trace for each state in the eligibility list. (Observe that interpolating 

over simplices can reduce this computational burden.) 
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Tab e 7.5: Guidelines for relating BIS to sedation 
BIS 100 Awake 

Response to normal voice Anxiolysis 
80 Response to loud commands Moderate sedation 

60 

40 

20 

Unresponsive to verbal stimuli 

Deep sedation 

0 Flat line EEG 

7.4 Evaluating the Agents 

This section addresses the objective comparison of the agents. Since the aim of this 

research was to assess the suitability of reinforcement leaming in ICU patient sedation, a 

standardized system of evaluation was needed. The following discussion covers this system 

of testing and includes the set of sedation profiles, as well as the point of comparison (root-

mean-squared enor). 

Tested Profiles 

Three sedation profiles were constmcted to compare the performance of the agents. 

Table 7.5, taken from Ball's recent assessment of BIS in the ICU (2002), provides some 

guidelines for developing reasonable sedation episodes suitable for agent testing. The resul

tant sedation profiles, summarized in Table 7.6, evaluated each agent's performance under 

a variety of transient and steady state conditions. While the exact timings and target BIS 

levels were somewhat arbitrarily chosen, they represent fair and reasonable dosing events. 
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Table 7.6: 'rofiles for evaluating agent performance 
Profile Interval 

(min) 
0 120 
0-20 
20-80 
80- 130 
0-80 
80- 160 
160 - 240 
240 - 320 

Target 
(BIS) 

50 
50 
80 
40 
40 
94 
40 
94 

Performance Comparisons 

To determine the fitness of an RL agent, an objective measure of performance was 

needed. Commonly used sedation control metrics, such as median prediction enor and 

wobble (Absalom et al., 2002; Swinhoe et al., 1998), were not satisfactory because these 

evaluations were performed completely in simulation. Furthermore, regulating the level 

of consciousness of the human patient is an inherentiy noisy process. Stmys states, "Ac

ceptable control of BIS was defined as maintaining BIS between 40 and 60 [for a target of 

50]" (2001, 218). 

This relatively large tolerance of ±20% is indicative of the uncertainty common in 

control of physiological processes, but this tolerance was considered too broad for the 

purposes of this research. Development of the agent was directed to the tightest achievable 

control (under simulation) with the expectation that an actual patient would introduce high 

degrees of uncertainty. Of course, this goal implied some measure of good control. 

The definition of acceptable control is inherently problem dependent. ICU patient se

dation presents two main concems in the definition of good control: 

• The ICU is likely to be more tolerant of longer times-to-effect than other patient care 

environments, such as the operating room. 

66 



• The administration of sedating drugs is performed under the supervision of a physi

cian, the anesthesiologist, in the operating room. Nurses routinely perform sedation 

in the ICU. 

Taken together, the above criteria imply that minimal deviation from the desired target is 

more important than time to achieve a target. 

The sedation task stipulated that the controller manage the system under static and dy

namic setpoint conditions. Static setpoints, or steady-state conditions, were the least com

plex. In this situation, the control variable was "near" the desired setpoint iBlSmeasvred ~ 

BIStarget), and the controller compensated only for the natural drift of the system with 

maintenance infusion rates. (Invariably, the agents leamed to manage this situation early in 

the training cycle.) 

Relatively large setpoint changes were more challenging. Large downward changes 

in desired BIS required demanded bolus infusion rates, and achieving the new setpoint 

without overshoot required a precise selection bolus and maintenance rates.' Large transi

tions were particularly challenging when high compartmental gradients were present, and 

the compartmental quantities of propofol varied significantiy with time. Not surprisingly, 

proper control during transition events was leamed more slowly. 

Root-mean-squared enor was an initial candidate for an objective comparator because 

it could readily capture steady-state performance. However, it could be argued that this 

method was inappropriate for transitions and did not weight overshoot and other control 

enors in a manner consistent with sound patient care. Could the performance be scored 

according to some weighted criteria? On the surface, this is a reasonable approach: a score 

of weighted transition and steady-state performances are combined in some manner indica

tive of sound patient care. Hard-to-answer questions emerge. Is overdosing ten times as 

bad as underdosing? Is a small steady-state deviation two or three times better than a short 

' Since the controller could not remove propofol from the patient, upward changes in setpoint required the 
agent to do nothing. 
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time-to-effect? The imprecise nature of these questions makes scoring an arbitrary mea

sure. For these reasons, root-mean-squared enor (RMSE) was chosen as the comparator 

with acknowledgment of its deficiencies. 
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CHAPTER 8 

RESULTS 

This chapter summarizes the results of agent performance testing for each of the three 

sedation profiles. As detailed in the previous chapter, root-mean-squared enor (RMSE) 

w as the comparator. The following sections present observed performances for the PID 

controller, the uniformly discretized RL agent, and the linearly interpolated RL agent. 

8.1 Benchmark PID Control Performance 

The PID controller was evaluated on the same three sedation profiles listed in Table 7.6. 

Figures 8.1(a) and 8.1(b) illustrate near-ideal control scenarios; the PID controller achieved 

its targets quickly and avoided undesirable dosing conditions. Figure 8.1(c), however, 

presents an interesting observation; the PID control response exhibited anomalous behavior 

at t = 170. Four additional profiles were mn on the PID controller to determine the cause 

ofthe undesirable control characteristics. The four additional profiles, shown in Figure 8.2, 

illustrate varying levels of aptitude in regulating the simulated patient. Figures 8.2(a) and 

8.2(c) present favorable control characteristics similar to Figure 8.1(a) and 8.1(b). On the 

other hand. Figures 8.2(b) and 8.2(d) demonstrate noticeable instances of sub-optimal con

trol. 

In all scenarios with sub-optimal control behavior, the BIS setpoint was changed from 

heavy sedation to waking levels. Since the controller had no means of mechanically re

moving propofol from the blood, it simply had to wait for dmg levels to fall through in

tercompartmental distribution and patient metabolism. As the controller waited for dmg 

levels to decrease, the integral enor term in the PID control law continued to accumulate 

enor (the control law is defined in Equation 3.2). Figure 8.3 illustrates this phenomenon in 

greater detail. 
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Figure 8.1: The benchmark FID contiroUer demonstrated satisfactory response in two of 
three tested sedation profiles. (K.p = 0.1, Ki = 600, and K^ = 0.8) 

When the integral error is plotted versus time as in Figure 8.3(b), the source of the 

unexpected behavior in Figure 8.3(a) becomes evident. Sustained periods of error resulted 

in integral windup, a condition in which the accumulated error term became dominant and 

adversely affected behavior of the system. Integral windup is a known issue in PID contirol 

and methods exist to mitigate its occurrence. The sedation task is particularly prone to this 

sort of problem; due to limitations of the system, tiie conti-oUer possessed an asymmetiic 

influence on the system. While no definitive analysis of Leslie's or Absalom's work has 

been published, it is possible that the observed instabilities can be attiibuted to the FID 

method's incompatibility with the sedation task. 

70 



50 100 ISO 200 

Time (min) 

(a) RMSE=3.78 

250 300 

100 

80 
CO 

m 
60-

50 100 150 

Time (min) 

(b)RMSE=5.07 

200 250 300 

100 

80 
CO 

m 60 

50 

1 1 1 r 

1 1 

/ 

100 150 

Time (min) 

(c) RMSE=3.40 

200 250 300 

100 

150 

Time (min) 

(d)RMSE=6.16 

300 

Figure 8.2: Constant coefficient FID conti:ollers demonsfi-ate limited capacities in handling 

dynamic setpoint conditions (Kp = 0.1, Ki = 600, and Kd = 0.8). 
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(a) BIS levels versus time 
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(b) Integral error versus time 

Figure 8.3: This scenario illustrates a shortcoming in FID control. Since the controller 
could not remove dmg from die patient, the integral error term grew to dominance resulting 
in the sub-optimal behavior evident at t = 170. 

8.2 InteUigent Agent Performance 

This section presents the observed results for the uniformly discretized and linearly 

interpolated reinforcement leaming agents. Figure 8.4 illustrates the observed control re

sponses for tested sedation profiles hsted in Table 7.6. As shown, the RLUD agent accom

plished all three sedation tasks with no adverse control behaviors. Figure 8.5 illustrates the 

observed performance of the linearly interpolated agent. Like the RLUD agent, the Hnearly 

interpolated agent demonstrated satisfactory control in all three sedation profiles. 

8.3 Summary 

The graphs presented in the previous section provide a good qualitative comparison 

of agent's suitability to the sedation task. Table 8.1 provides a quantitative comparison 

of observed performances. As shown, all three controllers scored similarly in Profiles 
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Figure 8.4: Uniformly discretized RL (RLUD) agent performance 

1 and 2. Altiiough the RLLI agent appeared to outperform the FID contiroller in these 

two profiles, the observed differences are not expected to be significant considering the 

uncertainty associated with sedation control in an actual patient. On the other hand, the 

differences observed sedation Profile 3 are likely to be significant given the FID contiroUer's 

difficulties with integral windup. 

Table 8.1: Agent performance comparison 
Profile 

1 
2 
3 

FID 
(RMSE) 

4.93 
7.83 
17.63 

RLUD 
(RMSE) 

5.31 
8.06 
14.58 

RLLI 
(RMSE) 

4.12 
7.00 
13.72 
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Figure 8.5: Linearly interpolated RL (RLLI) agent performance 
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CHAPTER 9 

DISCUSSION 

9.1 Performance 

Early in this research, it became clear that the thesis was positive: a reinforcement 

leaming agent could be trained to administer well-controlled sedation to a simulated ICU 

patient. The quantitative scores shown in Table 8.1 suggests that the linearly interpolated 

RL agent slightly outperformed the PED controller. When the cunent body of closed-loop 

sedation literature is considered, it is evident that the perceived differences in the PID and 

RLLI control response are insignificant with respect to the noise inherent to the sedation 

process. 

Steady-state Response 

All tested RL agents demonstrated steady-state behaviors sufficient for ICU sedation. 

Qualitatively companng the steady-state periods shown in Figures 8.1 and 8.4 suggest the 

PID controller was more suited to the application. While the PID controller's responses 

were certainly "smoother", the RL agent's fluctuations in steady-state control did not reflect 

a deficiency of the agent itself. Rather, the deviations were a consequence of the RL agent's 

relatively sparse action set. 

To elaborate, recall that the RL agents were equipped with three flow rates for fine con

trol: 0.0, 0.1, and 0.5 ml/min (Table 7.2). In comparison, the PID controller was permitted 

to choose from eleven different flowrates in [0,1] ml/mm. Although the performance ofthe 

intelligent agent was good with three fine-control rates, achieving finer steady-state control 

would simply require adding the desired flowrates to the action set (keeping in mind that 

more actions implies more training). To place the RL agents' ±0.25 BIS fluctuations in 

perspective, one only need to refer to Stmy's reported satisfaction with ±10 BIS enor. 
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Time (min) 

Figure 9.1: The Uniformly Discretized (RLUD) and Linearly Interpolating (RLLI) agents 
achieved the target set point sooner than the PID controller. Note the absence of overshoot 
and ringing in the observed responses. 

Transition Response 

Control theory generally accepts that good control under changing setpoints is more 

challenging than steady-state conditions. Often, the setpoint change is to be effected as 

quickly as possible while minimizing the occunence of adverse behavior, such as overshoot 

or ringing. Figure 9.1 compares the fall times observed in one sedation profile. For this 

test, the agents were tasked with taking a fully awake patient to a deeply sedated state. 

As shown the RL agents achieved the setpoint in about half the time of the PID controller. 

While operating room schedules dictate extremely abbreviated times-to-effect, the ICU can 

tolerate longer times. Nonetheless, the observed four-minute transition times are highly 

favorable characteristics. 

9.2 Efficiency in Function Approximation 

Because the RL agents performed equally well from a qualitative perspective, another 

reasonable point of comparison was efficiency in value function representation. A compact 

representation was favorable due to simple resource consumption (primanly storage and 

training time); concise function approximators also facilitate online leaming and patient 

adaptivity. 
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Table 9.1: Comparison of RL agent state space requirements 
Agent 
RLUD 

RLUD 

States 
20.16 X 10^ 
1.26 X 10*̂  

Percent 

6.25 % 

Both the uniformly discretized and lineariy interpolated RL agents demonstrated good 

control in the tested sedation profiles. However, the lineariy interpolating agent accom

plished good control with only 6% (see Table 9.1) of the memory required by the RLUD 

agent, a finding consistent with Davies' conclusions regarding multilinear interpolation (Davies, 

1997). At this point, it is pmdent to note that this comparison of RL agents was limited, and 

the RLuD agent presented here was simply the first successful uniformly discretized agent 

discovered. Due to the stochastic nature of the search for an optimal value function and 

finite training times, evaluation of uniformly discretized agents was limited. Satisfactory 

uniformly discretized agents may well exist at coarser discretizations. 

9.3 Benefits 

The intelligent agent demonstrated an ability to reliably control the simulated patient's 

consciousness level. From an applied standpoint, provably optimal solutions (like the RL 

agents) are attractive in life-critical applications. The bounded, tabular nature ofthe agent's 

world model assured that well-defined behaviors were associated with each state in the 

model. In addition, the temporal difference leaming method can be expected to determin

istically yield the optimal control policy under reasonable assumptions. 

9.4 Limitations 

The RL agent evaluated in this study presented two immediate opportunities for im

provement. To summarize, the cunent solution fails to compensate for differences in pa

tient weight and assumes complete knowledge of the patient state. 
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Patient Weight 

The Marsh-Schnider PK model considers the patient weight to be a significant co-

factor; howe\er, this research was limited to simulated patients weighing 70 kg. Two 

immediate methods may be applied to compensate for patient weight. First, equipping 

the agent with online leaming would allow the system to adapt to differences in expected 

sedation responses. Preliminary work indicates that the agent's value function will not shift 

substantially for a clinically reasonable weight range and strengthens the case for an online 

leaming solution. Another altemative is to add the patient's weight as another input param

eter. Of course, this solution increases the dimensionality ofthe problem, and the demands 

of state space representation and leaming time would increase accordingly. Seeding the 

new weight dimension with the existing 70 kg value function could speed leaming, since 

the value functions for weight discretizations would be similar. 

Perfect Knowledge Assumptions 

The agent's intemal Marsh-Schnider model assumed no propofol was present in the 

patient's system prior to its administration of the dmg. Propofol is frequentiy used in the 

operating room, and the intensive care unit is a common destination for post-operative pa

tients. The agent also assumed that the patient would respond in "average" fashion. The 

Marsh-Schnider model represented a mean response to propofol infusion, and the individ

ual patient can be expected to vary from this ideal to some unknown extent. It would be 

reasonable to expect the agent to adapt its intemal model to compensate for patient vari

ability. 

9.5 Suitability of Reinforcement Leaming to Sedation 

The central thesis of this research was to explore altemative applications of reinforce

ment leaming. RL is commonly used is autonomous robotics and has made its appearance 
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in a few other applications: dynamic channel allocation for cellular telephones (Singh and 

Bertsekas, 1997), elevator scheduling (Crites and Barto, 1996), and game playing (Tesauro, 

1995). The results of this study indicate that RL can satisfactorily control a simulated pa

tient and suggest that the agent can successfully regulate an actual patient's consciousness 

level. These results do not, however, imply that an RL agent is the best solution. 

When looking for the "best" solution, one immediate observation comes to mind. The 

mass balance and PID controllers demonstrate encouraging results with minimal computa

tion and storage requirements when compared to the RL agents. (Both the mass balance 

and PID controllers were essentially memory-less and did not require storage of a state 

space.) Of the conventional controllers, the PID controller made the greatest strides to 

optimality, but this form of control remains fundamentally limited in its ability to manage 

the full range of reasonable sedation profiles (see Figure 8.2). The limitations observed in 

this study are substantiated by cunent research in the clinical arena. Absalom (2002) ob

served oscillation around the BIS setpoint in the operating room. Leslie (2002) nanowed 

the scope of the problem by manually performing transitions (leaving steady-state behavior 

to the PID controller) and raising the target setpoint by moving the task environment from 

general anesthesia to conscious sedation. Given the known limitations of the constant-

coefficient PID controller, as well as the instances of adverse control characteristics, it can 

be reasonably concluded that this form of PID is not the final answer. 

The conect solution is most assuredly a model-based, adaptive system. Equipping a 

conventional controller with a model provides flexibility to address instabilities like those 

observed by Absalom and Leslie, as well as those shown in Figures 8.2 and 8.3. A model-

based system could also be modified to handle systematic control biases, including bi

ases resulting from patient variability. Adding a model does not preclude PID control; 

neural networks have been used to discover relations between system inputs and PED co-
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efficients (Omatu et al., 1996). Adding a model does erode some of the efficiencies of 

conventional controllers, making solutions like the RL agent more attractive. 
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CHAPTER 10 

FUTURE WORK AND CONCLUSIONS 

10.1 Future Work 

This section summarizes some directions for improving the RL agent. These improve

ments address the implicit goal of developing an agent suitable for human application. 

Adaptive Control 

All of the limitations expressed above can be resolved if the agent were equipped with 

adapti\ity, an ability to alter its value function when presented a systematic control bias (as 

would be expected if an individual patient differed from the Marsh-Schnider mean). Fortu

nately, adaptation can be effected using the same "test-and-observe" reinforcement leam

ing strategies used while training the agent; adaptation can then be considered a specialized 

extension of initial training. Leaming online (while sedating the patient) underscores the 

need for a concise, efficient state space representation. Changes in utility must be quickly 

recognized and assimilated. 

Complete Training 

The RL agents studied here were trained until "good enough" performance was ob

served, but inspection of Figure 8.5(c) indicates that training was not yet complete. During 

the recovery phase, the optimal action was always "do-nothing"; however, the agent chose 

to make a slight infusion at approximately t ^ 110. This decision is evidenced in the the 

slight "bobble"in the otherwise smooth curve. Future studies may be expected to employ 

robust indicators of leaming progress to objectively detemiine when an agent is sufficientiy 

trained. Other leaming parameters (such as action selection) will be automated, as well. 
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Other function approximators 

Significant gains were observed as more sophisticated function approximators were ap

plied (see Table 9.1). However, this study has not exhausted the discrete representations 

that might be applied to this problem. For example, Munos and Moore (1999) present an 

approximator that is the ostensible next step for the sedation task. This variable resolu

tion method essentially consists of kd-tree in which the leaf nodes are linearly interpolated 

regions. Many options may also be found outside the linear, discrete approximators pre

sented in this work. By relaxing the constraint of guaranteed convergence, a multitude of 

non-linear and/or continuous representations may be used with reinforcement leaming. 

Clinical Application 

The most obvious extension of this work is to move the RL agent out of simulation and 

apply It in the clinical setting. Once the agent has been equipped with the capabilities for 

online leaming, controlled laboratory trials with human subjects could be performed (with 

appropriate review board approval and a physician's supervision). It is anticipated that 

laboratory studies will show that RL agent offers better control than existing techniques. 

10.2 Conclusions 

ICU patient sedation proved to be an interesting experiment in intelligent system con

trol. The domain was challenging, but well-defined: prior clinical research demonstrated 

the efficacy of bispectral index as a control variable, and existing pharmacokinetic/ 

pharmacodynamic models provided a workable simulated patient. 

All of the tested reinforcement leaming agents demonstrated an ability to regulate the 

simulated patient's consciousness within satisfactory limits. The RL agents leamed to dose 

the patient with characteristics of good process control: rapid, well-managed transitions 
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with stable steady-state responses. In addition, the RL agents compared favorably with 

existing, well-studied control methods. 
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