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ABSTRACT
SequenceL is an implicitly parallelizing language that determines all the parallelisms
in a computer program. This thesis is a preliminary investigation into a Tuple space based
implementation of SequenceL.
The results of the research are:
• Tuple space was identified as a simple and straight forward approach to distributed
evaluation of SequenceL programs. The tuple space concept matches closely with
the SequenceL tableau, parts of which are distributed, evaluated and the result of
the evaluation are gathered back.
• A SequenceL interpreter and a communication architecture that communicates with
a tuple space was developed.
• The Gather Work Distribute cycle of the communication architecture was identified
to be equivalent to the Consume Simplify Produce strategy followed by SequenceL.
• Preliminary testing was conducted and certain enhancements were proposed and
implemented.
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CHAPTER I
INTRODUCTION
1.1

Motivation for the Research

The Holy Grail of high performance distributed computing would be a turing complete
auto parallehzing language that executes programs efficiently on a network of workstations, achieving speedup factors close to a factor of N where N is the total number of
computers in the network. To achieve this goal however, requires the interaction of several technologies. A language whose semantics lends itself to identifying parallelisms in a
program is required. We also need an underlying distribution and collection mechanism
that enables the execution of parts of the program on different computers.
With SequenceL, all the coarse and fine-grained parallelisms available in a program
can be identified [6]. A shared-memory compiler has been developed which demonstrated
that a compiler for SequenceL can be developed [1]. SequenceL interpreters have been
developed in Prolog that demonstrate how SequenceL finds parallelisms in a program.
The purpose of this thesis is to:
1. Investigate the suitability of using tuple space as a possible implementation strategy
for SequenceL programs.
2. Develop a suitable communication architecture for such an implementation.
3. Implement an interpreter for the SequenceL language that is closely integrated with
this communication architecture.
4. Identify opportunities for optimization in the communication architecture.
5. Measure the performance of the tuple space based implementation.

1.2

Overview

Computers have become cheaper and faster over the last several decades and this
trend is expected to continue for some time. However, available computing resources
from a single workstation are still insufficient to solve a vast number of compute intensive
problems. The cost of computing can be considerably reduced by using a Network of
Workstations [2]. Efforts to logically unify resources available in independent workstations lead to research in Distributed Computing. The prohibitive cost of shared memory
multiprocessing machines also contributed to research in Distributed Shared Memory architectures [8]. Research in distributed computing has also produced message passing
systems like PVM and MPI [9, 12].
Research in distributed computing mentioned above dealt with the classical problems
namely deadlock, synchronization of shared memory, fault tolerance and load balancing.
Most of the end products resulted in libraries that were written in C or FORTRAN. Any
user who wanted to make his program run in a distributed computing environment had
to modify his original source code which included the identification of portions of code
that are independent of each other. Once the parts of a program that could be run in
parallel have been identified, the programmer has to modify his code by incorporating
library function calls provided by one of the libraries. The programmer will also have
to make structural modifications to the program depending on the distribution method.
The cost of developing parallel code was also prohibitive.
Even though this approach makes sense for legacy applications, programmers should
not feel 'locked in' to a particular language or library for brand new high performance
computing systems developed from scratch. This lead to research in languages that automatically execute in parallel. Functional languages are ideal candidates for determining
parallelisms in a program. Common features provided in most functional languages like
'map' and lack of assignment have been taken advantage of to identify parallelisms. Several languages have been developed over the past decade that help the user write parallel

programs without spending too much time trying to identify parallelisms. They are
broadly categorized into data parallel and control parallel languages. Most auto parallelizing languages hke SISAL and NESL fall under the former category.
SequenceL has language constructs that allow the programmer to suitably represent
problems involving both data and control fiow parallelisms.
1.3

A Brief History of SequenceL

Initially, SequenceL was designed as a new computer language that provides declarative constructs for non-scalar processing [4]. A programmer who uses a procedural
programming language spends a substantial amount of development time on iterative
constructs. A significant amount of the errors too creep into iterative constructs once the
software is written. So the programmer spends more time debugging the same code.
If only the implied product was stated by the programmer in his program, the resulting
code would be a lot more concise than its procedural counterpart. A C program to find
the average of an array of integers is shown :
#define SIZE 100
i n t main( ) {
i n t i , sum, a [ 1 0 ] ;
f l o a t avg;
sum = 0;
scanf("%d".&n);
for( i=0; i<n; i++) {
sum = sum + a [ i ] ;
}
avg = sum/n;

On the other hand, a SequenceL function that does the same would look like

{
avg([s(n)]) = /([+(s),n])
}

During the early stages of SequenceL, three main evaluation constructs were identified, namely Regular, Irregular and Generative. The Consume, Simplify, Produce cycle
dictated the evaluation scheme for all programs [6]. Later on it was realized that inherent parallelisms can be exploited from all the three constructs [5]. Another observation
was the principal mechanisms involved in the simplification scheme, namely Normalize,
Transpose and Distribute. Automatic parallel control structures in SequenceL have been
identified here [7]. In the recent past, the language has been through a lot of transformations and still is in a state of flux. An introduction to the language is provided in the
following section.
1.4

An Introduction to SequenceL

SequenceL is a high level data driven programming language that discovers all the
parallelisms in a computer program. To discover the parallelisms, the programmer does
not have to use any parallel constructs or keywords.
1.4.1

Data Types

The fundamental data type in SequenceL is the sequence. The smallest possible sequence is the empty sequence with no elements. A singleton sequence contains one element
which can be an integer, real or a string constant. Here are a few examples of sequences :
[ ]
The empty sequence above is assumed to hold one to any number of 'Null' values.
[ 4 2 , 30, 'Hello World', 3.14 ]
The sequence above is a sequence of singleton elements. Note that the brackets around
singleton elements are not shown for clarity. So the above sequence actually means
[ [42], [30], ['Hello World'], [3.14] ]

Here is a sequence whose first element is a sequence with two singletons and the second
element is a sequence with two elements, each of which is a sequence with one and two
elements, respectively :
[ [42, 3 0 ] , [ [3.14], [ ' H e l l o ' ,

'World'] ] ]

The main point of the above examples is to illustrate the fact that in SequenceL,
everything is a sequence. As it is obvious from the above example, programs can become
harder to read with all the extra brackets. On the other hand, sequences play a major
role in determining the implicit parallelisms of a computer program.
It is also important to note that in a sequence, all the elements are represented in
column major form.
Hence the matrix
'" 1 2
5

6

3

4

7

8

9 10 11 12
would actually be represented in SequenceL as
1

2

3

4

5

6

7

8

9

10

11

12

otherwise,
[ [1, 5. 9 ] , [2, 6, 10], [3, 7, 11], [4, 8, 12] ] .
1.4.1.1

Definitions

Ftilly Computed
A sequence is fully computed if each and every element in the sequence is an integer, float,
string value or a fully computed subsequence.
Normalized
A sequence is normalized if every subsequence in the sequence has the same cardinality.

1.4.2

Sequence Operations

Two basic operations can be performed on a fully computed sequence. They are
Normalize
A normalize operation can be performed on any sequence. After normalization, the sequence becomes normalized.

The effect of normalization on a sequence is shown in the

following example. Before Normalize,
[ [ 1 , 2 , 3 , 4 ] , [ 5 , 6 ] , [9] ]
After Normalize, the above sequence becomes
[ [ 1 , 2 , 3 , 4 ] , [ 5 , 6, 5, 6 ] , [9, 9, 9, 9] ]
For a slightly more complicated example of normalize, consider the sequence
[ [ [ 1 , 2 ] ] , [ [ 5 , 6 ] , [7, 8] ] ]
It is normalized to
[ [ [ 1 , 2],[1,2]

],

[ [ 5 , 6 ] , [7, 8] ] ]

The elements in bold face have been added as a result of the normalization.
Consider the following sequence
Transpose
A transpose operation interchanges the rows and columns of a sequence. For example,
the transpose of
[ [ 1 . 5 , 9 ] , [2, 6, 1 0 ] , [ 3 , 7 , 1 1 ] , [4, 8, 12] ]
is the sequence
[ [ 1 , 2 , 3 , 4 ] , [ 5 , 6, 7 , 8 ] , [ 9 , 10, U ,

12 ] ]

D i s t r i b u t e A third operation known as distribute can be performed on an operator or a
function of which the sequence is an argument. A distribute is performed if a sequences
has sub-sequences as its elements. See section on operators for more details.

1.4.3

Constants

Constants can be integer, float or string values. Constants can be defined in SequenceL
as functions t h a t map to constant values. For example,
{
p i ( ) = 3.14
}
We can then use this constant value in other functions.

{
c i r c _ a r e a ( [ r ] ) = *( [ p i , * ( [ r , r ] ) ] )
}
We can also have constants that map to a constant sequence.
{
Cal2002( ) = [ [ ' j a n ' ,

[1, ' s u n ' ] ,

[2,'men'], ... ] ,
[ ' f e b ' , . . . J, . . . ]

}
1.4.4

Operators

All Arithmetic, Relational and Logical operators operate upon sequence datatypes.
All operators produce a sequence as the result of their application. The semantics of an
operator operating on a sequence changes according to the type of the sequence. If the
sequence has sub-sequence types that are elements of the original sequence, a normalize
operation followed by a transpose is performed on the original sequence. The operator is
then distributed across each sub-sequence type. The process is then repeated until each
sub-sequence reduces to a sequence of singleton elements.
1.4.4.1

Arithmetic Operators

The arithmetic operators are -I-, - , * and /. All arithmetic operators are right associative. To add all the elements of a sequence,
+ ( [ 1 , 2 , 3 , 4 , 5, 6 ] )

If + is applied to a sequence that contains two sequences,
+( [ [ 1 . 2 , 3 , 4 , 5 , 6 ] ,

[ 1 , 2 , 3 , 4 , 5, 6 ] ] )

the outermost sequence will go through a normalize followed by a transpose operation,
resulting in the following sequence.
+( [ [1,1],

[2, 2 ] , [ 3 , 3 ] , [4, 4 ] , [ 5 , 5 ] , [6, 6] ] )

the + operator is then distributed among all the sub-sequences, resulting in
[ + ( [ 1 , 1 ] ) , + ( [ 2 , 2 ] ) , + ( [ 3 , 3 ] ) , + ( [ 4 , 4 ] ) , + ( [ 5 , 5 ] ) , + ( [ 6 , 6]) ] )
t o produce
[ 2 , 4 , 6, 8, 10, 12 ]
The series of simplification steps involved in adding 1 to all the elements of a sequence
is shown below
+( [ [ 1 , 2 , 3 , 4 , 5, 6 ] , 1 ] )
+( [ [ 1 , 2 , 3 , 4 , 5 , 6 ] , [ 1 , 1, 1, 1, 1, 1 ] )
[ + ( [ 1 , 1 ] ) , + ( [ 2 , 1 ] ) , + ( [ 3 , 1 ] ) , + ( [ 4 , 1 ] ) . + ( [ 5 , 1 ] ) , + ( [ 6 , 1]) ] )
[ 2 , 3 , 4 , 5 , 6, 7 ]
1.4.4.2

Logical Operators

Logical operators in SequenceL are and, or, and not. Logical operators take sequences
of true/false values as their input. These are usually used in conjunction with relational
operators for computation. The result of applying the logical operators and or or to a
sequence of true/false singleton elements is a singleton sequence whose value is either true
or false, not yields a sequence of the same cardinality. For example ,
and([ T, T, T, T, T, T ])
would result in the sequence

[ T ]

where T represents true. In SequenceL, the above process is known as an and reduce. A
corresponding application of or would be called an or reduce.

1.4.4.3 Relational Operators
Relational Operators in SequenceL are > , < , > = , < = , = = , < > . The result of
the application of a relational operator to a sequence of singleton elements is a sequence
whose cardinality is one less than that of the original sequence. All the resultant elements
will be true/false values. All relational operators are right associative. Applying the >
operator to the following sequence,
>([5, 2, 3 , 1, 4, 7, 6 ])
will be evaluated as
[5>2>3>1>4>7>6])
and will yield the sequence
and([ T, T, T, F, F, T ])
Note that the cardinality of the resultant sequence is 6 and that of the original sequence
is 7. We can combine relational and logical operators to write programs. The following
SequenceL function checks if a given sequence of natural numbers are sorted or not.
{ issortedC [s]) = and(<(s)) }
1.4.4.4 Other Operators
SequenceL also provides an assortment of operators that operate on sequences. Some
of them are cartesian product, transpose, sin, cos, tan, reverse.

1.4.5

Terms

A 'simple' Term is an operator operating on a sequence or a generative construct.
Terms can also be considered as special sequences that contain other terms which when
simplified yield fully computed sequences in their stead. References to other functions
can be made inside terms. The following are examples of valid terms in SequenceL:
[ 1, 2, 3, 4, 5 ]
gen(l,...,10)
and(<(s))
[ [ 1, 2, 3, 4, 5 ] , g e n d

10), a n d « ( s ) ) ]

1.4.5.1 The gen construct
In its simplest form, gen is a special construct that takes two singleton sequences as
arguments.
1.4.6

Program Structure

A complete SequenceL program quick that sorts a sequence of values using the quick
sort algorithm is given below.
{
{ less( [pivot,s]) = s when <(pivot,s) }
{ great([pivot,s]) = s when >(pivot,s) }
{ quick([s(n)]) = [\$, quick, less, [s(l), s], s(l), \$,
quick, great, [s(l), s] ] when (n >= 2) s }
[ quick , [5,8,3,9,1,6,7,2,4] ]
}

A program is enclosed within curly braces. If a program contains more than one
function, their bodies are defined in order, one after the other. In the above program, ^55,
great and quick are functions. Functions are enclosed within curly braces too. The basic
building blocks of functions are Terms, operators and sequences. The final component of
10

a program, enclosed within '[' and ']' is known as a Tableau. A Tableau is the entry point
for a SequenceL program. To obtain the final solution, a series of transformations are
performed on the tableau based on the semantics of the language. These transformations
are part of the SequenceL evaluation strategy described in the next section.
1.5

Evaluation Strategy

SequenceL has a very simple and straightforward evaluation strategy. The strategy
itself is a series of transformations performed on the tableau. When no further transformations can be made, we obtain the result of the computation. The transformations
was previously referred to as Consume-SimpUfy-Produce. Currently the Simplify phase of
the computation has been further broken down to a set of three basic operations defined
above. Normalize- Transpose-Distribute.
1.5.1

The Thin Interpreter Approach

Functions and operators are treated in the same manner.

Every function or op-

erator in a SequenceL tableau or subtableau consumes the succeeding fully computed
sequence as its argument. Before actually applying the function to those arguments,
a Normalize-Transpose(NT) is performed on the argument followed by a NormalizeTranspose-Distribute(NTD) on the function name or operator. Here is an example
Suppose we want to multiply two matrices, A and B where A and B are
1 2
3 4
and
5 6
7 8
respectively. A SequenceL tableau that invokes the matrix multiply function along
with the above arguments looks like :
[mm,[ [ transpose([[1,3], [ 2 , 4 ] ] ) ] , [ [ 5 , 7 ] , [ 6 , 8 ] ] ] ]

11

The argument to the mm function is not fully computed yet. So it is simplified to
obtain:
[mm,

[ [ [ [ [ 1 , 2 ] , [3,4]] ] ,

[ [ 5 , 7 ] , [6,8]] ] ] ]

Now a Normalize is performed on the argument above. Note that the extra pair of
parentheses around the first matrix produces the following effect :
[ [ [ [ [ 1 , 2 ] , [ 3 , 4 ] ] , [ [ 1 , 2 ] , [3,4]] ] , [ [ 5 , 7 ] , [6,8]] ] ]
This is followed by a Transpose operation
[ [ [ [ [ 1 , 2 ] , [ 3 , 4 ] ] , [5,7] ] , [ [ [ 1 , 2 ] , [ 3 , 4 ] ] , [6,8] ] ] ]
Now, the function name, mm goes through a cycle of Normalize, Transpose and Distribute as seen below :
[ [mm. mm], [ [ [ [ [ 1 , 2 ] , [ 3 , 4 ] ] , [5,7] ] , [ [ [ 1 , 2 ] , [ 3 , 4 ] ] , [6,8] ] ] ] ]
[ [mm, [ [ [ [ 1 , 2 ] , [ 3 , 4 ] ] , [5,7] ] , [mm, [ [ 1 , 2 ] , [ 3 , 4 ] ] , [6,8] ] ] ]
[ [mm, [ [ [ [ 1 , 2 ] , [ 3 , 4 ] ] ,

[5,7] ] ,

II,

[mm, [ [ 1 , 2 ] , [ 3 , 4 ] ] , [6,8] ] ] ]

The 11 operator above is used to denote the distribution step. The purpose of the thin
interpreter is to perform a series of these NTNTDs and eventually reach a state where
the arguments can be grounded into the function body.

12

CHAPTER II
PARALLEL PROGRAMMING METHODS AND PARADIGMS
2.1

Parallel Programming Paradigms

Skillicorn and Talia have listed out six criteria for computer programming models
and languages for 'realistic portable parallel programming' [15]. They state that such a
model/language should
• be easy to program,
• have a software development methodology,
• be architecture independent,
• be easy to understand,
• guarantee performance,
• provide accurate information about the cost of programs.
They also break down parallel programming models into a spectrum of six categories,
bounded by the following extremities :
• Those that are very abstract and conceal even the presence of parallelisms at the
software level.
• Low level models that make all the messy issues of parallel programming explicit
Carriero and Gelernter in a much earlier paper, divide parallel programming into
three conceptual classes , namely result parallelism, agenda parallelism and specialist
parallelism [3]. They also specify three parallel programming methods/problem solving
techniques to tackle all three types of parallelisms. They are message passing, distributed
data structures and live data structures.

13

2.2

Implicit Parallel Programming Languages

These programming languages occupy the 'very abstract level' of parallel programming
where every effort is taken to hide parallelisms from the programmer. Most of these
languages restrict themselves to or specialize in solving a particular restricted class of
computable problems.
2.2.1

Glasgow Parallel Haskell

Glasgow Parallel Haskell (GPH) is an implementation of parallel Haskell using graph
reduction. The programmer specifies two combinators , 'seq' and 'par' in the haskell
program to expose possible parallelizing opportunities to the compiler. When 'par' is
used, the compiler tries to parallelize the statements specified, but provides no guarantees
that it would do so. 'seq' however is an explicit directive to the compiler to evaluate a
set of statements one after the other. However the addition of these combinators start
clouding the actual algorithm in more complex programs. This lead to the introduction
of Strategies. Strategies are higher order functions that guide the parallelisms. This shifts
the programmer's focus away from the main task of programming to one of trying to
implement the correct set of strategies for parallel evaluation. Although the following
quick sort program is short and clear, the accompanying file that included the Strategies
for evaluating the quick sort program contained 477 lines. However,the task of writing
strategies is made simpler by providing evaluation strategies for most commonly used
data structures.
>
>
>
>
>
>
>
>
>
>
>

import Strategies
main = print (quicksort ([999,998..0]:: [Int]))
quicksort :: (Ord a, NFData a) => [a] -> [a]
quicksort [] = []
quicksort [x] = [x]
quicksort (x:xs) = (lo ++ (x:hi)) 'using' strategy
where
lo = quicksort [ y I y <- xs, y < x]
hi = quicksort [ y I y <- xs, y >= x]
strategy result = rnf lo 'par'
rnf hi 'par'

14

rnf r e s u l t

2.3 Comparison of Communication Architectures
The existing SequenceL compiler compiles SequenceL code to C/pthreads [1]. This
works very well on a shared memory architecture. The research reported here is a step
m bringing SequenceL closer to a distributed memory architecture. For the underlying
communication mechanism RFC, Message Passing, and Tuplespace were considered. Each
mechanism is summarized below.
2.3.1

RFC

Remote Procedure Calls(RPC) are best suited to distributed client-server computing.
The goal is to get processes running on different processes coordinate with each other.
A remote procedure call has the same semantics as that of a local procedure call. A
local procedure call executes in memory addressable by the local process executing the
procedure. On the other hand, a remote procedure is invoked by a client and executed
on behalf of the client by a server. The following sequence of operations occur in the
execution of a remote procedure call:
• Client passes arguments for the procedure call to a client stub.
• The client stub takes the arguments and converts the local data representation to a
common uniform data representation which can be understood by the server stub.
It then calls the client runtime. The client runtime is a library that performs the
actual transfer of messages from the client stub to the server runtime and vice versa.
• The client runtime then transmits the message with the input arguments to the
server runtime. Like the client runtime, the server runtime is a library that supports functioning of the server stub.
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• The server stub picks up the arguments from the server runtime and converts them
from the uniform data representation format to the local data representation of the
server.
• The server executes the procedure with the given arguments and submits them back
to the server stub.
• The message then finds its way to the client process in the same manner described
above.
R P C is a synchronous operation, like a normal procedure call. For many distributed
applications this overhead can prove costly. To overcome this, the concept of a lightweight
process was introduced.
To test the feasibility of thin interpreters idea, simple NTD scripts were developed
in python and an R P C wrapper library was used for feasibility testing [14]. The code
snippet below shows a simple script that uses an rpc client. In the code below, we invoke
the sum and N T D methods of the " TableauReducer" class of which 'calc' is an object.
import s y s
i f '-f'

in sys.argv:
connect = f a s t r p c _ c o n n e c t

else:
connect = rpc_connect
print 'connecting...'
c = connect 0
print 'sanity t e s t '
p r i n t ' c a l l i n g <remote>.calc.sum ( 1 , 2 , 3 ) '
p r i n t c.calc.sum (1,2,3)
X = [ [ [ 4 , 5 ] , 6 ] , [7]]
print X
p r i n t " c a l l i n g NTD"
X = c.calc.NTD('*',x)
print X
p r i n t " c a l l i n g Simplify"
X = c.calc.Simplify(x)
print X
' " i n t " c a l l i n g remote NTD a g a i n . . . "
16

X = c.calc.NTD('*%x)
print X
print "calling Simplify again.."
X = c.calc.Simplify(x)

In the server script below, we start a server on the local machine. We register 'calc'
, an object of the 'TableauReducer' class with the 'rpc^erver' so that chents requesting
specific methods can access them,
c l a s s TableauReducer:
def NTD (self, op, seq):
return seql.NTD(op,seq)
def Simplify(self,seq):
return seql.Simplify(seq)
def sum (self, *values):
return reduce (lambda a,b: a+b, values, 0)
def eval (self, string):
return eval (string)
import sys
if '-f in sys.argv:
server_class = fastrpc_server
address = ('', 8748)
else:
server_class = rpc_server
address = (" , 8746)
root = rpc_server_root()
root,calc = TableauReducer()
root.sys = sys

r s = server_class (root, address)
asyncore.loopO
We were able to setup a communication infrastructure using RPCs and Python as the
implementation language. The tableau was sent to the RPC server for evaluation and the
results, collected back.
However, RPC is not very scalable and special middleware has to be developed to solve
most of the classical problems in distributed computing. Message passing libraries have
already been developed that solve synchronization and deadlock issues. Load balancing
is also made easier by the use of these libraries. For these reasons, RPC was considered
too low level for the communication mechanism.
17

2.3.2

Message Passing

Parallel Virtual Machine (PVM) was considered as a possible underlying message
passing communication protocol. It was developed to address the following issues in
distributed computing [16].
• architecture
In a distributed computing environment, participating computers might have different underlying architectures. In a typical college network, we might encounter a
large number of rise and cisc machines. Even rise machines among themselves have
widely differing architectures.
• data format
For machines with different architectures and operating systems installed, uniform
data representation is required for transparent communication at the application
level. This might vary from byte ordering to space allocated to various fundamental
data types.
• computational speed
A high end workstation is capable of executing programs much faster than an average
laptop. Enough flexibility should be provided to programs to distribute tasks to a
particular computer.
• machine load
Tasks executing in a particular machine have the ability to add and remove machines
from the network. They axe also able to distribute tasks to other machines in the
network so that load balancing can be obtained.
• network load
A message passing system should not flood the network with messages. A task can
broadcast to a particular group of tasks, multicast or send a message to a particular
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task executing in the network.
PVM enables a heterogeneous collection of computers to be viewed as a single parallel
virtual machine. It transparently handles message routing, data conversion and task
scheduling across a network of incompatible computer architectures [9]. When using
PVM, a user divides his program into a cooperating collection of tasks. Various resources
are made available to the tasks using the PVM library as a set of functions.

These

functions allow control of tasks including starting and running them on various machines
in the network. Various synchronization and communication routines are also provided.
In PVM the basic unit of parallehsm is a task. A task is defined as ''an independent
sequential thread of control that alternates between communication and computation" [9].
There is no direct mapping between a process and a processor. Any number of processes
can run on a single computer. The tasks communicate by explicitly sending and receiving messages to and from other tasks. The user has control over the host pool in the
network that takes part in the computation. The host pool may include shared memory
and distributed memory computers. PVM also provides translucent access to hardware
resources. The user can choose to exploit certain capabilities offered by a particular architecture. Basic data types can be passed between tasks without worrying about data
representation. Objects can be serialized and passed as strings.
PVM provides the user with all the flexibility required for controlling their distributed
application. But this flexibility comes with a certain level of complexity involved in
adapting such a message passing solution to SequenceL. There are also issues in data
decomposition, deadlock and load balancing that need to be studied more thoroughly
from the point of view of a general purpose implicit parallel programming language like
SequenceL before a message passing solution can be used.
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2.3.3

Tuplespace

Carriero and Gelernter [3] proposed Linda to make distributed programming simpler.
Linda is an orthogonal set of extensions to an existing programming language. After
implementing those extensions, one can use the original programming language for writing
distributed programs. Central to this set of extensions is the concept of a tuple space. The
Linda model is a memory model. Its memory is the tuple space. A tuple space consists
of a collection of tuples. A tuple is a collection of arbitrary data. Typical examples are
( " h e l l o " , " s r i r a m " , 42, 13)
(''My name i s Aram", "William Saroyan'')
(i , " ? " )
( " t a b l e a u " , 1, 2, 3, 4, 5, 6, 7)
To implement Linda, the following operations need to be implemented.
• in
An in operation takes a tuple from the tuple space according to a pattern specified
by the user. If such a tuple does not exist, the operation waits until another process
writes a matching tuple to the tuple space.
• rd
A rd (pronounced read) is the same as in, but it creates a copy of the tuple that it
matches. The original tuple is left untouched.
• out
out puts the given tuple into the tuple space.
• eval
eval creates a special kind of tuple called an active tuple. An active tuple creates a
new process.
• inp and rdp which are non blocking versions of in and rd operations respectively.
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Imagine that we start with an empty tuple space. After the following operations

are

performed on the tuple space, it would be left with two tupLes.
i n C ' H e l l o " , "World")
i n ( " f u n c t i o n " , " m m " , " + , *, s " )
Tuple operations that get values from the tuple space specify special tuples with
pattern matching options. For eg., the following tuples
o u t ( " ? " , world)
r d C ' f u n c t i o n " , ? , ?)
would leave the tuple space with the value
("function",

" m m " , " + , *, s " )

The following is the main portion of the matrix multiply algorithm implemented using
linuxtuples, a tuple space implementation in C with python language bindings.
1
2
3
4
5
6
7
8
9
10
11
12
13

def prod(self,m):
res = Matrix(self.rows,m.cols)
for i in range(self.rows):
r = self.getRow(i)
for j in range(m.cols):
c = m.getCol(j)
tup = Cmatmult', i, j, repr(r). repr(c))
self.conn.put(tup)
for i in range(res.rows):
for j in range(res.cols):
tup = self.conn.get(('mat-mult done', i, j. None))
res.setValue(i,j.tup[3])
return res

In the above program, line 7 creates a tuple using the appropriate column and rows
of the two matrices being multiplied, 'i' and ' j ' correspond to the index of the element in
the final solution. Line 8 places the tuple in the tuple space. Line 11 is responsible for
collecting values from the tuple space. It collects the results in a synchronous manner. If
the collection process has to be asynchronous, the following modification can be made to
lines 9 through 13
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9 count = i * j
10 while count > 0:
11 tup = self.conn.get(('mat-mult done'.None,None,None))
12 i = tup[2]; j = tup [3]
13 res.setValue(i,j,tup[3])
14 return res

Both the above implementations correspond to "barrier synchronization" in message
passing architectures. The following code snippet demonstrates a broadcast in tuple space
s p a c e . p u t ( ( i , 32))
Any task that requires the value of 'i' can perform a read operation using the following
tuple
s p a c e . r e a d ( ( i . None))
The tuple space concept matches closely with the SequenceL notion of a tableau, which
can be considered as shared memory and an entry point of a SequenceL program, over
which transformations are performed to obtain the final solution. Data distribution and
gathering is also much simpler than that for message passing systems. Another advantage
of tuple space is that clients that participate in the computation naturally load balance.
Due to the above reasons, a tuple space based communication architecture was chosen for
the distributed SequenceL interpreter.
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C H A P T E R III
METHODOLOGY
3.1

Grammar

The interpreter under development is based on the following grammar.
L
V
T
M
L
Op

R
C
B
F
P

= A,L I E,L I A
= id
=
=
=
=
I
:=
:=
:=
:=
:=

[ ] I [TL] I V I i d ( T ) I c o n s t a n t j Op(T) | T(M) I g e n ( [ T ,
a l l , M I T,M I a l l I T
,TL| T
* I + I - I / I t r a n s p o s e I abs | s q r t | cos | s i n I t a n
I l o g I mod I r e v e r s e I r o t a t e r i g h t I r o t a t e l e f t
cartesianproduct
<(T) I X T ) I =(T) I <=(T) I >=(T) | <>(T) j
R I and(R) | or(R) | not(R)
T I T when C I T when C, B
i d ( T ) = [B]
« F * } T}
3.2

...

,T])

System Design

A parser generator was used to generate the parse tree. In the current implementation,
the elements in the abstract syntax tree are broken up into objects that correspond to the
nonterminals in the grammar. A subset of the object hierarchy is shown in Figure 3.1.
A Term, could be any of the objects shown in Figure 3.2. Each object has an associated
data member that could either be an object corresponding to another language construct
or a fully computed sequence. For eg., the AST for the matrix multiply function is shown
in Figure 3.3.
{
{
mm([s]) = + ( * ( s ) )
> [mm, [ [ [ 1 . 2 ] , [ 3 , 4 ] ] , [

[ [ 5 , 6 ] , [7,8] ] ] ] ]

one would end up with a class hierarchy which looks like:
The tableau is a list of Terms. So it corresponds to a Term object. Since transformations are performed on the tableau to arrive at the final result, the interpreter tries
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Figure 3.2: Examples of SequenceL Terms.

to simplify the Term object corresponding to the tableau. Once it encounters a function
name ('mm'), it takes the succeeding sequence as its argument and checks if the argument
is a fully computed sequence. After performing Normalize Transpose(N-T) operations on
the argument and Normalize Transpose Distribute(N-T-D) operations on both the function name and argument, we check to see if the arguments can be grounded into the
function body. If it is not yet time to ground arguments, the NTNTD process is repeated
until the arguments can be grounded.
Once the function body has been 'absorbed' into the tableau, it replaces both the
function name and the argument. The interpreter would at first try to simphfy the
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Program

Tableau

Function

Arithmetic Operator (+)

Arithmetic Operator (*)

Term
Figure 3.3: Abstract Syntax Tree for the Matrix Multiply Function.

function body, which is at the outermost level. It finds that its data member, which is an
ArithmeticOperator object, needs to be simplified. On further simplification attempts,
eventually the Term object is reached at the lowest level. This is simplified first to obtain
a fully computed sequence. The Arithmetic object corresponding to '*' is then applied to
that sequence. This simplification process is continued until the function body replaces
itself with the result of the simplification.
The above description of the interpreter works in a sequential manner and has been
implemented and tested for the matrbc multiply function. However, the distributed implementation requires modifications to the above design. The modifications required are
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closely related to the evaluation strategy of a distributed interpreter and are described in
the following section.
3.2.1

Evaluation Strategy

One can envision a tuple space based system as a peer to peer distributed system.
The tuple space server is the only entity that each peer communicates with. In a peer to
peer system, there are no masters or slaves. All the nodes have equal responsibility.
The core of any interpreter is the read, eval, print cycle. Corresponding to these functions, the distributed interpreter will have a gather, work, distribute cycle. For SequenceL
every node or interpreter will be a peer, constantly circling through the Gather-WorkDistribute cycle. Their equivalence is shown in Figure 3.4.

'

'
Consume

Read

Gather

1
Simplify

Eval

Produce

Print

Work

'
Distribute

Figure 3.4: Gather Work Distribute Compared to Consume Simphfy Produce.

3.2.2

The Gather-Work-Distribute Cycle

The bulk of the evaluation process takes place when 'Work' is activated. During the
evaluation of a sub tableau, further parallehzing opportunities may be identified. These
are then written back to the tuple space for further simplification by other peers. A high
level view of this process is shown in Figure 3.5.
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To keep track of all the sub tableaus, a uniform tuple format needs to be created. The
following is a description of the tuple structure.
3.2.3

Tuple Format

A "SequenceL tuple" has the following information.
• guid
Short for Globally Unique ID, a guid is required for every term. If a term is a parent,
its children have to use the parent's unique ID to identify their parent correctly.
• parent id
A term, which is a sub term in a sequence of terms might get farmed out to be
evaluated. After the evaluation, the term has to find its way back to the parent.
• index
A sub term should also know its position in the list of terms that it is part of.
• state
A tuple is either R: ready, W: waiting or S: simplified.
• item
The actual item to be simplified or the result of a simplification step, depending on
the state of the sequence.
• timestamps
Timestamps would be useful for profiling information. This would assume that all
the clocks of participating nodes are synchronized.

3.3

Tuple Server Design

Most modern implementations of Linda refer to themselves as tuple space implementations. Their implementation of the eval operation varies widely. JavaSpaces provides
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a call back function to inform a blocked process, waiting on the result of a tuple that
the tuple it was waiting for has been evaluated. IBM's TSpaces provides an Eval class
whose object can be directly added to the tuple space, linuxtuples, totally does away
with the eval operation. However, for the implementation of a general purpose language
like SequenceL, it is difficult to ascertain beforehand the number of processes needed to
perform a certain computation. If we end up using very few, we might run out of the
processes alloted to us. There is also the overhead of starting up a new interpreter every
time an active tuple is put into the tuple space. For eg., consider the quicksort function
in SequenceL. The main body of the function looks like :
{
q u i c k ( [ s ( n ) ] ) = [\$, quick, l e s s , [ s e q ( l ) , s e q ] , s e q ( l ) .
\ $ , quick, g r e a t , [ s e q ( l ) , seq] ]
when >=([n,2]) , seq
}
We would try to simplify the 'less' and 'great' functions first. If we use active tuples,
we would be creating two active tuples, one for each function that needs to be simplified.
We would need at least two processors to evaluate these two tuples in parallel. We can
also evaluate each function in a sequential manner by blocking the parent process and
starting up a new process which operates on the ast of each function. As stated before,
the overhead involved in starting a new process each time could be very high. On the
other hand, if a process is not context switched, there is always a possibility of starting
insufficient processors to perform the task. A typical scenario is shown in Figure 3.6.
Here, process A identifies two possible parallelisms. However there is only one other
slave processor B, waiting to receive tasks. In simplifying the 'less' function, processor
B identifies some more parallelisms. Now if process B were to create active tuples it has
to block itself and wait for the results of the less function to be calculated. To evaluate
the active 'less' tuples in the tuple space, an equivalent number of processes have to be
started by the tuple server or the operating system. In large computations, the overhead
involved might be unacceptable. We also have no idea of the number of processes that will
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be created for the computation beforehand. As a result, we might run out of processes
alloted to a single user. It is a lot easier to run out of processors. True parallelism is
exploited only if independent tasks are run on different processors.
For the above reasons, eval is not used in this implementation of the interpreter.
However, a simple data structure is required that keeps track of active tuples. With
respect to SequenceL, an active tuple can be considered a SequenceL term that needs to
be simplified further. The only instance an active tuple would have to wait for its children
to execute is when that term is a list of sub-terms that need to be simplified. Simplification
of the parent term is complete only when all of its children have been simplified.
The tuples in the format described above coupled with the Gather-Work-Distribute
cycle of the interpreter, form the basis of the communication architecture developed for
executing SequenceL programs in a distributed memory architecture. A minimal set of
tuple space primitives have been used so that the design is easily portable across multiple
tuple space products.
Python was used as the implementation language because of its popularity as a prototyping language among other things. It also has extensive library support that makes
development easier. Its ability to talk to lower level languages like C and Java also make
it a suitable choice for initial development.
Linuxtuples was chosen as the tuple space server. It is written completely in C and
provides a Python wrapper functions so that it can be called directly from python. It is
however limited to clusters that run Linux on an Intel architecture.
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Figure 3.6: A Simple Scenario with Two Processors

31

CHAPTER IV
RESULTS
This chapter discusses the challenges faced during the implementation of the communication architecture described in the previous chapter. Performance issues are also
discussed.
This thesis has achieved the following results :
• Developed a preliminary implementation of a SequenceL interpreter on a distributed
memory architecture using tuple space.
• Developed a suitable communication architecture for such an implementation
• Integrated the SequenceL interpreter with this communication architecture
• Identified opportunities for optimization in the communication architecture
• Measured the performance of the tuple space based implementation on a cluster of
workstations .
4.1 SequenceL Interpreter
The starting point for the project was to develop a sequential interpreter for SequenceL. SequenceL has a grammar that is deceptively simple. It was designed to be a small
language with a minimal set of primitives to facilitate non scalar processing. The grammar
has to be converted to a yacc-able grammar so that pre built lexical and parser generators
could be used and customized.
A central syntactic construct is the Term. A Term can take many forms some of which
are illustrated below
1. A list of floating point, integer or string values for example:
[ 42, 30, 'Hello World', 3.14 ]
2. A generate statement gen( [ 1 , . . . , 5] )
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3. An Operator operating on a term +([42,30] )
4. A list of terms , [ g e n ( [ l , . . , 5 ] ) , +([42,30])]
Every element in a list of terms matches the syntactic entity T in the SequenceL
grammar. It would be easy to complicate the above examples further by making a list of
terms a member of another list of terms. In this sense, the definition of a term is recursive.
So in evaluating a parse tree, it is never simple to make assumptions about the type of data
held inside a term. In using a programming language like C where the programmer has
to take care of memory management, this will end up as a very complex task. Moreover
all memory has to be dynamically allocated since static allocation would require prior
knowledge of the data contained in a term. As a result, efficient data representation
will always remain a challenge for languages like SequenceL. Languages with automatic
garbage collection schemes are useful but there is a performance loss incurred by the
user. Since the current project was a proof of concept, and the effort was in developing
a test platform for distributing SequenceL tuples across a tuple space, Java and Python
were considered for the implementation. Both these languages have automatic garbage
collection schemes.
Python being a scripting language has a very clear and concise syntax compared to
Java programs. Moreover it is estimated that the average Python program is three to five
times smaller than a similar Java program [13]. Scripting languages have long been used
by programmers to develop throw away prototypes [11]. Another very important reason
for choosing Python was its built-in capability to manipulate higher level data structures
like lists and dictionaries. Familiarity with the programming language also played a part
in finally selecting Python as the implementation language.
It was also decided that syntactic entities would be represented as objects as objects
capture state information too. They can be serialized and sent to other computers participating in the computation. This makes the task of distribution simpler.
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4.2

Tuple Server

For implementing the Gather-Work-Distribute communication architecture, linuxtuples was chosen initially [17]. The tuple server was written in C. A python interface was
also provided. Although the software package handled a large number of connections
with basic data types initially, the server failed giving "Broken Pipe" error messages for
serialized python data.
As a result, TSpaces was chosen, which was a Java implementation of the tuple space
concept [10]. Since the interpreter was aheady written, development was moved to Jython,
a python interpreter fully implemented in Java. This facilitated the communication between python and Java data types. IBM's TSpaces is a comprehensive implementation of
tspaces and has been in development for more than three years. It also turned out to be a
lot more robust than linuxtuples. An additional interface had to be implemented that converted python data types to Java data types and communicated with the TSpaces server
instead of linuxtuples. At this stage another advantage of keeping the initial communication primitives simple was apparent. If one needs to move the Tuple space development
from TSpaces to JavaSpaces, it can be easily done by just writing another interface that
communicates with the JavaSpaces server.
4.3 Testing
Testing on the interpreter was performed on the matrix multiply, cola (cost of living
adjustment) and quick sort programs.
4.3.1 Quick Sort
To test the quick sort program, randomly generated data was used for 2, 4, 8, 16 and
32 elements.
Figure 4.1 shows the total number of tuple space operations for each data set.
The total time taken to run these programs is shown in Figure 4.2.
On further investigation into whether the time spent was in communication or computation, a profile of the program revealed that most of the computation time was spent in
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Figure 4.1: Data Size versus Number of Tuplespace Operations

serializing python objects. Communication time was also significant but much less than
the time taken to serialize objects. Figure 4.3 compares the time spent communicating
and serialization time as a percentage of total time taken for the program to execute.
4.4 Possible Enhancements
Currently the interpreter spends an average of 70% of the execution time serializing
objects. The number of tuplespace operations are also exceedingly high. To improve
performance, the following paths are suggested.
• Rewriting the Gather algorithm. Currently 'gather' works in the following manner.
1. Scan the tuple space for a 'S'implified tuple. Using its parent-id, look for a
'Waiting tuple that has the same id. De-serialize the parent, and the object
and patch the child with the parent using the index value of the child.
2. Decrement the number of children that the parent is waiting for.
3. If the number of children becomes zero, the parent is 'R'eady to be simplified
further. So its state is changed to 'R' from ' W and is put back in the tuple
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space.
4. Otherwise, serialize the waiting tuple again and put it back to the tuple space.
5. Keep looking for simplified tuples and patch them with their parents in this
manner.
6. When no further simplified tuples are available, the parent waits until a ready
tuple is available for simplification.
• The above algorithm involves too many serializations and tuple space operations.
Instead of looking for simplified tuples and waiting for ready tuples, we could do
the following
1. Look for ready tuples and keep simplifying them until no more ready tuples
are available
2. Now find out all the simplified tuples matching a parent-id.
3. Get the corresponding parent and patch all the children at once. This would
cut down on the serialization time.
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4. However this involves a call to the 'scan' function provided by Tspaces and
hence the interface needs to be modified a little.
• Currently all the functions are written to the tuple space after they are parsed. All
clients need to make local copies of the functions and create their own symbol table
so that the don't access the tuple space every time they require a function definition.
• Dealing with Platform specific issues: Making all python objects Serializable. The
assumption is that the underlying Java serialization algorithms are faster than be
python serialize module.
• The number of distributions can also be cut down with a 'local cache' where waiting
tuples can reside until the children farmed out have been simplified. Or this cache
can also act as a 'localized' tuple space from where tuples can be picked up without
the communication overhead. We can also overcome the serialization overhead if we
store these as python data types.

37

Some of the above suggestions have been implemented and the results are shown. The
algorithm for Gather was modified as suggested. This algorithm makes use of a special
TSpace function scan, scan returns all the tuples in the tuple space matching a certain
template.
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After this improvement, it was decided that each client would make local copies of
the functions in the program. This would reduce lookup operations into the tuple space.
Figure 4.4 compares the original gather algorithm against these two improvements in
terms of total tuple space operations. The line NGLF refers to the modified gather with
local function copies. A comparison of their execution times is also shown in Figure 4.5.
4.4.1

Speedup

Since a majority of the time is spent in computation, speedups are expected with the
addition of more processors. Figure 4.6 shows the time taken to execute a 32 element
quick sort from one to five. There is a considerable drop in execution time with the
addition of one processor. But with the addition of subsequent processors, the delay in
communication becomes a limiting factor to speedup. By the time the fifth processor is
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added, the benefits of parallelism are lost.

4.5 Platform Independence
The TSpaces tuple server is written in pure Java. So any platform that has the Java
Runtime Environment installed will be able to host the TSpace server. Jython is also
written in pure Java. For the experiments various combinations of TSpace servers and
interpreters were tested on Windows, Solaris and Linux platforms. There were no platform
specific issues. The appropriate JRE for each platform had to be installed.
4.6 Load Balancing
One of the major advantages of the tuple space is its ability to naturally load balance.
A machine with a faster processor would pick up much more machines from the tuple
space than a slower machine. However, both of them would be working at approximately
the same load.
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Figure 4.6: Speedup

4.7

Distributions

This section attempts to explain the reason for the huge number of tuple space operations even for small data sets. When the parser is done parsing the program, it writes
the functions it encountered to the tuple space. The slaves block themselves, waiting for
the parse process to complete. Each slave reads the definitions of the functions from the
tuple space and makes a local copy for itself. Consider the following tableau for the quick
sort function,

[qui ck, [5.8] J

After parsing , the tableau becomes a special Term object. It would look like <Term>.
Every <Term> object has a data member associated with it called term. This data member
has been so named because every SequenceL Term might contain any number of Terms
within itself. In this particular example, further examination of the <Term> object would
yield the data member [<Term>,

[5,8]].

The first step is to examine if the Tableau is fully computed. Here it is not fully
computed because the first element in the tableau is a <Term> object. So the distribute
algorithm does the following :
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Take the first element of the tableau which happens to be a <Term> and create a tuple
marking it 'R'eady for simplification. Put the tuple onto the tuple space. Also create a
new 'Waiting tuple from the parent (tableau) and distribute it to the tuple space. Here
the tableau is waiting for one child to get back to it after simplification.
The Gatherer takes over at this point and retrieves the ready tuple from the tuple
space. This tuple is passed on the Worker for simplification. During simplification, it
is found that this term object contains one value that is a string, since this cannot be
reduced further at this point, the term is simply marked as 'S'implified the tuple is put
back into the tuple space. Since there are no other ready tuples, the simplified tuple
is gathered back with its waiting parent. Now the value of this term is patched to the
tableau , making the tableau 'R'eady for further simplification. At this point, the tableau
looks like [quick,

[5,8]].

Now we check whether the above sequence is fully computed or not. It is not since
'quick' is the name of a function. We have to absorb the function body in the place of
'quick', and ground the arguments. But before that step, SequenceL semantics requires
us to verify if no further distributions are possible at this time. Now a 'PseudoFunction'
object is created and distributed to the tuple space. The tableau is put back into the
tuple space awaiting the result of the simplification of the PseudoFunction object. This
object is picked up by the gatherer in the form of a ready tuple.
Since normalize or normalize dimension do not have any effect on the sequence, the
arguments are ready for grounding. The first level of parse tree for the function body of
the quick sort function looks like this :
[ ' $ ' , <Term>, <Term>, <Term>, <Term>, ' $ ' , <Term>, <Term>, <Term>]
All the seven term objects above are directly put to the tuple space. The parent
remains waiting for its children to be simplified and collected back. The third <Term>
object has a data member which looks like [<Term>, <Term>] which would reduce to
[<Indexed Sequence>, [5.8] ] on simplification. Meanwhile the parent <Term> has
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to keep waiting till its children are simplified. All waiting terms need to be put to the
tuple space. The reason why waiting terms are placed back to the tuple space is that the
interpreter can be freed up to perform useful processing rather that block itself waiting
for the result of the computations farmed. The same process is repeated for the 'less' and
the 'great' functions. Because of this, it takes a substantial number of distributions to
ascertain that a sorted input list is in fact sorted.
At this time, no simplifying assumptions were made regarding the number of computers available for the computation. The execution model was designed to be as generic as
possible. So the number of computers participating in the computation can vary from one
to infinitely many. In the case of a single interpreter, all distributions put to the tuple
space are picked up by the same interpreter for further simplification.
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CHAPTER V
CONCLUSION
This thesis implemented a SequenceL interpreter working on a distributed computing
environment. The suitability of using tuple space as an implementation technique was
investigated. Performance measurements were made for this implementation and possible
enhancements were suggested. Some of the suggested enhancements were implemented
and the resulting improvements have been documented.
It was seen that a modification to the gather algorithm produced marginal improvements to the total execution time. Coupled with local copies of functions, access to the
tuple space was reduced by 50%.
Most of the computation time was taken up in serializing objects which typically takes
up 70% of the time for very small data sets and increases steadily with the increase in size
of input data. This is so because of the combination of software used for this particular
implementation. Migration to a different environment will make serialization much faster.
There was a significant drop in computation time as more processors were added to the
computation. This was an encouraging result as it showed speedup in processing because
of additional computers.

5.1 Future Research
5.1.1

Granularity Analysis

Granularity analysis will prove vital to the success of adapting SequenceL to a high
performance computing environment. Due to the emphasis on a very generic architecture,
the number of distributions performed to the tuple space is prohibitively high for high
performance applications. Better performance can be achieved if certain operations can
be performed in the local computer itself. Figure 4.6 shows that addition of processors
can help the computation up to a certain limit beyond which adding more processors has
a detrimental effect on the computation.
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5.1.2

Custom Tuple Server

The following operations are recommended for a tuple server customized for SequenceL.
• Get
• Non Blocking Get
• Read
• Non Blocking Read
• Put
• Scan Read
• Scan Get
In the current design, tuples have four different states they can assume. The GatherWork-Distribute cycle has been adapted to reflect SequenceL's execution strategy of
Consume-Simplify-Produce. Any custom implementation could profitably adapt a similar abstraction. Ideally, the tuple server should be implemented using MPI/PVM for the
distribution, both of which takes care of a lot of distributed computing issues. However,
data decomposition in MPI is a challenge that needs to be overcome.
5.1.3

Rewrite Performance Intensive Code

A common practice followed in when scripting languages like Python are used for
software development is to rewrite the performance intensive code in a lower level language
like C. An initial profile of the serialization process showed that 70-80% of the computation
time was spent serializing data. Effective serialization or data representation schemes are
required to make the current interpreter more efficient.
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5.1.4

Other Types of Distributions

The results presented in this thesis concentrated mainly on the quicksort algorithm. A
thorough analysis of the distribution on other classes of problems like the matrix multiply
has to be performed.
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