
A COMPARATIVE ANALYSIS OF GRAPH PARTITIONING TOOLS 

by 

PAVAN K. CHINTHAPANTI, B.E. 

A THESIS 

IN 

COMPUTER SCIENCE 

Submitted to the Graduate Faculty 
of Texas Tech University in 

Partial Fulfillment of 
the Requirements for 

the Degree of 

MASTER OF SCIENCE 

Approved 

Cha^erson of the CorarMttee 

Accepted 

Dean of the Graduate School 

August, 2004 



ACKNOWLEDGEMENTS 

I would like to thank my thesis advisor Dr. Noe Lopez-Benitez whose invaluable 

guidance and beUef in me have made this thesis possible. His continuous support, sharp 

observations and constructive feedback were of great assistance in fine-tuning this thesis. 

I would also like to thank Dr. Yu Zhuang to have consented on being in my thesis 

committee and for his valuable advice throughout this research that helped me bring out 

the best results. I am grateful to the Department of Computer Science for providing me 

with the necessary facilities for this research work. A very special note of thanks is due to 

Dr. Sharon Myers, a professor at the Foreign Languages Department, for her assistance in 

improving the quality of report. Her constant editing has helped me in presenting this 

work in a very comprehensible fashion. I also want to thank the College of Education for 

the financial support I have received throughout my coUege career. 

I want to thank my parents, Narayana and Kousalya Devi, my brothers, Thilak 

and Kiran, and my sister Latha from the bottom of my heart, for their unconditional love 

and faith in me. Their constant support, understanding and encouragement have made this 

work possible. 

I would like to thank all the members of Distributed Computing Group, especially 

Phani, Sunil, Sachin, Sharath, Vijay, and Raj for their help, suggestions and comments. 

Finally, I would like to thank all my friends, especiaUy Sandeep, Sarath, Seethapathi, 

Neeraj, Bhavana, and Shreyasee. They have been through all my triumphs and 

frustrations in this thesis work. Their moral support has been immeasurable and 

invaluable. 

11 



TABLE OF CONTENTS 

ACKNOWLEDGEMENTS ii 

LIST OF TABLES viii 

LIST OF FIGURES ix 

CHAPTER 

I. INTRODUCTION 1 

1.1 Basic Concepts 1 

1.2 Motivation 2 

1.3 Document Organization 3 

II. PRELIMINARY WORK 4 

2.1 Application Domain 4 

2.2 Task Graphs 4 

2.3 Solution Process 6 

2.4 Graph Partitioning Tools and Algorithms 8 

2.5 Scattered Algorithm with KL Algorithm as a Local Refinement 9 

2.6 The Output Metrics 13 

2.7 Justification 14 

III. PROBLEM STATEMENT 15 

3.1 Need for Analysis 15 

3.2 Problem 16 

111 



IV. RESEARCH METHODOLOGY 17 

4.1 Approach 17 

4.2 Research Methodology 18 

V. GRAPH PARTITIONING TOOLS 20 

5.1 Chaco 20 

5.1.1 Main Features of Chaco 20 

5.1.2 Partitioning Algorithms 21 

5.1.2.1 Simple Partitioning Method 22 

5.1.2.2 Inertial Method 23 

5.1.2.3 Spectral Method 23 

5.1.2.4 Kemighan-Lin Method 26 

5.1.2.5 Multilevel Kemighan-Lin Method 27 

5.1.3 User-Modifiable Parameters 27 

5.1.4 Additional FunctionaUty 28 

5.1.4.1 Terminal Propagation 28 

5.1.4.2 Post-Processing Methods 29 

5.1.4.2.1 Refining the Partition 29 

5.1.4.2.2 Increasing Interaal Vertices 30 

5.1.4.2.3 Improving Mapping to Processors 30 

5.1.5 Input and Output Formats 30 

5.1.5.1 Format of Graph File 31 

5.1.5.2 Format of Coordinate File 32 

IV 



5.1.5.3 Format of Assignment Input File 33 

5.1.5.4 Operation 33 

5.1.5.5 Output Formats 34 

5.1.6 Improvements from EarUer Versions 35 

5.1.7 Conclusion 36 

5.2 Jostle 36 

5.2.1 Algorithmic Details 37 

5.2.2 InputFile 37 

5.2.2.1 Example Input File 38 

5.2.3 OutputFormat 41 

5.2.4 Repartitioning 41 

5.2.5 Disconnected Graph 41 

5.2.6 Additional Features 42 

5.2.7 Memory Considerations 44 

5.2.8 Heterogeneous Processor Networks 44 

5.2.8.1 Communication Heterogeneity 44 

5.2.8.2 Processor Heterogeneity 46 

5.2.9 Conclusion 48 

5.3 Party 48 

5.3.1 Partitioning Methods 49 

5.3.1.1 Global Methods 49 

5.3.1.1.1 Optimal Method 49 



5.3.1.1.2 LinearMethod 49 

5.3.1.1.3 Scattered Method 50 

5.3.1.1.4 RandomMethod 50 

5.3.1.1.5 GainMethod 50 

5.3.1.1.6 FarhatMethod 51 

5.3.1.1.7 Coordinate Sorting Method 51 

5.3.1.1.8 Multilevel Method 51 

5.3.1.1.9 Spectral Method 52 

5.3.1.1.10 Inertial Method 52 

5.3.1.2 LocalMethods 52 

5.3.1.2.1 Kemighan-Lin Method 52 

5.3.1.2.2 Helpful-Set Method 53 

5.3.2 Graph Input File Format 53 

5.3.3 Operation 54 

5.3.4 OutputMetrics 57 

5.3.5 Conclusion 57 

VI. EXPERIMENTS AND RESULTS 58 

6.1 Experiments 58 

6.1.1 EVAH 63 

6.1.1.1 Smallest Task First (STF) 64 

6.1.1.2 Largest Task First (LTF) 65 

6.1.1.3 STF with Minimum Finish Time (STF.MFT) 65 

VI 



6.1.1.4 LTF with Minimum Finish Time (LTF_MTF) 65 

6.1.1.5 STF with Largest Idle Time (STF_LIT) 65 

6.1.1.6 LTF with Largest Idle Time (LTF_LIT) 66 

6.1.1.7 STF_MFT with Communicatíon Costs 
(STF_MFT_CC) 66 

6.1.1.8 LTF_MFT with Communication Costs 
(LTF_MFT_CC) 66 

6.1.1.9 STF_MFT with Actual Communication Costs 
(STF_MFT_ACC) 66 

6.1.1.10 LTF_MFT with Actual Communication Costs 
(LTF_MFT_ACC) 67 

6.1.2 Evaluation 67 

6.2 Implementation Details 68 

6.3 Results and Analysis 69 

Vn. CONCLUSIONS AND FUTURE WORK 79 

7.1 Conclusions 79 

7.2 FutureWork 81 

REFERENCES 82 

Vll 



LIST OF TABLES 

5.1 Vertex Assignment for an Unweighted Graph using the Scattered 

Method 22 

5.2 Parameters for Jostle Input File 38 

6.1 Working Data Sets for Party 61 

6.2 Data Sets Used for the Experimental Work 62 

6.3 Comparison of the Partitioning Times by Varying the Number of Tasks 
in Powers of Two 77 

6.4 Comparison of Partitioning Times for Chaco, Jostle, and PARTY by 
Keeping the Number of Tasks Constant 78 

Vlll 



LIST OF FIGURES 

2.1 An Undirected Task Graph 5 

2.2 Algorithm for Refining Graph Partition 10 

2.3 Task Graph to IUustrate the Scattered Algorithm and the KL Refinement 
Algorithm using the Chaco Partitioning Tool 11 

2.4 Input Graph File Format for Chaco 11 

2.5 Partition Output with No Refinement 11 

2.6 Output Assignment File with No Refinement 12 

2.7 Partition Output with Refinement 12 

2.8 Output Assignment File with Refinement 13 

4.1 Research Methodology 19 

5.1 IUustration of Hop-Metric in 2-D and 3-D Architectural Mesh 25 

5.2 Chaco Input Graph Format 32 

5.3 Sample Input Graph 39 

5.4 Sample Input Graph File with No Node Weights and No Edge Weights 39 

5.5 Sample Input Graph File with Node Weights 40 

5.6 Sample Input Graph File with Node Weights and Edge Weights 40 

5.7 Upper Triangular Part of an Interprocessor Cost Matrix 45 

5.8 Subdomain Weights File-1 46 

5.9 Subdomain Weights File-2 48 

5.10 Format for Party Input Graph 54 

6.1 IUustration of Conversion of Directed Graph to Undirected Graph 60 

ix 



6.2 Overall Relationship Among the Heuristics in EVAH 64 

6.3 Speedup for the STF_MFT_CC Heuristic 71 

6.4 Load Imbalance Factor for the STF_MFT_CC Heuristic 71 

6.5 Speedup for the LTF_MFT_CC Heuristíc 72 

6.6 Load Imbalance Factor for the LTF_MFT_CC Heuristíc 73 

6.7 Speedup for the STF_MFT_ACC Heuristíc 74 

6.8 Load Imbalance Factor for the STF_MFT_ACC Heuristíc 74 

6.9 Speedup for the LTF_MFT_ACC Heuristic 75 

6.10 Load Imbalance Factor for the LTF_MFT_ACC Heuristíc 76 

6.11 Comparison of the Partitioning Times by Varying the Number of Tasks in 
Powers of Two 77 

6.12 Comparison of the Partitioning Times by Keeping the Number of Tasks 
Constant 78 



CHAPTER I 

INTRODUCTION 

1.1 Basic Concepts 

Distributed computing is coming to be regarded as the future of most computing 

applications, especially those with high performance demands. Distributed computing 

requires a series of interconnected machines which share computing resources and 

communicate with each other via the same resources. It results in optimum use of all 

resources and reduced execution time for tasks. Today with the availability of high-speed 

networks it has become easy to connect high-speed computers, scientific instraments, and 

virtual environments that are accessible in geographically different places. For improved 

performance using a distributed computing system, tasks should first be efficiently 

decomposed into smaller subtasks and assigned to different machines. In doing so we 

need to ensure that there is load balance among the different processors and that there is 

minimum inter-processor communicatíon. Finding optimal partitíons has proven to be 

very difficult even in the simplest of simple cases. 

Mathematically speaking, if we have a graph G, representing our problem with N 

weighted vertices and M weighted edges, our aim is to divide the N vertices into P 

processors so that there is load balance among the processors. In addition, the sum of the 

weights of edges crossing between the processors should be kept as low as possible. 

Unfortunately, even in the simple case of two processors this problem is NP-complete 



(1). Due to the practical importance of solving this problem, a great amount of work has 

been done to develop heuristícs to facilitate near optimal solutions. 

1.2Motivation 

Many software packages have been developed to provide efficient graph 

partitioning. These are widely known as graph partitioning tools (1, 2, 3, 4, 5, 6, 9, 11, 

13, 14). These tools have many different built-in partitioning methods. Depending on the 

complexity of the graph partitioning problem or the nature of the application the user can 

choose different methods to accomplish the task of partitioning. The output of these tools 

varies according to the metrics they measure. Currently there are many different widely 

used partitioning tools. 

AU partitioning tools ensure that each processor receives the same amount of load 

with minimum interaction among tasks. As the complexity of the application increases, 

load balancing and minimum inter-processor communication are almost impossible to 

achieve. However a near to perfection solution can be achieved by assigning 

inter-dependent tasks to the same processor and monitoring the load in order to maintain 

balance. Even this leads to some inevitable inter-processor communication, as the tasks at 

a later stage of execution become inter-dependent or are assigned to different processors. 

The work in this thesis is motivated by the need to have a clear picture of certain 

available partitioning tools, the partitioning methods they employ, the output metrics they 

measure, and the kinds of modifications that can be made to them to tailor output to the 

needs of given applications. A detailed study is conducted of a few prominent 



partitioning tools and the different partitioning methods built into those tools in order to 

analyze their performance. This is done by evaluating the partitions provided by these 

tools using EVAH (Evaluator of Assignment Heuristics) (6). 

1.3 Document Organizatíon 

This thesis document is organized into five different chapters. Chapter I explains 

basic concepts of distributed systems and graph partitioning, and the motivatíon for this 

thesis. Chapter II describes the application domain of the study, and Computational Fluid 

Dynamics (CFD).It presents the task graphs, describes how the solution process is 

worked out, describes the different tools available for the partitioning of the task graphs, 

what tools have been chosen for investigation, and the rationale for choosing them. This 

chapter also explains scattered algorithm with KL algorithm as local refinement using an 

example task graph. Chapter III describes the need for analysis of different partitioning 

tools and includes the problem statement of this study. Chapter IV presents the research 

methodology of the study. Chapter V gives a detailed description of the three different 

partitioning tools that wiU be used in this work, which are Chaco, Jostle, and PARTY. 

Chapter VI describes the experiments conducted and the results obtained. Chapter Vn 

discusses the conclusions and the future work. 



CHAPTER n 

PRELIMINARY WORK 

2.1 Application Domain 

Graph partitioning is essentíal in various fields such as finite element analysis, 

investigation of molecular structure of liquid crystals, evaluatíon of chemical vapor 

depositíon reactor design, modeling of automobile colUsions, and Computational Fluid 

Dynamics (CFD). In all these fields the main task is partitioned into subtasks and 

executed on a distributed system computing a few of the subtasks in parallel. 

CFD simulations involve the prediction of aerodynamic characteristics of flow of 

gas or liquid around a complex aerospace configuration by solving a large number of 

Navier-Stokes equations at different points identified in the application space domain (6). 

With the development of massive high performance computing machines, solutions of 

these equations has been made more manageable. Navier-Stokes equations belong to a 

class of differential equations referred to as coupled equations, where the solution of one 

equation depends on the solution of another. Rapid developments in the field of 

distributed and parallel systems have made the solution of complex Navier-Stokes 

equations possible, reducing the time taken for these executíons to a great extent. 

2.2 Task Graphs 

A task graph is a graphical representation of an application that is to be executed. 

In general, a task graph is a weighted graph, where the nodes represent the tasks and 



edges represent the interaction between the tasks. The weight on a node represents the 

amount of computation required by a particular task at a particular node. The weight on 

the edge connecting two nodes represents the amount of communication taking place 

between those two tasks necessary for their execution. If the graph is a directed graph, 

then the edge weight provides an estímation of the amount of communication in the 

direction of that edge. An example of an undirected task graph is given in Figure 2.1. 

Figure 2.1. An Undirected Task Graph. 

In general, a task graph is a graph G(V,E), where V is a finite set of elements 

which are the nodes or vertices of the graph and E is the finite set of elements which are 

the edges connecting the nodes. The vertex set V= {Ti}, where i=l, ..., n represents the n 

tasks of the application. The set E represents the edges (Ti, Tj), which imply that the tasks 

Ti and Tj interact with each other for their execution. In Figure 2.1, there are five tasks: 

Ti, Ti, T3, T4, and T5. The numbers given next to the vertex names are the weights of the 

nodes, which specify the amount of computation required by that particular task. The 



numbers given next to the edges are the edge weights, which represent the amount of 

interaction that takes place for the execution of the two tasks (nodes), connected by that 

edge. 

In CFD simulations, initially various points are selected at which solutions of 

Navier-Stokes equations are to be calculated. This selection process is known as the grid 

generation stage. The quality of the simulation varies directly with the density of the grid 

generated. Consequentiy the grid is represented in the form of a task graph G (V, E), 

where V is the set of nodes Tj, (i = 1, ..., n) representing the task of solving the Navier-

Stokes equations and E is the set of edges (TÍ,TJ) representing the communication 

between the two tasks Ti and Tj. This communication is inevitable, as Navier-Stokes 

equations are coupled equations. 

2.3 Solution Process 

After the computational grid is generated in a CFD applicatíon, boundary layer 

and boundary conditions are applied before solving the Navier-Stokes equations at each 

grid point. Boundary area gives a finite region where the flow characteristics are affected 

by factors such as friction and viscosity. Boundary conditions simplify the process of 

solving the Navier-Stokes equations. 

Distributed systems play an important role in solving the Navier-Stokes equations 

in parallel, so that execution time can be reduced. The need for efficient partition 

methods is evident as the methods play a critical role in reducing response time. The 

grids generated by the CED application are partitioned into several smaUer graphs and are 



assigned to different processors in the distributed environment. Several partitioning 

methods have been presented in (1, 2, 3, 4, 5, 6, 9) for this purpose. 

A good partitioning of the computational grid should not only consider the total 

number of grid points, but also the size and connectivity of the inter-grid data. Since 

communication between processors is a main factor affecting the reduction of response 

time, care is taken to reduce the amount of communication. This is achieved by assigning 

heavily communicating tasks to the same processor. However, some communication is 

inevitable given the employment of coupled equations. 

After the partition, the next stage in CFD simulations is solving the Navier-Stokes 

equations. One such practical application is the OVERFLOW-D (7) program designed to 

solve large-scale CFD problems. OVERFLOW-D is an improved version of 

OVERFLOW, which is primarily meant for static grid systems. OVERFLOW-D is 

explicitly designed for dynamic grid systems (7). Both the static and dynamic versions 

use a Reynolds-averaged Navier-Stokes solver. 

At each time step, the flow equations are solved independently on each partition 

in a sequential manner. At the start of a current time step, data is updated from previous 

solutions using a Chimera interpolation procedure (7). The computational domain of a 

CFD application can contain several grids and complex geometric configurations. The 

Chimera interpolation procedure determines the proper connectivity of the individual 

grids to ensure continuity of solutions. 



2.4 Graph Partitioning Tools and Algorithms 

There are different graph partitioning tools to carry out the partitioning process (1, 

2, 3, 4, 5, 6, 9). These tools use different partitíoning methods and algorithms. A few of 

the partitioning tools are Metís, Chaco, Jostle, PARTY, and Scotch. In this study Chaco, 

Jostíe, and PARTY have been selected for analysis. 

The partitioning algorithms in Chaco are broadly classified into global algorithms 

and local algorithms. The global algorithms are referred to as construction heuristics (10) 

as they generate or construct a partition using a given graph. The partition resulting from 

these algorithms are not of good quality as minimum consideration is given to the edge 

cuts. Some of these algorithms are linear, scattered, geometrical, spectral, and multilevel 

algorithms. They are explained in detail in 5.1.2 The local algorithms are referred to as 

improvement heuristics because they take the partitioned graph and try to improve its 

quality by reducing the number of edge cuts. Chaco uses the Kemighan-Lin algorithm 

explained in 5.1.2.4 as the local refinement procedure. 

Jostle uses multilevel refinement and balancing algorithms, which are explained 

in section 5.2.1. Like the methods used in Chaco, the partitioning methods used in 

PARTY are also classified into global and local methods. Global methods include 

optimal, gain, Farhat, and Coordinate Sorting methods. Local methods in PARTY are the 

Kemighan-Lin method and the Helpful-Set method. AU these methods are explained in 

detailin 5.3.1. 

The scattered algorithm and the Keraighan-Lin (KL) local refinement algorithm 

are explained in detail in section 2.5 using an example task graph. 



2.5 Scattered Algorithm with CL Algorithm as a Local Refinement 

The scattered algorithm uses the location of the vertices in the vertex array to 

determine the partitíons (10). The vertices are distributed to partitions such that vertex i is 

assigned to a set in a "'vertex' mod P" fashion, where 'vertex' is the number of the vertex 

i and P is the number of partitions. The scattered method gives a fast partition but the 

quality of the partition is poor with respect to the edge-cuts. 

The quality of partitions is improved by using a local refinement algorithm such 

as the Kemighan-Lin algorithm. The fundamental idea behind all KL-like algorithms is 

the concept of gain (11) associated with moving a vertex into a different set. Gain is 

determined as the net reduction in the cost of cut edges as a result of moving a vertex 

from one set to another. More formally, if vertex i is moved from set 1 to set k, the 

corresponding gain g^(i) can be expressed as foUows: 

g^(i)=Z 
(i,j)eE 

Wi-Cy if PO) = k 

-wyc^ i f p a ) = i (2.1) 

0 otherwise. 

Where P (j) is the current set for vertex j , Wy is the weight of the edge between vertices i 

and j , and Q/ÍS the symmetric inter-set cost metric for an edge between sets 1 and k. 

If the gain associated with moving a vertex is positive, then making that move 

will reduce the total cost of edge cut in the partition. The algorithm for local refinement is 

given in Figure 2.2 (11). 



Until No better partition is discovered 
Best Partition := Current Partition 
Compute all initial gains 
Until Termination criteria reached 

Select vertex to move 
Perform move 
Update gains of all neighbors of moved vertex 
If Current Partition balanced and better than Best Partition Then 

Best Partition := Current Partition 
End Until 
Current Partition := Best Partition 

End Until 

Figure 2.2. Algorithm for Refining Graph Partition. 

There are two types of termination conditions. The first one is when there are no 

possible moves from large to small sets. The second one is when further improvement 

seems unlikely. This is achieved by monitoring the difference in quality between the best 

partition yet encountered and the current partition. When this difference becomes large, 

the inner loop is exited. 

To iUustrate the scattered algorithm and KL algorithm as local refinement 

consider the simple task graph in Figure 2.3 and partition it using the partitioning tool 

Chaco (1). 

10 



15 10 

0 20 

20 

Figure 2.3. Task Graph to Illustrate the Scattered Algorithm and the KL Refinement 
Algorithm using the Chaco Partitioning Tool. 

The operation of the tool is explained in detail in section 5.1.5.4; the description 

of the output assignment file is explained in detail in 5.1.5.3. The specification of the task 

graph in Figure 2.3 for Chaco is shown in Figure 2.4; a detailed explanation of the input 

format is provided in section 5.1.5.1. 

44111 
1 15 2 10 4 2 
2 16 1 10 3 3 
3 20 2 3 4 20 
4 12 1 2 3 20 

Figure 2.4. Input Graph File Format for Chaco. 

An output summary of the scattered algorithm partition is as shown in Figure 2.5, 

After level 1 (nsets = 2): 
set size cuts hops bndy_vtxs 
0 35 35 35 2 
1 28 35 35 2 

adj_sets 
1 
1 

Figure 2.5. Partition Output with No Refinement. 
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The output assignment file is shown in Figure 2.6. This consists of the integer two 

on the first line indicating the number of vertices assigned to set zero or processor zero. 

The foUowing two lines give the actual vertices thus assigned. There is another integer 

two on the fourth line, foUowed by the vertices assigned to set one or processor one. 

Figure 2.6. Output Assignment File with No Refinement. 

Note that in Figure 2.6 vertices 1 and 3 are assigned to set 1 and vertices 2 and 4 

are assigned to set 2. As in Figure 2.5 there is not a proper load balance between the two 

sets and the edge cut is 35, which is very high. This means that the quality of the partition 

is low. 

Partition the same graph using the same scattered algorithm, but this time after the 

partition, apply the KL local refinement algorithm. 

The output summary is given in Figure 2.7 and the output assignment file is given 

inFigure 2.8. 

After level 1 (nsets = 2): 
set size cuts hops bndy_vtxs adj_sets 
0 31 5 5 2 1 
1 32 5 5 2 1 

Figure 2.7. Partition Output with Refinement. 

12 



Figure 2.8. Output Assignment File with Refinement. 

Observe that after using the refinement algorithm a good load balance between 

the sets is obtained and the edge cut is reduced from 35 to 5. 

2.6 The Output Metrics 

Different partitioning tools provide different output metrics. For instance, the 

output metrics provided by Chaco are the set size, edge cuts, hypercube hops, boundary 

vertices, boundary vertex hops, adjacent sets, and intemal vertices. AU these metrics are 

explained in section 5.1.5.5. The output metrics provided by Jostle are Balance, Largest, 

Smallest, and Cut edges. 'Cuî edges' is similar to the edge cuts as measured by Chaco. 

'Largesf is the total weight of nodes present in the largest set and similarly 'Smallest' is 

the total weight in the smallest set. The metric 'Balance' is important for understanding 

the load balance obtained from the partition. 

'Balance' is defined as: 

B = ^ (2.2) 
^opf 
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Where S^^ is the weight of the largest subdomain and S^^^ is the optímum subdomain 

size given by: 

Sop.=f (2.3) 

Where G is the total weight of nodes in the graph and P is the number of partitions. 

The output metrics given by PARTY are similar to the ones given by Chaco. 

2.7 Justification 

Partitioning tools use different partitioning methods to partition a task into smaller 

subsets. In this study the tools which employ the widely used partitioning methods and 

algorithms described in sections 2.4 and 2.5 have been chosen. They are Chaco (1), Jostle 

(2, 3), and PARTY (4, 5). These tools help to clarify the problem of partitioning, 

allowing measurement of the metrics described in 2.6. These measurements are not just 

limited to the 'load on each processor' and the 'edge cut set.' (Edge cut set is the total 

weight of edges crossing into different sets.) The different partitioning tools allow work 

with heterogeneous communication networks and heterogeneous processors (2, 3). Also, 

the different partitioning methods available with the partitioning tool can be used 

simultaneously, and the best of the results can be chosen (4, 5). Many other important 

features of these tools are explained in chapter V. EVAH is another tool used in the study 

to evaluate the partitions generated by partitioning tools. 

14 



CHAPTER m 

PROBLEM STATEMENT 

3.1 Need for Analysis 

There are many organizatíons such as NASA, the U.S. Air force, and the U.S. 

Navy that require large-scale simulation based applications. For instance, NASA needs to 

study the effects of wind pressure, turbulence, and other factors on aircraft to understand 

the behavior of aircraft under different extreme conditions. Simulating these conditions in 

real time requires building huge wind tunnels that can accommodate an entire aircraft, 

which is not practical. Therefore these conditions are simulated on a computer. These 

simulations involve generating grids with millions of grid points and computing the 

solutions at each grid point in a serial fashion is an extremely complex, difficult task. 

Distributed systems simplify such complex problems by computing solutions in a 

parallel manner. There are many other areas such as Computational Fluid Dynamics, and 

circuit layouts, where serial computation is not possible, and requires parallel 

computation. When a grid is generated out of problems in these areas, we need to first 

partition the grid into several subdomains of roughly equal size. Currently there are many 

different partitioning tools available to do the job of partitioning. But the complexity 

involved within various application domains demands a close analysis of these tools to 

ascertain the right tools can be used for the right applications. 

15 



3.2Problem 

The aim of this research is to study the three widely available and widely used 

partitioning tools (Chaco, Jostíe, and PARTY), and compare the quality of partitions 

generated by these tools using an evaluation tool - EVAH to provide a clear picture of 

the capabilities, advantages, and disadvantages of these different partitioning tools. Also 

since the partitioning tools measure different metrics (see section 2.6) analyzing them 

would help users choose among them to identify which one(s) wiU provide the desired 

output metrics. 

16 



CHAPTERIV 

RESEARCH METHODOLOGY 

4.1 Approach 

The different partitioning tools Chaco (1), Jostle (2, 3), and PARTY (4, 5) 

analyzed in this study have been ported to the CS computer systems. Porting the tools 

was not a difficult task as all three had UNIX executables provided in their packages. The 

packages came with some sample input graphs, facilitating experiments with the tools. 

None of the three tools measure all the same output metrics, so they cannot be compared 

on the basis of output metrics. Therefore in this study the partitions provided by these 

tools are evaluated using an evaluation tool called EVAH. EVAH supplies the same 

output metrics for all three tools, so their performance can be compared. 

The task graphs used in this study have been generated using a synthetic task 

graph generator. The number of execution tasks, overlapping tasks, and communication 

volumes are randomly generated to test the performance of the heuristics under different 

conditions (6). The number of nodes (tasks), number of grid points, overlap (this 

determines the density of communication links), and the granularity ratio (this determines 

the link weights), are decided by the user. There are three steps in the synthetic task graph 

generation (reported in (6)). The first step is the generation of a number of grid points per 

zone (the node weights). For this purpose a procedure called "gen_grids'' has been 

implemented. The second step is to generate the topology of the task graph. An algorithm 

named ''genjg" performs this step. The third and final step is to generate the 

17 



communication volume. A third procedure named ''comm_vor generates the volume of 

data exchanged. In other words, it generates a file with the link weights which correspond 

to the topology of the task graph generated in the second step. 

4.2 Research Methodology 

The first step is to generate synthetic task graphs. The format of these graphs is 

modified such that they can be used as inputs to Chaco, Jostie, or PARTY. The input 

graphs are partitioned into different sets using each graph partitioning tool. To evaluate 

the partitions generated, the output file format is modified to match the input format for 

EVAH. EVAH provides a number of heuristics (6) that can be selected one by one during 

the evaluation. The output of EVAH includes execution time per processor, 

communication time per processor, maximum execution time, serial execution time, 

speedup, and load imbalance factor. The quality of the partitions generated by the graph 

partitioning tools can be compared by analyzing the different output metrics measured by 

EVAH. AIso, by selecting different heuristics each time in EVAH, the heuristic which 

would give the optimum result can be determined. A summary of the work proposed is 

shown in Figure 4.1. 
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Generate Synthetic Task Graph 

Synthetic Task Graph (STG) 

Convert STG to Chaco 

input 

Convert STG to Jostie 

input 

Convert STG to PARTY 
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Partition Using Chaco Partition Using Jostle Partition Using PARTY 

Compare the partitioning times for each of the tools to evaluate the behavior of the tool 

Convert Chaco o/p to 
EVAH input 

Convert Jostle o/p to 
EVAH input 

Convert PARTY o/p to 
EVAH input 

Evaluate Partition using EVAH 

1. Execution Time/Processor. 
2. Communication time/Processor. 
3. Total Execution Time/Processor. 
4. Maximum Execution Time. 
5. Maximum Total Execution Time, 
6. Maximum Idle Time. 
7. Load Imbalance Factor. 
8. Serial Execution Time. 
9. Speed Up. 

Compare the following parameters for each of the tools to evaluate the quality of partitíons provided 

Chaco 
1. Load Imbalance Factor. 
2. Speed Up. 

^̂  • 
PARTY 

Figure 4.1. Research Methodology. 
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CHAPTER V 

GRAPH PARTITIONING TOOLS 

5.1 Chaco 

Chaco (1) is named in honor of Chaco Canyon, the site of extensive Anasazi ruins 

in what is presently northwestera New Mexico. It is a software package comprised of 

many algorithms aimed at solving the graph-partitioning problem. Chaco -1.0 was first 

released in 1993 and then a substantially enhanced version of it Chaco -2.0 was released 

in 1995. Since then Chaco has been used throughout the world in most of major parallel 

computing centers for the development of various parallel applications. These 

applications include the investigation of the molecular structure of liquid crystals, 

evaluation of the design of a chemical vapor deposition reactor, and automobile coUision 

modeling. Chaco has also been used in fields which have nothing to do with parallel 

computing, such as space-efficient circuit placements and genomic sequence 

determination. 

5.1.1 Main Features of Chaco 

Chaco has the ability to recursively apply several methods during the process of 

partitioning to ensure that there is load balance among processors and minimum edge-cut 

(i.e., inter-processor communication.). It has multilevel graph partitioning capability. 

Chaco provides highly efficient, robust Eigen solvers for use with spectral graph 

partitioning algorithms. It has extended the spectral partitioning to enable the use of 
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second, third, or fourth Laplacian eigenvectors for quadrisection or octasection of a 

graph. It provides many post-processing optíons to improve partitíons in a number of 

ways. Chaco has the abiUty to accept an existing partitíon and modify the partition or the 

corresponding mapping to the processors. It has the ability to combine global and local 

methods, resulting in a significant increase in performance and robustness. Chaco is 

flexible. For example if one of the methods fails then another method can be used. Even 

if a method does not fail, the results of different methods can be compared and the best 

one possible selected. In Chaco memory can be allocated dynamically in order to 

maximize the size of graphs that can be partitioned when needed, and released as soon as 

possible without seriously degrading efficiency. 

5.1.2 Partitioning Algorithms 

The five classes of partitioning algorithms currently implemented in Chaco are 

Simple, Inertial, Spectral, Kemighan-Lin and Multilevel Kemighan-Lin. Each of these 

algorithms can be used to partition the graph into two, four, or eight sets at each stage of 

recursive decomposition. Kemighan-Lin is considered a local refinement technique and 

the others are global partitioning methods. AU the algorithms perform the partition on 

the whole graph, whereas Kemighan-Lin does local refinement of the sub-graphs after 

the initial partition. That is, it acts on smaller sections of the graph after initial partition. 

Kemighan-Lin method can be used to improve partitions generated by any of the other 

algorithms. For example Chaco allows the output of the global methods to be fed into a 

local method. FoUowing are the descriptions of each method 
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5.1.2.1 Simple Partitioning Method 

Chaco includes three very simple partitioning schemes. They are linear, random, 

and scattered schemes. In the linear method, vertices are assigned to processors according 

to the numbers given to them in the original graph. For an unweighted graph with n 

vertices being divided into p sets, the fírst n/p vertices are assigned to the set 0, the next 

n/p vertices to the set 1, and so on. In the random scheme, vertices are assigned randomly 

to sets ensuring load balance. In the scattered method, vertices are handed out in order 

with the next vertex going to whichever set is smallest. In the unweighted case this is 

reduced to dealing out the vertices in a card fashion (1). For instance, if we have n 

vertices to be divided into p sets, then the vertices are assigned as described in Table 5.1. 

Table 5.1. Vertex Assignment for an Unweighted Graph using the Scattered Method. 

Assigned Vertices 

0^^p^^(2p) '^ . . . 

l ^ (p+ l ) ' ^ (2p+ l ) ' ^ . . . 

• 

(p-l) '^(2p-l) '^(3p-l) '" , . . . 

Assigned Sets 

SetO 

Setl 

Set(p-1) 
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5.1.2.2 InertialMethod 

This method uses geometrical information, that is, the geometric coordinates for 

each vertex in one, two, or three dimensions. Vertices are considered as point masses 

with mass values set equal to the vertex weights(l). Chaco then computes the principal 

axis of this structure and partitíons the graph into two, four, or eight sets at once by using 

one, three, or seven planes, orthogonal to the príncipal axis. When the graph is partitíoned 

by quadrísection or octasectíon it leads to a fairly large surface-volume ratío, as the 

vertices are distríbuted among a higher number of sets, implying a large volume of 

communication. However, each set has a small number of neighboríng sets, which help 

reduce the number of message startups each processor must perform. If the cost of 

initiating messages from one processor to another is important, then partitions using 

inertial quadrísection or octasection may lead to shorter application execution tímes than 

partitions using inertial bisection. Furthermore, the multidimensional inertial methods are 

somewhat faster than inertial bisection since fewer inertial axes must be computed. This 

is because inertial axis has to be computed at every level of partitioning and some 

overhead due to recursion is avoided. The four or eight sets resulting from quadrísection 

or octasection are assigned such that communication is predominantly between adjacent 

processors. 

5.1.2.3 Spectral Method 

Spectral methods partition the graph using the eigenvectors of a matríx 

constructed from the graph. The simplest spectral method in Chaco is a weighted version 
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of spectral bisection(l). In this method the second lowest eigenvector of the Laplacian 

matríx of the graph is used to divide the graph into two pieces. This eigenvector is known 

as the Fiedler vector in recognitíon of the pioneering work of Miroslav Fiedler. The 

spectral quadrisection algorithm divides the graph into four pieces at once, using the 

second and third lowest eigenvectors of the Laplacian matrix. Similarly, spectral 

octasection uses the second, third, and fourth eigenvectors to divide the graph into eight 

pieces. This is one of the extended features of Chaco, enabUng quadrisectíon and 

octasection in the spectral method of partitioning. 

Spectral bisection tries to minimize the total weight of edges crossing between 

two different sets. In particular, spectral quadrisection and octasection try to minimize the 

communication cost in a complex metric known as 'hops metric' The 'hops metric' is 

the edge weight multiplied by the number of bits that are different in a binary 

representation of the two sets. Although this 'hops metric' may seem odd at first, it has a 

nice interpretation in the context of parallel computing. In a parallel computer consisting 

of four processors connected in a square and numbered in typographical order, a message 

traveling between processors 0 and 3 must travel over two wires, whereas a message 

between processors 0 and 1 need only traverse a single wire. This number of wires is 

exactly the weighting impUcit in spectral quadrísection (1.) Similarly, spectral octasection 

counts wires used on three dimensional mesh architectures, and both quadrisection and 

octasection apply to hypercube architectures (see Figure 5.1.) 
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01 

00 

11 

10 

Figure 5.1. Illustration oíHop-Metric in 2-D and 3-D Architectural Mesh. 

In the case of the 2-D architectural mesh, we can see that if we have to travel from 

processor 00 to 01 or 10 we need to traverse a single wire, which is equivalent to the bit 

difference between the two processors' representations. If we have to travel to 11 we 

need to traverse two wires as per their bit difference. Similarly, in the case of the 3-D 

mesh architecture, to travel from 000 to 111 we need to traverse three wires altogether; 

this is equivalent to the bit difference in the binary representation of the two respective 

processors. 

One might suppose that this correspondence between cost metric and wires used 

is irrelevant, given the advent of cut-through routing in which the delay associated with a 

message is nearly independent of the number of links it traverses. But this is true only for 

isolated messages in which there is no competition for the links in the communication 

network. In many computations and most scientific applications, communication occurs 

in the form of bursts of messages during which there is significant competition for the 

25 



links in the network. Hence, when network congestion is important, weighting messages 

by the number of wires they consume should lead to better problem mappings. 

Chaco provides two choices of Eigen solvers. They are the Lanczos method and 

the RQI/Symmlq method. Lanczos method is designed for small and medium sized 

graphs and the RQI/Symmlq method is designed for larger graphs (of, say, more than 

several thousand vertices). Spectral methods are usually quite good at finding the right 

general area of a graph in which to cut. However, they often do poorly in the fine details. 

Consequently, it is advantageous to apply a local refinement technique to the spectral 

output. 

5.1.2.4 Kemighan-Lin Method 

One of the most popular methods for partitioning graphs dates back to work done 

in the early 1970s by Kemighan and Lin (1). Kemighan-Lin is simply a greedy local 

optimization strategy. Vertices are moved between sets so that the number of edges cut 

by the partition is reduced. The quality of partition in case of large graphs is not good 

unless Keraighan-Lin is given a good initial partition. Hence, its value is greatest when 

used in conjunction with one of the global partitioning methods. Typically, Chaco tries to 

achieve load balance when partitioning. However, in some applications, it is preferable to 

allow a bit of imbalance if the edges crossing between sets can be reduced. 
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5.1.2.5 Multilevel Keraighan-Lin Method 

The multilevel Keraighan-Lin is the method of choice for large problems in which 

high quaUty partitions are sought. It works by creating a sequence of increasingly smaller 

graphs approximating the original graph, a process known as coarsening. Then the 

smallest graph is partitíoned, and this partitíon is projected back through the intermediate 

levels, which is known as un-coarsening. Keraighan-Lin is invoked every few levels of 

projection to refine the partition. Spectral method is used to partition the smallest graph. 

The algorithm for constructing smaller approximatíons of the graph relies upon finding a 

maximal matching in the graph and then contracting edges in the matching. This 

generates a new graph with typically about half as many vertices as in the original graph. 

Edge contraction is intuitively attractive because it largely preserves the graph topology 

(1). When edges are contracted, a single vertex is created out of the two endpoints with 

weight given by the sum of the weights of the endpoints. In addition, any edges which 

become coincident, have their weights summed and become a single edge. These 

operations have the effect of preserving the essential properties of a partition as it is 

moved between graphs in the hierarchy. Experíments have revealed that in most cases 

this multilevel KL method produces better results than those generated by spectral 

coupled with KL and runs significantiy faster than any of the spectral methods (1). 

5.1.3 User-Modifiable Parameters 

The most efficient feature of the Chaco tool is the provision of an extensive 

number of parameters for manipulation, so that we can alter the default functioning of the 
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tool. AU the user modifiable parameters are collected in a single file named 

"user_params.c" (1) to ensure simplicity. These parameters can be modified either at 

runtíme or by editing the file, which has all the parameters. If the parameters are to be 

modified at runtime, then all that needs to be done is to include the changes in a separate 

file called "User_Params" in the executable directory already provided in the package, 

and the code then run without the need of recompiling. The first thing Chaco does is read 

this file (if it exists) and make the necessary changes to the parameter values when 

partitíoning (1). If the file with the parameters is edited, then the whole code needs to be 

recompiled before use. There are three basic types of these parameters ~ those that 

control the output type and quantity, those that select among different algoríthmic 

varíants, and those that tura the additional functionality ON or OFF. Manipulating the 

default functioning of these parameters is made very simple by getting all of these 

parameters in one place in a single file. 

5.1.4 Additional Functionality 

A few of the additional functionalities of the Chaco tool are given below. 

5.1.4.1 Terminal Propagation 

This is not a new method of partitioning, but rather modification of one of the 

existing methods discussed in 5.1.2 (1). It results in minimization of cost of Inter-

processor communication. In other words, it improves data locality. In parallel 

computing, inter-processor communication between architecturally distant processors 
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needs to be minimized as they consume many communication Unks. Terminal 

propagation addresses this need when partitioning. It tríes to decrease the architectural 

distance between processors when an edge cut is inevitable. Terminal propagation is 

switched on by making the "TERM_PROP" parameter 'true' in the "user_params.c" file 

descríbed in 5.1.3. If this is not switched on, then after any step of partition, an edge 

crossing between two different sets has no effect on the later partitioning which might 

result in these vertices being assigned to sets that are far from each other. If terminal 

propagation is switched on, then at every step of partitioning the informatíon about 

outgoing edges is included and thus the vertices are assigned to processors that are 

architecturally near to each other. This helps reduce the cost of inter processor 

communication. Terminal propagation comes into the picture only when there are edges 

between sets, so it has no impact on the very first step of partitioning. 

5.1.4.2 Post-Processing Methods 

The existing partition or the mapping can be significantly improved by applying 

the post processing methods available. A few of them are discussed below. 

5.1.4.2.1 Refining the Partition. One post-processing methods is to invoke local 

refinement on all pairs of sets at every step of partitioning. Normally, local refinement 

takes place on only a fraction of the total number of adjacent sets. By making 

"REFINE_PARTITION" parameter 'true' in the "user_params.c" file described in 5.1.3, 

we can test all the pairs to get a very good partition, but it takes a lot of time to execute. 
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5.1.4.2.2 Increasing Intemal Vertices. In some cases it is desirable to have a large 

number of vertices with no edges oríginatíng from those vertices to vertices in other sets. 

In a parallel computíng context this means that such vertices require only local data. This 

may also help in overlapping of communication and computation since the computatíon 

associated with these vertices can be carríed on while waitíng for data to arríve from 

other processors. By making the "INTERNAL_VERTICES" parameter 'true' in the 

"user_params.c" file described in 5.1.3, we can increase the number of intemal vertices. 

5.1.4.2.3 Improving Mapping to Processors. We can improve the mapping to 

processors by making the "REFINE_MAP" parameter 'true' in the "user_params.c" file 

described in 5.1.3. This does not actually change the composition of the different sets 

generated due to the partitioning, but just changes the processors to which each set is 

assigned. To perform this, the code first checks the improvement by flipping the two 

connected sets. If the mapping to the processors improves, then the code checks for 

further improvement with other sets until it finds the maximal improvement. If the 

flipping does not improve the mapping, then the code stays on with the existing mapping. 

5.1.5 Input and Output Formats 

The input to Chaco consists of one or more files and answers to some interactive 

questions. Files may be graph files, or coordinate files (for the inertial partitíoning 

method) or assignment files (for working with existing partitions). The interactive 

questions specify the method of partitioning, the local refinement technique, the number 
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of the sets required, and the dimensionality of the partition. If we want to write the output 

and the mappings to a file, then we are prompted for their fíle names. To activate the 

writing of the output to a file we have to modify one of the many user modifíable 

parameters. 

5.1.5.1 Format of Graph File 

The standard input is always a graph file. Leading lines in this file beginning with 

"%" or "#" are considered comments and they are ignored when executing. At its 

simplest, any fíle has N-hl number of lines, where N is the number of vertices. The first 

of these lines has two integers, which are required. It may also have a third integer, which 

is optional. The first integer is the number of vertices while the second integer is the 

number of edges. Note that the number of edges is half of the sum of the number of 

neighbors of each vertex. The remaining N lines have the neighbors of each vertex listed 

in order from 1 to N, and these neighbors are just a set of integers separated by spaces. 

The neighbors can be listed in any order. Also the vertices are numbered from 1 to N and 

not 0 to N-1. We can also have a weighted graph. For this we include the third integer on 

the first uncommented line. This third integer may have up to three digits. If the l's digit 

is a non-zero, then edge weights wiU be read. If the 10's digit is non-zero, then vertex 

weights wiU be read. If the 100's digit is non-zero, then vertex numbers wiU be read. If 

any vertex has a weight, then all vertices must be given a weight and these vertex weights 

appear immediately before the corresponding neighbor list. If edge weights are required, 

then they are specified after each neighbor, that is, the weight for edge (nl, n2) is 
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specifíed after n2 on the line corresponding to nl. The graph must be undirected so that if 

an edge (nl, n2) appears, then there should be an edge (n2, nl) and if the edge weights 

are user specified, then they must both have the same weight. 

The most general format of an input graph file is shown in Figure 5.2. 

% this is an example of a 

% general input file 

Number_of_ Vertices Number_of _Edges {1} [1] (1) 

{Vertex number} [Vertex weight] neighbori (edge-weight) i.. 

Figure 5.2. Chaco Input Graph Format. 

5.1.5.2 Format of Coordinate File 

When using the inertial method we have to provide the geometric information of 

the graph in the form of a coordinate file. These have n uncommented lines with line i 

containing the coordinates of vertex i. Each line must have 1, 2 or 3 real values 

depending on whether the graph is one dimensional, two dimensional or three 

dimensional. 

32 



5.1.5.3 Format of Assignment Input File 

Chaco can work with existing partitions. For this we give the assignment fíle, 

which is the output fíle generated after the partition, as the input. There are two possible 

formats. In the first, which is the standard, there are N uncommented lines with line i 

having a single integer which is the set or processor to which it is assigned. Note that the 

numbering of sets or processors starts from zero. The second format is the inverted 

format, which is designed for parallel computing. In this format we have an integer no in 

the first uncommented Une followed by no number of lines listing the vertices assigned to 

set zero or processor zero. Then we have another integer Ui foUowed by ni number of 

Unes listing the vertices assigned to set one and so on. 

5.1.5.4 Operation 

Once the code is compiled, the executable 'chaco' is placed in one of the three 

main folders that come with the package. When we run this executable, we are first asked 

to provide the input file. If we plan to write the assignment to a file, then we are asked for 

the filename. Then we are prompted to select the partitioning method. Depending on our 

choices we are again asked a few additional questions pertaining to that method. For 

example, if we chose the spectral method for partitioning then we are asked to choose the 

Eigen solver, which are Lanczos and RQI/Symmlq methods. Then we are asked for the 

local refinement technique we want to use. Then Chaco asks for the size of the machine 

for which we are partitioning. It knows the topology of hypercube and mesh parallel 

machines, so, depending on the value given in the user modifiable parameter for 
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architecture, we are asked for the dimension. Hypercube is a multídimensional near-

neighbor network. A k-dimensional hypercube (or a k-cube) contains 2^ nodes, each of 

degree k (8.) Then we are asked for the dimensionality of the partition, that is, bisection, 

quadrisection or octasection. Subsequently, Chaco sets out on partitioning and prints the 

results in the requested format. 

5.1.5.5 Output Formats 

Depending on our choice of user modifiable parameter defining output format, 

Chaco prints out the results giving simple to detailed information. The metrics of 

partition recorded are set size, edge cuts, hypercube hops, boundary vertices, boundary 

vertex hops, adjacent sets, and intemal vertices. Set size is the total weight of vertices in 

a set. This gives us an idea of load balances. Edge cuts give the total weights of edges 

crossing sets. This gives us an idea of inter processor communication. Hypercube hop is 

obtained by multiplying each cut edge with the architectural distance between the two 

processors owning the vertices connecting the cut edge. This gives us a clear picture of 

communication time, as it even takes into account network congestion. Boundary vertices 

give the weight of vertices which have edges connecting them to a different set. If the 

same vertex has edges to two different sets, then it is counted twice. Similarly, if a vertex 

has more than one edge to the same set, it is counted only once. This is useful in 

modeling applications such as parallel matrix-vector multiplication in which the value 

associated with a vertex may be communicated to another set just once and then used 

multiple times (1.) Boundary vertex hop is the boundary vertices weighted by the number 
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of wires a message must traverse between corresponding processors. This adjusts the 

boundary vertices metric to account for congestion. Adjacent sets counts the number of 

different sets to which a vertex is connected. It helps to determine the number of 

messages the corresponding processor has to send. Intemal vertices give the total weight 

of vertices which do not have any edges connecting to other sets. As discussed in 

5.1.4.2.2 increasing the number of intemal vertices helps in overlapping communication 

with computation. 

Chaco also writes the output file containing the partition assignments. This 

function has to be invoked by making necessary changes to the pertinent user modifiable 

parameters. There are two formats for the output files: the standard output format and the 

inverted output format. These are discussed in 5.1.5.3. 

5.1.6 Improvements from EarUer Versions 

Chaco has incorporated a number of improvements over time. Previously Chaco 

could work only with hypercube architecture. The new version can work with one-, two-, 

and three-dimensional mesh topologies. The ability to relax the strict implementation of 

load balance has been achieved. This is desired in applications where imbalanced 

partitions with a small number of crossing edges are preferred. The function of Terminal 

Propagation has been added. This is explained in detail in 5.1.4.1. Previously, the user 

modifiable parameters could be changed only in the file and the whole code had to be 

recompiled before use. This complicated the process of studying the effect of different 

parameter values. The new version allows the modifícations to the parameters at run 
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time and there is no need to recompile the whole code after the modifícations. Also the 

newer version has added many new user modifiable parameters. 

5.1.7 Conclusion 

Chaco provides fuU control of partitioning through simple means. To invoke any 

given feature all we have to do is make pre-defined changes to a file which includes all 

user-modifiable parameters or modify the changes at run time. The input and output 

formats, too, are simple and comprehensive and can be modified according to our needs 

to get a clear picture of the partition required by our application. It provides a fallback 

option when one method fails or works poorly or results in an inappropriate cost/quality 

ratio for a given problem. Even if a selected method does not fail, its performance can be 

compared with that of other methods by performing the same partition using a different 

method. 

5.2 Jostle 

Jostie (2, 3) is another graph partitioning package similar to Chaco in some 

respects. It is run with two inputs, the graph file name and the required number of 

subdomains. These can be either entered on the command line or entered when prompted 

for. When the executable is run we are asked to provide the input file name and the 

number of partitions required. If we prefer to use the command line, then we type 

jostle.solaris filename number-of-subdomains>. Many of the additional features can be 
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invoked by giving additional command line arguments. The number of subdomains 

should be an integer 2 < P « n. 

5.2.1 Algorithmic Details 

Jostie uses a multilevel refinement and balancing strategy. In this a series of 

coarse graphs are constructed from a maximal matching graph of the main graph; an 

initial partition is calculated on the coarsest graph. This partition is then projected back 

through the intermediate levels. This process refines and balances it at each and every 

level. The refinement algorithm is the multilevel Keraighan-Lin method described in 

5.1.2.5. 

5.2.2 InputFiIe 

Jostle uses the Chaco input file format. In its simplest form it has N-hl number of 

uncommented lines with the first line giving information about the number of vertices 

and number of edges. Then the foUowing N lines list all the neighbors of each vertex in 

order. The nodes are numbered from 1 to N. The input file may be headed by any number 

of commented lines beginning with "%" or "#". For a weighted graph we have another 

integer with two possible digits in the first line. Depending on the values of this integer, 

the node and edge weights are incorporated into the input graph file. A possible format 

for this is iUustrated in Table 5.2. 
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Table 5.2. Parameters for Jostle Input File. 

Format 

0 

1 

10 

11 

Node Weights 

Unitary 

Unitary 

User Specified 

User Specified 

Edge Weights 

Unitary 

User Specifíed 

Unitary 

User Specified 

If node weights are required, then they must be specified on each line prior to the 

neighbor list. If edge weights are required, then they are specified after each neighbor 

(i.e., the weight for edge (nl, n2) is specified after n2 on the line corresponding to nl). 

The graph must be undirected so that if an edge (nl, n2) appears, then there is an edge 

(n2, nl), and if the edge weights are user specified then they must both have the same 

weight. These weights should be positive integers although nodes with zero weights are 

allowed. When we are working with graphs that have non-contiguous sets of nodes 

(remember the nodes are numbered in order from 1 to N), the missing nodes are treated 

as having zero weight and zero degrees, that is, they are not adjacent to any other nodes. 

5.2.2.1 Example Input File 

Let us look at the example graph in Figure 5.3, which is an unweighted graph 

with 5 vertices and 6 edges. 
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Figure 5.3. Sample Input Graph. 

The corresponding graph file is shown in Figure 5.4. 

Figure 5.4. Sample Input Graph File with No Node Weights and No Edge Weights. 
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Suppose node 1 had a weight 25 and all the rest have weights 1. Then, the graph 

file is represented as shown in Figure 5.5. 

5 6 10 

25 23 4 

1 13 

1 1 2 4 

1 1 3 5 

14 

Figure 5.5. Sample Input Graph File with Node Weights. 

Suppose that the edge (1,2) has a weight of 30 and all the rest have weights 1 

Then, the graph file is represented as shown in Figure 5.6. 

5611 

25 2 30 3 1 4 1 

1 1 30 3 1 

1112141 

1113 15 1 

141 

Figure 5.6. Sample Input Graph File with Node Weights and Edge Weights. 
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Observe that the weight 30 occurs in both lines corresponding to vertices 1 and 2. 

This is because the weight (30) of edge (1,2) impUes that the weight of edge (2, 1) is also 

30. 

5.2.3 OutputFormat 

After partitioning, the partition is written to a file <filename>.ptn where 

<filename> is the name of the original input graph file. This output file has the same 

format as the standard output format of Chaco. There are N uncommented lines with line 

i having a single integer p, 0 < p < P, which is the set or processor to which the 

corresponding node is assigned. Note that the numbering of sets or processors starts from 

zero. 

5.2.4 Repartitioning 

Like Chaco, Jostle allows for repartitioning of an existíng partition. To repartition 

the existing partition we call Jostle with the argument'- repartition'. The code wiU work 

on the .ptn file and repartition the graph. This is done as "jostle.solaris -repartition 

filename number-of-subdomains". 

5.2.5 Disconnected Graph 

Disconnected graphs are graphs that have two or more components not connected 

by any edge. These graphs can adversely affect a partitioning problem by preventing the 

free flow of load between subdomains. ff the disconnectivity is due to one or more 
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isolated nodes, then Jostie handles it automatícally. The isolated nodes can be left out of 

the load balancing by setting their weights to zero. If they are not already partitíoned, 

then they are distributed to all the subdomains on a cycUc basis. If the disconnectivity is 

due to disconnected parts of the domain, then Jostle may detect that the graph is 

disconnected and abort with an error message, or it may succeed in partitioning the graph 

without making an effective partition. The graph can be checked for connectivity by 

calUng Jostle with the argument "check=on." This takes a lot of time, so it should be 

avoided unless absolutely necessary. 

To partition a disconnected graph we call Jostie with the setting "connect^on." 

When this setting is used Jostle finds all disconnected components of the graph and joins 

them by a chain of edges between nodes of minimal degrees in each component (3.) 

However, this addition of edges adds to the partitioning time. Also, since the edges are 

arbitrary, they bear no relation to the data dependencies in the graph. Consequently, it is 

always better to make sure a graph is connected before using Jostle. Jí it is not, the user 

should connect the graph. 

5.2.6 Additional Features 

Like Chaco, Jostle offers a few additional features which can be invoked at the 

command line. Alteraatively, a file can be created with the name "defaults" in the same 

directory as the executable, and we can give all the options in that file. Command line 

arguments have higher priority than the file, so if we use command line arguments, then 

the defaults file is ignored. 
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Jostie will try to create a perfect load balance but in some cases some imbalance 

is preferable. The balance factor is defíned as B=Smax/Sopt where Smax is the weight of 

the largest subdomain and Sopt is the optimum subdomain size given by Sopt = G/P 

where G is the total weight of nodes and P the number of processors. The default 

tolerance of the code is B=1.03 (3% imbalance). To change it to 5%, we use the setting 

'\jostle.solaris imbalance=5 filename number-of- subdomains" (or) "jostle.solaris 

"imbalance=5" filename number-of- subdomains". If the defaults file is created then it 

should have the line 'Hmbalance = 5". 

Jostle allows for repartitioning an existing partition, as noted earlier. It allows 

increases in the coarsening/reduction threshold (the level at which graph coarsening 

ceases). In this case, the speed increases and since the coarsening gives a more global 

perspective to the partitioning, increasing the coarsening/reduction threshold should 

reduce globality of the repartitioning and hence reduce the amount of data that needs to 

be migrated at each repartition. To change the threshold value, we use ''jostle.solaris 

threshold=desired# filename number-of-subdomains". The current default of the code is 

20 nodes per processor. Another way to speed up the coarsening and reduce the data 

migration is to only allow nodes to match local neighbors (rather than to match those in 

other subdomains); this can be set with matching=/(9ca/. However, this function should 

be used only if we are sure that the existíng partition is of high quality. For a very fast 

optimization, without graph coarsening, we use reduction=off. This results in minimum 

data migration, but may deteriorate the partition. 
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5.2.7 Memory Considerations 

It is difficult to estimate exact memory requirements because of the graph 

coarsening. In general, at each coarsening level, N (the total number of graph nodes) is 

reduced by a factor of approximately 1/2, and E (the total number of graph edges) is 

reduced by a factor of approximately 2/3. Thus the total storage required is approximately 

2N-I-3E. The memory requirement for each node is 3 pointers, 3 int's and 5 short's; for 

each edge the memory requirement is 2 pointers and 2 int's. On a 32-bit architecture 

(where a pointer and an int each take 4 bytes and a short takes 2 bytes) this gives 36 bytes 

per node (strictly, this number is 34, but C structures are aligned on 4 byte segments) and 

16 bytes per edge. So the total requirement is 72N-I-48E. If graph coarsening is OFF then 

ittakes36N+16E(3.) 

5.2.8 Heterogeneous Processor Networks 

Jostle can be used to map graphs onto heterogeneous processor networks in two 

ways, communication heterogeneity and processor heterogeneity. 

5.2.8.1 Communication Heterogeneity 

For heterogeneous communication links a weighted complete graph representing 

the communications network can be passed onto Jostie. For instance, if we have an 

arbitrary network of P processors numbered from 0 to P-1, let lp:qbe the relative cost of a 

communication between processor p and processor q. Assume that these costs are 

symmetric, that is, the cost of communication from processor p to processor q is the same 
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as the cost of communication from q to p, Ip̂ q = lq.p, and this expresses in some average 

sense both the latency and bandwidth penalties of such an instance of communication. To 

pass this information to Jostle we use the setting: 

''jostle.solarisfilenamel filename2", v^hevefilenamel is the input graph fíle and 

filenamel is the name of the file containing the upper triangular part of the interprocessor 

cost matrix. It is structured as shown in Figure 5.7. 

P P(P-l)/2 

lo:l, l0:2, 

ll:2. 

lp-2:P-l 

..., 10:P-1, 

ll:P-l, 

Figure 5.7. Upper Triangular Part of an Interprocessor Cost Matrix. 

The first line contains the number of processors and the number of entries in the 

upper triangular part of the interprocessor cost matrix, which is P(P-l)/2. The foUowing 

P(P-l)/2 number of entries is the upper triangular part of the inter processor cost matrix. 

If we observe the above matrix closely we can see that we get the costs for all the inter 

processor communication that takes place in our network, as we have assumed that the 

costs are symmetric. 
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5.2.8.2 Processor Heterogeneity 

If the processors have different speeds, Jostle can give variable vertex weightings 

to different subdomains by using processor weights. It is sometimes useful to partition a 

graph into unequally weighted subdomains. This is taken care of by giving the required 

subdomains an additional fíxed weight, which is taken into account during load 

balancing. Suppose we have a graph of 60 nodes to be partitíoned into 3 subdomains; 

subdomain 1 is given an additíonal weight of 10 and subdomain 2 is given an additíonal 

weight of 20. Then, the total weight is 90 (60-hl0-h20). When Jostle partitions this graph, 

it achieves load balancing by assigning 30 nodes to subdomain 0, 20 nodes to subdomain 

1 (thus maintaining the total weight of 30- 20 -h additional weight of 10) and assigning 10 

nodes to subdomain 2 (thus maintaining the total weight of 30- 10 + additional weight of 

20). This can be specified by using the setting: 

"jostle.solaris -pwt:filenamel filename2'\ whevQ filename2 is the input graph file and 

filenamel is the file with the additional weights. The additional weights file has P, the 

number of processors on the first line foUowed by P lines with the weights one per line. 

This example is iUustrated in Figure 5.8. 

Figure 5.8. Subdomain Weights File-1 
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A simple formula can be used to determine the additional weight (3.) Suppose a 

partition is required where Q of the P subdomains have f times the optimal subdomain 

weight Sopt (where 0 < f < 1). Suppose W is the total weight of the graph such that the 

optimal subdomain weight without any additional fixed weight is Sopt=W/P. Let W^ be 

the new weight after the additional fixed weights are added and let S'opt represent the 

new optimal subdomain weight after the additional fixed weights are added. The 

additional fixed weight must be (l-f) S^opt in each of the Q subdomains and so S^opt can 

be calculated from: 

S^opt = W^/P = (W-hQ(l-f) S^opt)/P. (5.1) 

Solving the equation 5.1 for S'opt yields 

S^opt = W/(P-Q(l-f)). (5.2) 

Thus the additional weight on each of the Q subdomains should be set to as given in 

equation 5.3: 

(1-f) S^opt = (1-f) * W/(P-Q(l-f)). (5-3) 

For example if P=3 and Q =1 and W =700 and f=l/3 (one of the three subdomains 

has one third the weight of the other two) then: 

S^opt = W/(P-Q(l-f)) = 700/(3-1(1-1/3)) = 300. 

Consequentiy, the additional weight is (1-f) S^opt = (2/3)* 300 = 200. 
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The corresponding subdomain weight fíle is iUustrated in Figure 5.9. 

Figure 5.9. Subdomain Weights File-2. 

5.2.9 Conclusion 

Jostie provides good features for working with disconnected graphs. It also 

provides the ability to work with heterogeneous communication networks and 

heterogeneous processors. Like Chaco, Jostle provides good methods for graph 

partitioning tasks. 

5.3 PARTY 

PARTY (4, 5) is another partitioning tool that incorporates several partitioning 

methods. The performance of most partitioning methods depends on how they are 

implemented. Finding an optimum implementation of a partitioning method is time 

consuming and difficult. PARTY solves this problem for the user by providing efficient 

implementations of several partitioning methods. PARTY also provides a variety of 

generalizations of these methods to reflect more precisely the specific constraints of the 

application, for which partitioning is to be done. 
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5.3.1 Partitioning Methods 

The several partitioning methods that are available with PARTY are divided into 

two broad groups: global and local. Global methods are sometimes called "constructional 

heuristics," as they take the graph description as the input and generate a balanced 

partition (4.) Local methods are called "improvement heurístics," as they take the graph 

and the balanced partition generated by global methods as input and try to improve the 

quality of partition. 

5.3.1.1 GlobalMethods 

Global methods are applied first when partitioning any graph; the prínciple task of 

these methods is to provide a partition with good load balance, while trying to cut 

through the sparse areas of the graph. The foUowing are the global methods in PARTY. 

5.3.1.1.1 Optimal Method. This method provides the optimal result but has an 

exponential run time behavior. Only very small graphs with less than 50 vertices can be 

handled using this method. 

5.3.1.1.2 LinearMethod. This method is dependent exclusively on the vertex 

position in the input graph because assignments are made according to the numberíng in 

the list of vertices. If the vertices of dense areas of the graph are grouped together very 

closely, then this method generates a partition with low edge cuts. In most of the cases 
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the edge cut is high, as this method does not take into consideration the edges connecting 

the vertices. This method's main advantages are simplicity and speed. 

5.3.1.1.3 Scattered Method. This method also depends on the vertex positioning, 

and hence produces partitions with high edge cuts in most cases. 

5.3.1.1.4 Random Method. This method, like the scattered method and the linear 

method, depends on the vertex positioning. It randomly distríbutes the vertices from V, 

the set of vertices, among the different parts of the partition to preserve the load balance. 

Although this produces partitions with high edge cuts, the random method can be used as 

a starting solution for efficient local partitioning methods. 

5.3.1.1.5 Gain Method. This method is a simple greedy strategy based on the 

adjacency information of the graph; it produces a partition with good load balance and 

minimum edge cuts. Let a graph G be partitioned into p parts with the vertices from V, 

the set of vertices, distríbuted among p parts: VQ, Vi, V^, ..., Vp.i. The Gain method starts 

with Vp-i containing the complete graph and the rest of the parts empty. It starts filling 

the empty parts VQ to Vp.2 one after another, so as to achieve load balance and minimum 

edge cuts. Even though this method takes a relatively long time, it produces better 

partitions than the optimal, linear, scattered, and random methods. 
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to VQ until its size is , the optimal subdomain size. Subsequently, another vertex of 

5.3.1.1.6 Farhat Method. This too is a greedy approach, similar to the gain 

method. Let a graph G be partitíoned into p parts with the vertices from V, the set of 

vertices, distributed among p parts: Vo, Vi, V2,..., Vp_i. The Farhat method starts by 

assigning a vertex with the least number of degrees to VQ. Then it assigns further vertices 

|V| 

P 

the remaining graph adjacent to a vertex in VQ is taken as new seed for Vi. This is 

continued until all the parts are fiUed with the vertices of the graph. The Farhat method is 

reasonably fast and produces partitions with low edge cuts. 

5.3.1.1.7 Coordinate Sorting Method. This method is based on the vertex 

coordinates. It first determines which of the x-, y-, or z- coordinates have the widest 

range and sorts the vertices according to that coordinate. This list is partitioned in linear 

fashion similar to way partitioning is done in the linear method: the graph is cut 

orthogonal to the axis of the coordinate having the widest range. Although the coordinate 

sorting method does not take connectivity information into consideration, it achieves 

reasonable edge cuts as it tríes to assign vertices, which are close together in space, to the 

same partitioned part. 

5.3.1.1.8 Multilevel Method. This is descríbed in section 5.1.2.5 under 

partitioning algoríthms for Chaco. The smallest graph obtained after coarsening is 

partitioned using the spectral method. 
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5.3.1.1.9 Spectral Method. This method is descríbed in section 5.1.2.3 under 

partitioning algoríthms for Chaco. 

5.3.1.1.10 Inertial Method. This method too is descríbed in section 5.1.2.2 under 

partitioning algoríthms for Chaco. 

5.3.1.2 LocalMethods 

Local methods are applied to improve the partition generated by the global 

method, in order to obtain a lower cut size and one which is balanced as well. The 

potential for improvement depends on the difference between current cut size and the 

(unknown) best possible cut size. The foUowing are the local methods available in 

PARTY. 

5.3.1.2.1 Keraighan-Lin Method. As in Chaco, KL method is also used in 

PARTY. This is the most frequently used local bisection method. It is a greedy, local 

optimization strategy. Vertices are moved between sets in an effort to reduce the number 

of edges cut by the partition. The influence of such moves is pointed out by the "diff-

value." The diff-value of a vertex v is the difference between the number of its exteraal 

edges and the number of its intemal edges. This value descríbes the decrease in cut size if 

vertex v is moved from one partitioned part to another. It plays a major role in the KL-

algoríthm and all modifications of the KL-algorithm. The movement of vertices from one 

set to another is carried on until there is no longer any improvement. The KL method is 
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very robust and reliable. The resuUs are convincing, provided the initial global partition is 

satisfactory. 

5.3.1.2.2 Helpful-Set Method. Similar to the KL algorithm, this method is 

dependent upon local rearrangements. Its main difference is that, when moving, it not 

only considers single vertices, but also whole sets. The aim of this method is to improve 

the cut sizes in several rounds, each of which consists of two steps. The fírst step is to 

move a set from one partitioned part to the other partitioned part. To maintain balance, 

the second step searches for an equally weighted set in the over-weighted partitioned part 

and moves it to the under-weighted partitioned part (4). These sets are chosen carefully to 

improve cut size and achieve a balanced partition. 

5.3.2 Graph Input File Format 

The basic structure of this file is similar to the one used in Chaco. Any lines 

beginning with "%" or "#" are comment lines; they are ignored when executing. Any file 

has N+l number of uncommented lines where the first line has two integers, which are 

mandatory, and a third integer, which is optional. The first integer is N, which is the 

number of nodes in the graph. The second integer gives the number of edges in the graph. 

The third integer is a two-digit number whose value determines the representation of 

graph node weights and the edge weights. If the l's digit is non-zero, then edge weights 

are provided; if the 10's digit is non-zero, then vertex weights are provided. The 

foUowing N lines have the neighbors of each vertex listed in order from 1 to N. A 
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neighbor is specified by its position in the graph description starting with 1 for the first 

vertex and N for the last vertex. If the edge weights are mentioned, then each neighbor is 

foUowed by the weight of the edge connecting both of them. 

The general format of a graph input file is shown in Figure 5.10. 

% This is an example file 

NE[1](1) 

[Vertex weight] Neighbor_l (Edge_Weight_l) Neighbor_2 (Edge_Weight_2)... 

Figure 5.10. Format for PARTY Input Graph. 

If geometric informatíon is to be considered, then it is provided in another file, 

which is the coordinate file. This file has N uncommented lines with line i containing the 

coordinates of vertex i. Each line wiU have the x, y, or z coordinate information 

depending on whether the graph is a one-, two-, or three-dimensional graph. Each line in 

this file should have the same number of coordinates. PARTY reads the first line to 

determine the dimensionality of the graph. 

5.3.3 Operation 

The executable "party" can be run with several options to perform a partition in 

the desired manner. These are: 
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"-f <graph_file_name>" - the input graph fíle is given using this option. 

"-xyz <coordinate_fíIe>" - the input coordinate fíle is given using this option 

for partitioning methods which require the geometric information of the 

graph. 

"-g <global_Method>" - as described above, any one of the global methods 

can be used to partition the graph. They are mentioned using their 

abbreviations {lin, sca, ran, gai, far, mul, spm, spl, ine, coo, opt, all, <file>}. 

The combination of the spectral method using the Lanczos Eigen solver is 

given by "spl." A special case available with PARTY is "aU" where the 

partition is done using all the global methods except the "optimal-opt" method 

(coo and ine are used only if coordinate information is provided.) The best of 

these results is taken as final. This is one of the excellent features of PARTY 

because it is not necessary to perform each method every time and compare 

the results for the best ones possible. Several desired methods can be passed 

as the command line arguments separated by a ",". PARTY performs the 

partition using the specified methods only and retums the best possible result. 

This is helpful to compare the performance of different methods. Moreover, a 

previously calculated global partition can be read from a file whose format is 

similar to the standard assignment input file as discussed in section 5.1.5.3 

under Chaco. 
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• "-1 <local_method>" - this optíon allows the usage of different improvement 

methods. They are abbreviated as hs-Helpful-Set, kl-Kemighan-Lin, and so 

on. 

• "-# <number_of_mns>" - this optíon allows us to perform the same method 

more than once to determine the best result. 

• "-p <number_of_parts>" - the number of final parts is mentíoned using this 

option. 

• "-b <additíonal_imbalance>" - While partitíoning some of the applications, 

an imbalance in the load is desired so as to achieve better minimum edge cuts. 

This imbalance is achieved using the option -b at the command line. For 

example, if an imbalance of x is desired, that is, the partitions with size of up 

to ((N/P)-hx) are considered, then it is written as "-b x". 

• "-r <recursive: 0/l>" - this performs recursive bisection, if the value is 1, on 

the remaining parts of the partition. If the number of parts given by option -p 

is not a power of 2, then it is reduced to the next lower power of 2. For 

example, 40 is reduced to 32. 

• "-s <save_partition_in_partfile>" - this option saves the assignments or the 

partition results in a file specified after the '-s' at the command line. The 

format of this file is the same as the standard assignment input file discussed 

in section 5.1.5.3 under Chaco. 

• "-o <output: 0...4>" - the amount of output is controUed by using values 

between 0 (no output) and 4 (maximum output). 
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• "-t <times output: 0...4>" - the number of tímes information on the screen is 

controUed by using values between 0 (no output) and 4 (maximum output). 

5.3.4 OutputMetrics 

A few of the output metrics measured by PARTY are the minimum, maximum, 

and average number of degrees of the vertices in the input graph, size of the minimum 

and maximum sets, average size of the sets, total cut size of the partition and the total 

time taken. 

5.3.5 Conclusion 

PARTY has many partitioning methods available. One of its important features is 

the option '-g alL' '-g all' performs a partition using all available methods and returas the 

best partition. It also creates a partition using a few selected methods by separating the 

methods with comma (,). This simplifies the whole process of comparing the 

performance of different partitioning methods. 
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CHAPTER VI 

EXPERIMENTS AND RESULTS 

6.1 Experiments 

Experiments were carried out to compare the performance of Metis, another 

popular graph partitioning tool, in addition to Chaco, Jostle, and PARTY. Metis provides 

two programs for partitioning unstructured graphs (9). They are pmetis and kmetis. The 

partitioning algorithm in both programs is the multilevel algorithm. In the case of pmetis 

partitioning on the coarsest graph is performed by recursive bisection whereas in kmetis 

the coarsest graph is directly partitioned into the required number of parts (13, 14). When 

the graph has both vertex weights and edge weights associated with it, the input format is 

the same as the input format for Jostle. Also the output format is the same as Jostle. 

When the number of parts to be partitioned into is greater than eight (9) kmetis is 

preferred to pmetis and kmetis is considerably faster than pmetis in such cases. 

The first step in the experimental work is the generation of synthetic task graphs. 

The task graphs generated using the synthetic task graph generator are directed graphs. 

Chaco, Jostie, PARTY, and Metis are capable of working only with undirected graphs. In 

undirected graphs, if there is an edge from vertex i to vertex j then there should be an 

edge from vertex j to vertex i and also both the edges should have same weight. As the 

synthetic task graphs are directed graphs, they should be converted to undirected graphs 

to be able to work with Chaco, Jostie, PARTY, and Metis. 
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The conversion from directed to undirected was done in two stages. First the 

bidirectional edges, edges between two vertices in both the directions having different 

weights, are taken. The weights on these edges are made equal by giving the average of 

the two weights to both the edges thus making those edges undirected. Second the 

missing edges were given. If there is an edge from vertex m to vertex n and not vice 

versa, an edge from vertex m to vertex n is given. The weight of this new edge is same as 

the weight of the edge in the other direction. Thus the directed graph was made into 

undirected graph. 

This process is iUustrated in Figure 6.1. Let us consider the simple task graph 

given in Figure 6.1 (a). It is a directed task graph with four vertices named 1, 2, 3, and 4. 

The edge weights are given beside the edges. 
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Figure6.1. (a) 
Figure 6.1. (b) 

Figure 6.1. (c) 

Figure 6.1. Illustration of Conversion of Directed Graph to Undirected Graph. 
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In the experimental work a lot of care has been taken to make the testing platform 

as conmion as possible. For this purpose the multilevel algorithm has been used for the 

experiments. Also Chaco and PARTY have zero imbalance tolerance i.e. they try to 

create perfect load balance. On the other hand the default functioning of Jostle allows for 

some imbalance in its partitions. The imbalance factor in Jostie was made zero to create 

the common testing platform. There is no provision to change the imbalance for Metis 

easily. In general pmetis tries to produce perfectíy balanced partitions and kmetis allows 

for some imbalance. 

PARTY did not work correctly for any given data set. The number of partitioned 

sets was found to be inconsistent with the given input parameter. After a lot of trial and 

error attempts five working data sets were found. They are as given in Table 6.1. 

Table 6.1. Working Data Sets for PARTY. 

Number of nodes 

840 

1044 

1240 

1422 

1620 

Number of Grid points 

1000000 

900000 

850000 

800000 

650000 

The data sets mentioned in Table 6.1 were partitioned into 512 number of 

subdomains. After performing the experiments with the data sets in Table 6.1 the results 

could not be compared as there was no consistent behavior because of the fact that the 
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inputs were randomly selected. Therefore another set of data was taken this time 

changing the number of subdomains in powers of 2 in an orderiy manner. The new data 

set is as given in Table 6.2: 

Table 6.2. Data Sets Used for the Experimental Work. 

Number of nodes 

840 

840 

840 

840 

840 

Number of grid 

points 

1 million 

1 miUion 

1 miUion 

1 million 

1 miUion 

Number of tasks 

512 

256 

128 

64 

32 

Number of 

processors 

32 

32 

32 

32 

32 

The values of overlap and granularity, given as input parameters during synthetic 

task graph generation, are 0.5 and 0.1. As mentioned in section 4.1 overlap determines 

the density of communication links and granularity determines the link weights. These 

values are between 0 and 1. Therefore choosing a higher value of 0.5 for overlap 

indicates that the synthetic task graph generated for the experiments is a highly 

communicating task graph. 

62 



6.1.1 EVAH 

After the initial partition using the input parameters in Table 6.2, the partitions 

were evaluated using EVAH. EVAH has ten different heuristics buiU into it (6, 12.) The 

fírst two heuristics STF and LTF are the basic strategies which depend on whether the 

largest or the smallest task is assigned fírst. Then we have four heuristics STF_MFT, 

STF_LIT, LTF_MFT, and LTF_LIT. These heuristics are obtained by incorporating the 

processor status in terms of minimum finish time and largest idle time. Finally we have 

four more heuristics which are obtained by incorporating the processor status and also the 

communication costs. These heuristics are STF_MFT_CC, STF_MFT_ACC, 

LTF_MFT_CC, and LTF_MFT_ACC. The overall relationship among the ten heuristics 

is shown in Figure 6.2. 
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1 
ACC i—r^LTF MFT ACCj 

Figure 6.2. Overall Relationship Among the Heuristics in EVAH. 

6.1.1.1 Smallest Task First (STF) 

The processor list is sorted in ascending order of their index. In STF heuristic the 

smallest unassigned task is allocated to the next processor. In other words, tasks are 

assigned in ascending order of their computation times. 
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6.1.1.2 Largest Task First (LTF) 

This heuristic is an inverse of STF. Here processors are again sorted in ascending 

order by index. The tasks are sorted in descending order of their computation times and 

the largest unassigned task is allocated to the next processor. 

6.1.1.3 STF with Minimum Finish Time (STF_MFT) 

This heuristic is obtained by combining the minimum accumulated time at a 

processor with the STF criteria. In this heuristic the smallest unassigned task is allocated 

to a processor that becomes free in the shortest time. 

6.1.1.4 LTF with Minimum Finish Time (LTF_MTF) 

This heuristic is obtained by combining the minimum accumulated time at a 

processor with the LTF heuristic. The largest unallocated task is assigned to a processor 

that becomes free in the shortest time. Note that LTF based heuristics should generally 

perform better than their STF counterparts as the largest tasks are assigned first. 

6.1.1.5 STF with Largest Idle Time (STF_LIT) 

This heuristic combines the largest idle time of a processor and the STF heuristic. 

It is similar to STF_MFT except that an upper bound of the idle time of a processor is 

determined by maximum accumulated time at a processor. 
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6.1.1.6 LTF with Largest Idle Time (LTF_LIT) 

This is a variation of STF_LIT except that all the tasks are sorted in descending 

order of their computation times. 

6.1.1.7 STF_MFT with Communication Costs (STF_MFT„CC) 

In this the interprocessor communication costs are incorporated into the previous 

heuristics. The fact that some destination tasks might not have been allocated yet is 

ignored. Instead the communication costs are estimated. 

6.1.1.8 LTF_MFT with Communication Costs (LTF_MFr_CC) 

This heuristic is similar to STF_MFT_CC heuristic except that they are now 

conducted with respect to the maximum value of the sum of execution time and 

communication time. 

6.1.1.9 STF_MFT with Actual Communication Costs (STF_MFT_ACC) 

In this heuristic, tasks are allocated to processors according to the STF_MFT and 

communication costs are calculated only after predecessor and destination tasks are 

assigned. Network latency and bandwidth depend on where the interacting tasks are 

actually allocated. 
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6.1.1.10 LTF_MFT with Actual Conununication Costs (LTF_MFT_ACC) 

This is similar to STF_MFT_ACC heuristic except that the tasks are sorted in 

descending order of their computation times. 

6.1.2. Evaluation 

Four heuristics were used for the evaluation purpose. They are as foUows: 

1. STF_MFT_CC 

2. STF_MFT_ACC 

3. LTF_CC 

4. LTF_ACC 

Let q be the number of tasks to be assigned to n processors (q >n). AU tasks are 

executed by the processors in the order in which they are assigned into the n groups: Gj, 

j=l, 2, ..., n (12.) Let E(Gj) denote the computation time of all the tasks in group Gj (i.e. 

assigned to processor Pj). Let E+(Gj) denote the total execution time combining both the 

computation time and the communication cost. 

To evaluate the quality of the partition given by the tools the speedup given by 

EVAH was compared. Speedup is defined as the ratio of the serial execution time to the 

maximum execution time when executed in parallel. 

Speedup=SX/(max E+(Gj)). (6.1) 

Where SX is the serial execution time and E+(Gj) is the total execution time of all 

the tasks in group Gj (i.e. assigned to processor Pj) with j varying from 1,..., n. The 

number of processors is n. 
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To evaluate the quality of a partition given by the tools, the load imbalance factor 

was compared. The load imbalance factor is the ratio of the sum of the execution times of 

all the processors to the product of n, the number of processors and the maximum 

execution time. The load imbalance factor is defíned as: 

LIF= (Sj E+(Gj)) / (n * max E+(Gj)). (6.2) 

Where LIF is the load imbalance factor, n is the number of processors. E+(Gj) is 

the total execution tíme of all the tasks in group Gj (i.e. assigned to processor Pj) with j 

varyingfrom l,...,n. 

To evaluate the partitioning tool itself the partitioning times were compared. 

6.2 Implementation Details 

The generation of synthetic task graph requires giving four input parameters -

number of nodes, number of grid points, overlap, and granularíty ratio. Three different 

programs have been implemented to generate the synthetic task graph. They are 

gen_grids, gen_tg, and comm_vol which are explained in section 4.1. The outputs of 

these three programs are the three files ngpz^ task_graph, and cvol. The synthetic task 

graph format has to be converted into the input formats for the respective tools. To 

generate the input for Chaco, Jostle, and PARTY three different programs have been 

wrítten namely stg2chaco, stg2jostle, stglparty. These programs also convert the directed 

task graph into undirected task graph giving ngpz_undir, task_graph_undir, and 

cvol_undir fíles. The input fíles generated for use with the tools are chacojp, jostlejp, 

mdpartyjp. 
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After the partitioning by the tools the output fíles are renamed as 

chaco_output.txt, jostle_output.txt, andparty_output.txt. To convert the outputs into 

EVAH input format three different programs have been wrítten namely chacoout2stg, 

jostleout2stg, md partyout2stg. These programs output three fíles, evah_ngpz. 

evahjask_graph, and evah_cvoL To evaluate using EVAH another fíle is to be created 

inJxt. In this fíle the number of processors, latency, bandwidth etc are given. These four 

fíles are combined together, using the directional operator, into a new fíle called 

common.par to use with EVAH. This is done using 

cat inJxt evah_ngpz evah_task_graph evah_cvol > common.par. 

As the input format for Metis is the same as the input format for Jostíe when the 

vertices and edges are associated with weights, the programs wrítten for Jostle can be 

used for Metis. 

6.3 Results and Analvsis 

The first set of results plotted is the comparíson of speedup obtained for the 

STF_MFT_CC heurístic against the number of tasks. The input graph had 840 nodes and 

1 million gríd points. It is shown in Figure 6.3. The number of parts to be partitioned into 

is the number of tasks. As the number of tasks is decreased PARTY gave a number of 

tasks different from specified number. The number of tasks generated is 245 even though 

the input number of tasks is 256. Similarly the number of tasks generated is 123 even 

though the input is 128 and 61 when the input is 64. Also pmetis and kmetis generated 

the number of tasks different from the specifíed number as the number of tasks is 
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increased. In the case of 512 tasks pmetis generated 406 tasks and kmetis generated 377 

tasks. In the case of 256 tasks pmetis gave the same number of tasks but kmetis generated 

245 tasks. The number of tasks generated by PARTY, pmetis, and kmetis as against the 

specifíed number of tasks is given at the top of the graph in Figure 6.3. From these results 

we see that Chaco and Jostie performed almost the same. As the difference in the number 

of nodes and number of tasks is increased Chaco performs slightiy better than Jostie. In 

the first case of 512 tasks, where PARTY generated the same number of tasks as the 

given input, note that Chaco, Jostle, and PARTY performed the same. In the cases where 

pmetis and kmetis generated the same number of tasks as the given input they performed 

better than Jostle and among them kmetis performed better than pmetis. The reason for a 

speedup of only about 3 can be explained by the fact that a higher value was selected (see 

section 6.1) for overlap duríng the synthetic task graph generation thus making the graph 

a heavily communicating task graph. In Figure 6.4 the load imbalance factor obtained for 

the same heurístic is plotted. The speedup and the load imbalance factor for the three 

tools vary in the same manner for any given heurístic. 
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Figure 6.3. Speedup for the STF_MFT_CC Heurístic. 
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Figure 6.4. Load Imbalance Factor for the STF_MFT_CC Heurístic. 
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In Figure 6.5 the results for speedup obtained for the LTF_MFT_CC heurístic are 

given. Note that Chaco and Jostíe gave a high speedup. Chaco is giving more consistent 

results. As the difference between number of nodes and tasks is increased the 

performance of Chaco is sUghtíy better than Jostie. In the first case of 512 tasks PARTY 

gives a high speedup equal to the other two tools. In the case of 128 tasks, 64 tasks, and 

32 tasks pmetis and kmetis performed better than Jostle and among them they both 

performed almost the same. In Figure 6.6 the results of load imbalance factor for the 

same heurístic is given. Speedup and load imbalance factor varied in the same manner for 

the given heuristic. Chaco, Jostie, pmetis and kmetis gave a load imbalance factor close 

to one indicating that the quality of the partition is very good. This emphasizes the fact 

that the allocation heuristics lead to better performance and it shows that the stracture of 

partitions generated by each tool is structurally same. 
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256 245 

pmetis 

406 

256 
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Size of the Problem 

kmetis 
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D pmetis 
• kmetís 

Figure 6.5. Speedup for the LTF_MFT_CC Heuristic. 
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Figure 6.6. Load Imbalance Factor for the LTF_MFT_CC Heuristic. 

The results of speedup obtained for the STF_MFT_ACC heuristic are given in 

Figure 6.7. Chaco and Jostle performed in the same manner. In the first case where 

PARTY generated the same number of tasks, it also shows the same performance. As the 

difference in the number of nodes and tasks increased Chaco slightly outperformed 

Jostle. Pmetis performed slightly better than Jostie and kmetis performed better than both 

Jostle and pmetis. In Figure 6.8 the results of load imbalance factor obtained for the same 

heuristic are given. Again speedup and load imbalance factor for the given heuristic 

varied in the same manner. Chaco and Jostle performed almost the same. Chaco is giving 

more consistent results. PARTY performed the same only in the first case where the 

number of tasks is 512. 
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Figure 6.7. Speedup for the STF_MFT_ACC Heuristic. 
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Figure 6.8. Load Imbalance Factor for the STF_MFr_ACC Heuristic. 
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Figure 6.9 shows the results of speedup for the LTF_MFT_ACC heuristic. Note 

that Chaco and Jostle perform almost in the same manner, and again as the difference 

between number of nodes and tasks is increased, Chaco did slightly better than Jostie. 

However in the second case where the number of tasks is 256, Jostie performed sUghfly 

better than Chaco. Chaco gives more consistent results. PARTY yielded the same results 

as the other tools only in the first case where the number of tasks generated is the same as 

the given input. Pmetis and kmetis performed better than Jostle and except the case of 32 

tasks pmetis performed better than kmetis. The results of load imbalance factor for the 

same heuristic is given in Figure 6.10. Here also load imbalance factor varied in the same 

manner as speedup for the given heuristic. The load imbalance factor value is close to one 

indicating a better quality of the partition. 
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Figure 6.9. Speedup for the LTF_MFT_ACC Heuristic. 
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Figure 6.10. Load Imbalance Factor for the LTF_MFr_ACC Heuristic. 

To evaluate the behavior of the partitioning tools their performance in terms of 

the partitioning times is compared. Figure 6.11 shows the comparison of partitioning 

times for the set of experiments in which the input graph is kept the same and the number 

of tasks varied in powers of two. Note that Metis outperforms the other tools. In 

particular pmetis performs the fastest of both pmetis and kmetis. Immediately foUowing 

is Chaco in its performance. Jostie gives a better performance than PARTY as long as the 

difference between the number of nodes and tasks is small. The partitioning times is 

given inTable 6.3. 
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Figure 6.11. Comparison of the Partitioning Times by Varying the Number of Tasks in 
Powers of Two. 

Table 6.3. Comparison of the Partitioning Times by Varying the Number of Tasks in 
Powers of Two. 

Partitioning Times (Seconds) 

512-tasks 
256-tasks 
128-tasks 
64-tasks 
32-tasks 

Chaco 
4.97 
4.4 

4.15 
4.41 
5.79 

Jostle 
28.29 
49.46 
18.27 
78.44 
39.44 

PARTY 
40.71 
67.04 
40.48 
27.56 
19.77 

pmetis 
0.67 
0.65 
0.65 
0.64 
0.61 

kmetis 
3.65 
1.63 
1.13 
0.94 
0.71 

Figure 6.12 shows the partitioning times for the first set of experiments with the 

randomly found correct data sets for PARTY. In this set of experiments the data used is 

the same as given in Table 6.1. The number of tasks was kept a constant of 512. Note that 

Chaco shows the best performance. As the difference between the number of nodes and 

number of tasks is increased PARTY performs better than Jostie. Different partitioning 
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times are shown in Table 6.4. A small modification is done for the case three in Table 

6.4, where the number of nodes is 1240. The number of tasks had been increased from 

512 to 1024 thus decreasing the difference between the number of nodes and number of 

tasks. Jostle performed in 38.02 seconds as compared to 3501.58 seconds. 

Number of Tasks-512 

o 4000 

P -«• 3000 
• Chaco 

• Jostle 

n Party 

Size of Problem 

Figure 6.12. Comparison of the Partitioning Times by Keeping the Number of Tasks 
Constant. 

Table 6.4. Comparison of Partitíoning Times for Chaco, Jostle, and PARTY by Keeping 
the Number of Tasks Constant. 

Case 
# 

1. 
2. 
3. 
4. 
5. 

Size of Problem 
(# of nodes, # of grid 
points) 
840, lOOOk 
1044, 900k 
1240,850k 
1422,800k 
1620,650k 

Chaco ( 
Seconds) 

4.95 
8.28 
11.2 

15.21 
21.64 

Jostle ( 
Seconds) 

28.1 
868.53 

3501.58 
1899.36 
858.47 

PARTY 
(Seconds) 

40.67 
244.2 
205.8 

189 
150 
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CHAPTER Vn 

CONCLUSIONS AND FUTURE WORK 

7.1 Conclusions 

Chaco provides fuU control of partitíoning through simple means. To invoke any 

given feature all we have to do is make pre-defíned changes to a file which includes all 

user-modifiable parameters or modify the changes at mn time. The input and output 

formats, too, are simple and comprehensive and can be modified according to our needs 

to get a clear picture of the partition required by our application. It provides a fallback 

option when one method fails or works poorly or results in an inappropriate cost/quality 

ratio for a given problem. Even if a selected method does not fail, its performance can be 

compared with that of other methods by performing the same partitíon using a different 

method. 

Josfle provides good features for working with disconnected graphs. It also 

provides the ability to work with heterogeneous conununicatíon networks and 

heterogeneous processors. Like Chaco, Jostie provides good methods for graph 

partitioning tasks. 

PARTY has many partitioning methods available. One of its important features is 

the option "-g all", which performs a partition using all available methods and returas the 

best partition. It also creates a partition using a few selected methods by separating the 

methods with a ",". This simplifíes the whole process of comparing the performance of 

different partitioning methods. 
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After comparing the speedup and load imbalance factor given by EVAH both 

Chaco and Jostle have shown almost the same performance. Chaco performs sUghtiy 

better when the difference between the number of nodes and the number of tasks is 

increased. In general pmetis and kmetis performed better than Jostle i.e. they performed 

almost the same as Chaco every time. Among pmetis and kmetis, pmetis performed better 

than kmetis. PARTY gave almost the same performance. However PARTY was not 

consistent in partitioning into the requested number of tasks. Similarly pmetis and kmetis 

were not consistent in partitioning into the specifíed number of tasks. This inconsistent 

behavior needs further investigation. 

Metis performs the fastest of all the tools and pmetis in particular. Kmetis may 

perform faster than pmetis as mentioned in section 6.1 when the size of the graph is 

increased. This needs further investigation. Chaco foUowed immediately in its 

performance. Chaco gave more consistent results. When the number of nodes and the 

difference between the number of nodes and the number of tasks is small Jostle 

performed better than PARTY. As the number of nodes increased PARTY performs 

better than Jostle in terms of the time taken to partition. The partitioning time for Chaco 

increases with the increase in number of nodes but the time itself was very small 

compared to the partitioning times of PARTY and Jostie. 

Throughout all experiments Chaco was consistent and better or equal to the other 

tools in performance in terms of the partitioning evaluation. Metis performed the best in 

terms of the partitioning time. 
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7.2 Future Work 

Chaco, Jostie, PARTY, and Metis work only with undirected graphs. However it 

is desirable to make these tools work for directed graphs. Also these tools can be 

integrated into EVAH, which would give a comprehensive partitioning and evaluation 

tool. 
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