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CHAPTER 1 

INTRODUCTION 

The statement has been made that "the majority of human information will be 

available on the Web in ten years." This ever-growing volume of information has made 

the task of finding useful knowledge not an easy or efficient operation. Most of the 

information is unstructured, textual information in the form of web pages, html 

documents and natural language documents. Users need to be able to translate this 

information into knowledge they can use in their respective areas. 

The generic term "data mining" has been applied to the discovery of knowledge 

in various forms of digital information or data. Data mining can be described as 

"digging" thru large volumes of data to uncover a few nuggets of valuable knowledge. 

Early data mining techniques were developed to "mine" data from large corporate or 

govemment databases. This extraction of knowledge using statistical and machine 

learning methods from databases came to be known as KDD or Knowledge Discovery in 

Databases. KDD is defined as "the nontrivial extraction of implicit, previously unknown, 

and potentially useful knowledge from data [Frawley]. 

Unfortunately most of the standard KDD techniques cannot be applied directly to 

extracting knowledge from unstmctured textual digital data. A new term, "text mining" 

was coined to describe the knowledge extraction from unstructured data. This new area of 

research was called Knowledge Discovery in Text (KDT). KDT research centered on 

developing modified KDD techniques for extracting knowledge from unstructured textual 

data. 

One of the early research groups in KDT, Ronen Feldman et al. [1995] began to 

apply modified KDD techniques on textual data by imposing a structure on the data. 

Keywords were manually assigned to each document to create a structure on a text 

document. Ronen defined a keyword as a unique word or words assigned to a specific 

text document to identify the content of the document. Using this keyword technique, his 



group was able to extract meaningful knowledge from a corpus of digital textual 

documents. 

Other researchers continued to build on the original KDT techniques and ideas 

developed by Ronen et al. This research can be grouped into four major classifications: 

1. The original study called Keywords where keywords were manually assigned 

to the data and then modified KDD techniques were utilized to discover 

pattems and associations. 

2. Graphical techniques called Term Extraction where the most frequently used 

terms are extracted from the unstructured text and automatically assigned as 

keywords. 

3. A rather sophisticated data extraction technique called Textual Databases is 

used to transform the textual data into a structured database where normal 

KDD techniques can be applied 

4. The most recent technique called Concepts uses the idea of a concept to extract 

knowledge from unstmctured text based data. 

The techniques described in this paragraph are discussed in more detail in the 

next chapter. 

1.1 Problem Definition 

The heterogeneity and number of sources of text based information leads to an 

information overload problem. To extract knowledge from this information pool and 

make it useful to a user, it must be knowledge that the user requires to accomplish their 

goals with a minimum of time and effort on their part to acquire such knowledge. Each of 

the aforementioned techniques takes a different approach to solving this user problem, 

but they also have inherent weaknesses that limit the usefulness for most users 

The Keyword technique requires that all keywords be manually assigned as an 

index to an unstmctured textual document which requires manual intervention in every 

case. Most documents in which a user would be interested probably would not have the 



documents indexed in this manner. In addition, an index of keywords for a document 

could be almost the same size as the original document. 

Term Extraction uses graphical vector procedures to identify sentence attributes, 

parts of speech; i.e., nouns or verbs, of an unstructured textual document and create a 

graph of each sentence. These attributes are then converted into keywords to index the 

document. The major problem with this particular technique is that the complexity of 

computing the graphs increases exponentially with the size of the document. This 

severely limits the size of a text document that can be indexed. Additionally, language 

semantics, such as apple which is a fruit or a computer according to the syntax, may 

cause problems with determining the correct assignment of attributes. 

A Textual Database is created by defining the database fields manually or using a 

semi-automated system. Field definitions are generated by developing a "template" that 

matches words in the document and places that word in its respective field in the 

database. Textual databases are very domain dependent and require a fairly extensive 

knowledge of the linguistics of that domain. An example would be building a resume 

database of prospective employees from unstructured resumes. 

The idea behind the Concept technique is to extract real world concepts from 

unstructured textual information and utilize them for knowledge discovery. A concept 

can be loosely described as an idea, opinion or, thought. Concepts are what human 

beings use to understand the contents of textual information. This technique requires an 

extensive vocabulary to identify not only the concept but also its component parts. 

Additional effort is required to identify and define the concepts since concepts are 

domain dependent (i.e., a politician might be interested in "progress," whereas a 

physiologist might be interested in "drugs"). 

Most users are trying to obtain very specific knowledge out of a varied set of 

unstmctured documents with the least amount of time and effort. The most effective 

method for doing this type of knowledge gathering would be to utilize a simple model 

that would extract keywords using a simple software program and a set of basic statistical 

tools to analyze the data to obtain the required knowledge. 



1.2 Purpose 

Ronen Feldman's [1995] eariy research used a simple and very effective set of 

analysis techniques to extract knowledge from a corpus of documents. The purpose of 

this research is to develop a simple basic model for knowledge building upon Ronen 

Feldman's techniques. This research consists of: 

1. Evaluating the effectiveness of using a software tool to assign keywords to 

documents instead of using the manually keyword indexed documents. 

2. To utilize the concepts and ideas originally developed by Feldman et al. to 

develop a system for statistical analysis of the extracted information and 

convert it into knowledge of interest to a user. 

The guidelines for the proposed research are: 

1. Replicate the Feldman study by extracting keywords and their associated 

statistical information using the RAENBOW text classification software tool 

developed by Andrew McCallum [1996]. 

2. Develop an Excel spreadsheet for performing statistical analysis using the 

concept of "interestingness" and trend analysis techniques developed by 

Feldman et al. [1995] to extract knowledge from the unstructured textual data. 

3. Make comparisons with the knowledge gathered from this research to the 

research knowledge presented by Feldman et al. to verify that the model 

functions as well as the manually indexed system. 

4. Use the newly created model to extract new knowledge using different 

parameters on the same corpus of documents. 

1.3 Thesis Organization 

The thesis is organized into five chapters. Chapter 1 introduces the thesis and 

overview of the research upon which the thesis is based. Chapter 2 contains a survey of 

the pertinent literature and research. A discussion of the research to be performed and the 

methodology to be used is presented in Chapter 3. A description of the research and 



numerical results are provided in Chapter 4. Conclusions and potential future research 

directions are presented in Chapter 5. 



CHAPTER 2 

LITERATURE REVIEW 

Research in the field of knowledge discovery in text has become one of the most 

significant areas due to the ever increasing volume of data present in unstructured textual 

form. This literature review is intended as an introduction to those areas that are relevant 

to this thesis. 

The main topics to be discussed are: 

1. Background Information; 

2. Current KDT techniques in use and their associated problems; 

3. A review of the Feldman et al. research; 

4. Reuters 22173 Corpus; 

5. Rainbow text classification system and how it works; 

6. Discussion of the selected classification method Naive Bayes; 

2.1 Background 

"Data mining" is a generic term that has been applied to the discovery of 

knowledge in various forms of digital data. What actually constitutes this technique 

called data mining? The term "mining" is not a very good metaphor for what actually 

occurs. Mining implies the extraction of precious nuggets of ore from otherwise 

worthless rock. Data mining procedures used on commercial and private databases 

involve the semi-automated discovery of trends and pattems across very large datasets. 

The resulting data is used for decision making and not the discovery of new facts or 

nuggets. However in the case of "text mining," it can be argued that the mining-for-

nuggets metaphor is valid [Hearst 1999]. 

Text mining is the term coined for the extraction of knowledge from unstmctured 

textual data. Text mining is in many ways very similar to data mining. In text mining, an 

attempt is made to discover clusters, trends, associations, and deviations in a large set of 



textual data, hi addition, text mining has adopted the statistical techniques and machine 

leaming approaches of data mining. 

It is important to differentiate between text mining and information access (or 

information retrieval, as it is more widely known). The standard information access 

procedure is akin to looking for needles in a needle stack. The problem is not so much 

that the desired information is not known, but rather that the desired information coexists 

with many other valid pieces of information. The fact that an information retrieval system 

can return a document that contains the information a user requested does not imply that 

a new discovery has been made. The information had to have already been known to the 

author of the text; otherwise, the author could not have written it down [Hearst 1999]. 

Brachman et al. [1993] advanced the idea that not all data analysis tasks lend 

themselves to the semi-automated process of discovery of trends and pattems, but rather 

evolve in an iterative, dialectic process that requires constant human interaction 

[Brachman]. This research is called "Data Archeology" since the process resembles the 

highly skilled work of an archaeologist rather than that of a miner. Brachman et al. 

proposed a generic system called IMACS (Interactive Market Analysis and Classification 

System) which built on the then existing knowledge representation and interface 

technologies. The generic system is based on a frame-based knowledge system called the 

KR system Classic [Brachman]. Three kinds of objects exist in this system; concepts, 

roles and individuals. For example, if the system were a department store, then a concept 

would consist of complex descriptors such as Pre-holiday-Sale, roles would be properties 

of individuals, e.g., credit limit, and individuals would be normal object construct in the 

domain, e.g., Joe_Smith. The concepts and individuals are organized into a taxonomy 

with the more general concepts being sublimated to specific concepts. The system was 

able to provide deductive inferences based on such things as inheritance, combination, 

propagation, and classification [Brachman]. The IMACS system featured natural, user-

centered domain representations, flexible access mechanisms that combine the power of 

general-purpose query languages with the ease of form-based methods, full support for 

iterative exploration, and a means to reuse work and manage analyses over time 



[Brachman]. Although this system used a database as its source, the ideas developed and 

advocated by Brachman et al. provided the early foundational work for the then 

developing science of KDT. 

In 1995, Ronen Feldman et al. applied traditional KDD techniques on 

unstmctiired textiial data by imposing a structiire on the data [Feldman 1995]. They used 

a text categorization paradigm to annotate text articles with meaningful concepts that 

were organized in a hierarchical stmcture. Using a set of statistical techniques and 

concepts, they were able to extract new knowledge from the data. Based on these two 

foundational works, KDT techniques for extracting knowledge from textual data have 

continued to improve and evolve. This type of research takes on added emphasis because 

such a large volume of digital data is becoming available on the Internet 

2.2 Web Textual Information 

"I have observed that many people, when asked about text mining, assume it 

should have something to do with ''making things easier to find on the web" [Hearst 

1999, p. 1]. The Knowledge Discovery in Database 1997 conference described the 

concept of Data Mining and the Web as: 

... Two challenges are predominant for data mining on the Web. The first 
goal is to help users in finding useful information on the Web and in discovering 
knowledge about a domain that is represented by a collection of Web-documents. 
The second goal is to analyze the transactions mn in a Web-based system, be it to 
optimize the system or to find information about the clients using the system. 
[Kdd97] 

"This search-centric view misses the point that we might actually want to treat the 

information in the Web as a large knowledge base from which we can extract new, never-

before encountered information" [Hearst 1999, p.l]. 

Two of the questions frequently asked are: "Isn't the Internet a big digital 

library?" and "What does it mean to mine data from the Web, as opposed to other sources 

of information?" [Hearst 1997]. The Web contains a variety of different unstmctured 

textual data types. Many of these data types were not available in large scale before and 

include hyperlinks and massive amounts of (indirect) user usage information. Spanning 



across all of these data types, there is the dimension of time, since data on the Web 

changes over time. Finally, there is data that is generated dynamically in response to user 

input and programmatic scripts. KDT can provide the tools and techniques necessary to 

extract knowledge from this very large and diverse source of textual data. 

2.3 KDT Techniques and Associated Problems 

Most KDT techniques today utilize a three-step process to extract information 

efficientiy from unstmctured text. Classification is the process where criteria are 

developed to identify what knowledge needs to be discovered in the text documents. The 

categorization process then uses the criteria to extract pertinent data from the document. 

Text mining (statistical techniques and machine leaming) is utilized to discover 

interesting pattems, trends and associations in the extracted data. 

KDT techniques may be divided into four areas; Keywords, Term Extraction, 

Textual Databases, and Concept KDT. The information presented in this section is 

representative of the type of research being done in each of these respective areas. 

2.3.1 Keywords 

Ronen Feldman et al.'s [1995] original work in Keyword techniques involved the 

concept of imposing a structure on unstmctured text. The structure was created by 

tagging each article with a set of keywords that corresponds to its content. For example, 

an article about gold mining in various countries would be tagged with the keywords 

Argentina, metal, and gold. Tagging an article with a keyword includes all the ancestors 

of the keyword in the hierarchy (see Figure 2.1). It is desired therefore that an article be 

tagged with the lowest concept possible. Tagging the article was accomplished manually 

as is common for many text collections for which keywords or category labels are 

assigned by hand [Feldman 1995]. 

The concept hierarchy is the central data stmcture in the keyword architecture. 

The hierarchy is based on a directed acyclic graph (DAG) of concepts where each of the 

concepts is identified by a unique name (keyword) (see Figure 2.1). 



Organizations 

Figure 2.1 Concept Hierarchy 

A simplistic keyword DAG might include the keywords [Argentina, metal, gold] 

or [Country, topic, product]. An arc from concept A to B denotes that A is a more 

general concept than B (i.e., country ^ metal => gold). The hierarchy is established by 

the user and contains only concepts that are of interest to the user. Its structure defines the 

generalizations and partitioning that the user wants to make when summarizing and 

analyzing the data [Feldman 1995]. A general DAG is used rather then a tree stmcture so 

that a keyword may belong to several parent nodes [Feldman 1998]. 

An analysis is conducted by summarizing and analyzing the content of the 

concept keyword sets that annotate the articles being studied. This involves looking at 

distribution of descendants of a node relative to other descendants of that node. A 

concept node C in the hierarchy specifies a discrete random variable whose possible 

values are denoted by its descendents. This distribution takes the form of the random 

variable by P(C=>c), where c ranges over the descendents of C. A simple example of this 

would be where C = country and c would be a statistical distribution of Argentina, Brazil, 

and Pern [Feldman 1995]. These concepts provide the user with a powerful way for 

browsing and summarizing the data. 

The main purpose of the keyword technique is to present "interesting" 

information to the user. The idea is to quantify the degree of "interest" of some data by 

comparing it to a given or an expected model. Usually interesting knowledge would be 

data that deviates significantly from the expected model. In some cases, the user may be 

interested in data that highly agrees with the model, but the user may also view the data 

10 



through different concept distribution operations [Feldman 1995]. 

Several important distribution operations can be conducted on the data to yield 

valuable "new" knowledge. These three operations are: 

• Conditional keyword-proportion distributions: The most basic operation using 

keyword distributions is the display of conditional keyword-proportion 

distributions. For example, a user may be interested in seeing a statistical 

distribution of the documents labeled by the keyword Argentina [Feldman 1998]. 

• Comparing to average distributions: The second operation concerns the 

comparison of conditioned keyword-labeled documents belonging to South 

America to the keyword labeled documents belonging to Westem Europe. It is 

natural to expect that this distribution would be similar to other distributions of 

this form. When they differ substantially it is a sign that the documents labeled 

with the conditioning keyword may be of interest [Feldman 1998]. 

• Trend analysis: The various keyword distributions are functions of collections of 

documents. It is therefore possible to compare two distributions that are otherwise 

identical except that they are from different collections [Feldman 1998]. 

The Keyword technique as proposed by Feldman et al. has several limitations that 

restrict its usefulness as a practical KDT technique. All textual documents in the 

collection must have previously had keywords assigned to the documents. This 

assignment of keywords is done manually. The web does not lend itself easily to this 

type of KDT analysis because it has such a diverse type of textual data most of which is 

not in a standard format [Loh]. A fully indexed keyword document could have a 

keyword index of significant size. Another major disadvantage of this technique is that 

queries with non-indexed terms cannot find any documents. Thus, a complete dictionary 

with the capability of automatically discovering new terms is critical for keyword-based 

systems [Lin 1996]. 

11 



2.3.2 KDT Based on Term Extraction 

The concept of using terms to gather information from textual documents has far 

reaching implications in KDT analysis. This approach is trying to incorporate sentence 

syntax and content into the discovery process which is closer to how humans process 

information about an unstmctiired text document. Two of the foundational research 

stiadies along with the inherent problems associated with term extraction are discussed 

below. 

2.3.2.1 True Semantic Network Analysis 

One of the early groups to promote the concept of extracting information from 

textual documents by using terms from the document was Lin et al. [1996]. Their 

system, called ACIRD, was devised to extract "keyword terms" from documents on the 

intemet to provide the information necessary to perform a KDT analysis [Lin 1996]. 

The document collection and associated class information were extracted from an 

inventory of documents from YAM (a popular local search engine in Taiwan) homepage 

[Yam]. Class types were set up using the major divisions on the Website such as natural 

science, news, and information. The information used to allocate the document to the 

proper class is manually generated for the specific inventory being evaluated. 

Each document (object) of a given class to be evaluated is preprocessed into terms 

using four types of html tags. These tags assign an importance factor [0 or 1] to the term. 

The types of tags that are recognized are: (1) Informative - important, (2) Skippable - no 

effects, (3) Uninformative - not processed, and (4) Statistical - contents to be stored as 

statistical information. All of this information is then generalized into a collection of 

terms called "Classification Knowledge" [Lin 1998]. 

The terms in this CK collection become the training set for the classification 

process. Each term forms a graph called a Term Support Graph (TSG) that has a directed 

edge from the term vertex to the class vertex. The edge is labeled with the support 

[importance] of the term to the class. The data is further refined to a set of keywords by 

employing Term Mining Association Rules that are specific from each class [Lin 1998]. 

12 



Mining Association Rules are developed and applied to handle semantics that 

arise in unstinctured web data. An association rule is defined as: Let 1 = {i,,i^,i^,....ij 

be a set of items and I be a set of transactions (the transaction database) in which each 

tiansaction i is a set of items such that i c I. The rule is an implication of the form 

X ^ Y, where X e I, Y c I, and X n Y = 0 [Lin 1998]. 

The operation is performed manually and results in a composite graph called a 

Term Association Graph (TAG). The new collection of terms is subsequentiy called 

"Refined Classification Knowledge" [Lin 1998]. By combining the terms from the two 

graphs, a Term Semantic Network (TSN) is created. This network provides a generalized 

set of keywords for a specific class of intemet documents which can then be utilized to 

retrieve information 

Several problem areas were identified in using this type of technique. The 

granularity of most unstructured textual documents can run to lOO's of lines per 

paragraph. Realistically only 3-10 sentences per paragraph in what were called 

informative paragraphs in a document could be used. Describing the boundary for 

generating term association rules became a problem. Since Intemet documents are 

published by a variety of people, the semantics of words alternate on a case by case basis. 

It is possible to use the same word for different concepts, which arise from various 

cultures of Intemet users. For example, if a query with "apple" and "computer" is given, 

the semantics cannot be "apples of food" [Lin 1998]. (As we know, it means "Macintosh 

Computer.") 

The system applied mining term associations must be based on documents of a 

given class [i.e.. Computers] rather than all documents in the database. This results in a 

smaller database size and severely limits the applicability of the techniques across a wide 

span of documents. As the number of the documents increase, it becomes increasingly 

more complex to design adequate association rules to extract keywords from the 

documents. 

13 



2.3.2.2 Conceptual Graphs 

Montez-y-Gomez et al. [2002] proposed a system for term extraction by using 

conceptual graphs. The process consisted of two major stages: (1) transforming the texts 

into concepttial graphs (preprocessing stage) and (2) analyzing the resulting set of 

conceptiaal graphs (discovery stage). 

The system uses a three step approach to knowledge discovery in textual 

documents. First, a set of canonical graphs that expresses basic relations between 

concepts is created (see Figure 2.2). This set of graphs is then merged to form a syntactic 

tree that can be tiaversed. Finally a set of transformation rules are created to identify 

some templates in the syntactic trees. 

The transformation of a document is done in the following steps: 

• The sentences are marked with part-of-speech tags. 

• Some titles and sentences from abstracts are filtered based on specific self 

descriptive user generated details. 

• The selected sentences are parsed, obtaining their syntactic tree 

• The syntactic tree is traversed and the canonical conceptual graphs related 

to the syntactic tree nodes (mainly those related with verbs indicating 

intentions, such as introduce, analyze, and describe) are joined 

[Montes-Y-Gomez]. 

An example of this procedure uses the following text fragment from a discussion 

on analysis of programs (see Text fragment and Figure 2.2). 

Text Fragment Logical Analysis of Programs 

The first part of the paper is devoted to techniques for the automatic generation of 

invariants. The second part provides criteria for testing the invariants to check 

simultaneously for correctness (including termination) or incorrectness. 

14 



Program {•} analyze -N logically 

< ^ Invariant n 

Figure 2.2 Small Part of the Conceptual Graph (adapted from GOMEZ 2002, p. 5) 

Once a document is transformed into a concepUial graph, three common 

descriptive mining tasks are implemented: clustering, association discovery, and 

deviation detection. The following basic assumptions are necessary before the mining 

task can be implemented. 

• Generalization of a conceptual graph g (see Figure 2.3) is a graph G obtained 

from g by a sequence of operations to consolidate nodal information. The 

resulting graph G typically contains fewer nodes or its nodes correspond to more 

general concepts or relations than the source graph g. The notation G => g stands 

for the fact that G is a generalization of g, or g is a specialization of G. 

• Common generalization of a set of conceptual graphs can be reduced to a single 

generalized graph. 

• Overlap of a set of conceptual graphs is roughly based on the comparison of the 

set to the common generalized set of graphs. Overlap may not be unique based on 

the way graphs are generalized. For example John <- Loves —> Mary and Mary 

<— Loves —> John can be generalized in two different ways, Mary, Loves, John 

as an unconnected graph and Person <— Loves -^ Person as a connected graph. 

• Similarity between two conceptual graphs is a quantitative measure of how much 

these graphs have in common. 

The goal of conceptual clustering is to find all regularities in a given set of 

conceptiaal graphs (i.e., to constmct all common generalizations for two or more graphs) 

and organize them in a hierarchy for easier navigation and exploring. Clustering consists 

of: dividing the sets of graphs into groups, assigning a meaningful description to each 

group, and organizing the groups into a hierarchy. 

15 



The structure of the hierarchy is an inheritance network where the lower nodes 

contain more specific items and the upper nodes more general information (Figure 2.3). h 

is very easy to detect similarities caused by simple concepts (lower nodes) using this type 

of a stiiictiire. This inheritance network allows for the building of larger hierarchies (i.e., 

finding more common generalizations) by adding additional documents to the lower 

nodes. The cluster hierarchy emphasizes the interests of end-users where the user can 

assign different importance weights to different characteristics of the graphs such as 

concepts, relations, and structure. The end-user uses these weights to compare and 

combine similar conceptual graphs into the hierarchy stmcture [Montes-Y-Gomez]. 

solve -*/ y > numerically -> equation numerically - • / V» solve -^ V> problem 

problem 

jr-1 paper-2 paper-3 paper-4 paper-5 paper-6 paper-7 

Figure 2.3 Part of the Cluster Hierarchy (adapted from Montez 2002, p. 7) 

After the documents have been clustered into a useable hierarchy, associations 

between elements are generated. Association discovery is a classical task of text mining. 

Its goal is to discover association mles of the form X =>Y, where X and Y are sets of 

elements of the stmctures under consideration. Such association mles indicate that 
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transactions containing X tend to contain Y as well. For example, 60% of the news that 

mention a president mention specifically Bush blaming Bin Laden, while 20% of the 

texts in the newswire mention Bush blaming Bin Laden. A typical association based on 

Figure 2.3 would be that "solve => numerically" [Montes-Y-Gomez]. 

The method for detecting deviations is based on the concept of regularity 

proposed by Aming et al. [1996]. Deviation comparisons in a set of conceptual graphs F 

use 'd' to describe the pattern of a set of representative characteristics of a set of 

conceptual graphs and rare conceptual graphs that have none of the representative 

characteristics of F. A contextual deviation is defined as g:d(r,s) where g is the common 

generalization of a set of graphs, d is description of the rare graphs, r is the rarity of the 

deviation in the set of graphs, and s is the minimum user defined support [Montes-Y-

Gomez]. A typical deviation would be that defined in paper 7 as this paper is the only 

one that described solving the problem using the point method (Figure 2.3). 

The major current limitation to this type of KDT analysis is the complexity of 

computing the graphs. As the number and size of graphs from a document increase, the 

computational resources required increases exponentially. This severely limits the size of 

documents that can be processed using this type of technique. There is a widespread 

opinion that any reasonably complete method of meaningful structural comparison is not 

computationally affordable [Mugnier]. 

2.3.3 KDT Based on Textual hiformation into Databases 

Considerable research has been done on techniques for extracting knowledge 

from databases. If the unstructured textual data can be successfully structured into a 

database, then all of the KDD tools that have been developed can be successfully used. 

Nahm, et al. [2002] developed a system called DiscoTEX for transforming 

unstmctured text into a stmcUired database that integrates data mining and information 

extraction. Information extraction (IE) is considered to be a key component for 

constmcting textual databases. The goal of this information extraction system is to find 

specific data in natural-language texts and transform the unstmctured texts into structured 
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databases. A template (Figure 2.4) is buih and the appropnate information is extracted 

from the document and inserted in the template slots [Nahm]. 

Document 

1 am a Windows NT software engineer from Lubbock Texas. I have 12 years of 

experience in implementing Windows NT services in Visual C-̂ + and Java 

Filled Template 

Title: Window NT software engineer 

Location: Lubbock Texas 

Language: Visual C++, Java 

Figure 2.4 Sample message and template (adapted from Nahm 2002, p. 2) 

The system uses two state-of-the-art information extraction systems, RAPIER 

(Ro-bust Automated Production of Information Extraction Rules) and BWI (Boosted 

Wrapper Induction). By training the system on a corpus of documents that contain an 

annotated set of filled templates, a knowledge base of extraction mles is generated. The 

resulting extraction pattems are applied to each new document creating a collection of 

stmctured records. Standard KDD techniques can then be applied to the resulting 

database to discover interesting relationships [Nahm]. 

Inherent with most systems that convert unstmctured textual data to databases is 

the problem for the need for very domain specific knowledge and the ability to build 

annotated templates to create the extraction mles. IE techniques for extraction are 

feasible if the domains are very tightly controlled and only specific types of documents 

are being utilized. Even with this ability, extensive semantic knowledge must be known 

about the domain. 

2.3.4 KDT Based on Concepts 

In a presentation to the IEEE on Web Mining, Pal et al. [2002] identified WCM 

(Web Content Mining) as a method for the discovery of useftil information from Web 

contents, data, documents, and services, hi this context, he identified a concept-based 



knowledge discovery method from texts, extracted from the Web. Here, instead of 

analyzing words or attribute values, concepts are extracted. 

The American Heritage® Dictionarv (4"' ed) defines concept as an "idea, notion 

or, thought." This confirms the general and intiiitive idea that concepts are used to 

explore and examine the contents of talks, texts, documents, books, and messages. "The 

concept-based retrieval capability has been considered by many researchers and 

practitioners to be an effective complement to the prevailing keyword search or user 

browsing" [Lin 1996, p.l] 

John Sowa states "the concepts expressed by a language are determined by the 

environment, activities, and cultiare of the people who speak the language" [2001, p.l]. 

Concepts by their very nature are very domain dependent. For example, intending to 

analyze discourses of politicians, one may want to identify concepts like "progress", 

"problems," "investments," "money," and "corruption." But on the other side, in a 

psychiatric environment, concepts may be "violence," "dmgs," "suicide," and "death" 

[Sowa 2000]. 

Various stmctures such as conceptual graphs, ordered lists or a vector space 

model can be used to represent real world objects, events, thoughts, opinions, and ideas. 

The terms (cues) in a concept description may include synonyms, quasi-synonyms, 

lexical variations, plural, verb derivations, and semantic related words. By using these 

cues, concepts inside unstmctured text can be identified. Documents do not have 

concepts explicitly, but rather in words. Once concepts are expressed by languages 

(words and grammars), it is possible to identify them in texts by analyzing phrases [Loh]. 

Concepts are identified by using abduction reasoning about the specific cues 

found in a text. Abduction reasoning differs from the well known concept of deductive 

reasoning. In deductive reasoning if A implies B and "A is truth" then we can infer "B is 

tmth." Abduction reasoning states: if A implies B and "B is tmth" then "A is a probable 

cause for B being tmth." Therefore if words that describe a concept appear in a text, 

there is a high probability that the concept is present in that text [Loh]. 
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The fundamental reasoning behind this process is that each word of a concept 

contributes with certain strength to the presence of that concept. Strong indicators may 

receive higher weights in the concept definition. The end-user must determine the 

weights of each word and set a threshold value to decide whether the concept is present, 

h is possible to use only one word of the concept to establish the presence of the concept, 

however, the more indicators that are present, the more likely the concept is present. 

To identify if a concept is present, concept definitions must first be created. 

Several controlled vocabularies are available to help identify the terms needed to define a 

concept. If the domain is very specific, then a good choice would be thesauri. Because 

the thesaurus is so domain dependent, it does not support slight variations since it does 

not have sufficient vocabulary coverage for all potential applications or specific users. 

Another controlled vocabulary source is an ontology. The term ontology comes from 

philosophy and a good definition would be "ontology provides the common vocabulary 

of a specific domain and defines, more or less formally, term meaning and some of their 

relationships" [Desmontils 2000, p.3]. Because an ontology does not include proper 

nouns, much potentially valuable information such as names of places or events, is 

excluded. Dictionaries are another source of concept terms, but do not include semantic 

relations and use too many general words in their descriptions. "In a previous study (not 

published yet), we found that Webster-like dictionaries use too many general words, as 

for example, "soccer = ball game played with feet, disputed by two teams with eleven 

players each..." Examining the presence of the soccer concept in newspapers, we found 

that the listed words are not so frequent" [Loh 2000, p. 4]. 

A technique based on the use of concepts was developed by Desmontils and 

partners [Desmontils] to index Web sites. An ontology is created that is composed of 

terms used to describe the concepts that are utilized in the indexing of each site. Their 

definition of an ontology is a set of concepts each represented by a term (a label), a set of 

synonyms of this term, and a set of relationships connecting these concepts. 

The process of indexing a Web page consists of four steps. First, a flat index of 

terms is buih using the existing information on the web page. This is accomplished by 
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(1) removing HTML markers from Web pages, (2) dividing the text into independent 

sentences, (3) annotating each word with its corresponding grammatical category (noun, 

adjective...), and (4) analyzing term pattems (e.g.. Noun, Noun+Noun, Adjective+Noun) 

to provide well-formed terms [Desmontils]. 

A thesaurus is used to provide all possible synonyms for the terms generated in 

the flat index. This synonym list, called a "sense," is a listing of all the possible 

candidate concepts on that particular web page. Each candidate concept is studied to 

determine how effectively it represents the page content. The evaluation is based on a 

predetermined weighting factor and the cumulative similarity of the concept with the 

other concepts in the page [Desmontils]. 

Steps three and four involves a study of how relative each concept is to each page 

on the Website and selecting the best concepts is based on a filtering process to represent 

that particular page. If the concept has a high weighted value, then this concept is added 

to the ontology to be used for classifying additional pages on the Web site. An index of 

all the concepts is built as an XML file and is independent of Web pages [Desmontils]. 

The created index allows significant improvement over the existing simple 

keywords currently used to index Web pages. Search engine queries containing terms 

connected by logical operators often return ambiguous selections [Desmontils]. This 

approach provides improvements by expanding the ability to search by transforming 

terms into concepts. Because terms are replaced by their associated concepts, logical 

operators have a richer semantics than simple keywords and the answers are more 

suitable to a user's query. 

Using concepts adds significantly to the ability to extract information from web 

related pages. The indexing of the web pages provides a rich environment for extracting 

data from the related pages. However, this type of operation requires a considerable 

investment in time and effort to create the indexes. The indexes created are very domain 

specific that restricts the ability to do ad hoc requests across a large cross-section of the 

web. 
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Winkler and Spiliopoulou [Winkler] developed a technique for semantic tagging 

of textual web content with meta-data to facilitate searching, querying, and identification 

of any associated texts and relational data. They constmcted a stmctured XML DTD 

(document type definition) that serves as a template for the document collection that 

provided the ability to perform database-like querying services on textual data. 

They incorporated the idea from Feldman et al. of text mining at the term level 

instead of focusing on linguistically tagged words. The resulting dataset could then use 

existing KDD algorithms, such as association rule discovery [Feldman 1995], to tag a 

stmctural text unit. The goal for the XML framework was to semantically tag structural 

text units (e.g., sentences or paragraphs) within the document with concepts according to 

a global DTD template, but not to characterize the entire document's content. As in other 

techniques, the XML framework exploited existing vocabularies, such as thesauri for 

concept definition. 

The XML DTD framework concentrates on domain-specific texts, which differ 

significantly from average text with respect to word frequency statistics [Winkler]. In 

other words, a document on nuclear physics would have a much higher use of 

mathematical terms than a news article. Data would be extracted at a structural text unit 

(concept) level rather than at a document level. Loh et al. [Loh] had previously 

suggested the extraction of concepts rather than individual words for subsequent use in 

KDD efforts at the document level. This type of collection cannot be processed using 

standard text mining software because the integration of relevant domain knowledge is a 

prerequisite for successful knowledge discovery. 

One assumption of the concept-based approach is that it tends to minimize the 

vocabulary problems since concepts may be expressed with different words, as in a 

semantic expansion approach. This assumption is in valid because of the very extensive 

vocabulary required to identify not only the concept, but also its component parts. 

Another assumption is that the effort for concept definition and identification can be 

reduced. Again, this is not tme. Specialized text searches require effort to identify and 

define the concepts since these involve using thesauri and specialized dictionaries. 

T ) 



2.4 Ronen Feldman etal. Research 

The research originally done by Feldman et al. [1995] was to present "interesting" 

information to the user by using keyword distributions. The degree of "interest" of the 

data could be quantified by comparing it to a given, or an "expected," model. Usually, 

interesting data would be data that deviates significantly from the expected model. 

However, in some cases, the user may be interested in data that highly agrees with the 

model [Feldman 1995], 

The original research used a keyword labeled unstructured text collection or 

corpus called the Reuter-22173 as the test data to evaluate the keyword KDT premise 

[Feldman 1995]. The Reuters-22173 corpus contains over 20,000 articles that appeared 

on the Reuters newswire in the late 1980s [Lewis] (See section 2.6 Reuters information). 

Keywords for each of the articles fall into five major groups: countries, topics, 

people, organizations, and stock exchanges. These five major categories are used as the 

skeleton for the keyword hierarchy (Figure 2.5). Each of the five categories serves as an 

intermediate node in an initial two-level hierarchy. The hierarchy is then enriched with 

some additional sub-groupings of keywords, such as agriculture and metals, as daughters 

of the topics node, and various intemational organizations (taken from the CIA World 

Factbook) [Feldman 1998] as daughters of the countries node (see Figure A.4). 

Root 

Countries Topics People Organizations Stock Exchanges 

Agriculture 

Figure 2.5 Reuters Hierarchy 
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To mine data successfully from this large text collection, Feldman et al. 

[Feldman 1995] developed four types of model distributions. 

The most basic operation of keyword distributions is the display of conditional 

keyword-proportion distributions (Conditional Distribution). For example, a user may be 

interested in seeing the proportion of documents labeled with each child of topics for all 

those documents labeled by the keyword Argentina; i.e., what proportion of Argentina 

documents are labeled with each topic keyword (see Table 2.1). 

Table 2.1 Feldman Argentina 

Item 
Others 
Grain 
Loans 

Corn 
Oilseed 
Wheat 
Sorgum 

# of Articles 
76 
32 
31 

20 
17 
13 
12 

Table 2.1 provides a summary of the areas of economic activity of Argentina as 

reflected in the text collection. The table lists the keywords found in all the documents 

about Argentina and the # of articles that had that particular keyword. In some sense, this 

type of operation can be viewed as a refined form of the traditional keyword-based 

retrieval. An enhancement of this type of presentation would be a listing of all the article 

names for the selection Argentina or being able to access the documents through this 

more fine-grained grouping of Argentina-labeled documents [Feldman 1998]. 

The uniform distribution is used as a comparison to show how much a given 

distribution is "sharp," or heavily concentrated in only a few of the values it can take. 

Topic distributions in a uniform distribution of a selection of countries will have a large 

distance from the uniform distribution for any given topic that is mentioned in connection 

with another selection of countries. Using the uniform distribution as a model comparison 

means that the expectation is based only on the structure of the textual information 

without relying on any findings in the data [Feldman 1995]. It is natural to expect that 

this uniform distribution would be similar to another uniform distribution of this form 

24 



over child topics that are siblings of the respective countries. When the distributions 

differ substantially, it is a sign that the documents labeled with the child topic may be of 

interest [Feldman 1998]. 

The metric used to measure the "interestingness" or "informativeness" of these 

uniform distiibutions is the relative entropy measure (or Kullback-Leibler (KL) distance) 

defined in information theory. The KL-distance as defined in information theory is an 

appropriate measure since it measures the amount of information lost. If the distribution 

of the data is denoted by p and the model distribution by q, the distance from p(x) to q(x) 

measures the amount of "surprise" in seeing p while expecting q. Formally, the relative 

entropy between two probability distributions p(x) and q(x) is defined as: The relative 

entropy is always non-negative and is 0 if and only if p=q. The equation is as follows: 

D(p||q) = Z p ( w ) l o g P ^ . (2.1) 
w q(w) 

According to this view, interesting distributions are those with a large distance to 

the model distribution. Interesting data points are those that make a big contribution to 

this distance, in one or several distributions [Feldman 1995]. 

Tabular data comparisons are presented in Tables 2.2 and 2.3. The first column 

shows the topics being evaluated. Column two is the relative entropy calculated using 

the KL-distance equation related to that particular topic. The third columns give the 

number of articles in which that topic appears in the country selection in this case 

Westem Europe and the percentage of that topic. The percentage is calculated by 

dividing the number of articles on that topic in Westem Europe by the total number of 

articles in Westem Europe. Column four provides the same information on the countries 

to which the comparison is being made (e.g.. South America). 
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Table 2.2 Feldman Comparing Westem Europe to South America 

Topic 

acq 
cbond 
earn 
corpnews 
money fx 

Relative 
Entropy 
0.119 
0.067 
0.052 
0.035 
0.034 

%/# Articles 
WE 

9.5/373 
5.8/230 
5.2/204 
1.8/71 

4.9/191 

%/# Articles 
SA 
.5/9 
.4/6 

.5/22 

.05/1 
1.1/13 

Table 2.3 Feldman Comparing South America to Westem Europe 

Topic 

coffee 
loan 
crude 
copper 
silver 

Relative 
Entropy 
0.414 
0.160 
0.055 
0.023 
0.017 

%/# Articles 
SA 

21.6/201 
18.2/169 
13.3/124 
2.8/26 
1.4/12 

%/# Articles 
WE 

0.3/37 
2.4/102 
5.1/86 
0.4/12 
0.1/7 

The uniform distribution (Table 2.2) comparing the countries of Westem Europe 

to those of South America show there is considerably more interest in financial topics 

than those in South America countries. Conversely, the text collection (Table 2.3) shows 

that all of the countries in South America have a much larger portion of agriculture and 

rare metal topics than those of Westem Europe. 

The uniform distribution mechanism for comparing distributions was based on the 

comparison of topics on an average across a group of countries. The use of an average 

distribution is also useful for comparing distributions of specific topics (Tables 2.4 and 

2.5). 

Table 2.4 Feldman Brazil to South America 

Topic 

ship 
loan 
earn 
coffee 
orange 

Relative 
Entropy 
0.065 
0.063 
0.057 
-0.029 
0.025 

%/# Articles 
Brazil 
7.4/27 

29.6/108 
5.5/20 
12.9/47 
2.2/8 

Avg %/# Articles 
SA 

1.0/32 
18.2/233 

.5/22 
21.6/91 

.2/8 
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Table 2.5 Feldman Comparing Colombia to South America 

Topic 

coffee 
loan 
crude 
cpi 

trade 

Relative 
Entropy 
0.026 
-0.029 
0.014 
0.013 
0.006 

%/# Articles 
Colombia 
59.2/29 
6.1/3 
16.3/7 
4.1/1 
4.1/1 

Avg %/# Articles 
SA 

21.6/91 
18.2/223 
13.3/66 
2.0/14 
2.9/26 

As can be seen in Table 2.5, Colombia puts much larger emphasis on coffee than 

any other country in South America. It is interesting to note that Brazil has 47 articles 

about coffee (Table 2.4) which is more than any other country but is below the class 

average for coffee. Brazil has a large portion of articles that talk about loans which was 

to be expected since during this time period, Brazil was borrowing substantial sums of 

money [Feldman 1995]. 

One of the most important tools for an analyst is the ability to follow trends in the 

activities of countries in the various domains [Feldman 1998]. Finding trends is achieved 

by using a distribution which is constmcted from old data as the expected model for the 

same distribution when constmcted from new data. 

It is possible to compare two distributions that are otherwise identical except that 

they are from different collections or when the two collections are from the same source 

(such as from a news-feed), but from different points in time. For example, a comparison 

can be made on the distribution of topics about Argentina. The comparison is a set of 

labeled documents formed by documents published in the first quarter of 1987 to the 

same distribution formed by documents from the second quarter of 1987. This 

comparison highlights those economical topics whose proportion changed between the 

years, directing the attention of the user to specific trends or events in the economical 

activity of Argentina [Feldman 1998]. 

The four distribution types, conditional keyword, average uniform, conditional, 

and trends, can be successfiilly used to identify interesting pattems. An interesting 

pattern can also be identified by finding elements that have relatively low entropy; i.e., 

elements that have "sharp" distributions (a "sharp" distribution is a distribution that is 

heavily concentrated on a small fraction of the values it can take). When Feldman's 
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system computed the entropy of the topic distribution of all countries in the database, it 

was discovered that fran (according to the text collection used) appears in 141 articles 

where 69 of the articles are about cmde, 59 are about ships, and the other 13 times in 

which Iran appears belong to 13 different topics. The "sharp" distribution shows the 

primary topics of interest in fran are the transporting of cmde oil by ships. Another 

countiy which has relatively low topic count is Columbia, hi this case 75.5%) of the topics 

in which Columbia is mentioned are cmde (59.2%) and coffee (16.3%)). When the system 

computed the entropy of the country distribution of all topics, the topic "eam" has very 

high concentration in 6 countries. More than 95%) of the articles that talk about eaming 

involve the countt-ies USA, Canada, UK, West Germany, Japan, and Australia. The other 

5%o are distributed among another 31 countries. 

Feldman et al. [1996] in 1996 developed a system called FACT that incorporated 

these distribution techniques for knowledge discovery. The system is used to discover 

associations and pattems of co-occurrence among keywords labeling the items in a 

collection of textual documents. The system uses a simple query over a collection of 

documents with user supplied keywords to specify constraints on the desired results. An 

example would be a query about Argentina with a keyword constraint of the topic of 

gold. Execution of a knowledge-discovery query is stmctured so that these keywords can 

be exploited in the search for possible results. FACT was devised to present the user a 

simple-to-use graphical interface to the query language, with the language providing a 

well-defined semantics for the discovery actions performed by a user through the 

interface [Feldman 1996]. 

A subsequent tool called Document Explorer was developed using the same query 

type stincttire as FACT but it implemented text mining at the term level [Feldman 1998-

2]. Both of these tools provided very good information based on the results of 

experiments mn on the Reuters-21723 data set. The major problem was the tool was 

fixed for extracting information conceming the Reuters data set and would require 

extensive setup for use on another set of data. 
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2.5 Reuters-21578/21723 Text Categorization Test Collection 

The Reuters text collection is the data set used in the Feldman research sttidies. 

The copyright for the text of newswire articles and Reuters annotations in the Reuters-

21578 collection resides with Reuters Ltd. Reuters Ltd. and Camegie Group, Inc. have 

agreed to allow the free distribution of this data *for research purposes only*. 

The collection consists of 22 data files and appeared on the Reuters newswire in 

1987. The documents are assembled and indexed with categories by personnel from 

Reuters Ltd. (Sam Dobbins, Mike Topliss, Steve Weinstein) and Camegie Group, Inc. 

(Peggy Andersen, Monica Cellio, Phil Hayes, Laura Knecht, Irene Nirenburg) in 1987 

[Lewis]. 

In 1990, the documents were made available by Reuters and CGI for research 

purposes to the Information Retrieval Laboratory. Further formatting and data file 

production was done in 1991 and 1992 by David D. Lewis and Peter Shoemaker at the 

Center for Information and Language Studies, University of Chicago. This version of the 

data was made available for anonymous FTP as "Reuters-22173, Distribution 1.0" in 

January 1993. At the ACM SIGIR '96 conference in August 1996, a group of text 

categorization researchers discussed how published results on Reuters-22173 could be 

made more comparable across studies. It was decided that a new version of the collection 

should be produced with less ambiguous formatting, and including documentation 

carefully spelling out standard methods of using the collection. The opportunity would 

also be used to correct a variety of typographical and other errors in the categorization 

and formatting of the collection [Lewis]. 

Steve Finch and David D. Lewis did this cleanup of the collection September 

through November of 1996, relying heavily on Finch's SGML-tagged version of the 

collection from an earlier study. One result of the re-examination of the collection was 

the removal of 595 documents which were exact duplicates (based on identity of 

timestamps down to the second) of other documents in the collection. The new collection 

therefore has only 21,578 documents, and thus is called the Reuters-21578 collection 

[Lewis]. 
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The use of a standard, widely distributed test collections has considerably aided 

the development of algorithms for the related task of *text retrieval* (finding documents 

that satisfy a particular user's information need, usually expressed in a texttial request). A 

standard text retrieval test collection has allowed the comparison of algorithms developed 

by a variety of researchers around the worid. The Reuters-22173 test collection has been 

used in a number of published stiidies since h was made available [Lewis]. A description 

of the formatting of the text files is included in Figure A.l 

2.6 Rainbow Classification System 

A software tool was needed that could effectively and efficiently extract 

keywords from the Reuters text corpus. The software tool called RAINBOW [McCallum] 

developed by the CMU CS text leaming research group was selected. Basically, the 

system uses an adaptation of the Naive Bayes Classifier with some modifications based 

on the Kulbach-Leibler Divergence. 

The system uses a procedure called a "Bag of Words" (BOW). A BOW 

represents a document by the words it contains and the occurrence of those words. As an 

example, the sentence "Lord of the Rings" would be represented by the BOW "Lord," 

"Rings," "of," "the." This representation ignores the sequence in which the words occur 

and is based on the statistic about single words in isolation. The last part of the name 

RAINBOW is exactiy the initials of "Bag Of Words" (the first part, RAIN, is just a nice 

word that sounds good) [Salvatierra]. 

RAINBOW is a program that performs statistical text classification. It is based on 

the Bow library which is a library of C code that is usefiil for writing statistical text 

analysis, language modeling, and information retrieval programs. The RAINBOW 

program is one of three front-ends for the Bow Library. RAINBOW has been 

extensively used as a research tool in the area of text classification [McCallum]. At the 

present time, RAINBOW only mns on the Linux system in the command line mode 

which is the one major drawback to using this system. 

Rainbow performs the following operations: 

1. Recursively descending directories, finding text files; 
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2. Finding document' boundaries when there are multiple documents per file; 

3. Tokenizing a text file, according to several different methods; 

4. Including N-grams among the tokens; 

5. Mapping strings to integers and back again, very efficiently; 

6. Building a sparse matrix of document/token counts; 

7. Pmning vocabulary by word counts or by information gain; 

8. Setting word vector weights according to Naive Bayes, TFIDF, and several 

other methods; 

9. Building and manipulating word vectors; 

10. Smoothing word probabilities according to Laplace (Dirichlet uniform), M-

estimates, Witten-Bell, and Good-Tuming; 

11. Scoring queries for retrieval or classification; 

12. Writing all data stmctures to disk in a compact format; 

13. Reading the document/token matrix from disk in an efficient, sparse fashion; 

14. Performing test/train splits, and automatic classification tests; 

15. Operating in server mode, receiving and answering queries over a socket. 

RAINBOW operates by reading the documents and writes to disk a "model" 

containing their statistics and using the created model to perform classification or 

diagnostics. Before performing classification or diagnostics, RAINBOW, must first index 

the data by reading the documents and archive a "model" containing their statistics. 

RAINBOW indexes a file by turning the file's stream of characters into tokens by 

a process called tokenization or "lexing." By default, RAINBOW tokenizes all 

alphabetic sequences of characters (that is characters in A-Z and a-z), changing each 

sequence to lowercase. It tosses out any tokens that are on the "stoplist" which is a list of 

common words, such as "the," "of," and "is." The final step is creating a BOW from the 

remaining tokens [McCallum]. The text data indexed by RAINBOW is in plain text files 

with one file per document. The program requires no special tags at the beginning or end 

of the document. 
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In addition to the BOW created from the text documents, the model must also 

include all of the training data. Training data is that set of keywords that is used to 

extract the user requested data from the corpus of documents being evaluated. Training 

data can be in the form of a controlled vocabulary generated by the user using various 

tools, such as a dictionary, or it can be data derived from the documents being evaluated. 

The generation of a controlled vocabulary is a leaming process and can be done 

through either a supervised or an unsupervised process. Both types of processes have 

limitations, but the user needs to determine which most closely fits their requirements. To 

effectively use the supervised process, a high-quality sample of data must be available 

and identifying good data in a diverse environment like the Web would be a difficult task 

and very time consuming. An unsupervised leaning process sometimes identifies and 

creates a vocabulary that may not even correspond to the user's interests and needs [Loh]. 

Despite these limitations, the use of preexisting vocabularies, such as a thesaums or a 

technical dictionary, can greatly assist in the effect of classification of the document. 

Perhaps one of the most effective methods is for the user to examine a sample of the 

collection and create a vocabulary using the words that are more common and in what 

context they occur. RAINBOW provides a very simple and effective way of doing this 

by providing a listing of all of the words located in the BOW. 

After the model has been created and archived to disk, RAINBOW can perform 

document classification. The statistics generated from a training set determines the 

parameters of the classifier. After the model is mn, a classification set of the documents 

being evaluated is generated. There are three major types of output files that can be 

generated from the RAINBOW program. 

A file can be created that contains all of the Info Gain data. Info gain is one of the 

main parameters generated and used by RAINBOW for classification. A word that has a 

high info gain occurs less frequently in the document collection and makes it a more 

unique word. A high Info gain word provides more information in the classification task. 

Info gain captures the importance of each word separately. It does not consider the 

dependence among different words. 
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Mathematically, information gain is defined as hifo gain (S,w) which returns the 

information gain for word w on set S. 

Sc = a subset of S whose label or class is c. 

Swi = subset of S whose content includes the word w 

Sw2 = Subset of S whose content does not contain the word w 

Entropy ( S ) = - ^^ 4 ^ * IOP ( % (2-2) 
cGclassi 

S ' o g , ^ ^ 

S S 
Info gain (S, w) = Entropy{S) —-*Entropy{Sm) —-*Entropy{S.^) (2.3) 

o o 

The calculated value of Info Gain is always greater than 0 and less than 1 [Macskassy]. 

Another file that is very useful is the probability information about each word in 

the BOW. The probability information comes from the probabilities generated for each 

word by the Naive Bayes calculation (see the next section for a discussion of Naive 

Bayes). This probability is very similar to that used by Feldman et al. 

The final file is the basic textual data about each document. This information 

consists of the document file name, a listing of the indexed words and the count for each 

word in the document. All of these files can be output as a flat text file that can be used 

in conjunction with an excel spreadsheet. 

The RAINBOW system supports three of the most popular classification 

techniques: Naive Bayes, TFIDF/Rocchio, and K Nearest Neighbor. Numerous research 

papers and studies have been written on these classification techniques and the various 

iterations of these techniques 

Ragas and Koster conducted an experiment in applying text classification 

algorithms to Dutch texts. Four well-known leaming algorithms were selected: 

Rocchio's algorithm, the Naive Bayes, the Sleeping Experts (SE), and Winnow. The 

corpus used was taken from the Web pages of the Dutch newspaper NRC. All available 

articles as of September 1997 were downloaded and converted into plain ASCII-files, 

producing a corpus of 1436 documents [Ragas]. This type of texttaal information is very 

similar to the Rueters files used in Feldman et al. The experiment showed Rocchio and 
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Naive Bayes performed better than the other two techniques. Rocchio leams faster than 

Naive Bayes, but it rapidly reaches a performance plateau [Ragas]. Sttidies comparing 

classification algorithms have found the Naive Bayesian classifier to be comparable in 

performance with classification trees and with neural network classifiers. They have also 

exhibited high accuracy and speed when applied to large databases [Realsample]. 

K-Nearest Neighbor is a simple algorithm that stores all available examples and 

classifies new instances of the example language based on a similarity measure. A major 

problem of the simple approach of K-Nearest Neighbor is that the vector distance is not 

necessarily suited for finding intuttively similar examples, especially if irrelevant 

attributes are present [Kiew]. This technique would be impractical used against a corpus 

of data like the Reuters Corpus since it contains a large number of irrelevant words. 

2.7 Naive Bayes Classifier 

The Naive Bayes classifier was selected for several reasons. It appears to be 

based on the research a very reliable and efficient classification method. The Bayes 

classifier is the default for the RAINBOW system and the probability measurement 

generated by this classifier is very close to that used by Feldman et al. 

Bayesian reasoning provides a probabilistic approach to leaming. The idea of 

Naive Bayes Classification is to assign a new instance the most probable target value 

given the attribute values of the new instance. The Naive Bayes Classifier method is 

applicable to the task of concept leaming. It reads a set of examples in attribute-value 

representation and uses Bayes theorem to estimate the posterior probabilities of all 

classifications. As an example, suppose the data consist of fmits, described by their color 

and shape. Bayesian classifiers operate by saying "If you see a fmit that is red and round, 

which type of fmit is it most likely to be, based on the observed data sample? In the 

future, classify red and round fmit as that type of fmit." Naive Bayes classification 

assumes these variables to be independent of one another and, therefore, the probability 
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that a fmit that is red, round, and firm will be an apple can be calculated from the 

independent probabilities that a fmit is red, that it is round, and that it is firm 

[Realsample]. 

For each instance of the example language a classification with the highest 

posterior probability is chosen as the prediction [Perry]. 

The following notation is used in the theorem: 

P(h) = probability that a hypothesis h holds 

Example - Probability exists that document 1 fits the Country category 

P(D) = probability that training data D is observed 

Example - Probability for encountering document 1 

P(D|h) =probability of observing data D given that hypothesis h holds. 

Example - Probability for observing document 1 given that document 1 is 

about a Country 

P(h|D) =probability that h holds given training data D. 

Example - Probability that document 1 is a Country document given the 

training data D 

Based on this information, the Bayes Theorem is defined as 

P(D[h)P(h) 
P(D) ^ ' 

The Theorem provides a way to calculate P(h|D) from P(h), together with P(D) 

and P(D|h). The probability increases with P(D|h) and P(h) and decrease with P(D), This 

implies that it is more probable to observe D independent of h [Perry]. 

The Naive Bayes Classification assigns the most probable target value given the 

following attributes: 

val= maxP(v I a , , . . . ,a j (2.5) 

val-maxP(vJ a, , . . . , a j P(v^.). (2.6) 
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Naive Bayes assumes (incorrectiy) that the attribute values are conditionally 

independent given the target value 

val = max P(v .) n P(a. Iv .). (2.7) 

The Naive Bayes algorithm used by RAINBOW [Perry] is as follows: 

1. Let P(v J) = probability that a document belongs to class v,.; 

2. Let P(w4 |v̂ . )= probability that a randomly drawn word from class v, will be 

the word w ̂ ; 

3. Estimate P(w4 |v^.)= '' 
n+ I Vocabulary \ 

4. Collect all words, puncttiation, and other tokens that occur in examples; 

5. Calculate the required P(v j) and P(w Jv .̂) probability terms; 

6. Retum the estimated target value for the document Doc 

val = max P(v .) H P(a, |v,). (2.8) 
" y " y 

2.8 Summary 

The ability to discover new knowledge in unstmctured textual data is rapidly 

becoming a necessity because of the explosion of data on the Intemet and through other 

electronic media. Each of the four KDT techniques discussed in this chapter has their 

own pitfalls and strengths. The purpose of this research is to develop a simple practical 

model that can be used to discover "interesting" knowledge from unstmctured textual 

data. The Keyword KDT technique developed by Feldman et al. [Feldman 1995] offers a 

set of very simple statistical techniques for knowledge discovery. The major pitfall of 

this technique is the requirement that documents already be manually labeled with 

keywords. To overcome this limitation, the RAINBOW program is selected to label each 

document with the appropriate keywords to be used in the statistical analysis. 

Information on all of the relevant components necessary to perform the research is 

discussed in detail in the next chapter. 
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CHAPTER 3 

RESEARCH METHODOLOGY 

The two major problems of investigation in this research project are to accurately 

assign keywords to the unstmctiired textiial data found in the Reuters 22173 corpus and 

to analyze and present the extracted information effectively. The Reuters text collection 

is the corpus used and evaluated in the Feldman et al study [Feldman 1995]. By using the 

same corpus, direct comparisons can be made from the results obtained in this research 

study to those from the Feldman et al. study. The software tool developed by Andrew 

McCallum [1996] called RAINBOW is utilized to extract the keywords and their 

associated statistical information from the corpus. Excel is chosen as the software tool to 

perform the analysis and displaying the information. The proposed methodology for the 

research is described with a flowchart in Figure 3.1. 
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Convert Reuters Files to File Type Used by Rainbow 

Convert Prolog File into Technical Vocabulary File 

Build and Run RAINBOW model using Naive Bayes 

Retrieve Statistics for use in Excel Spreadsheet 

Build Necessary Macros for Excel Spreadsheet 

Run Speadsheet and Gather Information 

Compare Results to Feldman Experiment 

v: 

Report Results 

Figure 3.1 Research Methodology 
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3.1 File Preparation 

As previously described in section 2.5, RAINBOW requires that each document 

must be in a separate file. The typical Reuters' file contains 1000 articles all as a 

continuous document. Each article is separated by series of SGML tags which are simply 

descriptive words about each article enclosed using the characters <>. In addition to the 

tags, there is considerable extraneous information included with the header of the 

document that has no relationship to the textual content of the article (see Figure A.2). 

RAINBOW has the capability of ignoring information between html delimiters ("<" & 

">") if the appropriate command is issued. 

An Excel macro called cleanup (see CD) is used to remove the manually assigned 

keywords, all of the extraneous data, and most of the SGML data. The manually 

assigned keywords are removed to keep them from biasing the research since the intent is 

to compare the results of this study to those achieved by Feldman et al. The only SGML 

information retained with the textual data is the date and title of the article. This was 

used as header information to be displayed in the Excel spreadsheet. The macro also 

separated each article into a separate text file and labeled each with a sequential number 

beginning with 1000. There are 21,577 separate articles stored in individual files. Each 

file is labeled with the assigned sequential number that can be accessed by the 

RAINBOW program (see Figure A.3). 

3.2 Controlled Vocabulary 

The original vocabulary used for the evaluation is derived from a set of Prolog 

facts developed by Feldman et al. [Feldman 1995] for their preliminary study on 

keywords (Figure A.4). This set of Prolog assertions for facts about countties was 

extracted by Ronen Feldman and Amir Zilberstein from The Proiect Gutenberg Etext of 

the 1994 CIA World Factbook. The data is stripped of all of the common reoccurring 

information and culled down to a two-level hierarchy containing two levels: Places (e.g.. 

Countries) and Topics (e.g.. Gold, Wheat). The original vocabulary is also modified 
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during the course of the research stiidy in an attempt to create a closer match to the 

results obtained by Feldman et al. in their study. 

3.3 Build and Run RAINBOW Model 

All of the necessary files are loaded into the RAINBOW directory. These files 

consist of the testing documents (documents to be evaluated; in this case the Reuters 

files) and the training documents (the controlled vocabulary created as described in 3.2). 

The RAINBOW program mns under Linux and is written to use the command 

line fiinction. In order to perform the necessary operations in RAINBOW, a specific 

order of commands must be issued. To build the inhial model, the following command 

line is used: 

./rainbow -d -/reutnaive -index -H S reutfact REUTTOTAL 

This command does the following reading from left to right. Establish a directory 

entitled reutnaive in the main Rainbow Directory. Index converts the documents to a 

BOW using the H option which ignores any words inside the characters "< >". The 

default value not shown on the command line, but built into to the program, is to use the 

Smart Stoplist to remove all of the common words in the document. The SMART 

stoplist contains 524 common words, such as "the" and "of. The list is used to remove 

these words before the tokenization process begins. A copy of the SMART list can be 

found at http://vvww.cs.utk.edu/~lsi/coma.html. The last two files names, reutfact and 

REUTTOTAL, are the testing documents and training documents respectively. 

The next step in using RAINBOW is to mn the model created in the previous 

step. The following command executes the model: 

./rainbow - d -/reutnaive -test-set=totreut -trainset=remaining 

This command does the following reading from left to right. Read the created model 

from a directory entitied reutnaive. Use the file list provided in the file totreut to build 

the test set. This file list is an ordered listing of all of the documents. This ASCII text 

file list is composed of a set of number beginning with 1000 and going to 22578 which 

corresponds to the article files created in 3.1. The remaining files which are the 
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controlled vocabulary are the training set. The default value for mnning the model from 

the command line is the Naive Bayes classifier. It is simple to use, works well on texttial 

documents, and is the default classifier for the RAINBOW system. 

3.4 Retrieve Statistics 

Several different datasets are created after the model is mn. For the purposes of 

this research, two of these datasets were copied from the Rainbow directory and saved as 

text files. These two datasets are the raw data used in the Excel spreadsheet to perform 

the statistical analysis and text mining operations on the Reuters corpus. 

The first dataset downloaded from the model contains word probability statistics 

on all of the words in the BOW. Figure B.l shows a sample of this data. This output file 

is created using the following command line: 

. /rainbow -d -/reutnaive -print-word-probabilities=REUTTOTAL > prob.out 

The command opens the model file in reutnaive and prints all of the probabilities 

on all words in the BOW out to an output text file called prob.out. 

The second dataset is downloaded by using the RAINBOW command: 

. /rainbow -d -/reutnaive -T 900 -print-matrix =siw > mat.out 

The top 900 words are identified and marked in the model. The listing includes 

all of the words in the controlled vocabulary as well as additional words that had a high 

info gain to arrive at the 900 words. The instmction -print-matrix=siw generates a list 

that contains a line for each document and the words that appear in the document that 

match any of the 900 identified words (Figure B.2). The list is downloaded to an output 

text file called mat.out. 

3.5 Build Excel Model 

All of the data from these two raw data files are analyzed in Excel. The model is 

composed of two separate workbooks, "TOT" and "COUNT". The Excel model was 

created to use the Feldman et al. two-level hierarchy consisting of a listing of countries 

and a listing of topics of interest. 
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The workbook "TOT" is the main processing module for the system. The raw 

data from the mat.out text file is loaded into the sheet. The macro entitled FirstSeparate 

processes each line of this raw data and builds a separate list of documents that contains 

the keywords being evaluated. The macro processes the information as follows: 

1. Select the first country in the Places List located in the "COUNT" workbook 

(See Figure A.6 for a listing of these countries). 

2. Filter all of the raw data and create a list of the documents that contain the 

country keyword. 

3. Using the Topics vocabulary list located in the "COUNT" workbook, count 

the number of times each topic occurs in the filtered documents list (See 

Figure A.5 for a listing of the original topics). 

4. Send this information to the "COUNT" worksheet. 

5. Select the next country in the Places list and repeat steps 2 thm 4. 

The workbook "COUNT" contains all of the processed information as well as the 

background information needed to classify the documents. As mentioned above, the 

Places and Topics vocabulary resides as a worksheet in this workbook. A separate 

worksheet exists for the probability information downloaded from RAINBOW. Output 

from the "TOT" workbook is directed to the "Info" worksheet. This worksheet contains 

the number of articles where each topic is mentioned for each country, probability for 

each word, and the total article count for each topic. 

Summary sheets are generated for three specific regions, Westem Europe, South 

America, and Central America. These sheets are identical to the Info worksheet except 

the countries evaluated in the worksheet are members of that particular region. 

3.6 Run Excel Model 

The Excel model is used to extract data to compare to the five scenarios presented 

by Feldman in his research. The five scenarios investigated were: conditional keyword-

proportion distributions, uniform distributions, average distribution, trend analysis, and 
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elements having a distiibution that is heavily concentrated on a small fraction of the 

values it can take (Appendix C for Scoring and Chapter 4 for Summaries). 

3.7 Comparison of Results and Reporting 

Results of the research study are reported in Chapter 4. 

3.8 Summary 

The gathering of the data is accomplished using the RAINBOW program to 

extiact pertinent keyword information on all the articles in the Reuters Corpus. Macros 

are developed and used in Excel to generate the necessary statistical information to 

compare to the scenarios presented by Feldman et al. 
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CHAPTER 4 

RESEARCH RESULTS 

This chapter presents the results of the experiments described in the previous 

chapter. The chapter consists of three main sections. Results are presented for: 

1. Keyword matching Feldman Sttidy/Research Study; 

2. Comparison of Feldman Study Results/Research Results; 

3. Research Evaluation of Agrarian Vocabulary. 

Statistical information was successfully gathered from RAINBOW and processed 

in Excel to present in these three areas of stiidy. The generated data for each study area is 

presented in tabular form for ease of review and understanding. 

4.1 Keyword Matching 

The purpose of keyword matching is twofold: to develop a vocabulary that is as 

close as possible to that used by Feldman in his study and identify the best metiic to use 

to compare the generated keyword data to that presented by Feldman et al. This involved 

testing four metrics against the Feldman et al. data using a ranking/scoring system 

described below. Five separate case studies were mn based on different vocabularies to 

determine the best match to the Feldman study. 

The first mn using RAINBOW to establish a base case was made with a BOW 

generated from the CIA text list developed by Feldman (see Figure A.4). When the data 

was processed through RAINBOW, it generated a huge vocabulary that could not be 

effectively processed in the Excel spreadsheet and was rejected as unsatisfactory. 

Because the original vocabulary Feldman et al. used in their sttady was not 

available, the controlled vocabulary found in the keyword listings for "Topics" and 

"Places" in the Reuters collection was used. These text files are part of the zip file 

containing the Reuters Copra found at http://kdd.ics.uci.edu/databases/reuters21578. The 

original Topics and Places vocabulary lists are listed in Figure A.5 and Figure A.6. 

44 

http://kdd.ics.uci.edu/databases/reuters21578


All of the countries in the "Places" vocabulary were used and adjustments to the 

"Topics" vocabulary was performed as needed to match the Feldman research. The 

vocabulary for the topics in the base case (Case 1) was developed as follows: the 

hyphenated words were converted to single words (i.e., cotton-meal and cotton-oil were 

reduced to the single word cotton) and all the unknown abbreviations (e.g., skr, hk) were 

removed with the exception of gnp and cpi. The places vocabulary list, for all of the 

cases, had all of the hyphenated countries reduced to a single word (see Figure C.l). 

Feldman et al. presented tabular information on five specific areas. This data 

consisted of the top five topics evaluated on Westem Europe (WE), South America (SA), 

Brazil, Colombia, and Argentina (see Tables 2.1 to 2.5). Each of these top five topics 

was ranked by entropy. 

The relative entropy term was the metric used by Feldman et al. for ranking 

information. It was described in the literature along with the accompanying equations, 

but no real data was available to determine what information went into the calculations. 

A scoring system was developed to compare the topic data generated by the 

research data to that generated by Feldman et al. Scoring was done based on the 

comparison of the position of the topic in the Feldman study to the poshion in the 

research study and the number of articles identified for a particular topic. Scoring is 

based on the following criteria: 2 points if the topics are in the same position, 1 point per 

topic if a topic in the research study is the same as the Feldman topic in the top 5, and 1 

point if the article count of each topic in the Feldman study is within 10%) of the article 

count of the corresponding research study topic. For example, if in the South America 

data, the topic loan was ranked # 2 in the Feldman Sttady and #4 in the stiidy, the score 

would be 1 point since the topic appeared in the top 5 of the Feldman stiidy. 

Four metrics were used to rank the topics in the research to determine the most 

appropriate match to the Feldman sttidy. These metrics were: 

1 The comparison of the total number of articles of the top five ranked topics in 

the Feldman sttady to the research. For example, in the Feldman South 

America data, the topic Coffee had 201 articles. In the research data, the topic 

45 



Coffee had only 134 articles resulting in a score of 0 since it was not within 

10%o. In the tables, this column is labeled "Score Article Count Comparison." 

2. Weighted probability is defined as (probability of the topic) * (number of 

articles on that topic in that subject area)/(total number of articles on that topic 

in the collection). In the Feldman South America data, the topic Coffee was 

ranked number 1. Based on this calculation, in the research data, the topic 

Coffee was ranked number 3 resulting in a score of 1 since it was within the 

top 5. In the tables, this column is labeled "Score Weigh Ranking." 

3. The ranking of each topic is based on its respective article count. Coffee 

ranked number 4 in the data based on this metric. Because the topic was in the 

top five Feldman topics, it received a score of 1. In the tables, this column is 

labeled "Score Article Count Ranking." 

4. The percentage of articles ranking is defined as the (number of articles on that 

topic in the subject area)/(total number of articles on that topic in collection). 

Using this metric on the research data. Coffee ranked seventh. Since this was 

not in the top 5, it received a score of 0. In the tables, this column is labeled 

"Score Article % Ranking). 

The scores on the 4 metrics are individually totaled as well as the total score for 

the case. The best metric is determined by the best individual score with the best 

vocabulary being identified by the best total overall score. 

4.1.1 Case Sttidy 1 

The first case study was the base case and utilized the vocabulary generated from 

the original Topics and Places lists as described above. Table 4.1 shows a poor match 

with the original Feldman study with a total score of 21 out of a possible 148 for match 

ratio of 14.1% (see Table C.l for scoring). 
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Table 4.1 Case Sttidy One 

Entities 

WE to SA 
SA to WE 
Brazil to SA 
Colombia to SA 
Argentina 
Total 

Score 
Article Cnt 

Comparison 
0 
2 
1 
0 
2 
5 

Score 
Weighted 
Ranking 

0 
1 
1 
3 

5 

Score 
Article Count 

Ranking 
0 
2 
1 
4 

7 

Score 
Article % 
Ranking 

0 
0 
1 
3 

4 

Total 

0 
5 
4 
10 
2 

21 

4.1.2 Case Sttidy 2 

The vocabulary used in the model was revised for the second case study. 

Adjustments were made to achieve a closer match to the Feldman study results. Words 

that had zero matches in vocabulary of the base case model were removed. The 

abbreviations "acq" and "alum" were replaced with the appropriate words "acquisitions" 

and "aluminium." The words "eam" and "can" were replaced with the words "eaming" 

and "canning." The words bond and interest were added as synonyms for the Feldman 

words Cbond and MoneyFx. The appropriateness of these vocabulary additions was 

determined by reviewing the probability word list generated by RAINBOW. This list 

contains each word in the BOW and the associated probability of that word occurring in 

the documents. The words selected for inclusion in the new vocabulary had the highest 

probability for any spelling of that particular word. Table 4.2 shows that the match rate 

had increased to 11.5% for a 24 % or 5 points increase over the previous vocabulary (see 

Table C.2 for scoring). 

Table 4.2 Case Sttady Two 

Entities 

WE to SA 
SA to WE 
Brazil to SA 
Colombia to SA 
Argentina 
Total 

Score 
Article Cnt 

Comparison 
0 
2 
1 
0 
2 
5 

Score 
Weighted 
Ranking 

3 
1 
2 
2 

8 

Score 
Article Count 

Ranking 
2 
1 
2 
4 

9 

Score 
Article % 
Ranking 

1 
1 
0 
2 

4 

Total 

6 
5 
5 
8 
2 

26 
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4.1.3 Case Sttidy 3 

The Case Sttady 3 vocabulary was revised with the following changes. The word 

"loan" was added to the vocabulary. "Corporate" was added as a synonym for the 

Feldman word Corp_news. A review of the probability word list showed certain words 

had variations in the spelling or syntax that could add to the accuracy of vocabulary (see 

Column 1 Table 4.3). Also, synonyms for certain words in the vocabulary were added 

(Column 2 Table 4.3) to help improve the accuracy. Words in the vocabulary, such as 

coffee, copper or silver, are already unique words. 

Table 4.3 Word Modification Case 3 

Word and Syntax 
acquisition 
acquired 
acquired 
aluminium 
aluminum 
earnings 
earn 
ship 
shipping 
shipment 

Synonyms 
crude 
oil 
petroleum 
jet 
airplane 
aircraft 
livestock 
cattle 
feeder 

For scoring purposes, the model was processed and the results for each of the 

modified words were manually added together to generate one set of numbers. Table 4.4 

shows that the match rate increased to 22.9%. One problem that was discovered with this 

method is that the words eam and eaming can be in the same document, but are counted 

as occurring in two separate documents which skews the results for these words (see 

Table C.3 for scoring). 
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Table 4.4 Case Study Three 

Entities 

WE to SA 
S A t o W E 
Brazil to SA 
Colombia to SA 
Argentina 
Total 

Score 
Article Cnt 

Comparison 
0 
1 
2 
0 
2 
5 

Score 
Weighted 
Ranking 

2 
2 
5 
4 

13 

Score 
Article Count 

Ranking 
1 
1 
4 
4 

10 

Score 
Article % 
Ranking 

1 
1 
2 
2 

6 

Total 

4 
5 
13 
10 
2 
34 

4.1.4 Case Sttady 4 

To overcome the problems associated with the scoring in Case 3, adjustments 

were made to the BOWs for each document prior to processing the documents. For 

example, the words petroleum and oil were replaced with the word cmde. This 

eliminated the problem of similar words being counted more than once. The replacement 

words and their appropriate replacement are shown in Table. 4.5. 

Table 4.5 Word Modifications Case 4 

Word 
Retained 
acquisition 
aluminium 
earnings 
crude 
loan 
aircraft 
employment 
ship 

Words Replaced 

acquired 
aluminum 
earn 
oil 
loans 
airplane 
jobs 
shipment 

acquire 

petroleum 

jet 

shipping 

Table 4.6 shows that the match rate increased to 23.6% (see Table C.4 for 

scoring). This was determined to be a much more accurate number than those developed 

for Case 3 since it removed the skewed values 
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Table 4.6 Case Study Four 

Entities 

WE to SA 
S A t o W E 
Brazil to SA 
Colombia to SA 
Argentina 
Total 

Score 
Article Cnt 

Comparison 
0 
1 
2 
0 
2 
5 

Score 
Weighted 
Ranking 

4 
2 
5 
3 

14 

Score 
Article Count 

Ranking 
2 
2 
3 
4 

11 

Score 
Article % 
Ranking 

1 
1 
1 
2 

5 

Total 

7 
6 
11 
9 
2 
35 

4.1.5 Case Sttidy 5 

Case 5 was mn to determine if the different spellings or syntax differences in the 

countries would improve the accuracy of the model. The countries of South America 

were selected and the words evaluated are shown in Table 4.7. Using these additional 

words added no improvement to the model. 

Table 4.7 Places Word Syntax 

Argentina 
Bolivar 
Brazil 
Chile 
Colombia 
Ecuador 
Guiana 
Paraguay 
Peru 
Suriname 
Uruguay 

Argentine 
Bolivares 
Brazilian 
Chilean 
Colombian 
Ecuadoran 
Guiana 
Paraguayan 
Peruvian 

Uruguay 

Argentines 
Bolivars 
Brazilians 
Chileans 
Colombians 
Ecuadorean 

Peruvians 

Uruguayan 

Bolivia 
Brazilizan 

Ecuadoreans 

Uruguayans 

Bolivian 
Brazils Brazizlian 

Uruguyan 
Venezuela Venezuela Venezuelan Venezuelans Venezula Venezulean 

4.2 Comparison of Tabular Results 

Feldman et al. proposed five techniques for "text mining" knowledge from the 

Reuters collection. The vocabulary obtained in Case #4 was used and the weighted 

probability metric in conjunction with these five techniques were used to generate a set of 

tabular data from the same Reuters collection to compare with that developed by 

Feldman. 
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4.2.1 Conditional Keyword Proportion Distribution 

The conditional keyword-proportion distribution for Argentina generated in the 

research is shown in Table 4.8. The Feldman study, Table 4.9, was much more slanted 

toward agriculture than the results obtained from this research 

Table 4.8 Case 4 Argentina 

Item 
Others 
loan 
interest 
trade 
agriculture 
monetary 
grain 

# of Articles 
159 
58 
45 
36 
28 
24 
13 

Table 4.9 Feldman Argentina 

Item 
Others 
Grain 
Loans 

Corn 
Oilseed 
Wheat 
Sorgum 

# of Articles 
76 
32 
31 

20 
17 
13 
12 

The actual topics in the articles indicate that loans, interest, trade, agriculture and 

monetary account for over 54 % of the articles about Argentina. 

4.2.2 Average Uniform Distribution 

According to the Feldman study, Westem Europe has a high proportion of 

financial topics (see Table 4.11). This is supported by this research study. Almost half of 

the articles pertaining to bonds are in the Westem Europe region (see Table 4.10). The 

calculated weighted probability for each topic is shown in column 2. Columns three and 

four show the % of articles of that topic in the region collection and the total number of 

articles on that topic in the total countries collection. The last column shows the ranking 
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of the topic in the comparison collection. For instance, the topic "trade" ranked 2"'' 

the South America collection. 

Table 4.10 Case 4 Comparing Westem Europe to South America 

in 

Topic 

trade 
interest 
bond 
yen 
sugar 

Weighted 
Probability 
0.000592 
0.000444 
0.000441 
0.000317 
0.000224 

%/# Articles 
WE 

19.6/646 
23.2/442 
44.1/302 
26.1/281 
35.8/151 

%/# Articles 
SA 

9.7/322 
17.5/334 
2.3/16 
1.2/13 
7.6/32 

SA 
Ranking 

2 
1 

26 
31 
16 

Table 4.11 Feldman Comparing Westem Europe to South America 

Topic 

acq 
cbond 
earn 
corp news 
money_fx 

Relative 
Entropy 
0.119 
0.067 
0.052 
0.035 
0.034 

%/# Articles 
WE 

9.5/373 
5.8/230 
5.2/204 
1.8/71 

4.9/191 

%/# Articles 
SA 
.5/9 
.4/6 

.5/22 

.05/1 
1.1/13 

The Feldman sttidy (See Table 4.13) showed the countries in South America have 

a much larger portion of agriculttire and rare metal topics. Results from the research 

sttady. Table 4.12 indicated that both regions rank the words interest and trade in the top 

two positions. Loans and eaming are ranked third and fourth showing that these 

countries have large bank debts. Thirty-six percent of the articles on Coffee are in the 

South American Region. 

Table 4.12 Case 4 Comparing South America to Westem Europe 

Topic 

interest 
trade 
loan 
earnings 
coffee 

Weighted 
Probability 
0.00033564 
0.0002949 
0.0002754 
0.0001906 
0.00018832 

%/# Articles 
SA 

17.5/334 
9.8/322 
25.6/299 
18.6/91 

36.4/134 

%/# Articles 
WE 

23.2/442 
19.6/646 
12.1/141 
13.7/67 
8.9/32 

WE 
Ranking 

13 
10 
25 
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Table 4.13 Feldman Comparing South America to Westem Europe 

Topic 

coffee 
loan 
crude 
copper 
silver 

Relative 
Entropy 
0.414 
0.160 
0.055 
0.023 
0.017 

%/# Articles 
SA 

21,6/201 
18.2/169 
13.3/124 
2.8/26 
1.4/12 

%/# Articles 
WE 

0.3/37 
2.4/102 
5.1/86 
0.4/12 
0.1/7 

4.2.3 Conditional Distributions 

Brazil and South America are almost identical in the rankings of the top five 

topics (Table 4.14). This is understandable since Brazil is the largest country in South 

America and contributes the most to its economic well being. Case 4 is more heavily 

weighed toward financial topics than those in the Feldman study (Table 4.15). 

Table 4.14 Case 4 Comparing Brazil to South America 

Topic 

interest 
trade 
loan 
coffee 
earnings 

Weighted 
Probability 
0.000165 
0.000121 
0.000112 

0.0001012 
0.0001006 

%/# Articles 
Brazil 

49.4/165 
41.3/133 
40.8/122 
53.7/72 
52.7/48 

Avg %/# Articles 
SA 

17.5/334 
9.8/322 

25.6/299 
36.4/134 
18.7/91 

SA 
Ranking 

1 
2 
3 
5 
4 

Table 4.15 Feldman Comparing Brazil to South America 

Topic 

ship 
loan 
earn 
coffee 
orange 

Relative 
Entropy 
0.065 
0.063 
0.057 
-0.029 
0.025 

%/# Articles 
Brazil 
7.4/27 

29.6/108 
5.5/20 
12.9/47 
2.2/8 

Avg %/# Articles 
SA 

1.0/32 
18.2/233 

.5/22 
21.6/91 

.2/8 

As can be seen in Table 4.16, Colombia puts a much larger emphasis on coffee 

than any other country in South America. Because of the smaller size of Colombia, it 

contributes very little to the article count of the South American Region. Case 4 and the 
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Feldman study (Table 4.17) show "coffee" to be ranked #1 and have comparable 

financial topics. 

Table 4.16 Case 4 Comparing Colombia to South America 

Topic 

coffee 
trade 
earnings 
interest 
sugar 

Weighted 
Probability 

0.00005902 
0.00002564 
0.00001047 
0.00000904 
0.00000593 

%/# Articles 
Colombia 
31.3/42 
8.6/28 
5.5/5 
2.7/9 
12.5/4 

Avg %/# Articles 
SA 

36.4/134 
9.7/322 
18.6/91 

17.5/334 
7.6/32 

SA 
Ranking 

5 
2 
4 
1 

16 

Table 4.17 Feldman comparing Colombia to South America 

Topic 

coffee 
loan 
crude 
cpi 
trade 

Relative 
Entropy 
0.026 
-0.029 
0.014 
0.013 
0.006 

%/# Articles 
Colombia 
59.2/29 

6.1/3 
16.3/7 
4.1/1 
4.1/1 

Avg %/# Articles 
SA 

21.6/91 
18.2/223 
13.3/66 
2.0/14 
2.9/26 

4.2.4 Trend Analysis 

An analysis was performed, Table 4.18, to compare topics in the South American 

region for articles written in 1st quarter to those in the 2nd quarter. This type of analysis 

can establish trends in certain areas. The % of articles on the 3 major topics declined 

from the 1'' quarter to the 2"'' quarter. Articles on coffee, income and reserves acttially 

increased in the 2"'* quarter in contrast to the l" quarter results. Topics ranked 8, 9, and 

10 were completely different in both quarters. 
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Table 4.18 Trend Analysis Case 4 South America 

Ranking 

1 
2 
3 
4 
5 
6 
7 
8 
9 

10 

Is tQtr 
Topic 

interest 
trade 
loan 
earnings 
coffee 
reserves 
income 
banking 
crude 

monetary 

%/# Articles 
13.2/247 

12.05/225 
11.6/216 
3.3/62 
4.7/88 
2.2/42 
1.9/37 
3.2/60 

8.6/162 

4.6/87 

2nd Qtr 
Topic 

interest 
trade 
loan 
coffee 
earnings 
income 
reserves 
silver 
soybean 

gold 

%/# Articles 
9.8/86 
10.1/89 
9.4/83 
4.9/43 
3.2/28 
4.1/36 
3.4/30 
1.0/9 

2.4/21 

1.0/9 

4.2.5 Sharp Distributions 

Sharp distributions are defined as a distribution that is heavily concentrated on a 

small fraction of values. In the Feldman sttady, Iran appears in 141 articles where 69 of 

the articles are about cmde, 59 are about ships, and the other 13 times in which Iran 

appears belong to 13 different topics. Case 4 results show Iran to have 410 articles where 

107 of the articles are about cmde, 60 about ships and the remaining articles spread over 

18 topics. 

4.3 Agrarian Evaluation 

A new vocabulary was constmcted to create a new model to evaluate agrarian 

topics (See CD). The same vocabulary of places as used in the other evaluations was 

retained. As you can see in Table 4.19, Rice constitutes 22%) of the total article count for 

Argentina which is rather unusual since Argentina is not known for rice production. 
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Table 4.19 Argentina Case 6 

Item 
Others 
rice 
grain 
corn 
wheat 
farm 
soybean 

# of Articles 
18 
21 
13 
11 
11 
10 
10 

The top 5 topics in South America and Westem Europe are remarkably similar. 

Coffee ranks as the number 1 topic in South America (Table 4.21) constittating over 36% 

of the articles that refer to coffee in the entire model while sugar ranks as the number 1 

topic in Westem Europe (Table 4.20). 

Table 4.20 Comparing Westem Europe to South America Case 6 

Topic 

sugar 
farm 
wheat 
grain 
corn 

Weighted 
Probability 
0.0002172 
0.0001925 
0.0001506 
0.0000768 
0.0000632 

%/# Articles 
WE 

34.7/152 
32.3/219 
18.4/108 
14.7/54 
12.8/42 

%/# Articles 
SA 

8.0/35 
8.1/55 
7.6/45 
8.4/31 
9.2/30 

SA 
Ranking 

3 
4 
2 
7 
5 

Table 4.21 Comparing South America to Westem Europe Case 6 

Topic 

coffee 
wheat 
sugar 
farm 
corn 

Weighted 
Probability 
0.0001883 
0.0000628 
0.0000500 
0.0000483 
0.0000451 

%/# Articles 
SA 

36.4/134 
7.6/45 
8.0/35 
8.1/55 
9.2/30 

%/# Articles 
WE 

8.6/32 
18.4/108 
34.7/152 
32.3/219 
12.8/42 

WE 
Ranking 

7 
3 
1 
2 
5 

Brazil has almost 54%o of the articles about Coffee in the South American Region. 

It is interesting to note that 100%) of the articles referring to orange and 80% of the 

articles referring to cocoa are in Brazil (Table 4.22). 
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Table 4.22 Comparing Brazil to South America Case 6 

Topic 

coffee 
cocoa 
orange 
wheat 
soybean 

Weighted 
Probability 
0.0001012 
0.0000308 
0.0000238 
0.0000237 
0.0000214 

%/# Articles 
Brazil 

53.7/72 
80/12 
100/9 

37.8/17 
51.4/18 

Avg %/# Articles 
SA 

36.4/134 
13.2/15 
34.6/9 
7.6/45 
15.6/35 

SA 
Ranking 

1 
8 
10 
2 
7 

The predominate topic in Colombia is coffee which is 10 times great than the next 

topic sugar (Table 4.23). The two countries, Colombia and Brazil account for 85% of the 

articles referencing coffee in the South American Region. 

Table 4.23 Comparing Colombia to South America Case 6 

Topic 

coffee 
sugar 
hog 
wheat 
cattle 

Weighted 
Probability 
0.0000590 
0.0000057 
0.0000044 
0.0000042 
0.0000033 

%/# Articles 
Colombia 
31.3/42 
11.4/4 
33.3/1 
6.6/3 
25/1 

Avg %/# Articles 
SA 

36.4/134 
8.0/35 
15.8/3 
7.6/45 
6.3/4 

SA 
Ranking 

1 
3 
10 
4 
13 

Coffee ranked T' in both quarters. However, the emphasis changed from wheat 

and sugar in the 1̂ ' quarter to soybeans and grain in the 2"'' quarter (Table 4.24). 

Table 4.24 Trend Analysis Case 6 South America 

Ranking 

1 
2 
3 
4 
5 
6 
7 
8 
9 

10 

IstQtr 
Topic 

coffee 
wheat 
sugar 
farm 
corn 
grain 
cocoa 
orange 
soybean 

hog 

%/# Articles 
23.9/88 
5.2/31 
6.8/30 
6.5/44 
5.1/17 
4.6/17 
7.0/8 

26.9/7 
5.3/12 

10.5/2 

2nd Qtr 
Topic 

coffee 
soybean 
gram 
corn 
cocoa 
wheat 
farm 
sugar 
cattle 

orange 

%/# Articles 
11.6/43 
9.3/21 
3.8/14 
3.9/13 
6.1/7 
1.9/11 
1.3/9 
1.1/5 
3.1/2 
7.6/2 
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4.4 Summary 

Five cases were mn to compare the original Feldman data to the research data. A 

match rate of 23.6% was achieved. The research results from the five text mining 

techniques were subjectively compared to the Feldman results. The model was 

successfiilly tested against the Reuters corpus using a new agrarian vocabulary. 
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CHAPTER V 

CONCLUSIONS AND FUTURE RESEARCH 

This thesis has explored the concept of using keywords to successfiilly extract 

textual information. The areas explored are: 

1. Comparing the results obtained from the Feldman Sttidy which had manually 

assigned keywords for each document to the research sttidy which extracted 

the keywords from the article. 

2. Using the 5 presentation techniques developed by Feldman to present the 

information obtained from the research model. An evaluation was performed 

to compare this information to that presented by Feldman sttady. 

3. Evaluate a different vocabulary set to verify the simplicity and effectiveness of 

the research model. 

5.1 Conclusions 

5.1.1 Keyword Comparisons 

The best match rate obtained in the cases evaluated was only 23.6%) based on the 

proposed scoring method. Although the scores on each case improved, a match of better 

than 40%o would probably be impossible to obtain based on the limited data set of the 

information that was available in the Feldman articles. The large match discrepancy is 

due to the way keywords were assigned to each article by the individual assessing the 

article. Based only on supposition, it is assumed that the evaluator assigned the keyword 

"grain" to the article to indicate when wheat or com was present in the article as well as 

including the type of grain, wheat or com as a keyword. If the logic used by the 

evaluators was available, then the match rate could be significantly improved by the use 

of the techniques used in Case 4. 
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5.1.2 Presentation Comparisons 

Comparing the conclusions reached by the Feldman sttidy to those obtained in this 

sttady was mixed and subjective. Again the conclusions in the Feldman sttady were 

skewed because of the manual assignment of keywords to each document. In the top five 

topics for Argentina, only "loan" appears in both the Feldman sttady and the research 

study. The remaining topics in the Feldman sttidy are all agriculttaral while the research 

study contains financial topics. The comparison of Westem Europe to South America in 

both sttidies showed a high proportion of financial topics. On the comparison of South 

America to Westem Europe, the Feldman study showed the countries in South America 

have a higher proportion of agriculture and rare metal topics. The research results 

showed that financial topics were a concem in this region. Both sttadies concluded that 

Colombia puts a much higher emphasis on coffee than any other country in South 

America. 

Although the conclusions and results are not the same, this does not invalidate the 

research model. The conclusions from the Feldman study are based strictly on manually 

assigned keywords which were open to the interpretation of the article evaluator. The use 

of keywords identified in the article is a much more accurate method since it ensures that 

the keyword is in the document. The five presentation techniques developed by Feldman 

provided a valuable method for presenting interesting knowledge about the selected 

topics. 

5.1.3 Model Verification 

To prove the applicability of the model to extract valuable knowledge from 

unstmcmred texttaal data, a separate case was mn to evaluate agrarian topics for Westem 

Europe and the South American countries. This involved creating a new vocabulary, 

mnning the Rainbow program to generate the raw data, importing the data into the 

spreadsheet, and generating the appropriate statistical information to be presented in the 

Feldman format. 
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The time to create the vocabulary and generate the infomiation required less than 

1 hour. Additional time of about 1.5 hours was required to refine the vocabulary based 

on the initial results to improve the quality of the model, hiteresting knowledge and 

conclusions were able to be made based on the presentation data. 

This research model would be able to provide usefiil information to a user with a 

minimum of time and effort on their part to acquire such information. 

5.2 Future Research 

One of the most interesting concepts that came out of this thesis sttady was the use 

of an Excel spreadsheet to classify documents using a BOW. Once the documents have 

been converted to a BOW, the possibilities for classification are extraordinary. All of the 

documents containing a specific keyword can be identified. This reduced set of 

documents can then be filtered for another specific keyword that might be part of a term 

that needs to be identified. For example, to find all the documents that had the words 

"United States" in it, the BOW would be processed to find all documents that had the 

word "United" in them. The second filtering would look for the word "States" and retum 

only those documents that had the bigram "United States" in them. This same principle 

could be applied to identifying syntax related terms such as "The, Stock, Market, 

increased, up." 

Documents could be tagged with concepts using the Excel model. If all of the 

terms for the concept were defined, then the Excel model could create a list of all the 

documents containing the concept keywords. A weighting factor could be applied to the 

keywords, and only those documents that had the appropriate combination of keywords 

would be labeled with the concept. 

Additional work needs to be done on refining the ranking metric. One such metric 

might involve calculating the probability of a topic (keyword) occurring in the set of 

"Places" instead of the probability occurring in the whole set of articles. 
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APPENDIX A 

SOURCE DATA 

Reuters Text Collection Formatting 

Readme File [Lewis} 

The Reuters-21578 collection is distributed in 22 files. Each of the first 21 files 

(reut2-000.sgm through reut2-020.sgm) contains 1000 documents, while the last (reut2-

021.sgm) contains 578 documents. 

The files are in SGML format. Rather than going into the details of the SGML 

language, we describe here in an informal way how the SGML tags are used to divide 

each file, and each document, into sections. Readers interested in more detail on SGML 

are encouraged to pursue one of the many books and web pages on the subject. 

Each of the 22 files begins with a document type declaration line: 

<!DOCTYPE lewis SYSTEM "lewis.dtd"> 

Following the document type declaration line are individual Reuters articles 

marked up with SGML tags, as described below. 

VI.A. The REUTERS tag: 

Each article starts with an "open tag" of the form 

<REUTERS TOPICS=?? LEW1SSPL1T=?? CG1SPL1T=?? 0LD1D=?? 

NEW1D=??> where the ?? are filled in an appropriate fashion. Each article ends 

with a "close tag" of the form: 

</REUTERS> 

In all cases the <REUTERS> and </REUTERS> tags are the only items on their 

line. 

Each REUTERS tag contains explicit specifications of the values of five 

attributes, TOPICS, LEWISSPLIT, CGISPLIT, OLDID, and NEWID. These attributes 

are meant to identify documents and groups of documents, and have the following 

meanings: 

1. TOPICS : The possible values are YES, NO, and BYPASS: 
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a. YES indicates that *in the original data* there was at least one entry in the 

TOPICS fields. 

b. NO indicates that *in the original data* the story had no entries in the TOPICS 

field. 

c. BYPASS indicates that *in the original data* the story was marked with the 

string "bypass" (or a typographical variant on thatstnng). 

This pooriy-named attribute unfortunately is the subject of much confiasion. h is 

meant to indicate whether or not the document had TOPICS categories *in the raw 

Reuters-22173 dataset*. The sole use of this attribute is to defining training set splits 

similar to those used in previous research. (See the section on training set splits.) The 

TOPICS attribute does **NOT** indicate anything about whether or not the Reuters-

21578 document has any TOPICS categories. (Version 1.0 of this document was errorfiil 

on this point.) That can be determined by acttially looking at the TOPICS field. A story 

with T0P1CS="YES" can have no TOPICS categories, and a story with T0P1CS="N0" 

can have TOPICS categories. 

Now, a reasonable (though not certain) assumption is that for all T0P1CS="YES" 

stories the indexer at least thought about whether thestory belonged to a valid TOPICS 

category. Thus, the T0P1CS="YES" stories with no topics can reasonably be considered 

negative examples for all 135 valid TOPICS categories. 

TOPICS="NO" stories are more problematic in their interpretation. Some of them 

presumedly result because the indexer made an explicit decision that they did not belong 

to any of the 135 valid TOPICS categories. However, there are many cases where it is 

clear that a story should belong to one or more TOPICS categories, but for some reason 

the category was not assigned. There appear to be certain time intervals where large 

numbers of such stories are concentrated, suggesting that some parts of the data set were 

simply not indexed, or not indexed for some categories or category sets. Also, in a few 

cases, the indexer clearly meant to assign TOPICS categories, but put them in the wrong 

field. These cases have been corrected in the Reuters-21578 data, yielding stories that 
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have TOPICS categones, but where T0P1CS="N0", because the the category was not 

assigned in the raw version of the data. 

1. "BYPASS" stories cleariy were not indexed, and so are usefiil only for general 

distributional information on the language used in thedocuments. 

2. LEWISSPLIT : The possible values are TRAEMING, TEST, andNOT-USED. 

TRAINING indicates it was used in the training set in the experiments reported in 

LEWIS91d (Chapters 9 and 10), LEWlS92b, LEWIS92e, and LEWlS94b. TEST 

indicates it was used in the test set for those experiments, and NOT-USED means it was 

not used in those experiments. 

3. CGISPLIT : The possible values are TRAINING-SET and PUBLISHED-

TESTSET indicating whether the document was in the training set or the test set for the 

experiments reported in HAYES89 andHAYES90b. 

4. OLDID : The identification number (ID) the story had in the Reuters-22173 

collection. 

5. NEWID : The identification number (ID) the story has in the Reuters-21578, 

Distribution 1.0 collection. These IDs are assigned to the stories in chronological order. 

In addition, some REUTERS tags have a sixth attribute, CSECS, which can be 

ignored. 

The use of these attributes is critical to allowing comparabilitybetween different 

studies with the collection, and is discussed further in Section Vlll. 

VLB. Document-lntemal Tags 

Just as the <REUTERS> and </REUTERS> tags serve to delimit documents 

within a file, other tags are used to delimit elements within a document. We discuss these 

in the order in which they typically appear, though the exact order should not be relied 

upon in processing. In some cases, additional tags occur within an element delimited by 

these top level document-intemal tags. These are discussed in this section as well. 

We specify below whether each open/close tag pair is used exactly once (ONCE) 

per a story, or a variable (VARIABLE) number of times (possibly zero). In many cases 

the start tag of a pair appears only at the beginning of a line, with the corresponding end 
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tag always appearing at the end of the same line. When this is the case, we indicate it 

with the notation "SAMELINE" below, as an aid to those processing the files without 

SGML tools. 

1. <DATE>, </DATE> [ONCE, SAMELINE]: Encloses the date and time of the 

document, possibly followed by some non-date noise material. 

2. <MKNOTE>. </MKNOTE> [VARIABLE] : Notes on certain hand corrections 

that were done to the original Reuters corpus by Steve Finch. 

3. <T0P1CS>, </TOPlCS> [ONCE, SAMELINE]: Encloses the list of TOPICS 

categories, if any, for the document. If TOPICS categories are present, each will be 

delimited by the tags <D> and </D>. 

4. <PLACES>, </PLACES> [ONCE, SAMELINE]: Same as <T0P1CS> but for 

PLACES categories. 

5. <PEOPLE>, </PEOPLE> [ONCE, SAMELINE]: Same as <T0P1CS> but for 

PEOPLE categories. 

6. <ORGS>, </ORGS> [ONCE, SAMELINE]: Same as <T0P1CS> but for 

ORGS categories. 

7. <EXCHANGES>, </EXCHANGES> [ONCE, SAMELINE]: Same as 

<T0P1CS> but for EXCHANGES categories. 

8. <C0MPAN1ES>, </C0MPANIES> [ONCE, SAMELINE]: These tags always 

appear adjacent to each other, since there are no COMPANIES categories assigned in the 

collection. 

9. <UNKNOWN>, </UNKNOWN> [VARIABLE]: These tags bracket control 

characters and other noisy and/or somewhat mysterious material in the Reuters stories. 

10. <TEXT>, </TEXT> [ONCE]: We have attempted to delimit all the texttaal 

material of each story between a pair of these tags. Some control characters and other 

"junk" material may also be included. The whitespace stmcttare of the text has been 

preserved. The <TEXT> tag has the following attribute: 

a. TYPE: This has one of three values: NORM, BRIEF, and UNPROC. NORM is 

the default value and indicates that the text of thestory had a normal stmcture. hi this case 
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the TEXT tag appears simplyas <TEXT>. The tag appears as <TEXT TYPE="BRIEF"> 

when the story is ashort one or two line note. The tags appears as <TEXT 

TYPE="UNPROC">when the format of the story is unusual in some fashion that limited 

our ability to further stmcttare it. 

The following tags optionally delimit elements inside the TEXT element. Not all 

stories will have these tags: 

a. <AUTHOR>, </AUTHOR> : Author of the story. 

b. <DATELINE>, </DATELINE> : Location the story originated from, and day 

of the year. 

c. <TITLE>, </TlTLE> : Title of the story. We have attempted to capttare the text 

of stories with TYPE="BRIEF" within a <TITLE> element. 

d. <BODY>, </BODY> : The main text of the story. 

VII. Categories 

A test collection for text categorization contains, at minimum, a set of texts and, 

for each text, a specification of what categories that text belongs to. For the Reuters-

21578 collection the documents are Reuters newswire stories, and the categories are five 

different sets of content related categories. For each document, a human indexer decided 

which categories from which sets that document belonged to. The category sets are as 

follows: 

Number of Number of Categories Number of Categories 

Category Set Categories w/1+ Occurrences w/ 20+ Occurrences 
************ ********** ******************** ******************** 

EXCHANGES 

ORGS 

PEOPLE 

PLACES 

TOPICS 

39 

56 

267 

175 

135 

32 

32 

114 

147 

120 

7 

9 

15 

60 

57 

The TOPICS categories are economic subject categories. Examples include 

"coconut", "gold", "inventories", and "money-supply". This set of categories is the one 

69 



that has been used in almost all previous research with the Reuters data. HAYES90b 

discusses some examples of the policies (not always obvious) used by the human 

indexers in deciding whether a document belonged to a particular TOPIC category. 

The EXCHANGES, ORGS, PEOPLE, and PLACES categories correspond to 

named enthies of the specified type. Examples include "nasdaq" (EXCHANGES), "gatt" 

(ORGS), "perez-de-cuellar" (PEOPLE), and "australia" (PLACES). Typically a document 

assigned to a category from one of these sets explicitly includes some form of the 

category name in the document's text. (Something which is usually not tme for TOPICS 

categories.) However, not all documents containing a named entity corresponding to the 

category name are assigned to these category, since the entity was required to be a focus 

of the news story [HAYES90b]. Thus these proper name categories are not as simple to 

assign correctly as might be thought. 

Figure A. 1 Reuters Text Collection Formatting Readme File 

Example Unformatted Reuters Text File 

EG_<REUTERS TOPICS="YES" LEWISS 
<!DOCTYPE lewis SYSTEM "lewis.dtd"> 
<REUTERS TOPICS="YES" LEWISSPLIT="TRAIN" CGISPL1T="TRA1N1NG-SET" 
OLDID="5544" NEW1D="1"> 
<DATE>26-FEB-1987 15:01:01.79</DATE> 
<TOPICS><D>cocoa</D></TOPICS> 
<PLACES><D>el-salvador</D><D>usa</D><D>uruguay</D></PLACES> 
<PEOPLE></PEOPLE> 
<ORGS></ORGS> 
<EXCHANGES></EXCHANGES> 
<COMPANIES></COMPANIES> 
<UNKNOWN> 
&#5;&#5;&#5;C T 
&#22;&#22;&#1 ;fl)704&#31 ;reute 
u f BC-BAHIA-COCOA-REVIEW 02-26 0105</UNKNOWN> 
<TEXT>&#2; 
<TITLE>BAH1A COCOA REVIEW</TITLE> 
<DATELINE> SALVADOR, Feb 26 </DATELINE><BODY>Showers continued 

throughout the week in the Bahia cocoa zone, alleviating the drought since eariy 

January and improving prospects for the coming temporao. 
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although normal humidity levels have not been restored, 

Comissaria Smith said in its weekly review.The dry period means 

the temporao will be late this year. Arrivals for the week ended Febmary 

22 were 155,221 bags of 60 kilos making a cumulative total for the season of 5.93 

mln against 5.81 at the same stage last year. Again it seems 

that cocoa delivered eariier on consignment was included in the 

arrivals figures. 

Comissaria Smith said there is still some doubt as to how much old 

crop cocoa is still available as harvesting has practically come to 

an end. With total Bahia crop estimates around 6.4 mln bags and 

sales standing at almost 6.2 mln there are a few hundred 

thousand bags still in the hands of farmers,middlemen, exporters 

and processors 

&#3 ;</BODY></TEXT> 

Figure A.2 Unformatted Reuters Text File 

Example Formatted Reuters Text File 

DATE>26-FEB-1987 15:01:01.79</DATE> 
<TITLE>BAHIA COCOA REVIEW</TITLE> 

<DATELINE> SALVADOR, FEB 26 </DATELINE><BODY>SHOWERS 

CONTINUED THROUGHOUT THE WEEK IN THE BAHL\ COCOA ZONE, 

ALLEVL\TING THE DROUGHT SINCE EARLY JANUARY AND IMPROVING 

PROSPECTS FOR THE COMING TEMPORAO, ALTHOUGH NORMAL HUMIDITY 

LEVELS HAVE NOT BEEN RESTORED, C0M1SSARL\ SMITH SAID IN ITS 

WEEKLY REVIEW. THE DRY PERIOD MEANS THE TEMPORAO WILL BE LATE 

THIS YEAR. ARRIVALS FOR THE WEEK ENDED FEBRUARY 22 WERE 155,221 

BAGS OF 60 KILOS MAKING A CUMULATIVE TOTAL FOR THE SEASON OF 

5.93 MLN AGAINST 5.81 AT THE SAME STAGE LAST YEAR. AGAIN IT SEEMS 

THAT COCOA DELIVERED EARLIER ON CONSIGNMENT WAS INCLUDED IN 

THE ARRIVALS FIGURES. COMISSARIA SMITH SAID THERE IS STILL SOME 
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DOUBT AS TO HOW MUCH OLD CROP COCOA IS STILL AVAILABLE AS 

HARVESTING HAS PRACTICALLY COME TO AN END. WITH TOTAL BAHIA 

CROP ESTIMATES AROUND 6.4 MLN BAGS AND SALES STANDING AT 

ALMOST 6.2 MLN THERE ARE A FEW HUNDRED THOUSAND BAGS STILL IN 

THE HANDS OF FARMERS, MIDDLEMEN, EXPORTERS AND PROCESSORS. 

Figure A.3 Formatted Reuters Text File 

Example Prolog Assertions 

This is a set of Prolog assertions for facts about countries, kindly made available by 
Ronen Feldman of Bar-llan University. It was extracted by Ronen Feldman and Amir 
Zilberstein from "The Project Gutenberg Etext of the 1994 CIA Worid Factbook", 
available at a variety of locations on the Web. -David D. Lewis, 9-Dec-96 

pred_type("LandBounderies","countries","countries"). 
pred_type("NaturalResources","countries","topics"). 
pred_type("Population","countries","countries"). 
pred_type("Capitar',"countries","countries"). 
pred_type("MemberOf',"countries","countries"). 
pred_type("ExportCommodities","countries","topics"). 
pred_type("ExportPartners","countries","countries"). 
pred_type("lmportCommodities","countries","topics"). 
pred_type("lmportPartners","countries","countries"). 
pred_type("Industries","countries","topics"). 
pred_type("Agriculttare","countries","topics"). 
bgfact("Afghanistan","LandBounderies",["China","lran","Pakistan","Tajikis= 

tan","Turkmenistan","Uzbekistan"]). 
bgfact("Afghanistan","NattaralResources",["nattiral = 
gas","petroleum","coal","copper","talc","barites","sulphur","lead","zinc"= 

"iron ore","salt","precious and semiprecious stones"]). 
bgfact(" Afghanistan","Population",[" 16903400"]). 
bgfact("Afghanistan","Capital",["Kabul"]). 
bgfactrAfghanistan","MemberOf,["AsDB","CP","ECO","ESCAP","FAO","G-77","= 
1AEA","1BRD","1CA0","1DA","IDB","1FAD","1FC","1L0","1MF","1NTELSAT","10C" 

;'ITU","L0RCS","NAM","01C","UN","UNCTAD","UNESC0","UN1D0","UPU","WF 

TU","W= 
HO","WMO","WTO"]). 
bgfact("Afghanistan","ExportCommodities",["fmits and nuts","handwoven -

carpets","wool","cotton","hides and pelts","precious and semi-precious -

gems"]). 
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bgfact("Afghanistan","ExportPartners",["FSU = 
countries","Pakistan","Iran","Germany","India","UK","Belgium","Luxembourg= 
","Czechoslovakia"]). 

bgfact("Afghanistan","lmportCommodities",["most consumer goods"]). 
bgfact("Afghanistan","ImportPartners",["FSU = 
countries","Pakistan","lran","Japan","Singapore","lndia","South = 

Figure A.4 Prolog Assertions 

Original Topics List 

acq, alum, austdlr, austral, bariey, bfr, bop, can, carcass, castor-meal, castoroil, 

castorseed, citmspulp, cocoa, coconut, coconut-oil, coffee, copper, copra-cake ,com, 

com-oil, comglutenfeed, cotton, cottonmeal, cottonoil, cottonseed, cpi, cpu, cmde, 

cmzado, dfl, dkr, dlr, dmk, drachma, eam, escudo, f-cattle, ffr, fishmeal, flaxseed, fuel, 

gas, gnp, gold, grain, groundnut, groundnut-meal, groundnut-oil, heat, hk, hog, housing, 

income, instal-debt, interest, inventories, ipi, iron-steel, jet, jobs, 1-cattle, lei, lin-meal, 

lin-oil, linseed, lit, livestock, lumber, lupin, meal-feed, mexpeso, money-fx, money-

supply, naphtha, nat-gas, nickel, nkr, nzdlr, oat, oilseed, orange, palladium, palm-meal, 

palm-oil, palmkemel, peseta, pet-chem, platinum, plywood, pork-belly, potato, propane, 

rand, rape-meal, rape-oil, rapeseed, red-bean, reserves, retail, rice, ringgit, mbber, mpiah, 

rye, saudriyal, sfr, ship, silk, silver, singdlr, skr, sorghum, soy-meal, soy-oil, soybean, stg, 

strategic-metal, sugar, sun-meal, sun-oil, sunseed, tapioca, tea, trade, tung, tung-oil, veg-

oil, wheat, wool, wpi, yen, zinc 

Figure A.5 Original Topics List 

Original Places List 

Afghanistan, Albania, Algeria, american-samoa, Andorra, Angola, anguilla Antigua, 

argentina, amba, Australia, Austria, Bahamas, Bahrain, Bangladesh, Barbados, Belgium, 

belize, benin, Bermuda, Bhutan, Bolivia, Botswana, brazil, british-virgin-islands, Bmnei, 

Bulgaria, burkina-faso, burma, Bumndi, Cameroon, Canada, cape-verde, cayman-islands, 

central-african-republic, chad, Chile, china, Colombia, congo, costa-rica, cuba, Cypms, 

Czechoslovakia, Denmark, Djibouti, dominica, dominican-republic, east-germany, 

Ecuador, Egypt, el-salvador, equatorial-guinea, Ethiopia, fiji, finland, france, french-
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guiana, gabon, Gambia, Ghana, Gibraltar, Greece, grenada, Guadeloupe, guam, 

Guatemala, guinea, guinea-bissau, Guyana, Haiti, Honduras, hong-kong, hungary, 

Iceland, India, Indonesia, iran, iraq, Ireland, Israel, Italy, ivory-coast, Jamaica, Japan, 

Jordan, Kampuchea, Kenya, Kuwait, laos, Lebanon, Lesotho, Liberia, Libya, 

Liechtenstein, Luxembourg, macao, Madagascar, Malawi, Malaysia, mali, Malta, 

Martinique, Mauritania, Mauritius, mexico, Monaco, morocco, Mozambique, Namibia, 

Nepal, Netherlands, netherlands-antilles, new-caledonia, new-zealand, Nicaragua, niger, 

Nigeria, north-korea, Norway, oman, Pakistan, panama , papua-new-guinea, Paraguay, 

pern, Philippines, Poland, Portugal, Qatar, Romania, Rwanda, saudi-arabia, Senegal, 

Seychelles, sierra-leone, Singapore, Somalia, south-africa, south-korea, spain, sri-lanka, 

Sudan, suriname, Swaziland, Sweden, Switzerland, Syria, Taiwan, Tanzania, Thailand, 

togo, tonga, trinidad-tobago, Tunisia, turkey, uae, Uganda, uk, Umguay, us-virgin-

islands, usa, ussr, Vanuatu, Vatican, Venezuela, Vietnam, west-germany, westem-samoa, 

yemen-arab-republic, yemen-demo-republic, Yugoslavia, Zaire, zambia, Zimbabwe 

Figure A.6 Original Places List 
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APPENDIX B 

RAINBOW OUTPUT INFORMATION 

Example Probability Output 

0.000005676464243952 afghanistan 
0.000252918017980516 africa 
0.000001261436498656 albania 
0.000056764642439517 algeria 
0.000000630718249328 andorra 
0.000008830055490592 angola 
0.000001261436498656 anguilla 
0.000001261436498656 antigua 
0.000010722210238575 antilles 
0.000187323320050407 argentina 
0.000004415027745296 amba 
0.000288238239942882 australia 

Figure B. 1 Example Probability Output 

Example Print Matrix 

REUTTOTAL/IOOO.txt REUTTOTAL argentina 1 Salvador 1 Uruguay 2 cocoa 
7 trade 1 week 2 year 2 february 3 total 3 mln 5 earlier 1 end 
1 sales 7 prices 1 rose 1 offer 1 march 4 dlrs 14 June 3 york 8 
made 1 april 4 oct 3 expected 1 commission 1 

REUTTOTAL/1003.txt REUTTOTAL brazil 3 mexico 1 interest 3 week 2 
year 1 february 1 mln 2 earlier 1 offer 4 dlrs 3 expected 1 
commission 1 It 2 stock 6 group 1 debt 6 current 1 financial 2 
president 1 corp 1 billion 2 exchange I market 3 dlr 1 bank 1 
foreign 1 major 2 rate 1 time 1 securities 2 spokesman 1 price 2 
quarter 2 

REUTTOTAL/1004.txt REUTTOTAL barley 2 corn 2 grain 1 reserves 1 
sorghum 3 wheat 4 february 1 prices 1 dlrs 2 oct 1 Washington 1 
national 2 rate 2 price 5 

Figure B.2 Print Matrix 
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APPENDIX C 

CASE INFORMATION 

Case One Vocabulary 

Afghanistan, Africa, Albania, Algeria, Andorra, Angola, anguilla, Antigua, Antilles, 
argentina, amba, Australia, Austria, Bahamas, Bahrain, Bangladesh, Barbados, Belgium, 
belize, benin, Bermuda, Bhutan, Bolivia, Botswana, brazil, Brunei, Bulgaria, Burkina, 
burma, Bumndi, Caledonia, Cameroon, Canada, cape, Cayman, chad, chile, china, 
Colombia, congo, costa, cuba, Cypms, Czechoslovakia, denmark, Djibouti, dominica, 
Dominican, Ecuador, Egypt, Ethiopia, fiji, finland, france, gabon, Gambia, germany, 
Ghana, Gibraltar, Greece, grenada, Guadeloupe, guam, Guatemala, Guiana, guinea, 
Guyana, Haiti, Honduras, hong, hungary, Iceland, India, Indonesia, iran, iraq, Ireland, 
Israel, italy, Jamaica, japan, Jordan, Kampuchea, Kenya, korea, Kuwait, lanka, 
Laos, Lebanon, Lesotho, Liberia, libya, Liechtenstein, Luxembourg, macao, Madagascar, 
Malawi, Malaysia, mali, malta, Martinique, Mauritania, Mauritius, Mexico, Monaco, 
morocco, Mozambique, Namibia, Nepal, Netheriands, Nicaragua, Niger, Nigeria, 
Norway, oman, Pakistan, panama, papua, Paraguay, pem, Philippines, Poland, Portugal, 
Qatar, Romania, Rwanda, Salvador, samoa, Saudi, Senegal, Seychelles, sierra, Singapore, 
Somalia, spain, sudan, suriname, Swaziland, Sweden, Switzerland, Syria, Taiwan, 
Tanzania, Thailand, togo, tonga, Trinidad, Tunisia, ttarkey, uae, Uganda, uk, united, 
Umguay, usa, ussr, Vanuatu, Vatican, Venezuela, Vietnam, virgin, yemen, Yugoslavia, 
Zaire, Zambia, Zealand, Zimbabwe, acq, alum, austral, barley, can, carcass, castor, 
citmspulp, cocoa. Coconut, coffee, copper, copra, com, comglutenfeed, cotton, cpi, 
cmde, cmzado, drachma, eam, escudo, cattle, fishmeal, flaxseed, ftiel, gas, gnp, gold. 
Grain, groundnut, heat, hog, housing, income, installment, interest, inventories. Iron, jet, 
jobs, linseed, livestock, lumber, lupin, mexpeso, naphtha, natural. Nickel, oat, oilseed, 
orange, palladium, palm, palmkemel, peseta, petrochemical, platinum, plywood, pork, 
potato, propane, rand, rapeseed. Reserves, retail, rice, ringgit, mbber, mpiah, rye, 
saudriyal, ship, silk, silver, sorghum, soybean, strategic, sugar, sunseed, tapioca, tea, 
trade, tung, vegetable, wheat, wool, yen, zinc 

Figure C. 1 Case One Vocabulary 
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Table C. 1 Case One Scoring 
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Table C.2 Case Two Scoring 
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Table C.3 Case Three Scoring 
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Table C.4 Case Four Scoring 
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c.5 Additional Case Information 

All other vocabulary and Case informatton are included in the CD under the 

appropriate folder. 
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