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ABSTRACT 

The present study addresses the problem of logical database design 

in the framework of relational data model and semantic information in 

the form of functional dependencies (FDs) and multivalued dependencies 

(MVDs). An algorithm, that takes as inputs the different attribute 

names, along with FDs and MVDs, has been presented which (i) generates 

a minimal cover of the given set of FDs and MVDs, and (ii) generates a 

logical database schema. The schema designed (i) preserves all the 

original information, (ii) minimizes redundancy, and (iii) represents 

"independent relationships" by a set of independent relation schemes. 
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CHAPTER I 

INTRODUCTION 

1.1 Introduction 

The use of computers for the encoding and processing of data has 

historically resulted in separation of the data from its interpreta

tion. However, as the application of computers evolved, it became 

increasingly necessary to try to capture some of the interpretation of 

the data by associating the interpretation with the data itself rather 

than encoding the interpretation in programs that use the data. 

An intellectual tool that provides such an interpretation is re

ferred to as a data model. A data model is an abstract concept that 

allows us to see the forest (information content of the data) as 

opposed to the trees (individual values of the data) [28]. 

In data modeling one tries to organize data so that it represents 

the real world situation as closely as possible, while at the same 

time is amenable to representation by computers. An organization of 

data and their relationships is generally called a schema. In a 

relational model, such a collection of relationships is represented in 

a relational schema. A relational schema consists of a set of data

base relations and the specification of one or more keys for each 

relation [5]. A relation scheme is a structure which consists of a 

name followed by a collection of its attributes. An example of a 

relation scheme is S(S#,NAME,ADDRESS) where S is the name of the 

scheme, and S#, NAME, and ADDRESS are its attributes. An example of a 

relational schema is the set of relations EMPLOYEE(EMP#,NAME,DEPT#) 
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with EMP# as the key, and DEPARTMENT(DEPT#,MGR#) with DEPT# as the 

key. A collection of data which is based upon a schema is referred to 

as database. 

Data base design is considered one of the most difficult areas of 

database technology [17,27]. Until now, database design has been more 

of an art than a science, this being perpetuated by the fact that 

there is no well recognized set of rules for the design process. One 

of the more prevalent problems is that of logical schema design: 

given a description of an application, find a "good" schema that 

describes the structure of the corresponding data base. 

To a great extent, the academic and research community considers 

data base design as a process for picturing the real world by means of 

logical data structures [21]. Computer vendors and software sup

pliers, on the other hand, view database design as a discipline aimed 

at accommodating data elements into physically oriented structures. 

Relational database theory has provided the basis for designing a 

database in a systematic manner. It has allowed us to separate the 

design process into several steps. Two of these steps are (i) con

ceptual and/or logical design, and (ii) physical design. These steps 

simplify the problem of looking at the logical and physical views of a 

database simultaneously. This is because of the fact that the logical 

design is independent of the physical design. A designer has little 

concern about the physical implementation while looking at the con

ceptual design of a database. In this study we will concentrate on 

the logical design of a database. 



Several tools in the form of algorithms have been discussed in 

the literature for the logical design of a relational schema. Most of 

this work will be discussed in Chapter 2. 

This study will concentrate on the problem of designing a data

base. In particular the study presents a setp-by-step design method

ology for determining a set of relation schemes that will define 

precisely and unambiguously all the relationships of interest to the 

users of the database. 

In section 1.2 we present some background information useful for 

the present study. Section 1.3 outlines the merit of the current 

study, section 1.4 gives a statement of the problem, and section 1.5 

describes the objectives of this study. 

1.2 Background Information 

The logical or the conceptual view is the view of data consumers 

(users, programmers, database administrators, etc.). It represents 

the total collection of data elements and their relationships. The 

physical view is the implementation of the logical view of data. The 

logical view takes the form of a data structure showing the depen

dencies and relationships existing among the different elements. The 

relationships found in databases may be classified as (a) one-to-one, 

(b) many-to-one, and (c) many-to-many. 

A one-to-one relationship exists between attributes X and Y when 

every different X-value corresponds to a different Y-value. A many-

to-one relationship is created between X and Y when one or more X-



values may correspond to the same Y-value, but no X-value corresponds 

to more than one Y-value. A many-to-many relationship can be seen 

between X and Y when one or more X-values correspond to the same 

Y-value and one or more Y-values correspond to the same X-value. 

Functional dependencies (FDs) can only model one-to-one and 

many-to-one relationships. In tu i t i ve l y , a FD f:X -> Y holds in 

R(X,Y,Z) i f each value of X in R is associated with exactly one value 

of Y [3 ] . Thus the natural many-to-many associations arising between 

attr ibutes are not properly modeled by functional"dependencies. This 

problem has been solved through the introduction of multivalued de

pendencies (MVDs) . A MVD g:X ->-> Y holds in R(X,Y,Z) i f each X-value 

in R is associated with a set of Y-values in a way that does not 

depend on Z-values [3 ] . FDs and MVDs are defined formally in Chapter 3 

One of the problems plaguing a database designer is the inherent 

d i f f i c u l t y of specifying the dependencies that represent correctly 

the actual constraints on the world being modeled. The correct 

specif ication of these dependencies is crucial and constitutes a 

neglected phase of database design [18]. 

Functional and Multivalued dependencies are predicates on re

lations and can be thought of as constraints which must represent 

the real world correct ly. These constraints have been used as a 

guideline for deciding the schema's structure according to the 

following three c r i t e r i a . 

The f i r s t c r i te r ion is representation. All natural re lat ion

ships represented by constraints should be represented in the schema. 



The second criterion is nonredundancy. A constraint that can be 

derived from other constraints already specified in a schema, should 

not be made a part of the schema. The third criterion is separation. 

The schema must be structured in such a way that information units, 

as represented by constraints, are separated. 

It has been shown that data manipulation anomalies are in fact 

due to the presence of certain dependencies between the attributes 

of a relation scheme [10]. For example, consider the relation scheme 

SUPP(SUPPLIER,TOWN,POPULATION); its intended meaning is such that 

whenever a tuple, say <s,t,p>, occurs in a relation on this scheme, 

it means that "supplier s is located in town t whose population is p" 

[29]. This relation scheme SUPP leads in fact to the following data 

manipulation anomalies. First, notice that the population of a given 

town must appear as many times as there are suppliers located in 

that town (data redundancy). Thus if the population of a town has 

to be updated all the tuples in which it occurs have to be retrieved 

in order to update consistently the population of the town (updating 

anomaly). If the last supplier located in a given town is deleted, 

then the population of the town is lost (deletion anomaly). Con

versely, the population of a town can be recorded only when one knows 

at least one supplier located in that town (insertion anomaly). 

Several normal forms have been introduced to alleviate this 

problem of data manipulation anomalies. Each normal form improved 

over the previous normal forms with regard to the elimination of 

data manipulation anomalies. The undesirable properties of the 

relation scheme SUPP are due to a transitive dependency between the 



attributes SUPPLIER and POPULATION and because of this transitive 

dependency the relation scheme is not in third normal form (3NF) [10] 

The concept of MVDs was used to define the fourth normal form (4NF). 

A relation scheme is in 4NF if all the nontrivial MVDs are due to 

keys [28]. With these three criteria in mind, the schema designed 

should follow the following principles: 

1. preserve the given set of dependencies in the final set 

of relations, 

2. minimize redundancy in the relation schemes generated 

(i.e., no relation can be dropped without losing property 

( D ) , and 

3. separate the relations by ensuring that "independent 

relationships" be represented in independent relation 

schemes (for example, relations being in 4NF). 

Besides satisfying the above three principles, there is another 

criterion, namely the choice of the most convenient or simplified 

form of representation of a particular relation scheme for a certain 

user. The only qualification is that the original set of relation 

schemes be derivable or inferred from the new "convenient" form 

of representation of the relation schemes. 

The first motivation for this criterion is the awareness that a 

"better" design of the database could be performed by accepting 

from the users 

1. their preferences of storing certain relation schemes 

differently or reducing the size of the relations. 



2. their notion of importance of certain attributes, and 

3. their specification of transaction queries; the collection 

of transactions is useful for discovering a relationship 

that does not exist in the generated conceptual schema which 

in turn may permit the user to redefine the set of FDs 

and MVDs leading to a better design of the conceptual 

schema. 

The second motivation for a convenient representation of relation 

schemes is the facilitation in the development of a "prototype imple

mentation" of a database before the actual implementation is done. 

1.3 Significance of the Study 

The task of logical design of a database, largely performed by 

a database administrator, is quite complex. At the same time tools 

for performing this task are wery meager relative to the complexity 

of the problem [2]. A schema synthesis algorithm that takes FDs 

and MVDs as input could be a wery helpful design aid to the database 

administrator. 

Conceptual schemata in DBMSs are expected to yield benefits 

in three domains: 

1. Data Independence - The conceptual schema occupies a central 

position between the multiple views seen by the users 

(external schema) and the internal schema which describes 

the physical organization of the database. The conceptual 

schema establishes the logical and functional connections 

between the internal and external levels. 
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2. Design Aid - A conceptual schema supplies a logical repre

sentation from which a physical implementation is designed 

3. Liaison to the Enterprise World - A conceptual model pro

vides the means for successful communication between the 

data processing department and the rest of the enterprise 

[30]. 

In this study we propose a methodology which goes a long way 

in helping a database administrator perform the logical design of 

a database. 

1.4 Problem Statement 

We give a yery broad definition of the problem here: Transform 

a given set of FDs and MVDs that describe an application into a 

conceptual relational schema. The schemes designed must define 

precisely and unambiguously all the relationships of interest to 

the users of the database. It is highly desirable that this be 

done nonredundantly. We will give a precise definition of the 

problem later in Chapter 3. 

1.5 Objectives of the Study 

The first objective is to develop a tool to help a database 

administrator logically design a database structure. In more specific 

terms, the objective is to provide a design tool which takes functional 

and multivalued dependencies as input and produces as output a set of 

relation schemes that would satisfy all the principles described in 

section 2. The second objective is to ensure that the schema designed 
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describe the intrinsic logical relationships among external data 

independent of the underlying implementation. 

1.6 Structure of the Study 

Chapter 2 describes the existing tools as defined in the litera

ture for logical design of a database. Chapter 3 presents the concepts 

and the necessary relational terminology that are used in the rest 

of the chapters. The design methodology for the logical design 

of a relational schema is also described in Chapter 3. 

Chapter 4 describes the detailed algorithm for the logical 

design of a relational schema. An informal proof, the time complexity 

of the algorithm, and two examples are presented here. 

Chapter 5 evaluates the performance of the algorithm described 

in Chapter 4 in the framework of the design principles presented in 

this chapter. The limitations of the present study and some direc

tions of related research work that could possibly ensue in the future 

are also described in this concluding chapter. 



CHAPTER II 

REVIEW OF CURRENT LITERATURE 

2.1 Introduction 

In the past, there were wery few tools to aid the database 

designer and he had to rely on his intution and experience. Recently, 

several tools have been developed to aid the database design process. 

While most of the tools are primarily oriented towards a particular 

type of database system, the principles underlying these design 

tools have general applicability [9]. 

In the literature, the design of a database has been talked 

about from different viewpoints. We view the design process as 

consisting of four major tasks. The first task is to determine 

the users' needs and requirements, the second, to identify a set 

of functional and multivalued dependencies based on user needs 

and requirenents, the third, to derive a set of relations, from FDs 

and MVDs, that satisfy the design principles outlined in Chapter 1, 

and the fourth, to transform the set of relation schemes into a 

specific schema based on a commercial DBMs. 

In this Chapter current approaches to logical database design 

are reviewed. 
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II 

2.2 Design Approaches 

2.2.1 The Entity-Relationship (E-R) Approach 

This approach was developed by Chen of M.I.T. The first stage 

of this approach, called the design of enterprise schema, identifies 

entities and relationships of interest to the enterprise [8]. In the 

second stage of database design, the Entity-Relationship diagram 

is translated into the logical data structures suitable for the data

base system to be used. 

Since the enterprise environment changes from time to time, the 

enterprise schema will have to reflect these changes. Five basic 

types of operations (add, delete, split, merge, and shift) which 

are useful in modifying the enterprise schema have been presented 

and the consequences of these operations have been discussed. 

We find that the primary contribution of this approach is that 

of a descriptive mechanism which captures all the relationships 

among different attributes. 

2.2.2 Smith and Smith's Approach 

Smith and Smith [26] applies the concept of data abstraction to 

the design of databases. Two types of data abstractions are con

sidered: generalization, which transforms similar objects into 

higher level objects, and aggregation, which combines low level 

objects into aggregates. A new data type, called generic, is devel

oped as a primitive tool for defining models of the real world. 
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For instance, viewing the types EMPLOYEE and STUDENT as one generic 

type, the type PERSON can be considered a generalization; the type 

EMPLOYEE can be constructed or "aggregated" from the types NAME, 

AGE, and ADDRESS. 

Aggregations and generalizations can be used in a complementary 

fashion to express both the structure and classification of types. 

The structure of a generic type may be expressed as an aggregate 

of constituent types, and aggregates can be classified under a 

generic type. For instance, PERSON may be constructed from NAME, 

ADDRESS and AGE: EMPLOYEE from SALARY and DEDUCTIONS; STUDENT from 

YEAR and CAMPUS. Since PERSON is a generalization of EMPLOYEE and 

STUDENT, the latter types inherit the properties of NAME, AGE, 

and ADDRESS from PERSON. 

We find that the primary contribution of this approach is the 

use of "abstraction" mechanism to structure and visualize data. 

2.2.3 Codd's 3NF Decomposition Approach 

Codd's approach to database design proceeds as follows [10]. 

The designer produces a first tentative model of the database in 

the form of a set of relations of assorted degree. The designer is 

also given (as input) an initial set of FDs. By analyzing the 

structure of FDs between the attributes of the relation, the designer 

can decompose it into a set of lower order relations satisfying 

certain requirements (such as being in 3NF). That is,this approach 

converts a "good" design into a "better" design. 
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There are various objections to this approach as a technique 

for database design. One objection is that the designer must first 

find an initial design which is then improved by 3NF decomposition. 

It would be helpful if the designer could begin with dependency 

information only, rather than with an initial design. 

A second objection is that 3NF decomposition only goes "down". 

That is, 3NF decomposition can break an existing relation scheme 

into two relation schemes, but it cannot, for example, combine two 

relation schemes into a single larger scheme [13]. Thus, the output 

of 3NF decomposition is severely restricted by the input. 

2.2.4 Bernstein's Synthetic Approach 

Bernstein, on the other hand, in his Ph. D. dissertation . 

developed a synthetic approach in which the goal is to begin from 

a given set of FDs [2,5]. The input is simply a set of attributes, 

along with a set of FDs; no initial design is necessary. The output 

is a set of 3NF relation schemes that "embody" the FDs. 

This method strives for minimality of dependencies by determining 

the minimum cover of these FDs. A cover is a set of FDs from which 

all others can be derived through the formal properties of FDs. A 

cover is minimal if no proper subset of it is a cover [3]. An 

algorithm for eliminating extraneous attributes from FDs and then 

finding a minimum cover is described in [5]. An optimal set of 

3NFs is finally constructed from this minimum cover. 
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The first problem encountered in this approach concerns non

functional relationships, such as a many-to-many relationship between 

two attributes. This problem is resolved by introducing new attributes. 

Thus a nonfunctional connection f among a group of attributes 

Al,A2,...,An is represented as the following FD: f:(A1,A2,...,An) -> o 

where o is a newly introduced attribute that is unique to f and does 

not appear in any other FD. This is a trick that "fools" the synthesis 

algorithm into creating essentially one relation scheme per nonfunc

tional relationship- a far cry from striving towards achieving a 

minimum number of relation schemes. 

A redundancy problem may still exist in the synthesized relations 

in spite of the minimum cover embodying the given set of FDs. This 

typically occurs in the presence of a bijection (one-to-one corres

pondence) between two sets of attributes. A relation scheme consist

ing only of two equivalent attributes (X and Y are equivalent if 

X - Y and Y - X) may be obtained, say for example, by the projection 

of another relation scheme. (The projection of a relation on a 

subset of its attributes is the relation that results from excising 

columns corresponding to attributes not in the subset and then 

eliminating duplicate tuples [2].) The elimination of the binary 

relation consisting of equivalent attributes would cause loss of 

important structural information. The inclusion of the equivalent 

attributes in other relations results in redundancy. Thus, only one 

of the equivalent attributes must be included in other relations. 
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2.2.5 Fagin's Decomposition Approach 

In Fagin's decomposition approach the design process has as 

input a set of attributes along with a set of FDs and a set of MVDs 

[12,13]. Fagin established a necessary and sufficient condition for 

a relation to be decomposed into two of its projections [12]. He 

successively decomposes a relation scheme into smaller schemes, with 

respect to the dependencies, until all relation schemes are in 4NF. 

Algorithmic aspects of decomposition have not been considered 

fully and current algorithms may have high computational complexity 

[3]. Another problem is that the decompositions are not unique. 

At each stage the algorithm may have several decomposition choices 

with different choices leading to wery different outputs. Also, 

the dependencies in the output schemes may depend idiosynchratically 

on the input [3]. 

2.2.6 Zaniolo's Approach 

The relational decomposition algorithm proposed in [30] is 

recursive in nature. At each step a relation is decomposed into a 

pair of subprojections and the process continues until a set of atomic 

relations containing only trival multivalued dependencies are obtained. 

To preserve the structural information while decomposing, an intuitive 

reversibility test meeting the following criteria must be performed 

at eyery step; (1) the FDs of the original relation must be derivable 

from the FDs of the decomposed pair of relations, and (2) the MDs of 
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the original relation must be derivable from the combined FDs and 

MDs of the decomposed pair of relations. 

In performing the reversibiltiy test it is necessary to compute 

the dependencies that hold for the decomposed pair of projections. 

Then, a membership algorithm, similar to the one described in [l], 

must be used to determine whether the original set of FDs and MVDs is 

contained in the closure of the set of dependencies of the decomposed 

pair of relations. (The closure of a set of dependencies G is the 

set of all dependencies derivable from 6 using a complete system of 

rules [3].) 

The validity of this method is also limited by a problem 

acknowledged in [30]. This is regarding the potentially nondeter-

ministic nature of this algorithm. The question is whether it is 

possible, once the reversibility test is not satisfied, to backtrack 

and apply the dependencies in a different order to obtain a success

ful completion. It is also acknowledged that the polynomial time 

bound of the algorithm applies only after the dependencies of the 

decomposed pair of relations have been computed, since the sizes 

of these sets may actually be exponential. 

2.3 Conclusions 

The state-of-the art methods to design database schema began 

with Codd's pioneering work on 3NF [10]. Codd's approach was induc

tive. Some carefully chosen examples were first used to illustrate 

the anomalies effecting unnormalized relations; then the definition 



17 

of 3NF was proposed to remove the anomalies affecting those relations 

This work laid the groundwork for the formal database design techni

ques that have developed since. 

The synthetic approach of Bernstein [5] is intended to remedy 

the deficiencies of 3NF decomposition by supplying as input a set 

of functional dependencies (FDs). FDs, by themselves, are not 

sufficient to provide semantics and contextual information about 

the attributes. These can be captured by the concept of multivalued 

dependency (MVD)', which was introduced by Fagin [12]. Both Fagin 

[12] and Zaniolo [30] begin their approaches with FDs and MVDs as 

input and adopt the decomposition approach whereby the initial rela

tions are decomposed into smaller subcomponents. 



CHAPTER III 

RELATIONAL SCHEMA GENERATION (RSG) 

METHODOLOGY 

3.1 Introduction 

This Chapter presents a methodology for the logical design 

of a relational schema. We call our design process as Relational 

Schema Generation (RSG) methodology. 

This Chapter is structured as follows. The concepts that are 

used in the rest of the chapters are presented in section 3.2. Start

ing with attributes and relations, FDs and MVDs are defined, pro

perties of FDs and MVDs are reviewed and completeness theorem is 

stated. The concept of dependency basis is then presented. The 

RSG methodology is described in section 3.3. 

3.2 Basic Concepts 

In this section we present the concepts and the necessary re

lational terminology that are used in the rest of this chapter. 

3.2.1 Definitions 

Definition. An attribute is a symbol taken from a finite set 

U=£Ap A2,...Ap]. Each attribute A has associated with it a set of 

possible values called its domain, denoted by DOM(A). For a set of 

attributes X, an X-value x is the vector of the values assigned to 

18 
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the attributes of X from their respective domains. We shall use 

capital letters from the beginning of the alphabet for single attri

butes, and capitals from the end of the alphabet for sets of attributes. 

We shall write A for the attribute A, and either XY or X,Y for the 

union of two arbitrary sets of attributes X and Y. 

Definition. Let R(XpX2,... ,Xj^,YpY2,... ,Yn,Zi,Zi,... ,Z^) be 

a relation (i.e., a set of tuples) with m+n+r column names (thus no column 

name appears twice). We write X for (Xi,X2,... ,Xni); Y and Z are 

defined analogously. If (xi,X2,... jX̂ )̂ are entries that appear 

under columns (XpX2,... ,X^) then we write x for (xpX2,... .Xf^); y 

and z are defined analogously. 

We use the term relation scheme to refer to an intension, 

that is, to refer to a structural description of a relation con

sisting of a name of the relation and a set of attributes. The 

word relation will be used to refer to an extension, that is, to 

a set of tuples [2]. While the extension of a database is subject 

to continuous changes, its intension undergoes only a slow evolution. 

The projection of a relation R(X,Y,Z) on attributes X, denoted 

by R[X], is the relation that results from excising columns cor

responding to attributes Y and Z and then eliminating duplicate 

tuples. R[X] = {x : (x,y,z) is in R(X,Y,Z)} . The natural join 

of relations R(X,Y) and S(Y,Z) is denoted by R*S. R*S = { (x,y,z) : 

(x,y) is in R(X,Y) and (y,z) is in S(Y,Z)] . 

We define R(xz,Y) to be [y: (x,y,z) is in R } . The multi

valued dependency (MVD) X ->->Yis said to hold for R(x,y,z) if 



20 

R(xz,Y) depends only on x; that is R(xz,Y) = R(xz',Y) for each x, 

z, z' such that (xz, Y) and (xz',Y) are nonempty. 

We use the notation X ->-> Y and X ->/> Y to indicate that Y 

is or is not multidependent on X. As an example, let T(X,Y,Z) be a 

relation schema. An instance of T appears in Table 1. 

TABLE 1 

An Example of Multivalued Dependencies 

X 

1 3 5 

1 4 5 

2 3 6 

2 4 6 

Here, X ->-> Y, X ->-> Z 

Y ->/> X, Y ->/> Z 

Z ->-> X, Z ->-> Y 

Definition. If X ->-> Y and R(x,Y) be a singleton for each 

value of X, then X ->-> Y is called a functional dependency (FD) 

and is denoted by X -> Y. 
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3.2.2 Properties of Dependencies 

FD Rules: 

FDl (Reflexivity). If Y is contained in X, then X -> Y. 

FD2 (Augmentation). If Z is contained in W and X -> Y, 

then XW -> XZ. 

FD3 (Transitivity). If X -> Y and Y -> Z, then X -> Z. 

MVD Rules: 

MVDl (Complementation). X ->-> Y holds for R(X,Y,Z) if 

X ->-> Z holds. Stated another 

way, if X ->-> Y, then X ->-> Z. 

MVD2 (Reflexivity). If Y is contained in X, then X ->-> Y 

MVD3 (Augmentation.) If Z is contained in W, and X ->->Y, 

then XW ->-> YZ. 

MVD4 (Transitivity). If X ->-> Y and Y ->-> Z, 

then X ->-> Z - Y. 

FD-MVD Rules: 

FD-MVDl. If X -> Y, then X ->-> Y. 

FD-MVD2. If X ->-> Y and Y -> Z, then X -> Z - Y. 

We use f, g, and h as variables over the set of FDs and MVDs. 

If f is a MVD, we view it as f: Kf ->-> Lf where Kf denotes the key, 

and Lf the consequence; a FD is defined analogously. 

Definition. If f: Kf ->-> Lf is a dependency then COMP(f) is 

a dependency defined as Kf ->-> U - Lf. If F is a set of dependencies 

then COMP(F) = icOMP(f) : f is in F } . 
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Definition. Given a set of dependencies G that, hold in R, 

and a dependency g, G implies g in R if g holds in ewery instance of 

R. The above properties may be used to derive or infer new dependencies 

implied by a given set of dependencies. The closure of a set of 

dependencies G is the set of all dependencies that can be inferred 

from G using the properties FD1-FD2, MVD2-MVD4 and FD-MVDl and FD-MVD2 

and denoted by CLOSURE(G). A set of properties or rules is complete 

if 

1. eyery dependency f derivable from the set of depen

dencies G is in fact implied by G, and 

2. eyery dependency f implied by the set of depen

dencies G is derivable using the set of rules. 

The following therem states (and has been proved) that the sets 

of rules or properties presented here are complete. 

Theorem l_ [i] 

The properties FD1-FD3, MVD1-MVD4, FD-MVDl, and FD-MVD2 

are complete. 

Definition. A dependency f is redundant in G if CLOSURE(G) 

= CLOSURE (G - ff}) i.e., if f can be derived from G - If}. 

Definition. Suppose G is a set of dependencies. We 

say that Q is a minimal cover of G if 

1. no two attributes in Q are equivalent. 

2. CLOSURE IG U COMP(G)] = CLOSURE (Q). 

3. Q is minimal with property (b), i.e., there does not 

exist a proper subset Q' of Q such that CLOSURE i G U 
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C0MP(G)3 = CLOSURE (Q'). Stated another way, no 

dependency in G is redundant. 

3.2.3 Dependency Basis 

Let S be a family of some subsets of U that is closed under 

Boolean operations. S contains a unique subfamily, denoted by T, 

with the following properties: 

1. the sets in T are nonempty. 

2. the sets in T are pairwise disjoint. 

3. each set in S is a union of some sets in T. 

That is, T consists of all nonempty minimal sets in S. The subfamily 

T is called the basis of S [1,16]. 

Let F and M be sets of FD's and MVD's on U respectively. For 

F, let F' = fX ->-> A : X -> A is in F} and let G = F' U M. In the 

following, the letter "G" is used to denote F' U M. Let G' denote 

the set of all dependencies that are in G or can be inferred from G 

using the rules described in section 3.2.2. 

A collection of all subsets of U that are dependent on a set 

of attributes X by some dependency in G' is closed under Boolean 

operations by the application of the following properties. 

FD Union Rule: If X -> Y and X -> Z, then X -> YZ. 

FD Decomposition Rule: If X -> YZ, then X -> Y and X -> Z. 

MVD Union Rule: If X ->-> Y and X ->-> Z, then X ->-> YZ. 

MVD Decomposition Rule: If X ->-> Y and X ->-> Z, then 

X ->-> Y - Z, X ->-> Z - Y, and 

X ->-> Y n Z. 
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All the above rules are true and hence provable by Theorem 1 [i]. We 

call the dependencies arising from the result of applying the FD and MVD 

Decomposition rules the decomposed dependencies. (We make use of 

them in section 3.3). 

The basis of the collection of all subsets of U that are dependent 

on X by some dependency in G' is called the dependency basis of X 

and is denoted by DEP(X). For each set Y in DEP(X), X ->-> Y is in 

G', but for each Y' that is a nonempty proper subset of Y, X ->-> Y' 

is not in G'. DEP(X) is a partition of U El,is]. 

We make use of the concept of dependency basis in our algorithms. 

Definition. X and Y are equivalent attributes in R if their 

dependency bases are equal. 

Theorem 2_ 

If X -> Y and Y -> X hold in R or can be derived from 

the set of dependencies that hold in R, then X and Y are 

equivalent. 

Proof: 

If X -> Y and Y -> X then, by the property of transitivity 

in FDs and the definition of dependency basis, we find that 

dependency basis of X is equal to the dependency basis of Y. 

The theorem then follows. 

Theorem 2 does not have a natural extension to MVDs, i.e., if 

X ->-> Y and Y ->-> X hold in a relation then it is not necessary that 

X and Y are equivalent. A simple example will clarify this point. 

Suppose the following dependencies hold: A ->-> B, B ->-> A, 

A ->-> C, B ->-> D, A ->-> DW, and B ->-> CW. Now DEP(A) = { A, C, B, 
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DW} and DEP(B) ={B,A,D,CW} . A and B thus are not equivalent since 

their dependency bases are not equal. 

3.3 Description of the Design 
Methodology 

The design process outlined in this section is divided into the 

following 3 phases: 

1. generation of a minimal cover, 

2. generation of a conceptual schema, and 

3. mapping of the conceptual schema into any form of 

schema which may be chosen by the users according to 

their needs, views and preferences but ensuring that 

the conceptual schema generated in phase 2 be deriv

able from the new conceptual schema. 

When constructing a set of relational schemes from a given set 

of FDs and MVDs, we try to make each scheme represent a particular 

dependency. It is desirable that this be done nonredundantly. One 

of the schemes is redundant if at any time that scheme can be re

constructed from others by relational operations (projection, join, 

etc.). It is shown in [1,2] that a scheme S is reconstructible from 

the other schemes in the database in this way exactly when the depen

dency represented by S can be inferred from the dependencies repre

sented by other schemes. Thus we see that there is a correspondence 

between dependencies and their manipulation rules on the one hand 

and relations and their manipulation rules on the other. 
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We make use of the properties of dependencies (described in the 

previous section) and the computation of dependency basis of a set 

of attributes to arrive at a set of relation schemes. 

Fig, 3.1 shows the design method employed to arrive at a set of 

relation schemes embodying the minimal cover. Section 3.3.1 des

cribes the design method employed to generate a minimal cover of the 

given set of dependencies. The method to obtain a logical schema 

is described in section 3.3.2.and the process of simplifying the. 

logical schema is outlined in section 3.3.3. 

3.3.1 Generation of a Minimal Cover 

This section outlines the design method employed to generate 

a minimal cover of the given set of dependencies. In step 1 we 

supplement the given set of dependencies by deriving a new set of 

MVDs through the property of complementation. 

There are two reasons for examining the power of the complemen

tation rule. Firstly, this is the only rule that takes into account 

the "context" of the dependencies, that is, the universe U, while all 

other inference rules apply independent of whatever universe the 

attributes are embedded in. If we have a relation R(X,Y,Z) and MVD 

g: X ->-> Y, then this definition implies that g's validity depends 

on values assigned to Z, not just X and Y [3]. It seems natural, 

therefore, to determine the exact role played by this rule within 

our design methodology, since this may give us a better insight 
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into the nature of MVDs which in turn, will lead us into a better 

design of relational schema in general. 

Now let us consider the second reason. Suppose that MVDs in 

some set G are represented by a set of relation schemes, where X ->-> Y 

is represented by a scheme containing attributes X and Y. We would 

like to know for which MVDs in CLOSURE(G) we can construct relations 

to represent them using the algebraic operators. The only MVD rule 

for which a correspondence with algebraic operators does not seem 

to exist is the complementation rule. Thus its importance becomes 

clear. As a simple example, if U = {A,B,C3 and G={A ->-> Bjthen 

A ->-> C is derivable from A ->-> B by property of complementation. 

But if we have only a relation R(A,B) there is no way we can construct 

from it a relation on A,C since we do not have any C-values in the 

database. 

In step 2 we compute the dependency basis of the attributes 

in U. 

In step 3 we try decomposing each dependency, if at all possible. 

A main motivation for this step has been the awareness that the data

base intension evolves and changes with time. A DBMS is expected 

to absorb and minimize the effects of changes. 

Now relations composed from decomposed dependencies seem less 

sensitive to changes in the intension than relations composed from 

non-decomposed dependencies. A simple example clarifies this point 

further. 

Suppose we need some information regarding departments of a 

given organization. A relationship specifying that a department (DNAME) 
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only has one manager (MGR) and can have only one location (LOCN) 

is given by the dependency DNAME -> MGR,LOCN. A relation composed 

from this dependency DEPT(DNAME,MGR,LOCN) is free from all the data 

manipulation anomalies introduced in Chapter 1. Now assume that 

more than one location(LOCN) can be associated with a given depart-

ment(DNAME). Then the MVD DNAME ->-> LOCN holds in relation DEPT 

which is no longer free from the data manipulation anomalies. Thus 

a relationship changing from many-to-one into many-to-many may force 

a modification in the set of relation schemes generated. By contrast, 

relations composed from decomposed dependencies accept the changes 

in the database intension in a "nice" manner. 

The desirability of eliminating redundant information has also 

been another motivating factor in decomposing dependencies. Suppose 

the following two dependencies hold: AY -> ZW, and Y -> Z. Now the 

dependency XY -> ZW can be decomposed into XY -> Z and XY -> W. This 

information leads us to eliminate the redundant dependency XY -> Z. 

Step 4 identifies the equivalent attributes and merges them by 

forming a single relation scheme. This will eliminate redundancy 

and preserve structural information in the case, when X and Y are 

equivalent and both X and Y attributes appear in other relation 

schemes. We merge X and Y to form one single relation and include 

either X or Y in other relation schemes. 

Step 5 eliminates extraneous attributes from the left side of 

the dependencies. An attribute B is extraneous in f: Kf ->->Lf if 

B belongs to Kf and Lf is contained in DEP(Kf-B). 
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Step 6 eliminates redundant dependencies from the given set of 

dependencies. To determine if f: Kf ->->Lfis redundant in G, we 

compute the dependency basis of Kf and test if f is in the CLOSURE 

(G - if}). 

A minimal cover of the given set of dependencies is generated 

as output from this phase. 

3.3.2 Generation of Conceptual Schema 

This phase generates a set of relation schemes embodying the 

minimal cover. 

A user query involves retrieval of certain relationships among 

attributes. The relationships of interest in the present thesis 

are the FDs and MVDs. Since all the relationships are captured 

by the minimal cover, we generate a set of relations in such a manner 

that the minimal cover holds in them. 

We consolidate the relation schemes from the dependencies by 

representing each dependency (FD or MVD), having Kf as the key 

and Lf the consequent, by a scheme on Kf U Lf. However, it is to 

be noted at this stage that, although there is no redundancy in 

the dependencies generated, there may be redundancy in the relation 

schemes generated. 

Definition. A Relation Scheme R is redundant if two or more 

independent dependencies in the minimal cover hold in R. 

The motivation for this definition is the awareness that the 

conceptual schema has to represent all the relationships specified 
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by the user. All the relationships are either present or can be 

derived from the minimal cover. Since we generate the conceptual 

schema in such a way that the minimal cover holds in the schema, 

all the relationships are either present or can be derived from the 

schema. But it is very much desired that the schema be as non-redun

dant as possible. 

The following two theorems (which have been proved in [12]) 

may be used to remove redundancy in the relations generated. 

Theorem 3 [12] 

Assume that the MVD X ->-> Y holds for relation R(X,Y,Z). 

Let R'(X,Y,Z') be a projection of R which has all of the columns 

X and Y, where Z' is a subset of Z. Then the MVD X ->-> Y holds 

for R' also. 

Theorem 4 [12] 

If a FD X -> Y or a MVD X ->-> Y holds for a relation R(X,Y,Z) 

where Z is the set of column names not in X or Y, then R can be 

split into R1(X,Y) and R2(X,Z) without loss of information (the origi

nal relation R(X,Y,Z) is then the natural join of R1(X,Y) and R2(X,Z)) 

We call R2 as the residue relation, since R2 is not directly "visible" 

but obtained as a "residue" by splitting R. 

A simple example will illustrate the removal of redundancies 

in relation schemes. Suppose the minimal cover generated is the 

following: X ->-> ZW, Z ->-> X, and Z ->-> W. We find that a 
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relation scheme composed from the first dependency, Rl(XZW) is 

redundant. We then break Rl, using theorems 2 and 3, to obtain Rll(ZW) 

and R12(ZX). 

3.3.3 Conceptual Schema Simplification 

The purpose of this phase is to help the database designer 

build a conceptual schema by successive refinements. Such refinements 

can be seen as new knowledge obtained by the designer about the data-

base from the users' needs and preferences. 

In this section we describe an approach to represent the con

ceptual schema, generated in the previous section, into a form that 

is more convenient for a set of users. 

This convenience could be a preference for reducing the size 

of certain relations stored or storing certain relation schemes 

differently. Theorem 3 (described earlier in section 3.3.2) 

may be used to simplify a relation scheme. 

As an example, a user may prefer a certain relation scheme Rf 

to be stored differently or reduced in size, if at all possible. We 

can then have a heuristic algorithm along the following lines. Recall 

that a relation Rf has been composed from f: Kf ->-> Lf by a scheme 

on Kf U Lf. We generate the dependency basis of some combination of 

(Kf U Lf). We can then apply theorems 3 and 4 to break Rf into a 

simplified set of relation schemes. 

A user may express a great deal of interest on a set of attributes 

X in the set of dependencies, say, as a possible candidate key. The 
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designer then may compute the set of dependencies that are dependent 

on X in the CL0SURE(6), i.e., DEP(X). This could then be used to 

simplify certain relation schemes. 



CHAPTER IV 

DESIGN OF THE TOOL TO SUPPORT 

THE RSG METHODOLOGY 

4.1 Introduction 

This Chapter describes the detailed design of the tool to 

support the RSG methodology. Section 4.2 presents a preliminary 

design by describing the major functional components of the tool for 

the generation of relational schema. 

Section 4.3 presents the algorithm for the generation of a 

minimal cover and a logical schema. An informal proof and the time 

complexity of the algorithm is presented in section 4.4. Two ex

amples for the design of logical relational schema are presented in 

section 4.5. 

4.2 Preliminary Design of the Tool 

This section describes a preliminary design of the tool to 

support the RSG methodology. We call this tool the Data Base 

Administrator (DBA) Support System. The preliminary design basically 

includes the description of major functional components of the tool 

and their interrelationships. These functional components are shown 

using Data Flow Diagrams (DFDs) [15]. The DFDs are used to describe 

the DBA support system in a top-down fashion. 

Fig. 4.1 gives an overview of the DBA support system. The 

user interacts with the support system by supplying a set of FDs and MVDs 

The system initially generates a minimal cover of the given dependencies 

34 
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and a conceptual schema in which no relation scheme is redundant. The 

conceptual schema may then be simplified in accordance with the users' 

needs, views, and preferences. 

Fig. 4.1 has been factored into three components and is shown 

in Fig. 4.2. The Dependency Handling Subsystem accepts as input 

the set of dependencies supplied by the user, collects the character

istics of attributes and stores them for later use. The dependency 

basis of each attribute in the universe and the attributes in the 

left hand side of each of the dependencies are then computed. The 

Minimal Cover Generation Subsystem then computes a minimal cover of 

the given set of dependencies. The Conceptual Schema Generation 

Subsystem generates a set of relation schemes embodying the minimal 

cover. The set of relations generated, the names of attributes 

(each attribute with its associated domain name), and the explicit 

specifications of all primary and alternate keys may then be printed. 

The Schema Simplification Subsystem then simplifies the conceptual 

schema generated in accordance with their users' needs, views, 

queries and preferences. 

4.3 Detailed Design of the Tool 

Section 4.3.1 describes the structure chart for the DBA support 

system described in the last section. The detailed algorithms for 

all the components are presented in section 4.3.2. 
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4.3.1 Structure Charts 

It is interesting to point out the difference between DFD and 

Structure Chart. A DFD depicts the interaction between data stores 

and processes. This interaction is shown through data flows between 

processes and data stores. However, a structure chart depicts the 

design of the software by modeling the control flow among different 

modules. 

Figure 4.3 shows the structure chart for the DBA support 

system. In the figure 4.3, the DBA support system invokes the 

"Dependency Handling Subsystem" (DHS) module. The DHS computes the^ 

dependency basis of each attribute and the attributes in the left 

side of each dependency, and returns control to the DBA support 

system. The DBA support system then passes the set of dependencies 

and the dependency basis of the attributes to the "Minimal Cover 

Generation Subsystem" (MCGS) module, which, using its subroutines 

each to perform their special functions, computes the minimal cover 

of the dependencies. The MCGS then returns control to the DBA 

support system with the minimal cover, which is then handed over to 

the "Conceptual Schema Generation Subsystem" (CSGS) module. The 

CSGS module generates a conceptual schema and then returns control 

to the DBA support system. The conceptual schema and the dependency 

basis of attributes are then passed to the "Schema Simplification 

Subsystem" (SSS) module. The SSS module then maps the conceptual 

schema into any form of schema chosen by the users according to their 

needs, views and preferences. The structure charts of the dependency 
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handling subsystem and minimal cover generation subsystem are shown 

in Figures 4.4 and 4.5, respectively. 

4.3.2 The Algorithm 

The algorithm described in this section has three phases: 

1. generation of a minimal cover from the set of FDs 

and MVDs, 

2. generation of a conceptual schema, and 

3. simplification of the conceptual schema. 

Let the number of dependencies provided by the user be n and 

the number of attributes in U be m. Let Att(l:m) be an array 

containing the attributes in U. Att(i) refers to the ith attribute 

in U. f, g, and h are variables over the set of dependencies. 

4.3.2.1 Generation of minimal cover 

STEP 1: Dependency Handling Subsystem 

INPUT: A set of dependencies, P, provided by the user. 

OUTPUT: (i) Dependency-Basis of the attributes in the 

left side of each dependency, 

(ii) Dependency-Basis of each attribute in U. 

ALGORITHM: 

// Stage 1 - find dependency-basis of the // 

// attributes in the left side of each // 

// dependency // 

get a dep. f: Kf -> Lf or Kf ->-> Lf from user; 

while (not end of dependencies) do; 
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collect attributes' characteristics; 

get a dep. f: Kf -> Lf or Kf ->-> Lf; 

end. /* while */ 

for each dependency f in P do 

compute DEP(Kf); 

end. /* for */ 

// Stage 2 - find dependency-basis of // 

// each attribute in the universe U // 

for each Attribute i in U do 

compute DEP(Att(i)); 

end. /* for */ 

// Procedure to compute the Dependency // 

// Basis of a set of attributes // 

Procedure DEP(X); 

/* P is the given set of dependencies, */ 

/* BASIS is a variable whose value is a */ 

/* collection of sets of attributes. */ 

BASIS = { ^A] : A is in X ] 

flag = true; 
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while ( flag = true ) do ; 

flag = false ; 

for each f in P do 

Y = U {R:R in Basis and R n Kf < > null] 

Z' = Z - Y; 

if Z' is not empty and is not a union of 

elements of Basis and Kf is 

contained in Y then 

begin 

flag = true ; 

Basis = Z' U ( Basis of collection of 

boolean combinations of 

sets from Basis} 

end; /* begin */ 

end; /* for */ 

end; /* while */ 

end. /* procedure FIND_BASIS */ 

STEP 2: To augment complemented attributes to the given set of 

dependencies. 

INPUT: A set of dependencies, P. 

OUTPUT: A set of dependencies augmented by their 

complements 
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ALGORITHM: 

// Stage 1 - Grouping of Dependencies // 

group all the MVDs in P that have the 

same left side into a single dependency, 

(by applying the union rule) and call 

this new set of dependencies Q. 

// Stage 2 - find complement for each // 

// dependency in Q // 

for each f: Kf ->-> Lf in Q do 

Ltemp = U - \Lf] 

if Ltemp is not null then 

Q = Q U (Kf ->-> Ltemp} 

end. 

P = Q; 

STEP 3: To decompose the set of dependencies 

INPUT: A set of dependencies, P. 

OUTPUT: A set of decomposed dependencies, P' For 

example, if P= X->YZ then P'= X->Y,X->Z . 

However, if P^ X->->YZ then it is not true 

that X->->Y and X->->Z. (A test is made to see 

whether a MVD can be decomposed.) 
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ALGORITHM: 

P' = P ; 

for each f: Kf ->-> Lf in P do 

for each B in Lf do 

if B is a disjoint member of DEP(Kf) 

then begin 

Lf = Lf - B ; 

P',= P' U i Kf ->-> Bj ; 

end; /* begin */ 

end; /* for */ 

end. /* for */ 

P = P' ; 

STEP 4: To identify and merge equivalent attributes. 

INPUT: Dependency Basis of all attributes in U. 

OUTPUT: A set R of equivalent attributes and a set of 

dependencies with non-redundant equivalent 

attributes. 

ALGORITHM: 

// Stage 1 - Identification of equivalent attributes // 

R = null ; 

for i = 1 to m do 

for j = 1 to m do 

if DEP(Att(i)) = DEP(Att(j)) then 

begin 
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find a\r] : r is in R & Att(i) is 

in R or Att(j) is in R; 

rtemp = r U [Att(i)'j U {Att(j)} ; 

R = (R - r) U rtemp ; 

end; /* begin */ 

end; /* for */ 

end. /* for */ 

// Stage 2 - Removal of redundant equivalent attributes // 

for each r in R do 

choose a 's' in r ; 

for each f in P do 

if Kf is in r then Kf = s ; 

if Kf = Lf then eliminate f ; 

end; /* for */ 

end. /* for */ 

STEP 5: To eliminate extraneous attributes from left side 

of each dependency. 

INPUT: A set of dependencies, P. 

OUTPUT: A set of dependencies whose left side is free from 

any extraneous attribute. 

ALGORITHM: 

for each f in P do 

for each B in Kf do 

if Lf is in DEP(Kf-B) then 
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Kf = Kf - B ; 

end; /* for */ 

end. /* for */ 

STEP 6: To eliminate redundant dependencies. 

INPUT: A set of dependencies, P. 

OUTPUT: A set of non-redundant dependencies. (A dependency 

f is redundant in P if f can be derived from 

CLOSURE ( P - {f} ). 

ALGORITHM: 

for each f in P do 

D - P - If} ; 

If Lf is in DEP(Kf) then 

P = P - {f} ; 

else 

D = P ; 

end. /* for */ 

The output from phase 1 is a set of dependencies that form the 

minimal cover. 

4.3.2.2. Generation of conceptual schema 

INPUT: The minimal cover of dependencies, M, 

OUTPUT: A Conceptual Relational Schema. 
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ALGORITHM 

// Stage 1 - find redundant relations. // 

// M is in the minimal cover. R will // 

// contain the set of redundant // 

// relations, and NR the set of non- // 

// redundant relations. // 

NR = M; R = null; 

for each f: Kf ->-> Lf in M do 

RF = Kf U Lf; 

if (there exists a dependency fl:Kfl ->-> Lf 1 in 

NR - {fl : fl holds in Rf) then 

begin 

R = R U { Kf1 ->-> Lf1 } ; 

NR = NR - I Rf] ; 

end; /* begin */ 

end. /* for */ 

// Stage 2 - Remove redundancy in R // 

// C is the conceptual schema. // 

for each r in R do 

select a dependency fl: Kfl ->-> Lfl from 

NR:fl holds in r; 
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while (such a dependendy fl exists) do 

Rfl = Kf 1 U Lfl; 

C = C U Rfl; 

r = r - Lfl ; 

select a dependency fl: Kfl ->-> Lfl from 

NR : fl holds in r ; 

end; /* while */ 

// To determine whether the residue relation // 

// r is redundant. fl:Kfl ->-> Lfl has been // 

// used to obtain the residue relation. // 

flag = true; 

for each set W in DEP(Kfl) and (flag) do 

if Kfl ->-> W holds in r 

then flag=false; 

end; /* for */ 

If (flag) then C = C U r ; 

end. /* for */ 

A conceptual relational schema is generated as output from this phase. 

The final phase of simplifying the conceptual schema has been already 

described in section 3.3.3. 

4.4 Informal Proof 

We first show that our algorithm terminates. Consider Phase 1 

first. In step 1 the loop is executed at most n times and so it 
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terminates. The loop in the algorithm for computing dependency basis is 

executed at most n times and so it terminates. In step 2 the loop is 

executed at most n times and so it terminates. Step 3 makes use of the 

computation of dependency basis of sets of attributes. The inner loop 

is executed at most m-1 times. The outer loop is executed at most n 

times and so this step terminates. 

The outer loop in stage 1 of step 4 is executed at most m times. 

The step "find a r:r is in R" can be decided in 0(1) time, where 1 is 

the number of sets in R. Thus this step also terminates. Stage 2 of 

step 4 is executed at most m/2 times since there can be m/2 sets of 

equivalent attributes. Thus step 4 terminates. 

Extraneous attributes from left side of each dependency are 

eliminated in step 5. The outer loop is executed n times and thus 

step 5 terminates. Thus Phase 1 terminates. 

To show that Phase 2 terminates, consider that there are k depen

dencies in the minimal cover. In stage 1 the "if statement" tests 

whether a dependency from the minimal cover holds in a relation 

scheme. Since there are k dependencies in the minimal cover, this is 

executed at most k-1 times. The loop in stage 1 is executed at most 

k times and thus this stage terminates. In stage 2, the reduction 

of a relation Rf is done at most m-1 times where m is the number of 

attributes in Rf. The inner loop in stage 2 is executed at most 

(k-l)*(m-l) times and thus stage 2 terminates. 

Thus the complete algorithm terminates. 

To show that our algorithm generates a set of dependencies that 

is a minimal cover of the set of dependencies, consider a set of 
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dependencies F that is given as input. 

The existence and uniqueness of the dependency basis of a set of 

attributes is proved in [12]. The correctness of the algorithm for 

computing the dependency basis is proved in [i]. 

The motivation for including the complements of dependencies 

has been described earlier. The desirability of merging equivalent 

attributes in one relation has also been described. 

A dependency f: Kf ->-> Lf in set F of dependencies is redundant 

if it can be derived from the set F - \f}. Clearly, for f to be 

redundant, the dependency basis of Kf computed without including f in 

F, must contain Lf as a disjoint member. The meaning of this is that 

it is possible to derive f by using the properties of dependencies 

described in section 3.2. 

An attribute B in Kf is extraneous in f: Kf ->-> Lf if dependency 

basis of (Kf-B) contains Lf as a disjoint member. In this case 

attribute B is extraneous in f and must be removed. 

A formal proof that a given dependency f can be derived from 

a given set of dependencies F in 0(n ) time, where n denotes the 

cardinality of F, is presented in [l]. A sophisticated implementation 

of this algorithm that runs in quadratic time is presented in [15]. 

An almost linear time implementation that takes 0(nm log n) time is 

presented in [14]. 

To prove that no relation generated contains two or more in

dependent relationships (i.e., redundancy) consider a relation Rf 

which is redundant. Since theorem 3 is correct and provable 

(described in [12]) we can always find a dependency fl: Kfl->-> Lfl 
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from minimal cover that holds in Rf. We then break Rf into Rfl and 

Rf2 using theorem 3. Rfl need not be simplified further since Rfl 

is a relation (composed from fl) that does not contain two or more 

independent relationships. No conjecture can be made about the 

redundance nature of Rf2. Rf2 is then split further, and the pro

cess continues until a set of nonredundant relations is obtained. 

However, it is to be noted that the residue relation obtained 

after the last step of the above "splitting" process may not be 

nonredundant. 

Assume that a dependency f: X ->-> Y is used in the last step 

to split a relation R(X,Y,Z) into two smaller relations Rl(XY) and 

R2(XZ). Now, to determine whether the residue relation R2(XZ) is 

redundant, we compute the dependency basis of X and check whether 

each dependency X ->-> W (where W is in dependency basis of X) 

holds in R2. If any such dependency holds in R2, then one of the two 

possibilities exist: (a) there is a dependency X ->->Z that is 

present in the minimal cover; thus implying that R2 is already 

present in the conceptual schema, or (b) there is a dependency 

fl:X ->-> Z that is not present in the minimal cover; thus implying 

that fl is redundant and the relation R2 can be derived and not 

"primitive." 

If no dependency holds in R2, then R2 must be included in the 

conceptual schema in order that the original relation R can be 

derived. 

We now analyze the time complexity of the algorithm. We can 

represent a set of attributes as bit vectors of length rn (i.e., 



54 

by a row of bits). Some of the operations performed in the algorithm 

are comparison of two sets or computations of difference or union 

of two sets. If sets are represented as bit vectors of length m, 

then each such operation can be done in 0(m). 

Consider phase 1 first. An almost linear time algorithm 

exists for computing the dependency basis of a set of attributes. 

Its worst case runs in time 0(nm log m). Accordingly, step 1 can 

be performed in time 0(max(nm^ log m,n^ m log m)). The stage 1 of 

step 2 can be done in time 0(n^ m). Stage 2 in that step takes 

time 0(nm). 

The outer loop in step 2 is executed at most 2n times. Since 

a dependency f can contain at most m-1 attributes, step 3 can be 
2 

done in time 0(nm ). The step "find a r: Att(i)is in R" in 

stage 1 of step 4 takes time 0(m) and thus this stage can be done 
3 

in time 0(m ). Since there can be at most m/2 equivalent attributes 

in U, the outer loop in stage 2 of step 4 is executed at most m/2 

times. Thus this stage can be performed in 0(nm ). 

The elimination of extraneous attributes in step 5 can be 
2 

done in time 0(nm ). Step 6 can be done in time 0(nm). Thus phase 
3 

1 has an upper bound of time 0(nm ). 

Now consider phase 2. The outer loop in stage 1 is executed 

at most 2n times. The step "to determine whether there exists a 

dependency fl in NR - If} :fl holds in Rf" can be done in time 
2 

0(nm) time. Thus stage 1 can be performed in time 0(n m). 
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In stage 2 we break each of the redundant relations. Since a 

relation can at most contain m attributes, the inner loop in this 

phase is executed at most m-1 times. The outer loop is executed 

at most 2n times. The outer loop in the step to determine whether 

a residue relation is redundant is executed at most m times, since 

there can be m members in the dependency basis of a set of attributes. 

The complete step, thus, can be done in time O(nm^). Thus phase 2 

has an upper bound of 0(n m ). 

Thus the complete algorithm has an upper time bound of 

3 2 2 
0(max(nm , n m )). 

4.5 Examples 

We shall now apply our algorithm to two examples in this section. 

As a first example, consider F ={B ->-> C; D ->-> B; BC ->-> AJ. 

At step 1 we supplement the set F by the complements of the dependencies 

in F and this gives F' = { B ->-> C; B ->-> AD; D ->-> B; D ->-> AC; 

BC ->-> A; BC ->-> D ] . At step 2 we find the dependency basis of 

each of the attributes and the left side of each dependency. We 

find that the dependency basis of B and D are equal and so we claim 

that B and D are equivalent. We then merge B and D to form one rela

tion and replace D by B in the left side of each dependency. 

Next we eliminate extraneous attributes from the left side of 

each dependency. We find that we are able to eliminate C from the 

two dependencies BC ->-> A and BC ->-> D. There is no redundant 

dependency to be eliminated. Thus the minimal cover is M: ^B ->-> C; 
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B ->-> A; B ->-> D; D ->-> B;} . We then generate the conceptual 

schema C: (BC), (BA), (BD) . 

As a second example, consider the following set of dependencies 

F that hold. 

Lie -> MAKE 
Lie -> YEAR 
Lie -> MODEL 
Lie -> OWNER 
Lie -> VALUE 
Lie -> DRVL 
Lie ->->iVIOL, DATE}. 
MAKE,YEAR,MODEL -> VALUE 
MAKE,YEAR,MODEL ->->^LIC,OWNER,DRVL,VIOL,DATE). 
OWNER -> DRVL 
OWNER ->-4VI0L,DATE}. 
OWNER -> {Lie,MAKE,YEAR,MODEL,VALUE]. 
DRVL -> OWNER 
DRVL -> {VIOL,DATE]. 

DRVL -> [Lie,MAKE,YEAR,MODEL,VALUE]. 

We find that the complements of all the dependences are already 

present in F. After computing the dependency basis of each of 

the attributes in step 2, we find that DRVL and OWNER are equivalent. 

We find that the dependencies LIC -> VALUE, LIC -> DRVL, and LIC ->-> 

VIOL,DATE can be eliminated by transitivity. Thus the following 

is the minimal cover: 

LIC -> MAKE 
LIC -> YEAR 
LIC -> MODEL 
LIC -> OWNER 
MAKE,YEAR,MODEL -> VALUE 
MAKE,YEAR,MODEL ->->{ LIC,OWNER,DRVL,VIOL,DATE]. 
OWNER -> DRVL 
DRVL -> OWNER 
OWNER ->-4VI0L,DATEj. 

OWNER ->->\LIC,MAKE,YEAR,MODEL,VALUER. 

While generating the conceptual schema from the minimal cover, we 

find that the relation schemes Rl (MAKE,YEAR,MODEL,LIC, OWNER, DRVL, 
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VOIL,DATE)and R2 (OWNER,LIC^IAKE,YEAR,MODEL,VALUE) are redundant. We 

follow the algorithm in phase 2 and find that while splitting Rl, a residue 

relation Rs (LIC,VIOL,DATE) is obtained. This relation is then found to 

be redundant and we arrive at the following conceptual schema: 

(LIC,MAKE,YEAR,MODEL,OWNER) 
(MAKE,YEAR,MODEL,VALUE) 
(OWNER,DRVL) 
(OWNER,VIOL,DATE) 



CHAPTER V 

CONCLUSIONS 

5.1 Introduction 

This thesis report has presented a formal approach to the 

analysis of the dependency structure of database relations and to 

the design of a conceptual relational schema using these dependencies 

In order to realize the benefits described in Chapter 1, a 

conceptual schema must describe the logical relationships among 

data independent of the underlying implementation. To obtain this 

objective, a conceptual schema must satisfy the following three 

principles: 

1. p r inc ip le of separation, 

2. p r inc ip le of representation, and 

3. p r inc ip le of non-redundancy. 

Section 5.2 evaluates the performance of the approach described 

in this thesis report in the framework of these three principles. 

Section 5.3 outlines the limitations of the present thesis. Some 

of the new directions of related research that could possibly ensue 

in the future are discussed in section 5.4. 

5.2 Performance Evaluation 

The principle of separation prescribes that certain relation

ships should not be represented together by a "big" relation but 

should be separated and represented by smaller relations [3,30]. 

58 
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However, while it is agreed that "small is good," the issue "how small 

is good" is somewhat controversial. In the approach presented in 

this thesis, the principle of separation is pursued by ensuring that 

independent relationships are represented by separate relation schemes. 

This ensures that the representation of relationships among attributes 

is complete and self-contained, so that they can be treated independently 

from the context in which they appear. 

The principle of representation prescribes that the final set of 

relation schemes generated preserve and represent all the natural 

relationships of interest represented by the integrity constraints 

(for example, FDs and MVDs). In the present report, any relation

ship is either directly represented or could be derived from the 

generated minimal cover. Since the final conceptual schema is di

rectly generated from the minimal cover, the principle of represen

tation becomes an immediate consequence of the approach followed in 

the present thesis. 

The principle of non-redundancy prescribes that a constraint 

which can be derived from other constraints already specified in the 

schema should not be made part of the schema. Redundancy of relations 

can be attributed to the presence of certain data manipulation 

anomalies in the given set of dependencies. Since the data manipula

tion anomalies are eliminated in the minimal cover generated and 

since we ensure that no relation is redundant in the conceptual 

schema generated from the minimal cover, no relation can be dropped 

without losing the principle of representation. 
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5.3 Limitations 

It has been taciturnly assumed in the present thesis that the 

set of dependencies has been clearly specified at the beginning. 

This specification is by no means trivial and constitutes a new but 

neglected phase of database design [18]. 

It has also been concluded in [18] that the Universal 

Relation (UR) assumption is an unsatisfactory model for relational 

theory and practice. The UR assumption suggests that for a given 

set S of relations under consideration, there exists in principle 

a single universal relation U such that each relation in the set S is 

a projection of U. Under the UR assumption it is never meaningful 

to have two distinct relations with the same set of column names, 

since the relations would always have to contain the same values. 

It is a common practice to do otherwise. Under the UR assumption 

it is also never meaningful to have null values in the database. 

The UR assumption creates an update dependence among relations 

having any columns in common: common columns must contain identical 

sets of values at all times, since they are projection of the same 

columns of U. Thus updates to relations of the form R1(X,Y) and 

R2(X,Z) must preserve equality of projections Rl(y,X)=R2(y,X). 

It is also pointed out in [18] that such update dependencies are 

nontrivial. 

Normalization research has concentrated on defining normal 

forms for database schemes and developing efficient algorithms for 

attaining these normal forms. Unfortunately, no formal proof that 
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the 4NF removes all anomalies has been given; it has never been proved 

that normal forms are good, i.e., normal forms are beneficial to 

database users. 

Bernstein and Goodman [6] contend that the normalization 

theory is at fault and is inadequate to characterize the practical 

use and benefits of normal forms; the theory of normalization is an 

isolated theoritical area divorced from database practice [6]. The 

meaning of this is that because of the wide range of possible semantic 

structures and constraints that exist in a database, there might 

not exist a single normal form capable of generating an anomaly-free 

relational schema. 

The present thesis has considered only two of the integrity 

constraints (FDs and MVDs) that may exist in a database. Other 

constraints like mutual dependencies, cross dependencies, first order 

hierarchical decompositions and inter-dependencies have been studied. 

Recently a new formalism called general dependencies, in terms of 

which all the above dependencies (including FDs and MVDs) can be 

expressed, has been introduced [23]. However, only some inference 

rules and properties of these general dependencies are known. 

5.4 Future Work 

Future research work may be devoted to the following directions: 

1. the extension of the algorithm - and thereby extending 

the normalization theory - to capture the semantics of 

the database. In some cases a formal algorithm for 

the design of normal form might do more harm than good 
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since they replace the designer's guiding intuition by 

the illusory assurance of mathematical formalism. 

2. the modeling of transactions and events in conceptual 

design phase. Modeling transactions are useful for 

(a) determining relative access frequencies along 

functional paths; this piece of information may be 

useful for logical and physical design phases, and 

(b) providing formal specification for the design of 

application programs. Modeling events are useful for 

defining conceptual schema evolution rules. 

3. the development of complete inference rules for general 

dependencies and extending the algorithm to capture 

these dependencies. 

4. the design of an automated tool to formalize and 

correctly specify all the dependencies that exist in 

a database from user requirements. 

5. the development of a "better"normalization theory to 

formalize and characterize the practical use and 

benefits of normal forms. 

6. the problem of designing a conceptual schema has been 

tackled only by studying the dependency constraints, 

their properties, and the completeness of these 

properties. These integrity constraints, in the form 

of dependencies, by themselves may not be an adequate 

input to the "optimal" design of a logical schema. The 
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relative frequencies of the data access paths of 

various queries, i.e., a definition of "how to access 

data" coupled with the various integrity constraints 

may help in developing a better conceptual schema. 
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