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ABSTRACT 

A volumetric image segmentation algorithm has been developed and implemented 

by extending a 2D algorithm based on Active Shape Models. The new technique allows 

segmentation of 3D objects that are embedded within volumetric image data. The 

extension from 2D involved four components: landmarking, shape modeling, gray-level 

modeling, and segmentation. Algorithms and software tools have been implemented to 

allow a user to efficiently landmark a 3D object training set. Additional tools were built 

that subsequently generate models of 3D object shape and gray-level appearance based 

on this fraining data. An object segmentation strategy was implemented that optimizes 

these models to segment a previously unseen instance of the object. The nature of 

volumetric images required the development of tools to visualize the features of the 

models within the volumes. Results of this new 3D segmentation algorithm have been 

generated for synthetic as well as x-ray CT volumetric image data. 
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CHAPTER 1 

INTRODUCTION 

This document describes work performed in the field of statistical-based 

deformable models for segmentation and recognition of three-dimensional (3D) objects in 

digital image volumes. 

This chapter provides an overview of the dissertation work including the 

motivation for the research. First, the significance of volumetric segmentation and the 

potential value of an effective technique are discussed (Section 1.1). A description of 

two classes of techniques infroduces a hybrid technique on which this work is based 

(Section 1.2). Finally, an overview of the objectives and technical approaches are 

included in a summary ofthe research tasks (Section 1.3). 

1.1 Significance of Volumetric Segmentation 

The rapid advancement of computing ability in the past two decades has made 

sophisticated computer vision systems practical. Undoubtedly, the most important 

component within these systems is image segmentation, which is the process of 

separating an object or region of interest from the image background. Segmented images 

are required for a wide range of applications such as medical screening and diagnosis, 

industrial inspection, target detection and tracking, robotics, and biometrics. A 

meaningfiil segmentation must be achieved before an object within an image can be 

identified for analysis. If the segmentation process breaks down, the analysis will 

become inaccurate or meaningless. Clearly, this process is crucial in the field of 

computer vision; however, it has also proven to be one ofthe most difficult tasks. 

In image segmentation, the degree of difficulty is determined largely by the 

variability of an object's appearance from image to image. If the appearance-shape, 

texture, pose, etc.-is very predictable, segmentation is likely to be successful because an 

algorithm can make specific assumptions about the object. However, when an object's 

appearance varies widely, even unpredictably, it becomes very difficult for a 
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segmentation algorithm to make the proper assumptions to accommodate every possible 

variation. In addition to wide variability, a high level of background complexity will 

further complicate the segmentation problem. Background clutter and noise can obscure 

the boundary of die object of interest as well as distract the algorithm with feamres 

similar to those ofthe object. 

Clearly, in the majority of applications, the appearance of objects will have 

sufficient variation to pose a segmentation challenge. Since this research deals 

extensively with medical image data, it is a good example to cite. Medical image 

analysis is a field where the appearance of objects is especially variant. Organs can vary 

a great deal in shape, size, and position from patient to patient and within the same 

patient at different times. Also, variations in the visibility of boundaries and the 

intensity/texture of the interior of the organ occur due to inconsistent image acquisition 

and limitations ofthe imaging system itself 

With the growing quality and availability of volumetric image data from 

instruments such as magnetic resonance imaging (MRI) and x-ray computed tomography 

(CT), 3D image analysis tools, especially volumetric segmentation techniques, are 

becoming increasingly important. The analysis of 3D objects provides another dimension 

of information such as volume and surface area. In addition, it is possible to analyze 

deformations and conditions of an object that are not readily visible in the limited view of 

a two-dimensional (2D) image. Automated techniques provide efficiency and 

consistency when analyzing 2D images. However, since analysis of volumetric image 

data is far more cumbersome, the value of automated 3D techniques is substantially more 

significant. 

Understandably, the development of 3D segmentation techniques [1, 2, 3, 4, 5] 

has been minimal in comparison to the vast amount of work in 2D. While many existing 

techniques are theoretically extendable to 3D, a variety of new challenges arise in 

practice, largely due to the difficulty in viewing the data and the increased data size. An 

entire 2D image can be viewed at once but, because volumetric data consists of many 2D 

image slices, only a portion of it can be viewed at one time and a 3D rendering of an 



object within a volume is only possible if segmentation has already been performed. 

Also, making assumptions about an object based on a single image slice is generally risky 

because the physical location of a slice relative to an object is ambiguous, given the 

limited view. Some volumetric approaches are simply 2D techniques applied to every 

slice within a volume [6]. In these cases, the 2D segmentation must be performed many 

times to achieve a single volumetric segmentation, often yielding the approach 

impractical. Likewise, any technique that requires significant user input can become 

overwhelming in the face of a large image volume. The significant challenges of 3D 

segmentation have limited the progress in this area but the potential value of such a 

technology makes it an outstanding research subject. 

1.2 Types of Segmentation Techniques 

Despite the wide range of variations that can occur, humans still perform 

amazingly well when asked to segment an object from an image, assuming that the 

person has been exposed to a sufficient number of prior examples. Even when the object 

is faint or partially obscured, a human can synthesize the variations in size, shape, 

location, etc., that have been seen before with what is present in the current image and 

locate a new, acceptable variation ofthe object. Likewise, a segmentation algorithm that 

is to successfiilly accommodate such variations should also incorporate prior information. 

The classification of segmentation techniques into data-driven and model-driven methods 

deals with this concept of incorporating what is seen and what is already known about an 

object. 

A data-driven technique is one that relies solely on information in the target 

image to arrive at a segmentation. An example of this is simple thresholding where the 

image is broken up into regions based on intensity values. Data-driven methods depend 

only on the intensity values seen in the current image and no a priori information about 

the object is required. These methods are applicable to a wide range of object shapes and 

require little or no training. However, since they have no expectation of object 

appearance, they do not perform well when the image data is corrupted with noise or the 



object has faint or occluded edges. Also, data-driven techniques inherently do not 

provide object recognition. 

At the other extreme, a model-driven technique is one that relies almost 

exclusively on a priori information and very little on the information that is particular to 

the current image. For example, correlation of a template with a target image would be a 

model-driven method. The template represents what is known about the object of interest 

and correlation attempts to locate the object within the image. With model-driven 

methods, if the object appears exactly as expected, then the method will be successfiil. 

However, these methods do not accommodate much variation of the object that may 

occur in the particular target image. 

Obviously, a more generally useful technique is one that is both data- and model-

driven. A hybrid technique combines aspects of each of these approaches, as dictated by 

the data under study, to form a more practical solution. Deformable models are a type of 

hybrid technique that are designed particularly to handle wide shape variations. These 

models consist of curves or surfaces that change in shape depending on the influence of 

image data but within certain shape constraints [7, 8, 9]. Segmentation is performed by 

allowing the model to deform until it fits a new instance ofthe modeled object. Active 

Shape Modeling [10] is a particular deformable technique that makes especially good use 

of a priori information to form its shape constraints. It is this technique that is the basis 

for the new volumetric segmentation method. 

1.2.1 Active Shape Models 

Active Shape Model (ASM) relies on the statistics of an object's shape and gray-

level appearance as gathered from a training set of manually segmented instances ofthe 

object. The members of the training set are segmented by the placement of 

corresponding landmark points (LPs) that delineate the boundary of the object. ASM 

actually consists of two models that are derived from the training set. The shape model 

(SM) represents the most conunon modes of shape variation ofthe object and the gray-

level model (GLM) represents, for each LP, the appearance ofthe object along a profile 



normal to the boundary. After the SM and GLMs are formulated, they work together to 

guide the process of searching for a new instance of the object. The role of the SM 

during the search is to constrain the shape variation within limits imposed by the training 

set. The role of the GLMs during the search process is to guide the movement of each 

individual LP to a position that most likely corresponds to the boundary of the object-of-

interest. 

1.3 Research: Extending the ASM Theory to 3D 

The motivation for this work was the need for a successful 3D image 

segmentation technique that would make automated analysis of volumetric data sets 

possible. ASM is tolerant of faint or missing edges and has been successfully used to 

segment 2D objects that exhibit wide shape variation. Because of these qualities, ASM 

has excellent potential as a method for segmenting 3D objects from image volumes. 

However, previous research in this area has concentrated largely on methods of 

landmarking volumetric fraining sets and there has been little discussion of other 

implementation issues or evaluation of results. Therefore, the objective of this 

dissertation research was to effectively extend the complete ASM methodology to 3D. 

An existing ASM implementation [11] is the starting point for the work presented here. 

The extension of ASM involves four components: landmarking, shape modeling, gray-

level modeling, and search. Some parts of the extension only involve updating the code 

to support 3D data while others involve the development of new methodology. Once all 

components are extended, results are generated for synthetic and real volumetric image 

data. This section gives a brief overview of what is involved in extending each 

component. 

1.3.1 Generating the Training Set 

To obtain the necessary statistics for ASM, there must be point-to-point 

correspondence of the LPs. Although straightforward for 2D objects, the landmarking 

process is especially challenging for volumetric data because of the increased number of 

points and the intractable problem of having to directly landmark an object that is 



embedded within another image volume. Therefore, the most challenging extension task 

was the development of a volumetric landmarking technique. Previously, this problem 

has been addressed by methods that require an initial segmentation of the training set and 

then use automatic correspondence algorithms to establish point pairs between objects. 

Our approach is novel in that object orientation is established first so that the subsequent 

segmentation directly produces corresponding LPs. This takes the emphasis on user 

input from a tedious a priori manual segmentation and distributes it throughout the 

process to maximize the efficiency of the user's contribution. It also leaves the 

responsibility of establishing correspondence to the user, who is often better equipped 

than a software algorithm. A system of establishing orientation has been developed as 

well as a set of software tools that perform semiautomatic landmarking. A brief 

description of this work is given here but a detailed explanation is provided in Chapter 3. 

1.3.2 Extending die SM 

The shape model extension is, in theory, straightforward. The first step in 

creating a 3D SM is to align all ofthe 3D LP sets gathered in the aforementioned training 

process. The alignment is accomplished by minimizing the sum-of-squared distances 

between corresponding LPs in the training set. This involves the minimization of a 

distance-based objective function with respect to scale and three different rotations (about 

the X-, y-, and z-axes). A significant difference encountered in extending the SM was 

that the addition of two more rotation variables (versus only one rotation in 2D) made it 

more difficult to minimize the objective function. Therefore, a new alignment 

implementation was developed that uses gradient descent to arrive at a minimization. 

Once the ahgnment is complete, the mean 3D shape is calculated. 

Note that in a 2D application, a shape is represented by a one-dimensional vector 

whose elements are the collection of x- and y-coordinates. The extension of the SM to 

3D simply involves appending the z-coordinates to the shape vector. Principal 

component analysis (PCA) is used to reduce the shape vector dimensionality down to the 

most significant modes of variation so that the SM will only allow shape instances that 
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are combinations of these modes. The PCA implementation is unchanged but does 

operate slower given the significant increase in the size of the shape vectors. Some 

results from the new SM implementation and additional description of the changes that 

were necessary are given in Section 4.1. 

1.3.3 Extending the GLM 

The GLM is based on a normal profile of intensity values at each LP. Although 

linear profiles are used in both cases, the extension of GLM to 3D requires some new 

profile sampling sfrategy. In the 2D case, the GLM for each LP is formed by extracting 

gray-level samples from all images in the training set along the profile that passes 

through the LP and is normal to the object boundary. This same idea has been extended 

for the 3D case in that the GLM for each LP is formed by sampling all training volumes 

along the profile that passes through the LP and is normal to the object surface. New 

challenges, unique to working in 3D, were encountered in calculating the normal profiles: 

(1) the neighboring LPs from which to base the direction ofthe normal are not readily 

known, (2) once the neighboring LPs are found, the previous method of estimating the 

normal is no longer applicable, and (3) it is more difficult to determine if the normal is 

pointing toward the interior or exterior ofthe object. A new method of approximating the 

normal to the surface at each LP based on a triangulation of neighboring LPs was 

developed and integrated into the existing implementation. Once the profiles are 

extracted from every LP on every volume in the training set, a GLM is formed for each 

LP by doing a statistical analysis on the sampled gray-level values across all volumes in 

the training set. Since the profiles are still linear, this statistical analysis is performed in 

the same way as in the 2D technique. Some results from the new GLM implementation 

and a complete description of how the normals were calculated are given in Section 4.2. 

1.3.4 Extending the Search Process 

After the SM and GLMs are formulated, they work together to guide the process 

of searching for the surface of a new 3D object within an image volume. The role ofthe 

SM during the search is to constrain the shape variation of the surface within the shape 



limits as imposed by the fraining set. The role of the GLMs during the search process is 

to guide the movement of each individual LP to a position in the volume that most likely 

corresponds to the surface ofthe object-of-interest. The search process generally remains 

the same in the 3D implementation and there was no need for any significant new 

development. However, due to the nature of volumetric image data and working in 3D 

space, a significant problem with visualizing the results ofthe search process occurs. 

Once the search process terminates, the deformed model is embedded inside of 

the test image volume and a visualization of the segmentation result is not readily 

available, as it is with 2D images. A significant new development is a tool for visualizing 

these results. For any slice plane through the image volume, a corresponding slice plane 

is taken through a surface triangulation of the LPs and the resulting polygon 

superimposed onto the image slice. This allows a visualization of the resulting 

segmentation for any plane through the volume. The software tool allows the user to 

scroll through the orthogonal slices of a volume and see the corresponding segmentation 

on each slice. This visualization tool is described in detail in Section 4.4. 

1.3.5 Generating Results 

The last major objective ofthe research was to test the new 3D ASM technique by 

generating segmentation results. For the purposes of developing and verifying the 3D 

ASM implementation, a synthetic data set was constructed from a simple 3D model of a 

kidney. The model underwent artificial shape variations from which voxelized image 

volumes were built. The resulting 19-volume training set is used throughout the 

dissertation to demonstrate many parts of the technique. X-ray CT data of laboratory 

mice has also been obtained and used to generate results for real medical image volumes 

by modeling and segmenting the skull and the right kidney. These data sets are further 

introduced in Section 2.2 and the segmentation results are the topic of Chapter 5. 

The leave-one-out method was employed where all but one member of a set of 

image volumes was used to train a model of an object. Then the model was used to 

search for the object in the volume that was not included in the training set. Since this 



can be performed repeatedly, each time leaving out a different member of the set, the 

technique can effectively be tested on as many volumes as are available. 

1.4 Document Organization 

The ensuing chapters cover background material, the methodology, results, and 

conclusions ofthe work. Chapter 2 presents the theory of each component of 2D ASM in 

detail and infroduces the image volume data sets that are used throughout the research 

work. Chapter 3 describes in detail the methodology developed to obtain volumetric 

fraining sets. Chapter 4 describes in detail the extension of each component of ASM to 

3D. Results of the completed 3D ASM technique for the three different data sets are 

given in Chapter 5. Conclusions ofthe work as well as suggestions for future work based 

on this research are given in Chapter 6. 



CHAPTER 2 

BACKGROUND 

2.1 Active Shape Model Theory 

ASM is a unique approach within the field of deformable models that relies 

heavily on a priori information about an object's shape and gray-level appearance as 

gathered from a fraining set of manually landmarked instances of the object. Once the 

model is derived, segmentation is performed by allowing the model to deform until it fits 

a previously unseen instance of the object. The deformation of the model occurs as it 

searches for nearby edges in the image but is limited to shapes that are consistent with 

friose seen in the fraining set. ASM can be used to segment objects that exhibit controlled 

shape variability across multiple instances. They are tolerant of faint or missing edges 

and handle wide shape variation. ASMs have been successfully applied in applications 

such as face recognition [12], heart ulfrasound imagery [13], knee cartilage, human 

vertebra [14], mouse kidney [15], and brain MRI segmentation [16]. 

Building an ASM consists of three components: generating the fraining set, 

fraining a shape model (SM), and training a gray-level model (GLM) (Figure 2.1). Once 

the model is built, the final component of the ASM technique is the search algorithm. 

This section will briefly explain the theory pertinent to each of these components. 

2.1.1 Landmarking the Training S et 

In general, an object-of-interest within an image is represented by a set of points 

in the image space that delineate the object from the background. Since the model will 

capture the statistical variation of the locations of these points across the fraining set, 

there must be point-to-point correspondence ofthe points. In other words, for each point 

on an instance ofthe object, there must be a corresponding point on every other instance 

of the object that indicates the same physical location. Thus, there must be the same 

number of points, in the same order, on every object in the training set. Placing 
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corresponding points in this way is referred to as landmarking because the points indicate 

physical landmarks on the object. 

The first, and most user intensive, step in ASM is landmarking the training set. 

Using a software tool, the user places the same number of ordered, corresponding 

landmark points (LPs) on every member of the training set of images. For each of N 

fraining images, the x,y coordinate values for the n LPs are strung together to form a 2n-

dimensional shape vector, Xi, as follows: 

-v, = [xi,x2, ...,Xn, yi,y2, ...,yn]^. 

2.1.2 Building the Shape Model 

The SM captures the primary modes of shape variation present in the training set 

by performing a principal component analysis (PCA) on the training samples [17]. In 

order to do this, the set of shape vectors are first aligned using an iterative algorithm 

based on the Procrustes method [18]. This involves the minimization of a distance-based 

objective function with respect to scale and rotation. Once the shape vectors are aligned, 

the mean shape, x, and covariance matrix, S, are calculated, as follows: 

i=\ 

5=—'—y(x,-x)(x,-x)' (2.2) 

The primary axes of variation in the 2n-dimensional space are given by the 

eigenvectors, ^, of the covariance matrix, S, and the corresponding eigenvalues, A.i, 

provide a value for the variance ofthe training data in the direction of those eigenvectors. 

PCA fransforms the original data into a new ^dimensional space in which the t most 

significant modes of variation in the training data occur along the orthogonal axes and the 

mean is at the origin. The transformation is 

b = 0^(x , -X) (2.3) 

where O = [(p, |(P2 I •••IfpJ-
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This representation is very useful because the direction and extent of the variation in the 

fraining data set can be quickly and easily identified. Therefore, it is possible to put 

consfraints on ASM based on the significant modes of variation in the training data. 

Once the mean, x, and covariance matrix, S, have been computed, PCA is carried out as 

follows: 

1. Calculate the eigenvectors, (j)i, and eigenvalues, Xi, of S and then order them so 

that Xi > >-i+i for / = 1,2, ..., 2n. 

2. Compute the total variance, which is the sum ofthe eigenvalues. 

3. Choose the first t eigenvalues so that their sum captures a large percentage ofthe 

total variation in the fraining set. In other words, the model will be able to 

reproduce ^^^— x 100% of the variation in the training set. (A typical result 

might be that 98% of the variation is captured with t = 6 eigenvalues/vectors 

included in the PCA.) 

4. The PCA fransformation (Equation 2.3) is used to transform any new shape 

sample, Xt, into the ^dimensional space. The elements of b define the extent of 

the shape along the axes formed by the corresponding eigenvectors. Hence, these 

elements of b define the parameters of the model. If the elements vary 

consistentiy with the variance ofthe training set (±3^), then a new vector 

calculated using the inverse transformation 

x = x + Ob (2.4) 

will produce a statistically consistent shape. 

2.1.3 Building the Grav-Level Model 

A GLM is buih for each LP on the object. During deformation, the GLMs pull 

the model toward edges in the image. The GLM takes the form of an objective fimction 

that is minimized to find new LPs in new test images. The fraining of the GLM is as 

follows: 
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1. For each LP, sample the gray-level profile (k pixels on either side ofthe LP) along 

the normal to the boundary that passes through that LP. Calculate the of the 

profile if requested. Normalize the profile and let the resulting 2k+\ length vector 

be^d-

2. Calculate the mean derivative profile for each LP, g^, by averaging all the 

profiles across the fraining set. 

3. Calculate the covariance, Sd, of all the ^d's for each LP, using the same equation 

as in Equation 2.2. 

4. The GLM for each LP is the following objective function 

/ ( g j = ( g . - i j ' 5 , ' ( g , - g j (2.5) 

where ^d is, during testing, the derivative profile from a candidate LP in a new 

test image. This objective function is known as the Mahalanobis distance 

between the candidate profile and the mean profile. 

2.1.4 Search: Optimizing the SM and GLM 

The process of the fitting the ASM, consisting of the SM and GLMs, is iterative 

as shown in Figure 2.2. To allow for a multi-resolution search for candidate LPs, the 

GLMs are actually created at multiple resolutions of the training images. Therefore the 

search process starts at the lowest resolution, allowing the model to be moved farther 

across the test image. The mean shape is used as the initial location of the LPs. The 

iteration then goes as follows: 

1. Fit the GLM. For each LP, the GLM objective fimction for the current resolution 

is minimized. This dictates a new position for the LP along the profile that best 

matches the edges in the training set. All of the LPs are adjusted (moved to the 

most likely edge along the profile) and the new candidate LPs are sent to the SM. 

2. Fit the SM. The candidate shape vector is transformed via Equation 2.3. Each of 

the t bi parameters must fall within + 3 . ^ . If any ofthe parameters do not, they 

are adjusted to fall within this range. Then the inverse transformation (Equation 
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2.4) produces a set of adjusted LPs such that the shape fits within the constraints 

ofthe SM. 

3. Check for convergence. At the end of each iteration, the new LPs are compared 

to the previous LPs. If they have not moved significantiy, then the process begins 

at the next higher resolution with the most recent set of LPs as the starting point. 

If the highest resolution has already been reached, then the search is finished. If 

the LPs have moved significantly in the last iteration, start again at Step 1. 

A number of extensions of the originally published ASM have been suggested 

[19, 20, 21, 22] and, in fact, an improved version of ASM, as described in [23], is 

incorporated into the research. However, the basic theory as presented here is still 

accurate. 

Training Images 

Annotate 
(manually with GUI) 

Training Set Align 
(Procrustes analysis) 

Aligned 
Training Set Capture 

Statistical Variation 
(PCA) 

LPs 

Train GLM 
(objective function for each LP) 

Normalized 
Mean Shape 

GLM 
(Gray-Level Model) 

SM 
(Shape Model) 

Figure 2.1. Flow chart demonstrating the ASM training process. 
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Initial 
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New Candidate 
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FitSM 

Adjusted 
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Adjusted 
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Adjust 
Resolution -Yes 

Check for Convergence 
(Have LPs changed significantly 

during last iteration?) 

No 

Final LPs for 
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Figure 2.2. Flow chart demonsfrating the ASM search process. 

2.2 Test Data 

Three sets of volumetric image data were used during this research. The first set 

contains synthetic objects produced by infroducing simple shape variations to i 

computer-generated model of a kidney. The variations consisted of scaling the kidney by 

±5%, ±10%), and ±15%) in each ofthe dimensions. The original kidney model is shown 

in Figure 2.3. The varied versions ofthe model were voxelized to produce 128x128x128 

arrays of intensity values. Because of its simplicity and strong edges, this data set was 

invaluable for developing and verifying the new algorithm. Several axial slices from one 

ofthe volumes are shown in Figure 2.4. 
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Figure 2.3. A rendered model of a kidney used to create volumetric test data. 

^3 ̂9 ̂ 9 
Figure 2.4. Example of axial slices from one ofthe synthetic kidney volumes. 

Two additional data sets were taken from x-ray CT volumes of laboratory mice. 

One set contains the skull (Figure 2.5) and the other contains the kidneys (Figure 2.6). 

The kidney CTs were acquired with abdominally injected contrast agent. These sets are 

used to test the algorithm's ability to model and segment objects with wide shape 

variation, faint and missing edges, and complex backgrounds. 

Figure 2.5. Example of axial slices from one ofthe mouse skull volumes. 
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Figure 2.6. Example of axial slices from one of the mouse kidney volumes. The right 
kidney is indicated by red dots. 
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CHAPTER 3 

METHOD FOR ACQUIRING 3D TRAINING SETS 

The first task involved in implementing a 3D ASM is to obtain the necessary 

landmarked training set. Due to the nattire of volumetric data, this is also the task that 

requires frie most new development. For 2D image data, landmarking is very 

sfraightforward because the entire image can be viewed at once and all decisions about 

die object's orientation and the positioning of LPs can be made in that one view. In the 

case of volumetiic image data, however, the limited ability to view the data makes 

landmarking very challenging. Thus, the need for a systematic, streamlined volumetric 

landmarking scheme had to be addressed before an extension of the remaining ASM 

methodology was possible. 

In this chapter, background material discussing the requirements and challenges 

of landmarking, as well as an outline of the new approach, are given in Section 3.1. 

Sections 3.2 and 3.3 are dedicated to presenting, in detail, the scheme developed for 

achieving this task. The process as it was applied to acquire training sets for the test data 

is discussed in Section 3.4. Finally, concluding comments are made in Section 3.5 

regarding the sfrengths ofthe overall landmarking scheme. 

3.1 Background 

This section briefly introduces the landmarking problem and the proposed 

solution. Included is an explanation of how corresponding LPs are necessary to model 

shape variation of an object and why doing this is difficult for 3D objects. The basic 

approaches taken by other researchers to solve this problem are considered. Finally, the 

concept for the new approach is presented. 

3.1.1 Landmarking 

In general, an object-of-interest within a 2D image or a 3D image volume is 

represented by a set of points in the image space that delineate the object from the 
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background. A point distribution model captures the statistical variation of the locations 

of these points across a fraining set of different examples of the object. To obtain the 

necessary statistics, however, there must be point-to-point correspondence ofthe LPs. In 

other words, for each point on an instance of the object, there must be a corresponding 

point on every other instance of the object that indicates the same physical location. 

Thus, there must be the same number of points, in the same order, on every object in the 

fraining set. Placing corresponding points in this way is referred to as landmarking 

because the points indicate physical landmarks on the object. Once a landmarked 

fraining set is obtained, a mean shape can be calculated and new instances of the object 

can be generated that are statistically consistent with the variations seen in the training 

set. Thus, a statistical shape model is used in object segmentation/recognition by finding 

a statistically allowable new shape instance that fits a previously unseen example of the 

object. 

3.1.2 Landmarking Challenges 

Usually, LPs are placed first on critical structures (i.e., comers, etc., that can be 

located on every instance ofthe object) and then additional LPs are placed proportionally 

along the boundary between the critical points [24] (Figure 3.1). Since objects cannot be 

precisely oriented during imaging, especiahy when concealed within another body, the 

critical structures are used for establishing the orientation ofthe object within the image 

space, which is essential for placing LPs with correspondence. In the case of very 

smooth objects (e.g., organs), placing points with good correspondence can be difficult 

because there are few, if any, critical structures from which to base the locations of the 

secondary LPs. This problem exists when landmarking smooth 2D or 3D objects; 

however, the prevailing source of difficulty in landmarking 3D objects is that, unlike a 

2D object, the entire 3D object cannot be viewed at one time. In fact, unless a 

preliminary segmentation is available, the object can only be viewed in, and landmarked 

on, 2D slices through the volume. 
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Correspondence cannot necessarily be determined from critical points or other 

sti^ctures as they appear in individual slices because they do not reveal how the object is 

rotated in the third dimension. Figure 3.2 illustrates this point. Here, there are two cross-

sectional slices from a kidney that appear to correspond. However, LPs placed to 

indicate the same feature in each image (red x marking the maximum curvatiire on the 

left) may not actually correspond in 3D space. In short, if the orientation ofthe 3D object 

is unknown, it is impossible to know how to slice through a volume so that the slice 

corresponds to a known location on the object, and thus, LPs placed on the slice will not 

correspond to LPs in other volumes. 

Figure 3.1. Ivy leaf example of LP placement. It is crucial that the order in which the 
points are placed be the same for every member of a training set. Red dots indicate 
points placed on critical structures and blue dots indicate points equally spaced between 
critical structures. 

"X^ 

Figure 3.2. Side-view illustration of a kidney with two example cross-sectional slices. 

20 



On the other hand, if a preliminary segmentation of an object is available, a 3D 

rendering ofthe object can be viewed to provide information about orientation and where 

critical features lie. In this case, the object has already been manually or semi-

automatically segmented with no attempt at point correspondence. Techniques exist for 

automatically establishing correspondence between segmented shapes; however, 

obtaining the initial segmentation can be very intensive and automatic correspondence 

methods can still require a lot of user input and have limited success. 

In addition to the correspondence problem, another significant challenge in 

landmarking a 3D object is the large number of points that must be placed. For 2D data, 

landmarking already requires a significant amount of time, so, by adding another 

dimension, the amount of time required may render the process impractical. 

As long as a landmarked fraining set is available, the remainder of the ASM 

process is, in theory, directly extendable to 3D (Chapter 4). Although other work has 

focused on 3D ASM techniques, development for practical applications has been limited 

largely due to the challenge of landmarking 3D objects during training. Landmarking a 

fraining set will always remain a user intensive process, which is in fact essential for the 

user to impart expert knowledge into the model; however, efforts to streamline the 

process will be critical to making this an effective 3D segmentation method. Therefore, a 

significant amount of work was dedicated to this task and, by taking a completely new 

approach, aimed to develop a method that is a valuable contribution to this area of image 

processing research. 

3.1.3 Other Approaches 

Statistical shape modeling for 3D objects is an active research area with much of 

the work concentrating on effective methods of obtaining the necessary training set. The 

most common approach is to obtain segmented training examples (either manually or 

semi-automatically, depending on the data) and use these shape representations to 

determine corresponding points via automated metiiods [25, 26, 27, 28]. The prior 

segmentation in these cases is made up of any number of points on the object's boundary 
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in no particular order and with no attempt at point correspondence. Automatic template 

matching and correspondence algorithms are then used to locate pairs of corresponding 

points. These types of methods can be quite efficient when the prior segmentations are 

easy to obtain (i.e., when the object is distinct from the background in intensity or by 

having sfrong edges). However, when this is not the case, the manual segmentation 

process can be overwhelming. Additionally, the correspondence algorithms may actually 

require some user intervention such as manually marking some of the critical LPs or 

otherwise prompting the algorithm. 

A second type of approach that merits some discussion here is one in which a 

single manual segmentation is performed [29]. During this segmentation, the points 

placed make up the LP set to which points on subsequent members of the training set 

must correspond. Artificial shape variation is then generated for this one set of LPs to 

form a shape model that is used to automatically segment the remaining members of the 

fraining set. User intervention is allowed to adjust the points and the successive 

segmentations are added back into the model so that eventually the model represents true 

shape variation. If successfiil, this method would be very valuable for its reduction in 

user input. Its success, however, is hinged on whether artificial shape variation can 

generate a model that will reasonably segment a new object and whether the user will be 

able to accurately adjust misplaced points given the limited ability to view the interior of 

the volume. 

3.1.4 The New Approach 

A highly successful method for 3D landmarking has not yet been achieved via the 

methods previously described. Therefore, this work takes an altogether different 

approach in hopes of realizing a practical solution for limited object types. Most 

previous 3D landmarking approaches segment objects first and then orient them so that 

corresponding points can be found. These methods depend on an automated technique to 

perform the challenging task of determining correspondence while the user is given the 

mundane task of segmenting the objects. One concem is that this method does not allow 
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the user to impart enough expert knowledge into the model. The new method is basically 

an opposite approach that attempts to distribute user intervention throughout the process. 

Orientation is done first so that the subsequent segmentation (landmarking) directly 

generates corresponding points. There are some limitations on the shapes for which this 

approach is applicable (Section 3.2.2). However, it is designed to take advantage ofthe 

pre-oriented volumes to sfreamline the landmarking process and result in an overall 

faster, more accurate, method. In brief, the landmarking method is systematic so that 

consistent point correspondence is obtained and is more efficient than manual 

landmarking alone by incorporating automation and user verification. 

In general, the method consists of (1) establishing the orientation ofthe object 

within the image volume by asking the user to mark features as seen on a sample of 

original axial slices, (2) reslicing the volume, relative to this object orientation, to form 

new axial slices that correspond across the training set, and (3) using 2D ASMs to 

landmark the sets of corresponding 2D image slices. A diagram demonstrating how this 

new fraining set generation method fits into the complete 3D ASM process is shown in 

Figure 3.3. It should be noted that landmarking is not performed on the original axial 

slices but in a new 3D space that will be referred to as the landmarking space. Before 

building the GLM and SM, the LPs will be mapped back into the original image volume 

space (Figure 3.4). 
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Figure 3.3. The complete 3D ASM process. 
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Figure 3.4. The sets of corresponding slices form the landmarking space. LPs marked 
there can be mapped back to the original volume space. 
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3.2 Orientation/Slice Correspondence 

As stated previously, the proposed landmarking method does not require prior 

segmentation of the object of interest. This forces the landmarking to be performed on 

2D image slices, as this is the only way to view the data. While it is not necessary to use 

die original slices, it is necessary to obtain 2D slices at some angle through the volume. 

It is pertinent that a slice being marked in one volume corresponds to a slice in every 

other volume (i.e., they are physically the same cross-section of the object). Ensuring 

correspondence of points placed on an individual slice will be dealt with in the next 

section. 

For illusfration, consider the image acquisition process for computed tomography 

image volumes. In an ideal situation, each subject would be positioned precisely so that 

the imaging axis would always be the same, with reference to the object, and the angles 

of the projections would always correspond. Of course, this is impossible when the 

object of interest is embedded inside of another body. Therefore, objects are imaged at 

only roughly the same position and so the resulting axial slices do not correspond to the 

same physical locations. Consider the orientation process as correcting the image 

acquisition by reestablishing a common imaging axis and rotation about that axis. With 

this approach, an axis should be placed so that, if the axes in all the volumes are aligned, 

it will result in a reasonable alignment ofthe objects. Therefore, the axis must relate to 

the location and shape of the object in a consistent way. A plane that runs through this 

axis can be used to fix the rotation of the object. Since they establish a common 

orientation for every object in a training set and the LPs will be placed relative to this 

orientation, the user established plane and axis will be referred to as the reference plane 

and reference axis. 

The reference plane and axis are located on each volume by presenting the user 

with appropriate image slices and annotation tools. As dictated by the data under sttidy, 

the user must determine suitable locations for the plane and axis and identify feattires that 

can be used to locate them. The plane is established first by marking its approximate 

intersection on several axial slices throughout the volume. The algorithm then calculates 
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a best fit for the reference plane through the lines marked. Next, the user is presented 

with the image that is formed by interpolation from the image volume onto the reference 

plane. The reference axis must lie on the plane so it is marked on this image. The axis 

should include endpoints to indicate the top and the bottom ofthe object. If the locations 

of the endpoints are not visible in this image, a preliminary reslicing of the data is done 

along the entire length of the marked axis so that the user can establish the endpoints by 

choosing the slices that correspond to the top and bottom of the object. Once the 

reference plane and reference axis with endpoints have all been established, the algorithm 

forms a new image volume that consists of interpolated image slices perpendicular to the 

axis and at proportional intervals between the endpoints. The number of new slices, m, is 

set by the user depending on the approximate desired distance between LPs and is the 

same for all volumes in the training set. The new slices will correspond to the same 

physical locations because they are taken proportionally between the top and bottom of 

the object. Obviously, there are some shape limitations imposed by this method that will 

be discussed in Section 3.2.2. 

A diagram ofthe orientation process is shown in Figure 3.5 and a demonstration 

ofthe algorithm as applied to the synthetic kidney data is given in Figure 3.6 through 

Figure 3.8. The reference plane for the kidney is chosen to be the sagittal plane, or plane 

of symmetry, and the axis lies on that plane and runs from the top to the bottom of the 

kidney (an estimate ofthe principal axis ofthe kidney as it appears on the sagittal plane). 

For real kidney data, locating these stiaictures is more difficult because of variations in 

appearance but by having the user approximate the locations, a reasonable orientation can 

still be achieved. The synthetic kidney was resliced, resulting in 16 new slices. Thus, the 

training set of 19 volumes has been transformed into m=\6 sets of corresponding slices to 

be landmarked. 
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Figure 3.5. The orientation process. 

Figure 3.6. Original axial slices at 25, 50, and 75% (left to right) through the volume. 
Blue lines indicate the user's determination ofthe reference plane on each slice. 

(a) (b) 

Figure 3.7. The reference plane and reference axis, (a) The resulting reference plane 
shown in the 3D space with two axial slices, (b) The reference axis with endpoints as 
marked on the reference plane by the user. 
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Figure 3.8. The reference plane with the locations of the 16 new slices marked 
equidistantly along, and perpendicular to, the reference axis. 

3.2.1 Forming Oblique Slice Planes 

One noteworthy achievement in developing the orientation process was that of 

creating and displaying oblique slice planes through an image volume. Matlab, which 

was used for all of the programming in this research, has a built-in fimction for 

visualizing orthogonal slice planes but not for oblique planes. Finding an efficient 

method of interpolating oblique slice planes that also allows an inverse mapping of points 

on the plane back into the image volume was crucial. The method used begins by 

defining an orthogonal plane in 3D space through a point that will also lie on the oblique 

plane (i.e., the point on the reference axis which the plane should intersect). This plane is 

defined by a matrix of constant, or arbitrary, values. The plane is then identified in 

Matlab as a geometric object in the 3D space. As such, the plane can be rotated by any 

degree about a specified direction vector located at a specified origin (the aforementioned 

point). Once rotated as desired, the object properties of the plane can be queried and 

stored. This provides three matrices, xd, yd, and zd, ofthe same size as the matiix used to 

define the original plane. Respectively, these matrices store the corresponding x, y, and z 

locations for each element on the plane. By having this mapping of the matrix elements 

on the new slice plane back into the 3D space, built-in 3D interpolation and visualization 

functions can be used. This method is used to form the reference plane as well as all of 
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the new slices. Examples of slice planes created via this process were shown in Figure 

3.7 and Figure 3.8. 

3.2.2 Shape Limitations 

As mentioned, the method used for obtaining corresponding slices imposes some 

limitations on the object shapes that can be considered for this modeling technique. The 

requirement that must be met is that the critical features occur proportionally at the same 

location along the reference axis for each instance of the object. This is illustrated in 

Figure 3.9 with locations of slices shown in red. The example shapes are basically the 

same with the exception of a feamre (an indentation) that should be modeled but that 

does not occur at the same location along the axis. In this case, the indentation occurs on 

slices 4 to 6 for one object but on slices 6 to 8 for the other, resulting in non-

corresponding LPs marking this feamre. The indentations would be seen during 

modeling as separate, less significant, variations which might not be captured in the 

retained shape modes. 

^ ^ 

Figure 3.9. Example of a shape with a variation not occurring proportionally along the 
axis. 

Figure 3.10 shows another example shape with a critical feamre that varies in 

location along the reference axis, hi this case, the slices do not even appear to correspond 

because the topology (number of closed boundaries) is different on slices above versus 
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slices below the feature (i.e., slice 5 would consist of one closed boundary on the left 

object but two closed boundaries on the right object). However, this example 

demonstrates that objects with certain shapes can be sliced at a different orientation, 

allowing the current technique to be applied. Figure 3.10(b) shows that, by rotating the 

objects, they become permissible shapes. The indentation that previously varied in the 

axis direction now varies along the slice planes. The LPs marking this indentation now 

correspond so that its variation can be captured in the model. Generally, the shape 

restriction limits the technique to fairly simple and smooth shapes. In order to handle 

more complex shapes, an extension of the technique could be considered in which the 

shape is sectioned into components and each component resliced individually so that 

corresponding LPs fall on the desired features. This is left to fiiture research. 

(a) (b) 

Figure 3.10. Example of a shape that can be rotated to meet shape restrictions. 

3.3 Landmarking/Point Correspondence 

Once all ofthe volumes in a training set have been reoriented and new volumes of 

corresponding slices have been formed, the remaining task is that of landmarking the 

resulting m training sets of 2D images. Our approach to this process is to take advantage 

of 2D ASMs and then ability to be progressively trained. An initial 2D ASM is built for 

each of the m sets of slices by manually landmarking just a few of the images. A 

subsequent image is segmented using this initial model, hence, establishing 

corresponding LPs. The pre-alignment of the objects during the proceeding orientation 

process ensures that the mean shape is well initialized and improves the chance of a good 
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segmentation. However, if the model does not yet contain enough variation to accurately 

segment the object, adjustments are made manually and the new instance added to the 

model, improving its accuracy for the next search. Evenmally, the model will be 

sufficiently frained to automatically segment the remaining images with little or no user 

intervention. If a previously unseen variation is encountered, however, the segmentation 

should be corrected and added to the model. An individual model may not be required 

for each of the m sets of slices. Slices on which the object's appearance is similar, may 

be grouped together, ftirther sfreamlining the process. Every image slice in the training 

set is segmented/landmarked via this process. The LPs obtained for each volume are then 

collected together and the result is a complete landmarked training set for a 3D object. 

The key to making this approach a practical solution is a set of software tools that 

allow adjustments and commands to be executed with the click of a mouse. The user 

must be able to perform the marking, adjusting, and verifying steps rapidly with as much 

automation as possible. To this end, two software interfaces were built: the first, the 

Landmark Placement Tool, for performing the manual landmarking of the initial image 

slices, and the second, the Progressive ASM tool, for building 2D models and using them 

to landmark subsequent slices. 

3.3.1 The Landmark Placement Tool 

The graphical user interface for the Landmark Placement Tool (LMTool) is 

shown in Figure 3.11. This tool was developed in collaboration with Abraham Tezmol. 

The interface integrates several tools for streamlining the manual landmarking of 2D 

images. The LMTool allows the user to: 

• Zoom in on sections ofthe image. 

• Enhance the image - Histogram equalization is used to enhance the image so that 

the user can more easily detect edges. 

• Show reference marks - If a reference file corresponding to the current image is 

available, this option displays the marks indicated by that file. These may include 

lines of symmetry, marks made by an expert, etc. 
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Place and remove points with a mouse click. 

Load a set of previously placed points. 

Redistribute points - This feature addresses the difficulty of estimating equally 

spaced points along a curve between two critical points. The user can place any 

number of points along a curve. The program fits a spline-interpolated curve to 

the points and redistributes the specified number of points equally along the 

curve. (See Figure 3.12.) 

View profiles through the points - The intensity or gradient profile through any 

selected point is shown in the profile window with the current location of the 

point marked on the plot. (See Figure 3.13.) 

Adjust the points - In the profile window, a point can be moved along the profile 

using the mouse. The new location is translated onto the image window. 

Save die points - The points are saved in a text file in a format that is read by the 

Progressive ASM tool and the SSM implementations. 
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Figure 3.11. The graphical user interface, Landmark Placement Tool. 

32 



(a) (b) 

Figure 3.12. Example of automatic point redistribution, (a) Initial landmarking ofthe 
left kidney widi 23 LPs; (b) new landmarking with 25 equally spaced LPs. 

(a) (b) (c) 

Figure 3.13. Example ofthe profile viewing capability, (a) Locations of all the profiles 
are shown on the image (the green profile indicates the selected point), (b) The intensity 
profile, LP indicated by red dot. (c) The gradient profile, LP indicated by red dot. The 
LP can be moved by clicking on a new position along the profile in (b) or (c). 

3.3.2 The Progressive ASM Tool 

The graphical user interface for the Progressive ASM tool is shown in Figure 

3.14. This interface manages and executes the ASM training and search for landmarking 

the remaining images in the training sets. For each set of slices that will be modeled 

together, the process is as follows: 
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• Load training file - (The command is located in the "Load" drop-down menu in 

the upper left of the window.) Once the file is selected, this loads a predefined 

file containing fraining and search parameters, such as profile length, tolerances, 

number of iterations, etc. The training file also contains a list of all image files 

that will be modeled together. This file is read and compared to the point files 

that actually exist on the hard drive and the "Available Points Files" list is 

updated. 

• Train the model - The user selects the point files, in the "Available Points Files" 

window, that will be used in the model and clicks on the "Add and Train" button. 

The model is automatically frained. 

• Load a test image (The command is located in the "Load" drop-down menu in the 

upper left of the window.) - The user selects, from a directory list, the desired 

image to segment. 

• Search - The "Search" button activates the search process and the deformation of 

the model is displayed in the image window. The user may make manual 

adjustments to the final points in this window as well as "Send to LMTool" for 

adjustment or manual re-landmarking. "Save" writes the points in their final 

positions into a default points directory with a standard filename. 

• Load the next test image - The "Load Next Test Image" button will load the next 

image slice in the fraining file list. The search is performed again and this process 

iterates, adding a new segmentation to the model when desired, until all slices 

within the set of slices have been landmarked. 
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Figure 3.14. The graphical user interface, Progressive ASM tool. This window indicates 
that, for slice 7, volumes 1 through 6 have been landmarked ("Available Points Files"). 
The current model has been built only from the 7* slice of volumes 1 through 4 ("Current 
Training Set"). The current image is volume 7, slice 7 ofthe synthetic kidney data and 
the results of ASM segmentation are shown in green. The blue line is a reference mark 
corresponding to the image that can be displayed using the "Show reference marks" 
button. 

Although the landmarking process requires the user to manually landmark several 

of the volumes in the training set, the features of the LMTool are intended to make this 

process as efficient as possible. The pre-alignment ofthe objects strengthens the chance 

that the shape information already obtained is sufficient to segment subsequent slices. 

Thereafter, the process simply involves the user making minor adjustments and 

approving the automated placement of each set of LPs. The availability of the interfaces 
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is the key to making this a feasible process. A diagram of the complete landmarking 

process is provided in Figure 3.15. Some results of landmarking the synthetic kidney 

data set are shown in Figure 3.16. 
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Figure 3.15. The landmarking process. 
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Figure 3.16. Example of a landmarked synthetic kidney volume, (a) The set of 224 LPs 
for one of the volumes, (b)-(c) The LPs for the sets of corresponding slices 2 and 7, 
respectively. Note the alignment and shape variation. 

3.4 Acquiring the Test Data Training Sets 

Each of the three test data sets introduced in Section 2.2, was processed via the 

orientation and landmarking schemes presented here to form training sets for use in 3D 

ASM. This section details how the process was adapted to each data set. Table 3.1 

summarizes pertinent values from this process for all three data sets. 

Table 3.1. Pertinent values from the orientation and landmarking process for the 
three data sets. 

Data set 

Synthetic 
kidneys 

Mouse 
kidneys 

Mouse 
skulls 

#of 
volumes 

19 

8 

9 

Size of each volume 

128x128x128 

190xl90x(136-153) 

150xl50x(131-141) 

# of new 
slices 

16 

13 

18 

# of LPs per 
volume 

224 

240 

532 

Mean distance 
between LPs (pixels) 

10.7 

6.8 

5.1 
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3.4.1 Results of Orientation and Reslicing 

3.4.1.1 Synthetic and mouse kidneys. Most of the orientation/landmarking 

process as it was applied to the synthetic kidney data has been presented along with the 

explanations in this chapter. In review, the sagittal plane of the kidney was used as the 

reference plane and the approximate principal axis of the kidney, as viewed on the plane, 

was used as the reference axis with the endpoints marked at the extreme ends of the 

kidney. The features which establish the reference plane and axis for the CT mouse 

kidneys are the same. Figure 3.17 shows an example ofthe plane, axis, and new slice 

positions for each of the kidney data sets. Three of the slice sets from the mouse kidney 

data are shown in Figure 3.18 to demonstrate that the new slices do correspond in 

appearance. 

(a) (b) 

Figure 3.17. Examples of the reference plane, axis, and new slice positions for (a) the 
synthetic kidney data set and (b) the mouse kidney data set. 
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Vol. 3 Vol 4 Vol. 5 Vol 6 Vol 7 

^. hf\ Sa?. 
Figure 3.18. Slices 4, 7, and 10 for all volumes in the mouse kidney training set. 

3.4.1.2 Mouse skulls. In orienting the mouse skulls, the sagittal plane was again 

used as the reference plane. This plane of symmetry is easy to identify on the original 

axial slices ofthe skull [Figure 3.19(a)]. Figure 3.19(b) shows one ofthe resulting planes 

with the axis and endpoints marked, as well as the positions ofthe new slices. The axis 

was defined as running from the point at the front ofthe skull to the top rim at the back of 

the skull. Three ofthe slice sets from the mouse skull data are shown in Figure 3.20 to 

demonstrate that the new slices do correspond in appearance. 
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(a) (b) 

Figure 3.19. Orientation/reslicing for the mouse skull data, (a) The sagittal plane as 
marked on several axial slices; (b) example of the reference plane, axis, and new slice 
positions. 

Slice 4: Vol. 1 Vol, 2 Vol. 3 Vol. 4 Vol. 5 Vol. 6 Vol, 7 Vol, 8 Vol, 9 

Slice 10: Vol, 1 Vol. 2 Vol. 3 Vol, 4 Vol. 5 Vol, 6 Vol 9 

Figure 3.20. Slices 4, 10, and 17 for all volumes in the mouse skull training set. 
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3.4.2 Results of Landmarking 

3.4.2.1 Synthetic kidneys. The landmarking ofthe synthetic and mouse kidneys 

was done using the LMTool and Progressive ASM tools described in Section 3.3. The 

synthetic kidneys were landmarked with the following number of LPs per slice: 

n \^4 n<) = n io = n i] = \0 

" 2 = 1 0 « 1 2 = 1 8 

n 3 = « 4 = « S = « 6 = 16 « 1 3 = « 1 4 = 1 6 

" 7 = 1 8 « 1 5 = 1 0 

« 8 = 16 « 16 = 4 

In a few instances during die landmarking of this data, the 2D ASM model built from one 

set of slices was used as an initial model for segmentation of the subsequent slice set. 

Only 2 to 3 initially landmarked members were necessary to build a successful 2D ASM. 

3.4.2.2 Mouse kidneys. For the mouse kidneys, there are M= 9 groups of similar 

slices with the following number of LPs per slice: 

« 1 = 8 « g = 24 

« 2 = 16 n 9,10 = 22 

« 3,4,5 = 20 "11,12=16 

« 6 = 23 « 13 = 8 

n 7 = 25 

where the subscript indicates which slices are in each group. The first two slices and the 

last slice were marked manually because of very faint edges on those slices. In some 

cases, in fact, the contour had to be interpolated from the neighboring slice. For each of 

the remaining groups, 3 to 6 slices were manually landmarked before the 2D ASM was 

trained and effectively used. Manual adjustments of the LPs were sometimes made to 

improve these otherwise automatic segmentations. Figure 3.21 shows several examples 

ofthe resulting LP sets. 
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Figure 3.21. Examples of mouse kidney LP sets in 3D space. 

3.4.2.3 Mouse skulls. The landmarking ofthe mouse skulls was also done using 

the LMTool and Progressive ASM tools. There are M = 10 groups of similar slices with 

the following number of LPs per slice: 

" 1 = 10 « 9,10,11,12 = 39 

n 2,3 = 16 n 13,14 = 36 

" 4 = 1 8 "15,16 = 33 

" 5 = 24 « i 7 = 27 

" 6,7,8 = 35 n 18 = 22 

where the subscript indicates which slices are in each group. Several of the slices were 

marked manually because of faint or ambiguous edges on those slices. For each of the 

remaining groups, approximately half of the slices were manually landmarked before the 

2D ASM was trained and effectively used. Manual adjustments of the LPs were 

sometimes made to improve these otherwise automatic segmentations. Figure 3.22 

shows several examples ofthe resulting LP sets. 
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Figure 3.22. Examples of mouse skull LP sets in 3D space. 

3.5 Conclusions of 3D Landmarking 

Development of 3D ASMs for practical applications has been limited largely due 

to the challenge of landmarking 3D objects during training. Previously, this problem has 

been addressed by methods that require an initial segmentation of the training set and 

then use automatic correspondence algorithms. Our approach differs in that object 

orientation is established first so that the subsequent segmentation directly produces 

corresponding landmark points. This takes the emphasis on user input from a tedious a 

priori manual segmentation and distributes it throughout the process to maximize the 

efficiency of the user's contribution. It also leaves the responsibility of establishing 

correspondence to the user, who is often better equipped than a software algorithm. 

In conclusion, the streamlined, slice-by-slice, volumetric landmarking scheme 

results in points that describe the surface of an object and correspond to their counterparts 

on other instances ofthe object. This new landmarking procedure enables the extension 

of the remaining ASM methodology for the purpose of segmenting 3D objects from 

volumetric data sets. Results in Chapter 5 verify that models built from the landmarked 

training sets presented here successfially capUire the necessary shape variation to perform 

segmentation. 
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CHAPTER 4 

EXTENSION OF ASM TO 3D 

This chapter describes the extension of the ASM training and search components 

to work with 3D data and image volimaes. Most parts of this extension were theoretically 

simple yet several aspects required some significant new development. The training 

process for 3D ASM required the extension of shape model training (Section 4.1) and 

gray-level model fraining (Section 4.2). The search process, which optimizes these 3D 

models, also required extension (Section 4.3). Integral to all components of 3D ASM is 

the need to visualize features of the models that are embedded within the image volume. 

Since this is not a problem encountered in 2D ASM, the development of new tools to aid 

in visualization is also described (Section 4.4). 

The work presented in this chapter was done in collaboration with Shaun Gleason 

at Oak Ridge National Laboratory under a contract from that instimtion for the 

development of a 3D statistical shape model for recognition of anatomic strucmres. The 

implementation of 2D ASM that was extended in this work was accomplished by Dr. 

Gleason and Dr. Hamed Sari-Sarraf 

4.1 Extending the Shape Model 

The extension of SM to support 3D data was generally straightforward. Recall 

that SM primarily involves the alignment of shapes and the application of PCA. Since 

the training samples are still represented by column vectors, although much longer ones, 

the PCA calculations (as described in Section 2.1.2) required no changes. However, an 

alteration to the aligmnent procedure was necessary. 

The alignment of a 3D shape, a, with another 3D shape, r, is done by finding the 

scale and rotation that, when applied to a, minimize the sum-of-squared-differences 

between corresponding LPs in a and r. In 2D, alignment involves only scale and one 

rotation (s and G). In 3D, alignment involves scale, s, and three rotations about the x, y, 

and z axes (Gx, Gy, and Gz). (In both cases, franslation is handled by franslating the 
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cenfroids of all the shapes to the origin.) Let a 3D shape vector be represented as a vector 

ofthe X, y, and z coordinates ofthe LPs in that shape as follows: 

a = [xi, ...,Xf^,y[, ...,y^,Zi, . . . , Z N ] = [a\,a2, . . . ,a3N]. 

A fransformed version of a, a, is calculated by applying the 3D transformation T, as 

follows: 

where R = RxRyRz, and 

Rx = 

Rv 

Rz 

a = T(a) = sRa, 

1 0 0 

0 cos(ej - s i n ( e j 

0 sin(0J cos(ej 

cos(ey) 0 -sin(0y)" 

0 1 0 

sin(ey) 0 cos(ey) 

cos(ej - s i n ( e j 0" 

s in(ej cos(ej 0 

0 0 1 

(4.1) 

(4.2) 

The sum-of-squared-differences, D, is 

(4.3) 
;=1 

where the pose vector, p, is [5, Gx, Gy, Gz]. The shapes a and r will be aligned when 

values of 5, Ox, Gy, and Gz are found that minimize D. 

With only two variables, minimizing the objective fimction, D, can be solved in 

closed form. With four variables, however, gradient descent was used to minimize D 

with respect to p as follows: 

dD 
P«+i = P « 5p 

(4.4) 

where r > 0 dictates the magnitude ofthe correction and 
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dp 

5D 

ds 
dP 

5D • (4.5) 

dD 

Calculating the partial derivatives of D is very cumbersome so they are numerically 

approximated by slightly perturbing each ofthe four pose parameters: 

dD Dis-\-£j-Dis) 
ds 

dD 

56, 

dD 

d% 

dD 

£s 

_D{%^+£,)-

£e 

D{B^+s,)-

^e 

_Die^+£,)-

-DiQJ 

-D(Q^) 

-DiQJ 

(4.6) 

59, s, 

where Ss and Se are small perturbations of the scale and rotation pose parameters, 

respectively. The new aligmnent function is used in training the SM as well as during the 

search process when fitting a candidate shape to the SM. 

Results of using the new 3D SM implementation to model the synthetic kidneys 

are shown in Figure 4.1 through Figure 4.3. Figure 4.1(a) and (b) show a plot of all 19 of 

the training shapes before and after the alignment process, respectively. Because LPs are 

placed on aligned, corresponding slices, the resulting training shapes are already well 

aligned with the exception of a z translation and, perhaps, scale due to the squeezing and 

stretching deformation ofthe shapes. The only noticeable change in aligrunent in Figure 

4.1 is the shift of all the shapes to align their centroids in the z direction. Figure 4.2 

shows the resulting mean shape. 
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^ ^ f t - r ? . 

(a) (b) 

Figure 4.1. All 19 synthetic kidney training shapes; (a) unaligned shapes in LP space, (b) 
aligned normalized shapes. 

Figure 4.2. The normalized mean shape from the 19 aligned synthetic kidney training 
samples. 

As stated, the PCA calculations remained the same with the exception of much 

longer shape vectors. For the synthetic kidneys, these calculations resulted in eight 

modes of shape variation that capture 98% of the total variance in the training set. The 
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plot in Figure 4.3 shows the values ofthe shape parameter vector, b of Equation 2.3, for 

each of the fraining shapes. Note that the majority of the variation occurs within the first 

two modes which is not surprising considering the simple squeezing and stretching 

variations of the training shapes. A tool for visualizing these shape modes in 3D was 

developed and is discussed in Section 4.4. 

Figure 4.3. Plot ofthe shape parameters {b vector values) versus mode for the whole 
synthetic kidney training set. There are 8 modes of variation in the model. 

4.2 Extending the Grav-Level Model 

Although the GLM used in 3D ASM still involves ID profiles, some new 

development was required because the LPs and normal profiles now lie in 3D space. In 

particular, the extension of GLM involved developing a method to (1) calculate the 3D 

normal at an LP, (2) figure out if it is pointing toward the interior or exterior of the 

object, and (3) take samples from the image volume along that profile. Before building 

these gray-level profiles, the LPs are mapped from the landmarking space back into the 

original image volume space. 

In the 2D case, the two nearest neighbors to an LP are obvious since they were 

marked in order. These two points are used to calculate the normal. In 3D, finding the 
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nearest neighbors of an LP is not as straightforward. Let po be a vector representing the 

LP for which a normal is to be calculated. The points neighboring po on the same slice 

are known but the points closest to it on the neighboring slices are not readily available. 

Therefore, the distance from po to all other LPs (p/, i=\, 2, ..., N-1) is calculated and 

sorted: 

^/ =| |P/-Po| |»^-l '2, . . . ,N-1, 

such that di < di+\. The eight nearest neighbors (pi, p2, •.., p8) are chosen for the purpose 

of estimating the normal at po. 

The points are first reordered so that the path cormecting them is minimized. Let 

p, be any ofthe eight nearest neighbors and Pj be its closest neighbor ofthe remaining 

seven. Then 

Py= they* permutation ofthe remaining six nearest neighbors 

= |jP3'P4.---'P8l 

wherey = 1,2, ..., 6! and the minimum path length is calculated by 

mm 
i 

ZIIP ' - P / 
VJ=1 

where p , = p , . Note that p, and P2 were chosen first so that the number of 

permutations is reduced and the calculation can be made very quickly. Thus, the new 

order ofthe eight points is [Pi,P2,P;] for they* permutation that minimizes the patii 

cormecting the points. 

The surface of the object near po is estimated by a triangulation of po and p , , ..., 

Pg. The triangles are formed by connecting p,,p,+i, and po (for / = 1, 2, ...8, and 

Pg = Pi). A normal, ni, to each ofthe triangles is calculated and the mean, n , is used as 

the normal at po: 

^ ^ _ ( p , - P o ) x ( P , . i - P o ) d n = 

' | |(P,--Po)x(Pw-Po)i 

E-, 
1=1 
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Figure 4.4 shows an example ofthe triangulation of an LP and its eight nearest neighbors 

(green) and the resulting normal (red) in two views. 

(a) 

Figure 4.4. Example ofthe triangulated surface surrounding an LP (green) that is used to 
calculate the normal (red) to the LP. (b) The normal is approximately perpendicular to 
the surface. 

Once the normal to the surface at each LPs has been found, it is crucial that they 

be adjusted to point consistently either inward or outward. This is necessary for the 

profiles to be sampled in the same way every time. For each LP, a set of direction 

vectors pointing to every other LP is formed. Again, let po be the vector representing one 

ofthe LPs in 3D space and pj, for / = 1, 2, ..., N-1, vectors representing the remaining N-

1 LPs. Then, 

P - — p ' "oil 

is a direction vector from po to p,. The mean of this set of vectors, 

Z". 
d = 

N-\ 
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points in the direction of the majority of the other LPs which, generally, indicates the 

interior ofthe object. Let n be the current normal at po, then adjust n if it is not pointing 

inward: 

I n if nd>0 

[- n //• n • d < 0 

Figure 4.5 shows all ofthe normal profiles on one ofthe synthetic kidneys. The interior 

ends are marked in red verifying that this calculation has been made correctly. 

120-

100-

80-

60-

40 

20-

0 -

Figure 4.5. All 224 normal profiles for volume 1 of the synthetic kidney training set. 
The interior end ofthe profiles is shown in red. 

It should be noted that, in some cases, this method can fail. For instance, on a 

boomerang-like shape, the mean direction vector for a point on one tip would point 

toward the outside of the object. However, in keeping with the shape limitations of the 

landmarking process, the types of shapes that are being considered for this process will 

not be likely to have this problem. In 2D, the LPs are marked in order and always either 

clockwise or counter-clockwise. This property can be used to ensure that the normals are 

always pointing in the same way. As it turns out, since the LPs on each slice during 3D 
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landmarking are marked in order and always in the same direction, the same principle 

could have been employed. In fiature work, this change will be applied. 

Once the normal direction, n, is established, the endpoints of the profile are 

found, 

Po i^F l i ||n|| 

and the desired number of samples, 2A:+1, are taken at equidistant intervals between the 

endpoints. Figure 4.6 shows an example profile for an LP in the synthetic kidney training 

set. In plot (a), a slice plane that contains the profile is shown in 3D space with the 

profile (blue). The detail in plot (b) shows the locations of each sample along the profiles 

(the LP in red). Plots (c) and (d) show the resulting intensity and derivative training 

profiles, respectively. If g is the intensity profile with k samples in each direction, 

g = [ g u g 2 , ...,g2k+l], 

then the derivative profile gd is the first-forward-difference of g, 

gd = [gl g2, g2 - g3, • • •, g2k+l - g2k+2], 

where g2k+2 is an additional sample taken at the end of g. The extended GLM 

implementation forms a ID model ofthe gray-level appearance at each LP by sampling a 

normal profile, as described here, from every volume in the training set. Each GLM is 

formed by the mean and covariance of these profiles. 
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(c) (d) 
Figure 4.6. Example of a normal profile for an LP in the synthetic kidney training set. 
(a) Plot of a slice plane through the image volume and the normal profile (in blue), (b) 
Detail of (a) showing the locations ofthe samples along the normal profile and the LP (in 
red). (c) and (d) show the resulting intensity and derivative training profiles, 
respectively. 

4.3 Extending the Search Process 

After SM and GLMs are formulated, they work together to guide the process of 

searching for the surface of a new 3D object within a volumetric data set. This search 

process also needed to be adapted to support 3D data. As in 2D ASM, the 3D shapes are 

represented as vectors in the image volume space as well as PCA space and the gray-

level model is based on a ID profile; hence, the search scheme implemented here is very 

similar to that used in the 2D application. 

The search process is just the iterative process of first fitting the GLMs and then 

fitting the SM until the set of LPs (i.e., shape) setties into a consistent position within the 
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volume. Given an initial location of the 3D LPs within the new volume, the position of 

every LP is updated by minimizing the objective function generated during GLM training 

(i.e., the Mahalanobis distance given in Equation 2.5). This requires testing profiles to be 

taken from the image volume at the candidate LPs in just the same way as described in 

Section 4.2 except that / more samples are taken at the end of each profile. Thus, the 

endpoints ofthe profile are at 

n 
p,±ik + l)-

|n|| 

where n is the normal to the current LP, po. The objective function is minimized by 

comparing the training profile to 2A:+1-length subsections ofthe testing profile. Since the 

testing profile is 2/ samples longer than the training profile, 2/+1 comparisons can be 

made. The LP is then moved to the position for which the Mahalanobis distance between 

the two profiles is minimal. When an LP is moved to its new location, it is mapped into 

3D space instead of 2D space. Otherwise, the only part of this fitting process that has 

changed from the 2D implementation is the method of sampling the test profiles. 

Taking the new set of candidate LPs from the GLM, the shape is adjusted to 

comply, in a statistical sense, with the SM generated during training by adjusting the 

shape parameters in the PCA space. The 3D shape alignment scheme discussed in 

Section 4.1 is also required for this part ofthe search process. It is used to align the 

candidate shape, x^w, with the mean shape, x, so that they can be compared in the PCA 

space. The aligned shape, 

where the transformation T is found via Equations 4.1 to 4.6, is transformed to PCA 

space using O and x, established during SM training: 

b„.. =<I>^(x„^-^)• 

The shape parameters in bnew are adjusted as necessary, just as before, and the result of 

SM fitting is a new, allowable shape from the model space. 
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4.4 Visualizing the Results 

When using a 2D model to segment an image, the entire image and model can be 

viewed at once. In contrast, when using a 3D model to segment an image volume, a 

significant problem exists in visualizing the features of the model that are embedded 

within the volume. Therefore, the development of visualization tools was crucial for 

viewing the shape model in a meaningfial way and, most importantly, for watching the 

movement of the model with respect to the image data. Without some development in 

this area, the shape model could only be viewed as a set of discrete points in 3D space 

and there would be no way to validate segmentation results. 

The key to the newly developed visualization tools is a triangulation ofthe LPs to 

approximate an object surface. A triangulation of the LPs from one training shape is 

formed by mapping the points into 2D while preserving the relative distances between 

points (Figure 4.7). This establishes connections that can be used for visualization ofthe 

shape model, as well as any of the other training shapes, even after deformation of the 

shape. A result of the landmarking process is that the first points from every slice are 

approximately aligned with one another, allowing those points to be directiy connected 

and providing a "seam" along which to unwrap the points. Two-dimensional Delaunay 

tiiangulation is used to automatically establish the connections. This information can 

then be used to render the surface ofthe object in 3D. 
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Figure 4.7. The 2D mapping of all LPs on one ofthe synthetic kidneys (in red) with the 
2D Delaunay triangulation indicated (in blue). The first points for every slice are those 
along the left edge, and again along the right edge. The horizontal axis is the normalized 
distance around the contour of each slice. 

An important aspect of the SM is the appearance of the shape modes. It is 

informative to see the changes in shape that have been capmred in the model. New 

instances of the modeled shape can be formed by varying the parameter of each mode 

and viewing the resulting new shape instance. Using a rendered version of the object, 

made possible by the triangulation, a software tool was designed to allow a user to 

interactively vary the shape ofthe model. 

The mode-viewing graphical user interface, shown in Figure 4.8, allows the user 

to interactively rotate the model to a new position, change the mode that is being viewed, 

and then incrementally vary the mode by ±3 a. Also, the triangulation can be turned off 

so that the view just consists of the LPs in 3D space. The animated visualization 

provided by this tool is far more usefial than static images in allowing the user to see what 

variations have been captured from the training set. 
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Figure 4.8. The graphical user interface for viewing the SM shape modes. 

As stated previously, the results of 2D segmentation can simply be viewed on the 

image plane. For image volumes, however, segmentation results can only be effectively 

evaluated relative to the image data by viewing 2D slices through the volume. This was 

made possible by the development of a software tool that allows the user to scroll through 

the image slices in each of the orthogonal directions while a boundary approximation 

based on the locations ofthe LPs is superimposed on the image slices. 

The boundary approximation for a given image slice is a polygon that is the 

intersection of a corresponding slice plane and the triangulated surface. Code for 

calculating these polygons was contributed by John D'Errico of Eastman Kodak. The 

polygon is calculated by first identifying the triangles on the surface that are intersected 

by the slice plane. This is done by establishing, for every vertex of every triangle, 

whether it is above or below the plane. Then, any triangle that does not have all three of 

its vertices on one side of the plane is listed as being intersected. For each of these 

triangles, the plane will intersect two of the sides. For each side, or segment, its 

endpoints will lie on opposite sides of the plane. A list of the intersections of each 

segment with the plane gives the desired polygon. Figure 4.9 shows an example of a 
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polygon that represents the intersection of the surface of a synthetic kidney with an 

oblique slice plane through the object. 

40 120 

(a) (b) 

Figure 4.9. Result of triangulation of the LPs for one of the training shapes, (a) The 
triangulated kidney resulting from the plot in Figure 4.7. (b) An oblique slice plane 
through the triangulated surface. The blue points indicate the intersections ofthe sides of 
the triangles with the plane. 

Figure 4.10 shows the graphical user interface. The polygon boundaries formed 

by the triangulation of the LPs are superimposed in blue on each slice and the 

approximate locations of LPs are shown in red. As an additional aid, color-coded lines 

are displayed to indicate the intersection ofthe other two orthogonal views on the current 

slice. This helps to prevent confusion about the location of an image slice within the 

volume and allows a feamre-of-interest in the volume to be located in another view. This 

tool can be used to view the initial position of the SM as well as its new location after 

each iteration of GLM and SM. 
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Figure 4.10. The Volume Viewer tool. On each ofthe orthogonal views, color coded 
lines indicate the intersection ofthe other two views. 
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CHAPTER 5 

EXPERIMENTAL RESULTS 

This chapter presents the results of applying the new volumetric segmentation 

technique to the three data sets presented in Section 2.2. Adapting the orientation and 

landmarking procedures to each data set as described in Section 3.4, three training sets 

were formed for testing of the algorithm. The primary goals of this chapter are to (1) 

evaluate the new landmarking procedure by showing that models built with the resulting 

training sets can successfully segment new instances of the modeled objects and (2) 

provide proof-of-principle that a basic 3D ASM algorithm can segment 3D objects. 

Presented first are the results obtained for the synthetic kidney data (Section 5.1). 

The simple, clean features and limited shape variation of this data highlight the 

technique's performance (i.e., it is evident when the technique performs as desired, as 

well as when it does not). This data provides an invaluable oppormnity to analyze the 

technique's sfrengths and weaknesses. In general, the technique works well on this data 

even in the presence of translated initial model positions and the addition of noise. A 

notable result will be discussed regarding the effect of an uneven distribution of LPs that 

occurs when mapping the points from the model onto the object's surface. 

Next, the two medical image data sets taken from x-ray CT volumes of laboratory 

mice are used to model the skull and right kidney. The mouse skuU data provides an 

intermediate level of challenge to the algorithm (Section 5.2). Although it has some faint 

and missing edges and much more shape variation than the synthetic data, it exhibfts 

more controlled variation than the mouse kidneys and the skull itself is generally distinct 

from the background. The technique performs well for this data; especially taking into 

account the limited size ofthe training set. With only eight skulls to train the model, the 

segmentation results of leave-one-out testing are generally good for seven of the nine 

volumes. For two volumes, the segmentation is less successful but the model does move 

into the skull region and fit well in some areas. 
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The mouse kidney data provides the most challenge to the algorithm as it has 

many faint and missing edges and the most variation in shape (Section 5.3). There are 

internal and external stiaictures that can distract the model from the kidney boundary. 

The technique performs well for this data in some cases; again, especially when 

considering the limited size of the fraining set. The right kidney was landmarked and 

modeled. With only seven kidneys to train the model, the segmentation results of leave-

one-out testing are very good for two of the eight volumes. For three volumes, the 

segmentation is good in most areas but misses the boundary in some, generally the top 

and bottom ofthe kidney. For the remaining three volumes, the segmentation is not very 

successful but the model does move into the kidney region and fit the boundary in some 

areas. 

5.1 Synthetic Data: Kidneys 

Because the shape variations introduced in this data only involved compressing or 

expanding the shape in the individual dimensions, there are no translational or rotational 

variations. The mean shape provides a very well posed initial model position and the 

algorithm is not really challenged. In order to test the algorithm's ability to move the 

model into the correct position, the experiments described in this section all used a 

franslation ofthe mean as the initial model position. 

The results of four experiments will be described in this section. For each 

experimental set-up, the leave-one-out method was used to obtain a segmentation result 

for each of the 19 volumes. The following pertinent parameters were the same in all 

cases: 

• Length ofthe training profiles: 12 pixels in each direction; 

• Length ofthe testing profiles: 10 additional pixels in each direction; 

• Size ofthe shape envelope: +/- 3 standard deviations; 

• Stopping criteria: 100% of LPs moved < 1.25 pixels from previous iteration. 

Table 5.1 shows the parameter values that were varied in each of the four synthetic 

kidney experiments. 
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Table 5.1. Parameters of the four synthetic kidney experiments. 

Experiment 

1 

T 

3 

4 

Translation of initial model position 

X 

-8 

-8 

5 

5 

y 

-8 

-8 

5 

5 

z 

0 

0 

5 

5 

Profile type 

intensity 

derivative 

intensity 

intensity 

Noise? 

no 

no 

no 

yes 

5.1.1 Experiment 1 

The results of Experiment 1 (testing on sample 19) were used to demonstrate the 

development of 3D ASM in Chapter 4. This data is used again here to illustrate in more 

detail the fraining and search processes. In this experiment, the initial model position was 

a simple x-y shift ofthe mean and intensity profiles were used. 

Using the leave-one-out method, the model was trained using 18 samples and 

testing on the remaining sample. Each time a model was trained, more that 4,000 profiles 

were taken during GLM fraining. A covariance matrix of 672x672, as well as 672 

eigenvalue/eigenvector pairs, were calculated during SM training. The training process 

required approximately 4 minutes with an AMD Athlon XP 1800 processor. The next 8 

figures are results of training on volumes 1-18 and testing on volume 19. Figure 5.1 

shows examples ofthe GLM mean intensity profiles for nine ofthe LPs (LP numbers 20, 

40, 60, ..., 180). The SM consisted of eight modes that contained 98% or more ofthe 

shape variation. Figure 5.2 demonstrates the allowed shape variation for the first two 

modes. 
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Figure 5.1. Examples of mean training profiles for selected LPs in volume 19. 

Mode 1: -3 a Mode 1: mean shape Mode 1: +3 CT 

Mode 2: -3 CT Mode 2: mean shape Mode 2: +3 CT 

Figure 5.2. Examples of allowable shape variation for the first two modes. 
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With the franslated mean shape as the initial position of the LPs, they are first 

adjusted to fit die GLM. Figure 5.3 shows some examples ofthe fitting process during 

the first iteration. The blue line represents the profile taken from the test volume. The 

green line is die mean training profile placed so as to indicate the initial position of the 

LP. The red line is the fraining profile shifted to the new location of the LP. Plot (a) 

shows the LP moving to match an obvious intensity peak in the test profile. In plot (b), 

the LP is again moved to match an intensity peak, although the shapes of the profiles are 

not as similar. Because ofthe fixed length ofthe test profiles, an LP can only be moved a 

limited distance. Plot (c) shows that the LP has been moved as far as possible in the 

correct direction toward the peak. A case where an LP is not moved to an intensity edge 

that is clearly present in the testing profile is shown in plot (d). Figure 5.4 shows the 

profile comparison in this case at two of the positions along the testing profile, including 

scaling. The position in plot (a) seems to be a better indication of an edge, however, the 

position in plot (b) has a lower Mahalanobis distance (Equation 2.5) by 20%. This occurs 

because the profiles in (a), although clearly aligning the intensity edges, are not seen as 

similarly shaped. This problem does not occur again after the first iteration of the GLM 

fitting process. However, it illusfrates a common problem with the GLM fitting criteria. 

The output of GLM on the first iteration is shown in Figure 5.5. 
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LP #13 LP #15 

-20 -10 0 10 20 

(d) 

Figure 5.3. Examples ofthe GLM fitting process for several LPs in the first iteration. 

(a) (b) 

Figure 5.4. Two training/testing profile comparisons for LP #14. 
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Figure 5.5. Shape output of GLM on first iteration (two views). 

The LPs in Figure 5.5 are sent to the SM where the shape is first approximated by 

a member of the 8-dimensional model space and then the b parameters are adjusted, if 

necessary, to fall within the ± 3 CT of the mean. For this data, the shape variations were 

slight enough that the b parameters rarely required adjustment. Just the process of fitting 

a member of the model space to the GLM points provided the new, SM constrained, 

shape. Figure 5.6 and Figure 5.7 show the sequence of GLM-SM output shapes on two 

slices through the test volume, for four iterations. Note that approximate locations of LPs 

are marked in red. The green boundary is the boundary formed by the triangulation and 

is an approximation of the surface. Of interest is the tendency, seen in both of these 

views, for the SM to pull the shape back in the direction of the initial model position. 

After 3 to 4 iterations, this effect is negligible but the cause of it warrants some 

discussion, especially since it causes some different effects in other situations. 
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Initial position GLM, iteration 1 SM, iteration 1 

GLM, iteration 2 SM, iteration 2 GLM, iteration 3 

SM, iteration 3 GLM, iteration 4 SM, iteration 4 
Final shape 

Figure 5.6. Sequence of GLM-SM outputs for four iterations - x-y plane, slice 64. 
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Initial position GLM, iteration 1 

GLM, iteration 2 SM, iteration 2 

SM, iteration 1 

GLM, iteration 3 

SM, iteration 3 GLM, iteration 4 SM, iteration 4 
Final shape 

Figure 5.7. Sequence of GLM-SM outputs for four iterations - x-z plane, slice 64. 
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The apparent cause of the SM shifting toward the initial model position is the 

uneven distribution of points that occurs when the model and the object are not 

concentric and thus the normals map the LPs unevenly onto the object (Figure 5.8). In 

this case, the points are concentrated on the side ofthe object toward the initial position. 

This is acmally evident in Figure 5.5. The result is mainly that the centroid (mean) ofthe 

shape is now also shifted which causes the SM to retiam a shape that is shifted, to a lesser 

degree, in the original direction. The effect is lessened with each iteration. In theory, this 

will also happen with 2D models; however, it may be more noticeable in the 3D 

implementation of ASM because it is magnified by the increased number of LPs. 

Figure 5.8. Example of uneven distribution when mapping LPs from a model (red) onto 
an object (blue). 

The final model position in Figure 5.6 and Figure 5.7 suggests that the synthetic 

kidney in volume 19 was successfully segmented. This is supported by Figure 5.9 that 

shows the segmentation result for several of the axial slices throughout the volume. In 

order to quantify these results, the locations of the LPs in the model are compared to the 

locations of the training LPs that were placed in the test volume during the landmarking 

process (i.e., the truth data). Table 5.2 shows the results of averaging these distances (or 

errors) over all LPs. Note that, on average, the LPs begin 11.5 pixels from the correct 

position but are 1.4 pixels away after 4 to 6 iterations. Overall, 95.5% ofthe LPs are 

within 3 pixels ofthe desired location and 98.0%) within 4 pixels. Figure 5.10 is a plot of 

mean distance for each test volume versus iteration number (iteration zero being the 

initial model position). These values, as well as visual inspection of the segmentation 
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results, indicate that the 3D ASM algorithm can successfully segment the object of 

interest for this data set. A notable exception occurs with volume 10 (highlighted in 

Table 5.2), where the final mean distance is twice that ofthe average and only 56.3% of 

die LPs fall within 3 pixels ofthe desired location. Although, visually, the segmentation 

is successful, the LPs fall far from the truth LPs. The proposed cause of this is discussed 

next. 

Slice 15 Slice 41 Slice 67 Slice 93 Slice 118 

Figure 5.9. Final model position on selected axial slices. (Total number of shces: 128) 

Table 5.2 

Test 
Volume 

# 
1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 

Mean> 

. Results of testing on each ofthe 19 volumes for Experiment 1. 

Initial Position 
Mean 

Distance 
11.1 
11.1 
11.2 
11.5 
11.4 
11.6 
11.9 
11.4 
11.8 
12.2 
11.5 
11.8 
12.5 
11.3 
11.2 
11.3 
11.3 
11.2 
11.1 
11.5 

Standard 
Deviation 

0.5 
0.5 
0.6 
0.6 
0.5 
0.6 
0.7 
0.6 
0.7 
1.0 
0.6 
0.7 
1.0 
0.7 
1.1 
1.6 
0.8 
1.3 
1.6 
0.8 

#of 
iterations 

4 
4 
4 
4 
4 
4 
5 
4 
5 
4 
4 
5 
6 
4 
4 
4 
4 
4 
4 

4.3 

Final Position 
Mean 

Distance 
1.1 
1.0 
1.1 
1.4 
1.3 
1.5 
1.7 
1.3 
1.9 
2.8 
1.3 
1.1 
1.4 
1.1 
1.2 
1.4 
1.1 
1.2 
1.5 
1.4 

Standard 
Deviation 

0.6 
0.5 
0.6 
0.7 
0.7 
0.9 
0.9 
0.7 
1.0 
1.4 
0.6 
0.5 
0.8 
0.7 
0.7 
0.7 
0.7 
0.7 
0.7 
0.7 

% < 3 
pixels 
98.7 
99.1 
98.7 
97.8 
98.7 
98.2 
96.9 
98.7 
84.4 
56.3 
98.7 
100.0 
97.3 
98.7 
98.7 
98.2 
98.7 
98.7 
98.7 
95.5 

% < 4 
pixels 
99.6 
99.6 
98.7 
98.7 
99.1 
98.7 
98.7 
98.7 
98.7 
79.5 
99.6 
100.0 
99.1 
98.7 
98.7 
99.6 
98.7 
98.7 
98.7 
98.0 

70 



2 3 4 
Iteration # 

Figure 5.10. Mean distance of all LPs from truth for each of the 19 volumes versus 
iteration number. 

The reason for the large error in LP location in volume 10 can be see in Figure 

5.11 where the triangulated surface obtained from the truth LP set is in blue and the final 

position of the LPs segmenting the object are in red. Notice that the red points 

correspond well to the vertices of the triangulation in the middle of the kidney but are 

shifted away from the ends near the top or bottom. The points still provide a reasonable 

segmentation, and the shape is allowed by the model, however their distribution is not 

consistent with the truth points. Again, the apparent cause was that the model and the 

object were not concentric and the GLM normals mapped the LPs unevenly onto the 

object. During the deformations ofthe kidney model that were performed to generate the 

data set, the kidney in volume 10 was increased in size by 15% (the largest amount in the 

training set) in the z-direction (i.e., stretched in length), thus, the initial model shape 

(mean shape) was shorter than the object. In moving the LPs along the normal profiles, 

they are redistributed such that they are shifted away from the ends (as seen in Figure 

5.11). Figure 5.12 verifies that the LPs are less accurate for z values at the top and 

bottom ofthe object and Figure 5.13 verifies that the points err in the positive z direction 

at the bottom and in the negative z direction at the top. An increased error is also noticed 

in volume 9 where the object was stretched by 10%. The opposite effect (shifting toward 
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the ends) was verified in volume 13 which is a case where the object was decreased in 

the z-direction by 15%. The deformation in this direction, however, does not noticeably 

increase the final error. 

Figure 5.11. Comparison ofthe triangulated truth data (blue) with the ASM obtained 
shape (red points). 
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Figure 5.12. Distance from truth for each LP versus z for volume 10. 
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Figure 5.13. For all LPs, the position in z versus the shift ofthe LP in the z-direction 
from where the training LP was placed. 

5.1.2 Experiment 2 

In the second experiment, derivative intensity profiles were used. Otherwise, all 

parameters were kept the same. Figure 5.14 shows some examples ofthe fitting process 

during the first iteration with the derivative profiles. Again, the blue line represents the 

profile taken from the test volume. The green line is the mean training profile at the 

initial position ofthe LP and the red line is the training profile shifted to the new location 

ofthe LP. Plot (a) shows the LP moving to an obvious match in the test profile. In plot 

(b), the LP is again moved to a likely edge, although the profile is noisier. Plot (c) shows 

that the LP has been moved as far as possible in the correct direction toward an edge at 

the end of the test profile. In plot (d), although an edge is difficult to distinguish, the 

algorithm failed to make the best choice, hi the second iteration of GLM, all LPs were 

moved to the most obvious edge in the test profiles. Table 5.3 verifies that the results of 

the leave-one-out testing are very similar to the results in Experiment 1. Again, the 

segmentations of volumes 9 and 10 had the most error although they appeared visually 

correct. 
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LP#113 

Figure 5.14. Examples ofthe GLM fitting process for several LPs in the first iteration. 

Table 5.3. Results of testing on each ofthe 19 volumes for Experiment 2. 

Test 
Volume 

# 
1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 

Mean> 

Initial Position 
Mean 

Distance 
11.1 
11.1 
11.2 
11.5 
11.4 
11.6 
11.9 
11.4 
11.8 
12.2 
11.5 
11.8 
12.5 
11.3 
11.2 
11.3 
11.3 
11.2 
11.1 
11.5 

Standard 
Deviation 

0.5 
0.5 
0.6 
0.6 
0.5 
0.6 
0.7 
0.6 
0.7 
1.0 
0.6 
0.7 
1.0 
0.7 
1.1 
1.6 
0.8 
1.3 
1.6 
0.8 

#of 
iterations 

4 
4 
4 
5 
5 
5 
5 
4 
4 
5 
4 
5 
6 
4 
4 
5 
5 
5 
5 

4.6 

Final Position 
Mean 

Distance 
1.1 
1.0 
1.2 
1.3 
1.2 
1.5 
1.8 
1.4 
2.3 
2.5 
1.3 
1.1 
1.5 
1.1 
1.2 
1.3 
1.0 
1.3 
1.5 
1.4 

Standard 
Deviation 

0.6 
0.5 
0.6 
0.7 
0.7 
0.9 
0.9 
0.7 
1.2 
1.4 
0.6 
0.5 
0.8 
0.7 
0.7 
0.6 
0.6 
0.7 
0.7 
0.7 

% < 3 
pixels 
98.7 
99.1 
98.7 
97.8 
99.1 
98.2 
95.1 
98.7 
69.6 
64.3 
98.7 
100.0 
96.9 
98.7 
98.7 
98.7 
98.7 
98.7 
98.2 
95.1 

% < 4 
pixels 
99.6 
99.6 
99.1 
99.6 
99.1 
99.1 
99.1 
99.1 
92.0 
84.4 
98.7 
100.0 
99.1 
98.7 
98.7 
99.6 
98.7 
99.1 
99.1 
98.0 
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5.1.3 Experiment 3 

In the third experiment, the translational shift of the initial model position 

included a shift in the z-direction. This shift was 5 pixels in each direction and intensity 

profiles were used. The stopping criterion was met in 4 to 7 iterations. Just as in 

Experiment 1, GLM fits the object well but SM pulls the model back towards its initial 

position. The movement in the x and y dimensions subsides after 3 to 4 iterations, 

however, a distinct shift in the z direction remains. Because of this, the overall results of 

the leave-one-out process are not as good in this case (see Table 5.4.), with an average 

final distance to the truth points of 3.4 pixels (as compared to 1.4 in Experiment 1). 

Figure 5.15 shows the initial model position as well as the GLM and SM shapes during 

the last (fourth) iteration for volume 19. The z shift is hard to detect visually on this 

slice. However, the mean magnimde of error for each dimension is 

X -^ 0.73 pixels y -^ 0.85 pixels z -^ 3.39 pixels 

verifying the majority of the error is in the z dimension. The persistence of the z shift is 

believed to be due to the fact that the object is roughly cylindrical resulting in mostiy 

horizontal profiles which do not allow for significant movement in the z direction for 

most of the LPs. In fact, when allowed to iterate many times, the segmentation does 

evenmally converge to the ti-uth LPs in all three dimensions to within 1.3 pixels. Figure 

5.16 shows a plot of error versus the 40 iterations for each dimension (testing again on 

volume 19). Notice that all three lines start at approximately 5, the initial franslation of 

the model. The vertical black line indicates the fomfri iteration where the stopping 

criterion was met. After 40 iterations, the mean error is 2.2 pixels and 86.2%) of LPs are 

within 3 pixels ofthe truth LPs - improved from a mean error of 3.7 pixels and 18.8%o at 

4 iterations for that volume. The improved error is illustrated in Figure 5.17 with a plot 

ofthe error for each LP after 4 iterations (blue x's) and after 40 iterations (red dots). A 

black horizontal line indicates the 3 pixel mark. 
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Table 5.4. Resufts of testing on each ofthe 19 volumes for Experiment 3. 

Test 
Volume 

# 
1 
T 

3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 

Mean> 

Initial Position 
Mean 

Distance 
8.8 
9.0 
9.1 
9.2 
8.7 
8.8 
8.9 
8.7 
9.0 
9.3 
9.0 
8.9 
9.4 
8.8 
8.9 
8.8 
8.7 
8.8 
8.9 
8.9 

Standard 
Deviation 

0.4 
0.5 
0.6 
0.7 
0.5 
0.6 
0.6 
0.7 
1.4 
1.9 
0.8 
1.3 
2.1 
0.6 
0.9 
1.4 
0.7 
1.1 
1.4 
1.0 

#of 
iterations 

5 
4 
5 
4 
5 
7 
5 
4 
6 
4 
4 
5 
5 
4 
5 
5 
5 
4 
4 

4.7 

Final Position 
Mean 

Distance 
3.2 
3.6 
3.4 
3.8 
3.2 
2.8 
3.3 
3.6 
3.3 
3.8 
3.9 
3.2 
3.4 
3.5 
3.3 
3.3 
3.2 
3.5 
3.7 
3.4 

Standard 
Deviation 

0.5 
0.6 
0.6 
0.5 
0.7 
1.0 
1.0 
0.9 
1.6 
2.3 
0.6 
0.8 
1.4 
0.6 
0.7 
0.6 
0.7 
0.7 
0.7 
0.9 

% < 3 
pixels 
38.8 
16.1 
30.4 
1.3 

38.4 
58.0 
37.5 
29.9 
45.5 
42.9 
7.6 

43.3 
43.3 
25.4 
36.2 
34.8 
41.5 

21.4 
18.8 
32.2 

% < 4 
pixels 
98.2 
75.9 
88.8 
74.1 
88.4 
96.4 
78.1 
68.3 
64.7 
55.8 
62.5 
83.5 
64.7 
77.7 
83.9 
90.6 
88.8 
78.6 
69.2 
78.3 
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Initial position GLM, iteration 4 SM, iteration 4 

Figure 5.15. Segmentation results on axial slice 64 (first row) and x-z plane slice 73 
(second row). 

Q 2 

Figure 5.16. Error in each dimension for 40 iterations, (x in blue, y in green, z in red) 
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Figure 5.17. Error versus LP number for 4 iterations (blue x's) and 40 iterations (red 
dots). 

5.1.4 Experiment 4 

In the fourth experiment, the translational shift of the initial model position was 

again 5 pixels in each direction and intensity profiles were used. Uniformly distributed 

random noise (with values between 0 and 100) was added to the image volumes (with 

intensity values between 0 and 255) before training in order to test the GLM's ability to 

perform under less perfect conditions. On average, the signal-to-noise ratio of a noisy 

volume, / , as compared to the corresponding original volume,/ was 0.70 where 

XZE/(-'>''-)' 
SNR = 

Z Z Z [/(̂ ' y^ ̂ ) ~ /(^' y^ ̂ \ 
X y z 

The stopping criterion was met in 4 to 7 iterations. The overall results of the leave-one-

out process are very similar to the previous experiment (Table 5.5). The average final 

distance to the truth points was 3.4 pixels (the same as the previous experiment with no 

noise) and 32.6%o ofthe LPs fall within 3 pixels (as compared to 32.2%). 
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Table 5.5. Results of testing on each ofthe 19 volumes for Experiment 4. 

Test 
Volume 

# 
1 
2 

3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 

Mean> 

Initial Position 
Mean 

Distance 
8.8 
9.0 
9.1 
9.2 
8.7 
8.8 
8.9 
8.7 
9.0 
9.3 
9.0 
8.9 
9.4 
8.8 
8.9 
8.8 
8.7 
8.8 
8.9 
8.9 

Standard 
Deviation 

0.4 
0.5 
0.6 
0.7 
0.5 
0.6 
0.6 
0.7 
1.4 
1.9 
0.8 
1.3 
2.1 
0.6 
0.9 
1.4 
0.7 
1.1 
1.4 
1.0 

#of 
iterations 

4 
6 
4 
4 
6 
7 
6 
5 
5 
5 
4 
5 
6 
5 
4 
5 
4 
5 
5 

5.0 

Final Position 
Mean 

Distance 
3.4 
3.1 
3.6 
3.7 
2.9 
2.9 
3.1 
3.3 
3.5 
3.5 
3.9 
3.3 
3.4 
3.2 
3.6 
3.3 
3.5 
3.4 
3.4 
3.4 

Standard 
Deviation 

0.5 
0.6 
0.5 
0.5 
0.9 
1.0 
1.0 
0.9 
1.7 
2.0 
0.6 
0.8 
1.4 
0.6 
0.6 
0.7 
0.6 
0.7 
0.7 
0.9 

% < 3 
pixels 
21.4 
42.9 
8.9 
2.7 
55.8 
57.1 
45.5 
39.7 
42.9 
45.5 
7.1 

38.4 
45.1 
39.3 
19.6 
35.3 
17.9 
25.0 
29.9 
32.6 

% < 4 
pixels 
90.2 
98.2 
79.5 
72.8 
94.6 
97.3 
84.4 
78.1 
60.7 
58.9 
59.4 
80.8 
67.0 
92.9 
71.9 
85.3 
80.8 
83.9 
82.1 
79.9 

The resufts of testing on volume 19 are the subject of the following, more 

detailed, discussion ofthe algorithm's performance. Figure 5.18 shows example results 

of the GLM fitting process. Plot (a) shows a simple case of the GLM fitting the test 

profile well and plot (b) shows a more challenging case were the GLM stiH performs 

well. Plot (c) and plot (d) present examples of very challenging test profiles. In the first 

case, it seems that the GLM should have fit the profile better but, in the second case, it 

would be hard to even manually determine the best fit. By visual inspection, 

approximately 95%) of the new LP positions could be considered correct in the first 

iteration with 100%o correct by the final (fifth) iteration. The GLM fitting algorithm 

performs comparably even in the presence of noise. 
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005 
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(c) (d) 

Figure 5.18. Examples ofthe GLM fitting process for several LPs in the first iteration. 

The mean magnitude of error for each dimension after 5 iterations was 

x ^ 0.79 pixels y ^^ 0.85 pixels z ^^ 3.09 pixels 

demonstrating the same difficulty in overcoming the z shift that was seen in Experiment 

3. Testing whether the results would again improve with many iterations, the model was 

allowed to iterate 40 times. After 40 iterations, the mean error is 2.2 pixels (within 1.2 in 

each dimension) and 87.1% of LPs are within 3 pixels ofthe truth LPs, improved from a 

mean error of 3.4 pixels and 29.9% at 5 iterations for that volume. These results are 

again comparable to the non-noisy experiment where the mean error was also 2.2 pixels 

and 86.2%) of the LPs were within 3 pixels after 40 iterations. This again indicates that 

the z shift can be overcome with many iterations. Figure 5.19 shows three views ofthe 

final segmentation of volume 19 after the 40 iterations. 
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xy view, slice 55 xz view, slice 68 yz view, slice 48 

Figure 5.19. Segmentation result for Experiment 4 with 40 iterations on volume 19. 

5.2 Mouse CT Data: Skulls 

The landmarking process for this data, described in Section 3.4.2, resulted in nine 

fraining volumes. With 532 LPs each, this training set is the most densely landmarked 

with an average distance of 5.1 pixels between LPs. Leave-one-out testing was 

performed on the set with the following parameters: 

• Length ofthe training profiles: 10 pixels in each direction; 

• Length ofthe testing profiles: 10 additional pixels in each direction; 

• Size ofthe shape envelope: +/- 3 standard deviations; 

• Stopping criteria: 100% of LPs moved < 1.25 pixels from previous iteration. 

As with the synthetic data, more that 4,000 profiles were sampled for each model that 

was trained. However, a much larger covariance matrix of 1596x1596, as well as 1596 

eigenvalue/eigenvector pairs, were calculated during SM training. The training process 

required approximately 5 minutes with an AMD Athlon XP 1800 processor. The SMs 

consisted of 7 modes that contained 98%) or more of the shape variation. Figure 5.20 

demonstrates the allowed shape variation for the first two modes when leaving out 

81 



volume 5 (the view is of the top of the skull, nose down). Figure 5.21 shows some 

examples of profiles taken from the volume during training. 

Mode 1: -3 CT Mode 1: mean shape Mode 1: +3 CT 

Mode 2: -3 CT Mode 2: mean shape Mode 2:-H3 CT 

Figure 5.20. Allowable shape variation in modes 1 and 2 ofthe model buih for testing on 

volume 5. 
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Training profiles LP *30 

(a) 

(c) 

(b) 

Training profiles LP #400 

(d) 

8 10 

Figure 5.21. Examples ofthe training profiles for skull volumes, (a) Profile taken from 
volume 5 at LP #30; (b) all training profiles for LP #30 with the mean profile in red; (c) 
profile taken from volume 5 at LP #400; (d) all training profiles for LP #400 with the 
mean profile in red. 

Once the model was built, the search process took approximately 30 seconds per 

iteration. Table 5.6 shows the resufts of the leave-one-out testing. Overall, the initial 

mean error of 9.0 pixels is improved to 4.2 in 4 to 12 iterations and 83.0% ofthe LPs fall 

within 6 pixels of the truth points. For four of the volumes (5, 6, 7, and 9), more than 

80%o fall within 5 pixels. These volumes also have the lowest mean errors. Two volumes 
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(2 and 8) were not segmented as successfiilly, with mean errors of 2 to 3 pixels more than 

the others. Figure 5.22 shows how the error decreases with iteration for each of the 

volumes. Note that the error at each iteration ofthe GLM fit is shown at the half iteration 

marks. Horizontal lines mark the initial mean error (9.0) and the final mean error (4.2). 

Table 5.6. Results of mouse skull segmentation using stopping criteria. 

Test 
Volume 

# 
1 
2 
3 
4 
5 
6 
7 
8 
9 

Mean> 

Initial Position 
Mean 

Distance 
8.4 
11.6 
6.2 
10.1 
12.4 
7.6 
6.7 
13.8 
4.5 
9.0 

Standard 
Deviation 

2.0 
3.8 
1.0 
2.0 
1.2 
2.2 
1.4 
1.1 
1.3 
1.8 

#of 
iterations 

5 
7 
6 
5 
11 
4 
4 
12 
4 
6 

Final Position 
Mean 

Distance 
4.2 
6.1 
4.0 
4.6 
3.6 
3.4 
3.4 
5.3 
3.4 
4.2 

Standard 
Deviation 

1.8 
2.6 
1.8 
1.9 
1.5 
2.1 
1.6 
2.2 
1.3 
1.9 

% < 6 
pixels 
87.6 
53.9 
84.0 
75.9 
94.5 
93.0 
94.7 
67.3 
95.7 
83.0 

% < 5 
pixels 
75.4 
37.6 
71.1 
57.9 
83.3 
84.6 
85.7 
50.9 
90.6 
70.8 

6 
Iteration # 

Figure 5.22. Error versus iteration for all 9 volumes. Horizontal lines indicate the initial 
mean error (9.0) and the final mean error (4.3). 
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Volume 5 was chosen for demonstration here because the segmentation results are 

above average, as seen in Table 5.6, despite the fact that the initial position ofthe model 

gave the algorithm more of a challenge. Figure 5.23 and Figure 5.24 show the initial and 

final positions of the model for a few of the axial and sagittal slices, respectively. For 

this volume, the error was reduced from 12.4 pixels to 3.6 pixels and 94.5% ofthe LPs 

moved to within 6 pixels of the desired location. The algorithm does a good job of 

moving the model into position and deforming to fit the previously unseen shape. Keep 

in mind that only the red points indicate approximate LP locations. The green lines 

indicating the triangulated surface can sometimes be misleading. In some areas, 

especially toward the ends of the skull, the model falls short of the edges, indicating that 

the SM either has not captured that shape variation or it is not being allowed to deform 

enough to fit those features. Visually, the segmentation of the other volumes, with the 

exception of 2 and 8, are similar. 
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Axial slice 40, initial position 

Axial slice 70, initial position 

Axial slice 40, final position (11 iterations) 

Axial slice 70, final position 

Axial slice 100, initial position Axial slice 100, fmal position 

Figure 5.23. Initial model position and final segmentation of volume 5 shown on three 

axial slices. 
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Sagittal slice 55, initial position Sagittal slice 55, fmal position (11 iterations) 

Sagittal slice 80, initial position Sagittal slice 80, final position 

Sagittal slice 105, initial position Sagittal slice i 05. fma! posiuon 

Figure 5.24. Initial model position and final segmentation of volume 5 shown on three 
sagittal slices. 
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The model was the least successful at segmenting volume 2. The initial error of 

11.6 was reduced to 6.1 which moved the model into generally the right position, 

however, it failed to deform sufficiently to fit the object well and only 53.9%o ofthe LPs 

moved to within 6 pixels of the desired location. Given the limited number of sample 

objects available to the model, it is not surprising to encounter an instance which the 

model cannot segment well. 

(a) (b) 

Figure 5.25. Example slices from volume 2, the least successful segmentation, (a) axial 
slice 69, (b) coronal slice 77. 

A second leave-one-out test was run in which the model was allowed to iterate 50 

times on each volume. The mean error decreased for 4 of the volumes (by 0.6 to 1.3 

pixels) and increased for 3 ofthe volumes (by 0.3 to 1.4 pixels). Volume 8 saw the only 

significant change with the error decreasing from 5.9 to 3.2 pixels. Visually, the 

segmentation is much improved and comparable to the best results in the previous test. 

Figure 5.26 summarizes the results with a plot of error versus iteration number for all of 

the volumes. Notice the oscillations where SM decreases the error and GLM increases it. 
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Figure 5.26. Error versus iteration number for all 9 skull volumes for 50 iterations. 

5.2.1 A Closer Look at Volume 2 

In order to further examine the performance of 3D ASM on this data set, this 

section looks more closely at the segmentation results of volume 2. During the previous 

leave-one-out test, volumes 2 and 8 were not segmented as well as the others. In both 

cases, the model successfiilly segmented the skull in some areas but not in others. The 

segmentation of volume 8 improved significantly when the model was allowed to iterate 

many times but this did not happen for volume 2. Figure 5.25 demonstrates the poor 

results of this first segmentation of volume 2 on an axial and a coronal slice. The 

following experimentation was done to investigate the cause of this failure. 

The initial segmentation was used to verify the region of the object in which the 

model was not deforming properly. Figure 5.27 shows the triangulated surface of the 

skull in volume 2 obtained from the training LPs for that volume. The red points in the 

plot indicate the locations of the model points that are greater than 8 pixels from the 

desired location. This verifies that the model has failed to deform correctly in an area on 

the left side ofthe skull. This is consistent with the segmentation shown in Figure 5.25. 

(Due to the orientation ofthe slices, the left side ofthe skull appears on the right in each 

ofthe image slices.) 
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Figure 5.27. Surface plot ofthe skull in volume 2 as approximated by the training LPs. 
The red points indicate the locations of the model points that are greater than 8 pixels 
from the truth LPs. 

The following steps were taken to isolate the cause of the poor segmentation 

results. 

5.2.1.1 Determine if the desired shape is actually an allowable shape. The 

training shape vector for volume 2 was mapped into the original image volume space and 

then constrained by SM. The b parameters of the shape in PCA space were well within 

the limits ofthe shape envelope (Figure 5.28). The instance ofthe model obtained from 

these b parameter values segments the skull in volume 2 well (Figure 5.29). Thus, the 

model is capable of deforming to fit the desired shape. 
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Figure 5.28. The b parameters ofthe training shape for volume 2. 

(a) (b) 

Figure 5.29. Segmentation by the SM-constrained training shape from volume 2 
demonstrates that the model can deform to fit the shape, (a) axial slice 69, (b) coronal 
slice 77. 

5.2.1.2 Determine if the edges are found by the profiles. Since the target shape is 

allowable, it stands to reason that the GLM is not performing properly. Figure 5.30 

shows the position of the model after the last iteration of GLM fitting. These views 

confirm that no LPs are moved to edges within the region in question. Figure 5.31 gives 

an example of this for LP 277 which falls in this region. The test profile, as it is sampled 

in the image volume, is shown in Figure 5.31(a). The red dot indicates the initial location 

ofthe LP and the magenta dot indicates the new location. Figure 5.31(b) shows the test 
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profile (blue), the training profile in its initial location (green), and the training profile in 

the new location (red). Cleariy, the LP has not been moved to the correct position. 

Figure 5.31(c) and (d) show the profiles in the way they are actually compared (including 

normalization) at two positions during GLM fitting (test profile in blue). Although 

position 6 appears to be a better fit, the Mahalanobis distance is less in position 21 and 

the LP is moved away from the edge. The same type of result was verified for other LPs 

in this region. 

In summary, it seems that the reason for the poor performance of the 3D ASM 

algorithm on volume 2 is that the LPs are never drawn into a certain region on the left 

side of the skull. From experience, missed edges during GLM fitting are common but 

appear to be random occurrences and are not repeated in each iteration. In this case 

however, the LPs in this region are repeatedly mis-positioned toward the interior of the 

object and, thus, the model is never prompted to deform into this area. It is unclear why 

this occurs in this case. The GLM theory of ASM is known to be problematic and 

extensive research could go into investigating its behavior. 

^^^^^^Hl 
^̂ ^̂ •̂1 

M m\ 

m '%% • 4 . -̂..: %M 
(a) (b) (c) 

Figure 5.30. Position ofthe model after the last iteration of GLM; (a) axial, (b) coronal, 
and (c) sagittal views. (The magenta, green, and yellow lines indicate the intersections of 
the axial, coronal, and sagittal planes, respectively.) 
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LP #277 

(a) 

Position 6 of 21, Distance = 327,0808 

10 0 10 20 

(b) 

Position 21 of 21, Distance = 257.2524 

005 

0.08 

0.06 

0.04 

0,02 

0 
0 10 15 20 

(C) (d) 

Figure 5.31. Example of GLM failing to find an edge, (a) The test profile in the volume 
(red dot indicates the initial location of the LP, magenta dot indicates where GLM will 
move it to), (b) Test profile (blue), training profile in initial location (green), and training 
profile in the new location (red), (c) and (d) show the profiles as they are compared 
(including normalization) at two positions during GLM fitting (test profile in blue). 

5.3 Mouse CT Data: Kidneys 

The landmarking process for this data, described in Section 3.4.2, resulted in eight 

training volumes. This training set is landmarked with 240 LPs per volume with an 

average separation of 6.8 pixels. Leave-one-out testing was performed on the set with the 

following parameters: 

• Length ofthe training profiles: 12 pixels in each direction; 

• Length ofthe testing profiles: 10 additional pixels in each direction; 

• Size ofthe shape envelope: +/- 3 standard deviations; 

• Stopping criteria: 100%) of LPs moved < 1.25 pixels from previous iteration. 

93 



For this data set, 1680 profiles were sampled for each model that was trained. A 

covariance matrix of 720x720, as well as 720 eigenvalue/eigenvector pairs, were 

calculated during SM training. The training process required approximately 2 minutes 

with an AMD Athlon XP 1800 processor. The SMs consisted of 6 modes that contained 

98% or more of the shape variation. Figure 5.32 demonstrates the allowed shape 

vanation for the first two modes when leaving out volume 5. Figure 5.33 shows some 

examples of profiles taken from the volume during training. 

Mode 1: -3 CT Mode 1: mean shape Mode 1: +3 CT 

Mode 2: -3 CT Mode 2: mean shape Mode 2: -H3 CT 

Figure 5.32. Allowable shape variation in modes 1 and 2 ofthe model built for testing on 
volume 5. 

94 



Training profiles LP #12 

(a) 

(c) 

01 

0 08 

0 06 

E 0 04v 

0 02 • 

0 
Profile position 

(b) 

Training profiles LP *SB 

10 

-5 0 
Profile position 

(d) 

Figure 5.33. Examples ofthe training profiles for kidney volumes, (a) Profile taken from 
volume 5 at LP #12; (b) all training profiles for LP #12 with the mean profile in red; (c) 
profile taken from volume 5 at LP #96; (d) all training profiles for LP #96 with the mean 
profile in red. 

Once the model was built, the search process took approximately 20 seconds per 

iteration. Table 5.7 shows the results of the leave-one-out testing. Overall, the initial 

mean error of 13.9 pixels is improved to 7.7 in an average of 10 iterations. Volumes 4 

and 5 provided the best results with 95.0%) and 96.3% ofthe LPs within 6 pixels ofthe 

truth points, respectively. For three ofthe volumes (2, 3, and 8), the results are visually 

good with the exception of the boundary missing the edge of the kidney slightly in some 

areas. Although the values in Table 5.7 indicate a poor segmentation in these cases, 
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visualization reveals that the LPs tend to lie very close to the surface of the kidney. 

Three volumes (1, 6, and 7) were not segmented as successfially. In these cases, the 

model is successfully moved to the kidney region but fails to find the boundary, 

especially near the top and bottom ofthe kidney where the edges are most faint. 

Table 5.7 

Test 
Volume 

# 
1 
2 

3 
4 
5 
6 
7 
8 

Mean> 

. Results of mouse kidney segmentation using stopping criteria 

Initial Position 
Mean 

Distance 
16.0 
5.6 
10.6 
9.1 
10.1 
17.1 
21.2 
21.3 
13.9 

Standard 
Deviation 

4.8 
1.6 
3.7 
1.9 
2.3 
2.3 
3.9 
4.7 
3.2 

#of 
iterations 

8 
3 
3 
5 
8 
12 
16 
25 

10.0 

Final Position 
Mean 

Distance 
12.7 
5.2 
9.7 
3.7 
4.0 
9.2 
9.8 
7.2 
7.7 

Standard 
Deviation 

5.9 
1.8 
2.8 
1.3 
1.3 
2.5 
3.5 
2.8 
2.7 

% < 6 
pixels 
15.8 
65.0 
10.0 
95.0 
96.3 
9.2 
14.2 
34.6 
42.5 

% < 5 
pixels 

8.8 
40.4 
6.3 
87.5 
80.4 
0.4 
8.8 
24.2 
32.1 

Volume 5 is shown here to demonstrate the most successful segmentation result. 

Figure 5.34 and Figure 5.35 show the initial and final positions ofthe model for a few of 

the axial and sagittal slices, respectively. For this volume, the error was reduced from 

10.1 pixels to 4.0 pixels and 96.3%) ofthe LPs moved to within 6 pixels ofthe desired 

location. The algorithm does a good job of fitting the object well in all areas. 
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Axial slice 43, initial position 

Axial slice 75, initial position 

Axial slice 43, final position (8 iterations) 

Axial slice 75, final position 

Axial slice 96, initial position Axial slice 96, fmal position 

Figure 5.34. Initial model position and final segmentation of volume 5 shown on three 
axial slices. 
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Sagittal slice 57, initial position 

Sagittal slice 72, initial position 

Sagittal slice 89, initial position 

Sagittal slice 57, final position (8 iterations) 

Sagittal slice 72, final position 

• • ' - ' • ^ 

Sagittal slice 89, final position 

Figure 5.35. Initial model position and final segmentation of volume 5 shown on three 
sagittal slices. 

5.3.1 Problematic GLM Fitting 

A persistent problem with 2D ASM is frequent errors in the GLM fitting process. 

The errors can be due to several problematic situations that were noticed to occur in the 

3D algorithm as well. Figure 5.36 to Figure 5.38 show examples of these situations. In 

Figure 5.36, an edge has been captured in the training profile (red) but in the test profile 

(blue) an edge is not very clear and the best fit is found to be outside the kidney region 
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(shown on the image, the LP is to moved from the red point to the magenta point). 

Therefore, this is an example of an edge that is too faint to be detected during GLM 

fitting. Figure 5.37 demonstrates the opposite problem. Here, an edge is detectable in 

die test profile (blue) but a clear edge was not captured during training as apparent by a 

rather flat training profile (red). This is due to frequentiy faint or missing edges at the 

location of this LP across the training set. Because the training profile is flat, the LP is 

moved to a flat region within the kidney (magenta point is the new location). Figure 5.38 

demonsfrates a case of the test profile not being long enough for the LP to be moved into 

the proper position. Even though an edge can be seen in both the training and testing 

profiles, the LP can only be moved by as many additional pixels as are in the test profile 

versus the training profile. Sometimes this problem persists for many iterations, 

preventing the LP from ever moving to the edge ofthe object. However, the addition of a 

multi-resolution search would alleviate this problem in most cases (Section 6.3.2). 

In summary, along with extending the strengths of ASM to 3D, the weaknesses 

have been extended as well. In particular, this includes problems with GLM fitting as 

discussed here. Future research into improving the robustness of this part of the ASM 

algorithm will benefit 2D ASM as well as the 3D version. 

LP #10, Iterations 

Figure 5.36. Example from volume 1 in which the edge ofthe kidney is too faint within 
the test volume to be detected in the GLM fitting process. 
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Figure 5.37. Example from volume 1 in which the edge ofthe kidney is apparent in the 
test profile (blue) but a clear edge was not captured in the model as indicated by a flat 
fraining profile (red). 

LP #16, Iterations 

Figure 5.38. Example from volume 1 in which the test profile is not long enough for the 
LP to be moved to the edge ofthe kidney. 
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CHAPTER 6 

CONCLUSIONS AND FUTURE WORK 

This chapter summarizes the complete extension of ASM to 3D and the resulting 

algorithm's segmentation performance. The contribution of this work to the field of 

image processing is discussed as well as the opportunities for fiiture research based on 

this work. 

6.1 Summary 

The success of ASM for 2D segmentation and the potential benefit of volumetric 

segmentation motivated the development of a 3D version of ASM. The process of 

implementing the algorithm revealed the need for the development of new methodologies 

in several areas. The necessary methodologies have been developed, implemented, and 

tested on multiple data sets with good initial results. 

The most challenging task, which was preliminary to all other development, was 

the method of acquiring the necessary landmarked training set. Volumetric landmarking 

proved to be a difficult and cumbersome task, as evidenced by other work in this area. 

Our approach is novel in that object orientation is established prior to any segmentation 

of the training objects, thus, subsequent segmentation of the oriented object directiy 

produces corresponding LPs. Orientation involves asking a user to identify features that 

are used to establish a coordinate system relative to the object so that all members ofthe 

fraining set are oriented in the same way. The result of this process is a new set of image 

volumes consisting of corresponding slices taken from the original volumes. 

Landmarking is then performed on these corresponding slices just as it is when building 

2D training sets. Software tools were designed and implemented to streamline this task, 

including an interface for semi-automatic LP placement via 2D ASM. The technique 

seeks to ensure the accuracy of the resulting training set by integrating user knowledge 

throughout the process and allowing intervention at any point. Because 3D model 
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fraining is unavoidably user intensive, the goal of this approach was to streamline the 

process by making it systematic and providing effective tools to the user. 

The subsequent extension of the remaining fraining and search components, 

although detailed, follows previous 2D ASM theory. All fiinctions within the 

implementation required updating to handle the additional variable. Where training 

shapes are represented as vectors, the methodology is unchanged. However, significant 

new development was required in two areas. The method of grey-level profile sampling 

was redesigned to calculate 3D vectors normal to the object surface and sample intensity 

values along oblique profiles in the image volume. Also, a new alignment procedure was 

used that optimizes for three rotations instead of just one. An important part of 3D ASM 

is the ability to visualize the results. Previously inconsequential, the namre of volumetric 

images required the development of visualization tools that show the position of the 3D 

model relative to the image data. Once every detail of the extension was addressed, a 

complete implementation of 3D ASM was achieved. 

The ability to model an object from the generated training sets and perform 

segmentation via the new 3D ASM technique was demonstrated for three data sets. A 

computer-generated synthetic kidney data set was used to demonstrate the algorithm on a 

simple object with minor shape variations. Mouse CT data provided a more challenging 

test of the algorithm. The skulls involved more shape variation and some missing edges 

while the kidneys provided the most challenge with many missing and faint edges. In 

general, the algorithm performed well. Some problematic results were encountered, 

although mostiy consistent with those seen in 2D ASM. These results, as well as the 

process of developing the algorithm, have motivated many opportunities for fiittore 

research, as discussed in Section 6.3. 

6.2 Contributions 

With the growing availability of volumetric image data, 3D image analysis tools 

are becoming increasingly important. Segmentation techniques are particularly valuable 

because ofthe crucial role of segmentation in any computer vision task. In general, the 
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contribution of a successful segmentation technique is far greater for 3D than for 2D 

when considering the intractable problem of manually segmenting volumetric images. In 

other words, automation is far more crucial when dealing with 3D images. Statistical 

shape models are a particularly attractive segmentation method because of their ability to 

handle wide shape variation and complex backgrounds and, indeed, much of the work in 

volumetiic segmentation takes advantage of the ASM methodology. However, most 

previous work in this area focuses on landmark generation, as this remains the most 

challenging component of a 3D ASM technique. Because the method proposed here 

takes a completely new approach, ft has the potential to make a valuable contribution to 

the body of work in this area. Also, the practicality of the approach suits the hands-on 

natiire of landmarking where user input cannot be avoided and is, in fact, a valuable part 

ofthe process. 

AdditionaHy, previous work in this area includes very little information on 

implementation issues or the success of the overall segmentation schemes. The work 

presented here includes the development of every component of 3D ASM and, most 

importantiy, includes successfiil segmentation results. 

6.3 FutiireWork 

A wealth of opportunity exists for research involving improvements on and 

extensions to ASM. Many areas of research could impact both the 2D and 3D versions of 

this technique. However, the discussion here focuses in particular on opportunities to 

fiirther develop the work presented in this dissertation. Two general comments are given 

first with the remaining suggestions divided into topical subsections. 

. Tests involving controlled shape variation, such as the synthetic kidney data used 

here, are very usefiil in debugging the algorithm. Further testing on synthetic data 

with a wider range of variation, including rotation, could help to quantify the 

algorithm's abihty to handle such variation. 

. The 3D ASM algorithm should be tested on a variety of object types. Another 

medical application under consideration is the lungs. Industnal apphcations 
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should be considered, as this technique could be very usefiil in the field of non

destructive evaluation. 

6.3.1 Orientation and Landmarking 

It has been demonsfrated that the basic approach of orientation/landmarking 

produces effective shape models. However, ftirther development of this technique to 

improve its applicability and efficiency could be pursued. The following suggestions 

pertain to this process: 

Regarding the orientation process -

• Extend die process to handle more complex shapes by having the user indicate the 

division of tiie object into components. Each component could be resliced 

individually to form multiple sets of corresponding slices for each volume. 

• A tiiily interactive graphical user interface would be very valuable in improving 

the efficiency of the current process. For example, once marks are made to 

indicate the reference plane and axis, there is no way to adjust them without 

repeating the process. Also, the slices to be marked must be chosen from the 

volume a priori, which is inconvenient. A tool that allows interactive 

repositioning of references and concurrent access to all image slices is needed. 

Such a tool could be especially crucial if the previous suggestion of sectioning an 

object into components is applied. 

Regarding 2D segmentation/landmarking ofthe corresponding slices -

• Any improvements/extensions of 2D ASM would be beneficial to this component. 

Additionally, other automatic 2D landmarking methods could be considered [30, 

31]. 

• Take advantage of the previously-landmarked slices within a volume. For 

instance, the model could be initialized at the location of the LP on the 

neighboring slice rather than the mean ofthe shapes across the training set. 
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6.3.2 Modeling and Search 

The current implementation has provided proof-of-principle that 3D objects can 

be modeled and segmented from image volumes via 3D ASM. A good indication ofthe 

success of the extension to 3D is that most problems encountered are consistent with 

tiiose of the 2D version. Still, there are some areas of improvement that should be 

considered. 

• The GLM still relies on ID profiles that are now taken in 3D space. A method 

that allows for a multi-dimensional search for edges would be more appropriate 

and would allow for more movement of the LPs in all directions. Under 

consideration is the use of cone-shaped samples, the vertex of which would be 

located at the LP. The cone might consist of multiple linear profiles that fan out 

from the LP. This would allow the LP more ability to move in a direction other 

than normal to the surface. 

• In 2D, a multi-resolution search process is generally used. In this scheme, the 

search is performed on 2'"-resolution versions ofthe image (« > 1) so that the 

profiles, whose lengths are fixed, are «-times longer relative to the image. The 

search is performed on progressively higher resolution images, providing course-

to-fine adjustments of the LPs. When the process converges at each resolution, 

the final model position is used to initialize search at the next higher resolution. 

The multi-resolution scheme allows the LPs to move much farther across the 

image when the initial model is not well posed and prevents them from moving 

too far once the model is close to the target. The 3D version of ASM could be 

improved by adding the ability to perform multi-resolution search. 
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