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ABSTRACT 

Automated target recognition (ATR) using a computer 

vision system is a problem of extremely high complexity. A 

3-D object recognition scheme involves many image analysis 

and enhancement techniques, including image processing, image 

segmentation, image registration, and object modelling and 

projection. This dissertation addresses the problem of 3-D 

object recognition using five distinct methods of matching 

image data with model projection-derived data. 

In analyzing each digitized video image, a variety of 

techniques, including an optimal gray level map for 

correlating binary line drawings with gradient images, were 

used to enhance the visibility of particular features and to 

increase signal to noise ratios in images. The shapes 

extracted from these enhanced images were then analyzed in a 

number of fashions, including the statistical descriptors of 

Karhunen-Loeve transformation. 

The first of the five object identification methods 

which were tested compared descriptors of the object to be 

analyzed with those of model projections meeting certain 

criteria. The second compared the object descriptors to those 

of a precalculated series of model projections. The third 

method used the descriptions of the second method as a 

starting point for a neural network, and then proceeded to 

learn the differences between these model projections and 

vii 



actual data. The neural net as realized demonstrated a great 

reduction in training time over conventional implementations. 

Calibration difficulties of other methods were greatly 

reduced by the learning capability of the neural net. The 

fourth method cross-correlated the optimally mapped gradient 

of the object image with a series of model projections. 

Finally, ways of combining these methods to utilize the 

strengths of each were investigated. Superior accuracy was 

obtained for cross-correlation. Optimal techniques which 

significantly reduced the number of required correlations and 

hence the computational load were also found to give very 

accurate results. 
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CHAPTER 1 

INTRODUCTION 

The automatic identification of a target by class is a 

current research topic of considerable interest. The two 

fields most involved in this study are the development of 

intelligent robotics and autonomous vehicles. A system with 

the ability to automatically identify objects could perform 

tasks with high degrees of risk without endangering the lives 

of human beings. Currently available robotic systems for use 

in high risk environments, such as inside nuclear power 

plants, require a human operator to guide the robot through 

its tasks. Various military tasks involve remotely piloted 

vehicles (RPV's) that are engaged in dangerous activities, 

but these vehicles travel only where ordered by a distant 

operator. Space exploration is an area where large distances 

make human control of a remote vehicle very difficult. Thus, 

the next generation of such systems will have to evolve 

abilities to operate without continual human intervention. 

In the nuclear power plant, for example, future systems 

may operate without a human within miles of a dangerous area, 

thus requiring a high degree of autonomy from the robot. On 

the battlefield, remote operators can be jammed or injured, 

while the vehicle itself remained intact. An autonomous 

vehicle would not require constant communication with a base 



and could instead only relay information in occasional 

bursts, making interference more difficult. 

A prototype for operations required by an autonomous 

robot is shown in Figure 1.1. The image/range data 

acquisition system could consist of visible, infrared and 

ultraviolet cameras, passive and/or active ranging devices, 

and tactile sensors. The signals from these devices would be 

digitized and passed to the image processing system (IPS). 

The IPS would use various filtering techniques to improve 

signal to noise ratios in the available signals and then fuse 

the signals together while segmenting the scene into distinct 

objects. The objects in the scene would then be individually 

analyzed and identified. 

A database of object descriptions must be obtained 

before the robot can operate independently. The data library 

for a robot inside a nuclear reactor would catalog tools, 

equipment, meters, valves, and controls which could be 

present. Also stored would be a floorplan, so that the robot 

could move about within the environment efficiently [1,2]. 

Representative models could be projected according to known 

constraints and compared to the information extracted from 

the scene. This comparison, or classification, system is the 

crux of the ATR solution. Many different means have been 

explored for comparing incoming data against stored 

information to determine the class to which a particular 

sample belongs. While Chapters 2 through 6 present the 
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building blocks needed for ATR (classification, image 

processing, image segmentation, image registration, and 3-D 

modelling and projection) , Chapter 7 delves into five methods 

of ATR as actually implemented. 

Many problems make this automated object identification 

difficult. If one object is partially occluded by another, 

current identification methods have great difficulty, 

although humans can identify an object without seeing the 

entire outline. If the ground truth is unknown or objects 

need not lie in a stable position on a surface, the number of 

geometrical unknowns grows from three to six. Great 

difficulty is associated with teaching a machine to identify 

objects from a perspective which it has not before 

encountered. Not only are current algorithms computationally 

intensive, but also signal behavior need not conform well to 

the modelled behavior. Furthermore, the models can become 

less accurate as object features change over time. 

The heart of any ATR system is the method by which a 

decision is made about the identity of the target in the 

field of view. The classification method can be one (or more) 

of T.any. Pattern recognition [3], a simple case of ATR, has 

been studied extensively. In a pattern recognition scheme, 

object descriptors are extracted from the signal and compared 

to previous occurrences of each class. The classification, 

then, is the basis of the identification, and different 

descriptors and methods are always being found for specific 



applications. Chapter 2 describes several traditional means 

of extracting descriptors from signals for use in object 

identification. An optimal mapping is developed in that 

chapter for cross-correlation of a gradient image with a 

binary projection in a new and interesting method for 

improving correlation rates. 

Before an image of an object can be classified, it is 

processed to improve the signal to noise ratio, as discussed 

in Chapter 3. Image processing utilizes a variety of 

temporal, spatial, and frequency domain filters to enhance 

visibility (signal strength) of particular features, 

generally at the expense of features of little or no 

interest. The zero crossing detector in this chapter 

represents a new and efficient implementation of a popular 

edge detection method [4]. 

Image segmentation, as explained in Chapter 4, is the 

means whereby information is extracted from a processed 

image. Image segmentation divides an image into regions of 

similar properties. These regions are analyzed in order to 

determine the extent and properties of each particular object 

segment. The blood vessel analysis in this chapter represents 

a new method of segmentation for a specific application, 

location and removal of blood vessels from an image of a 

human retina for subsequent textural analysis of the 

background [5]. 



Often, registration is used to position two or more 

images of the same object into a common coordinate system, 

determining the matching location in one image for each point 

in the other image. Chapter 5 demonstrates the processes 

involved in image registration. The spatial domain technique 

shown in this chapter is a novel method for aligning a series 

of images, specifically developed for study of human retinal 

diseases [6,7] . 

This dissertation develops 3-D modelling and automated 

target recognition (ATR) processes involving five distinct 

methods [8-10]. The first of these methods extracts 

descriptive information from the image and compares this data 

against model projections of all classes with similar 

observer position and orientation. The second compares 

extracted information against all possible model projections 

with the known geometry. The third uses the data descriptions 

of the second as initial input data to a counter propagation 

neural network, and then learns the discrepancies between 

this model-derived information base and actual signal 

behavior. The fourth exhaustively cross-correlates the signal 

with model projections from every target class. Also examined 

is the use of a simple classifier to reduce the search 

requirements of the cross-correlation process. The 3-D 

modelling and classification prototypes are compared for 

recognition capabilities and performance in Chapter 7. 



CHAPTER 2 

CLASSIFICATION 

Of the many current research topics in computer science 

and electrical engineering, one of the most interesting is 

the identification of an object from a single digital image. 

This is a process which is done quite well by humans; 

however, building a machine to do it is very difficult. Many 

different techniques for identifying these objects have been 

attempted, including optical transforms and holography, 

digital transforms and classifiers, artificial intelligence, 

and neural networks. 

The optical methods [11,12] include both frequency 

domain [13] and holographic [14] pattern recognition. 

Algorithmic methodologies derive syntactical [15,16], 

statistical [17,18], and structural or hierarchical [19,20] 

information from an image and compare this image-derived 

information to computer-generated or previously measured 

data. These digital methods often use accelerating hardware 

[21-30] to speed the identification process. The artificial 

intelligence [31-33] and neural approaches [34] view the 

extracted information in an image in differing fashions in 

order to determine and describe the objects present in an 

image; these methods are often based upon classification [3], 

Many of these methods examine image representations in 



different domains to extract object descriptors for 

comparison against previously recorded samples, including 

1. Fourier [35,36], 

2. Hough [37,38], 

3. Mellin [39,40], 

4. Hartley [41], and 

5. Mandala / Cosine [42]. 

Some methodologies use structured light sources [43-45] or 

stereo imaging [46,47] to develop a 3-D representation of the 

objects in the field of view. Other techniques extract image 

features and compare them to object models; artificial neural 

networks [34] and other classifiers have been studied in this 

context. Fuzzy grammar techniques [48] have been developed to 

merge non-identical structural descriptions, developing a 

measure of "fit" between these structures. Profile matching 

after image segmentation, which involves developing a 1-D 

function containing projection data and comparing this data 

to a model, has been explored, particularly in attempts to 

identify classes of ships [49,50]. Perspective warping of 

data representations in various transform domains has also 

been studied [40]. Unfortunately, none of these methods has 

been found totally satisfactory. This chapter will provide a 

review of some of these previously explored techniques in 

pattern recognition. 



Clas.q-ifiers 

Classification is a process in which a data description 

is compared to a "library" of descriptions of different 

possible object classes in order to determine the particular 

class to which an object belongs. The class descriptions [3] 

are generally determined through extensive study of known 

data, called the training set. In a typical two-class scheme, 

samples are taken of each class, where the sample classes are 

known. A closed form for the data distribution (often 

Gaussian) is then matched to the available data, and decision 

surfaces can then be determined through finding the 

intersection points between the estimated probability density 

functions (PDFs). One problem with standard statistical 

classifiers is that much data must be accumulated to allow an 

accurate determination of the PDFs; additionally, the actual 

form may not be Gaussian in nature, and therefore decision 

surface estimation will not be optimal. 

Neural networks often attempt to use the actual sampled 

data to determine the decision surfaces instead of using 

empirically derived closed form estimates. The counter 

propagation neural net provides one such classifier. For this 

reason, classification with neural nets can be superior to 

that with other statistical methods which use estimates of 

data distributions to determine decision surfaces [51-55]. 

The actual classification uses a multi-component vector 

whose components are numerical descriptors of the behavior of 



the signal. A scheme to discriminate between different types 

of vehicles might use volume, degrees of primary colors 

(i.e., red, green and blue), number of doors and tires, 

payload, and engine size as descriptors. Many samples of each 

of the different types of vehicles would have these 

components measured, and the form of the PDF in this eight-

component space would be analyzed for each class. When a new 

vehicle is to be classified, these eight components would be 

measured, and the strength of these values in each class 

would be measured, with the strongest match yielding the 

chosen classification. 

The Fourier Transform Domain 

The first, and probably the foremost, technique to be 

discussed for pattern recognition is Fourier domain analysis. 

The Fourier transform (FT) [36,56] determines the spectral 

representation of an image. The direct FT is given by 

F(u,v) = J/ f(x,y) exp(-j27l (ux + vy) ) dx dy, (2.1) 

and t h e i n v e r s e FT by 

f ( x , y ) = 1/ F ( u , v ) exp( + j27l (ux + vy) ) du dv . (2 .2) 

Both representations contain all the information in the 

original image; hence, the FT is invertible. Optically, the 

FT can be generated by Fraunhofer diffraction using laser 

10 



illumination and then thin lenses. Digitally, the FT is often 

generated in software by the Cooley-Tukey algorithm for fast 

Fourier transform (FFT), and in hardware by a variety of 

algorithms and devices [26,27]. If the magnitude of the FT is 

taken, the resulting information is translation- invariant 

but no longer invertible [57] . The FT can be viewed as a 

change from the spatial domain to one in which image spatial 

frequencies can be examined. Figure 2.1 shows a typical 

image, and Figure 2.2 shows its FT. 

Classifiers have used the strengths of signal components 

in various radial and annular bins [13] as a means of pattern 

recognition. Optical correlators use the Fourier domain to 

provide real-time location of models within images [58]. 

If particular spectral components are of interest, these 

components can be amplified and components of little interest 

can be attenuated. Thus, objects of particular sizes and 

orientations can be made more visible, while other objects 

will become less visible. 

The Hartley Transform Domain 

The Hartley transform (HT) [41] is a purely real 

transform, similar to the complex FT, given by 

H(u) = J f (X) cas(27Cux) dx, (2.3) 

where 

11 
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cas(27lux) = cos(27Cux) + sin(27Cux). (2.4) 

The transform is generally faster to compute than the FT; 

however, it is not invariant to translation, rotation, or 

scale. Hartley domain operations and theorems, including 

convolution, cross-correlation, and filtering, are similar to 

those in the Fourier domain; like the FT, the HT is 

invertible. Expansion of the HT to include higher dimensional 

spaces has been accomplished, even though the transform 

itself is not product separable. Bin analysis of HT data has 

also been studied for applicability to pattern recognition. 

The Mellin Transform Domain 

The 1-D Mellin transform (MT) [39,40] is a translation-

and scale- invariant operation closely related to the Fourier 

transform; however, it is not invertible. The 1-D transform 

itself is 

G(s) = J g(x) xs-i dx, (2.5) 

which is an exponentially distorted Fourier transform. The 

exponential term will cause a scale variation in g(x) to 

appear as a translational change. This translation term is 

changed to a phase shift by the Fourier-like transform, and 

thus the magnitude of the MT is invariant to scale change. 

In expanding the MT to two dimensions, rotation of an 

object can be shown to be a translation in the 0 component of 

14 



an (R,0) representation and will thus be changed to a phase 

shift by the FT structure of the MT. Thus the 2-D MT is 

translation-, rotation-, and scale-invariant [40] . Thus, if 

an object is analyzed by the MT, it will fill certain bins in 

the transform domain. If a similar object is then analyzed 

from any orientation not too dissimilar, it should fill the 

same bins. 

The Hnnah Transform Domain 

The Hough transform [37,38], in a fashion not unlike 

that of the FT, transforms image features to a parameter 

space in which different properties can be studied and 

compared. This transform is actually a formal method of 

template matching. One standard technique changes line 

segments from an (Xi - X2,Yi - Y2) representation to a (slope, 

intercept) representation. Different (X,Y) features "vote" 

for the parameter space features which might have produced 

them. Thus, any straight line segment will be mapped to a 

single point or to a cluster of points about that single 

point in the Hough space. A feature of arbitrary (X,Y) shape 

will have a very specific shape after Hough transformation. 

The Hough transform is not invertible because even though 

anticipated feature generators can be recognized and 

reconstructed, the image itself cannot. Although the more 

common generalized Hough transforms (GHT) cast only 

nonnegative votes, complementary Hough transforms (CHTs) have 

15 



been developed in which negative votes are cast to some 

possible feature generators, thus reducing the total 

"strength" of these probabilities [38]. 

If a particular point is known to lie on any circle of a 

given radius A, then every circle whose radius is A and whose 

center is a distance A from that point would receive votes, 

as shown in Figure 2.3. The hypotheses shown demonstrate 

three of the many possible circles which could have generated 

point P. Two adjacent points, as shown in Figure 2.4, would 

cast votes as shown, with the two biggest vote-getters being 

the two light circles shown. The two hypotheses shown are 

thus the most probable two circles which could have generated 

points PI and P2. Thus, given only a small portion of a 

desired shape, the Hough transform automatically determines 

the "support" for that shape at every point in the image. 

Holographic Tmage Matching 

Holographic pattern recognition methods [14] have a 

series of holographic models and use either feature 

extraction and classification or cross-correlation to develop 

a measure of how well a particular hologram matches the 

object in the field of view. This technique can achieve 

excellent results as object orientation is varied, as long as 

the hologram also has already been exposed to that 

orientation. These holographic techniques are actually very 

16 
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similar to the 3-D modelling techniques developed in Chapter 

7. 

Artificial Intel1igenre Methods 

Artificial intelligence methods of pattern recognition 

[3,15,16,31-33,59] usually involve image segmentation and 

subsequent classification of the objects within the image. 

One major problem with such approaches to object 

identification is the error resulting from segmentation in 

poor S/N environments. Another problem is perspective 

variation. 

These methods often extract rigidly defined shapes [31], 

such as trapezoids and ellipses, and compare these shapes to 

model descriptions. Inexact matching of such shapes is a 

strength of these techniques. Much effort has also been 

expended in finding a mathematical description of a curve so 

that it can be back-projected to a model description [60,61]. 

The identification of bottle types in this fashion is one 

such current research area [62,63]. 

Artificial Neural Interconnection Networks 

Artificial neural networks [34,51-55,64-72] have been 

extensively studied for their applicability to pattern 

recognition; in fact much of the recent work in pattern 

recognition has been performed in this area. Most models of 

neural networks usually require several iterations in the 
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learning phase, but they recall the stored patterns in a 

single step. Unshakable criticism [64] halted research in the 

field until recently, when the Hopfield model [65-67] was 

developed. This model could learn patterns in a single step, 

but it required several iterations to recall the stored 

pattern. Other network models include the following: 

1. Perceptron nets [64,73], 

2. Adaline and Madaline nets [74], 

3. Kohonen self-organizing nets [71], 

4. Grossberg instar and outstar nets [69], 

5. Adaptive Resonance Theory (ART) nets [70], 

6. Counter Propagation nets [51,52], based on a Kohonen 

layer and a Grossberg outstar layer, and 

7. Back Propagation nets [53-55,72], based on 

perceptrons. 

Some of these networks can handle occlusion well, and they 

can recognize patterns under learned conditions. Drawbacks 

include the extensive preprocessing required to prepare the 

data for the net and the general weakness of the net in 

recognizing an object from a radically different perspective 

than those for which the net was trained. Neural nets have 

some ability to function in noisy environments, but the 

overall results have not been outstanding. Two of these nets 

in particular, the relatively simple Counter Propagation (CP) 

nets, and the more complex (but more accurate) Back 

Propagation (BP) nets, have been studied often as 
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classifiers. The CP net has been studied for its 

applicability to the particular recognition example of 

Chapter 7; therefore, the net itself will be described here. 

Counter Propagating Npura] Nptwnrk 

The neural network classifier operation easiest to 

understand is that of the CP nets. This network consists of 

two layers of neurons. The input vector components are 

globally connected to a layer of Kohonen self-organizing 

neurons. The Kohonen neurons are used to sample the feature 

vector space. Each of these neurons connects globally to a 

Grossberg outstar layer. The Grossberg neurons describe the 

class to which a particular Kohonen neuron belongs. The CP 

net is trained in two phases, one for each of the layers. 

Feed-forward-only and feed-both-directions versions of CP 

nets have been developed. This section will describe only the 

feed-forward techniques, because they are more applicable as 

classifiers. The two neuron layers and their training will 

now be individually explained. 

Kohonen layer. As shown in Figure 2.5, the first layer 

of a CP net consists of Kohonen's self-organizing map. As the 

net is trained, the neurons are allowed to distribute 

themselves so that they match the PDFs of the data which they 

are shown. In the simple example of two independent random 

variables with the same variance and different means, the 

PDFs of these classes are as shown in Figure 2.6. 
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Input Layer Kohonen Layer Grossberg Outstar Layer 

Figure 2.5. Kohonen/Grossberg Outstar Neural Network 
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Class 1 Class 2 

P(x|x2) 

Figure 2.6. Two-Class Probability Density Functions 
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Training the net to accomplish the goal of 

discriminating between these classes is relatively simple. In 

the first of the two training stages, only input data are 

used; the correct object classes are ignored. The net weight 

matrix, Uij, has elements which consist of the average of the 

values to which a particular neuron has been responding. In 

most applications, the Uij matrix is initially assigned random 

directions such that the overall vector lengths are unity-

The net is then exposed to a data point. The cross-

correlation (CC) between that data point (consisting of N 

individual components Xj) and all neuron locations is 

calculated by 

N 

CCi = X "ij ̂ J 
j - 1 . (2.6) 

The weight vector of the one neuron with the highest CC, 

CCi > CCj , for all j, (2.7) 

is then updated to include a weighted average of its old 

weights and the new data point, 

u r = u r + ajX-Uĵ '̂ jzi , (2.8) 

where Zi is a "1" for only the single neuron being updated and 

a "0" for all others, Ui is the vector composed of components 

uij, and Xi is the vector composed of components Xi. This 
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process is illustrated in Figure 2.7. Thus, the new weight 

vector is a slightly updated version of the old weight 

vector, depending on the value of the learning rate, a. Small 

values of a yield slow updating, and large values learn more 

rapidly, although instability (overshoot) is risked. The 

minimum of a distance measure can also be used in place of 

the maximum CC. 

If the initial weight vectors have unit amplitude and 

the new data vectors have unit amplitude, the modified weight 

vectors will have a slightly smaller amplitude. After 

exposure to many samples, the weights will be distributed 

according to the PDF of the training data. Figure 2.8 shows 

the resulting weight distribution from the example of Figure 

2.6. Note that no weight lengths (positions) have been 

normalized to unity here. The number of Kohonen neurons 

determines the resolution with which the sample space can be 

studied (i.e., the classification accuracy). Several 

heuristic methods are often used to handle various problems 

in this training process, including conscience and noise 

addition. 

Grossberg outstar layer. The outstar layer is trained 

only after the Kohonen layer has stabilized, whereupon the 

first layer weights are then frozen, and the second layer 

weights are modified. The number of Grossberg neurons is 

generally equal to the number of classes to be identified. 
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from [52] 

Figure 2.7. Updating Weight Vector 
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Class 1 Class 2 

Figure 2.8. Weight Vector Distribution After Learning 
PDFs of Figure 2.5 
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Each neuron in this layer is connected to each of the neurons 

in the previous layer, and the connection weights give the 

tendency of a particular Kohonen neuron to relate to a 

particular object class. The training process sets 

V"i- = v r + ^{Y-wr)z, , „here (2.9) 

N 

S old 
U„i Zi 

i=l . (2.10) 

Here, Zi is unity for the single Kohonen layer neuron being 

assigned the sample occurrence, Vi is the vector describing 

the previous assignment of the Grossberg neuron from the 

desired class, P is the learning rate, and Y is the output 

vector. Since only one Zi has a nonzero value, the sum has 

only one term, and the output class is simply the dominant 

class associated with a particular Kohonen neuron. 

In the developing example from Figure 2.6, after many 

training samples of each class, the Kohonen neurons 1-3 will 

belong to class 1, and neurons 4-6 to class 2. The neurons 

nearer to the boundary (3 and 4) will have been trained from 

samples with a significant percentage from the wrong class, 

while those far from the boundary (1 and 6) will have been 

trained almost exclusively with data from only one class. 

Thus, the outstar weights from 1 and 6 will be about 1.0 
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(from the correct classes) and 0.0 (from the incorrect 

classes), while the weights from 3 and 4 will be much less 

pure (i.e., 0.8 and 0.2). If a sample occurs between the 

class means, then both neurons 3 and 4 will have close 

matches, although the decision will go to the nearer neuron. 

Counter propagation network execution. In training, only 

one Kohonen neuron fires at any given time, and the outstar 

layer determines the tendency of a particular neuron to fire 

as it is shown an object of a given class. When the net has 

been trained, the operation is slightly modified. Instead of 

firing only a single neuron, the strongest several Kohonen 

neurons will fire, and the outstar neurons will consider the 

class distribution history of each of these neurons to 

determine the object class. Generally, samples are required 

every few degrees or so if object rotation is permissible and 

if rotation-variant properties are used as descriptors. In 

real-world systems, rotation of the object with respect to an 

observer is possible over at least the upper hemisphere {2K 

steradians), and thus very many object samples are required 

in training. A slightly modified version of this net has been 

developed and is described in Chapter 7. In the implemented 

net, model projection has been used to train the net very 

rapidly, because model projection can occur much more rapidly 

than data acquisition, and neural distribution can be 

influenced to give a very high learning rate without becoming 

unstable. 
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CHAPTER 3 

IMAGE PROCESSING 

Before any image can be utilized by a digital computer, 

it must be converted to a form which the computer can 

interpret. Once this has occurred, the image can be filtered, 

modified, and studied, so that the information in the image 

can be extracted for further processing by either a user or 

by the computer itself. Once the image processing system 

(IPS) has acquired an image, many different methods can be 

employed to improve the visibility of particular features in 

that image. 

Temporal and spatial filtering are used to improve the 

signal to noise ratio (S/N) in an image. Edge detection 

schemes are used to extract salient features in an image. 

Much effort has been required to develop an efficient and 

accurate technique for implementation of a zero-crossing 

detector [4] and is described in this chapter. Study of the 

theoretically optimal transfer functions for edge detection 

and feature extraction versus practically implementable point 

spread functions is made. Detailed procedures and results 

from development of this new method for detection of zero 

crossings in images after convolution with a Laplacian of 

Gaussian (LOG) operator are presented. 

Images may also be studied from the communication 

viewpoint of signal in noise, where grey level values (GLVs) 
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have certain probabilities of belonging to signal or to 

noise. An optimal Wiener-like transfer function is also 

derived in this chapter based on the relationships between 

GLVs and edge locations in a gradient image. This transfer 

function maximizes the correlation between such a gradient 

image and a binary computer-generated image for object 

identification, as discussed in Chapter 7. 

Temporal FiItering 

One method of reducing noise caused by thermal phenomena 

and digitization error is to digitally integrate several 

pictures and take the average pixel value for the improved 

picture. This technique, referred to as a temporal mean 

filter [50], can be shown [75] to improve the S/N in an image 

by the number of the pictures which are averaged. A temporal 

median filter, where the output value for a pixel is the 

median of the input image pixels in the same location, 

provides greater S/N improvement than a mean filter, although 

determining a median value can become very time-consuming if 

more than 5 images are taken. 

.qpatial Filtering 

Once an accurate digitized representation of a picture 

has been developed, spatial filtering techniques [56] can be 

used to increase S/N and highlight (or even eliminate) 

certain spatial features such as edges, particular shapes and 
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objects of particular size. The means for implementing such a 

filter is usually convolution. 

• ' • ' • I I out(x',y') = I I in(x-x',y-y') kern(x,y) dx dy 
(3.1) 

which is specified by the point-spread function (PSF) of the 

kernel. A lowpass filter might have a PSF similar to the top 

of Figure 3.1, whereas a highpass filter would subtract the 

results of the lowpass filter from an impulse, giving a PSF 

as shown in the bottom of Figure 3.1. The number of nonzero 

elements in the convolution kernel determines the time 

required to perform the operation, which gives rise to a 

figure of merit called the timing factor. As long as all 

kernel elements are integers (with perhaps a common scale 

factor to be considered last), 3x3 hardware convolutions run 

in about one second on the Dell 386 IPS used (see Appendix); 

3x3 software convolutions run in about 10 seconds. 

A description of image properties called a histogram can 

be a useful tool. A histogram is a measurement of the 

probability distribution function (PDF) of the grey level 

values (GLVs) in an image. Examination of the PDF can yield 

the maximum, minimvim, mean, median, mode, and variance of the 

GLVs in an image. Examination of bimodal histograms, for 

example, can allow determination of optimal threshold 
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Figure 3.1 Point Spread Functions of Lowpass 
and Highpass Filters 
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locations to distinguish between two hypotheses with 

different means and variances. 

Fdge Detection 

Many different types of edge detectors based upon 

convolution have been developed [35]; simple ones just map 

gradient strength. If a yes/no decision on the exact location 

of an edge is required, a threshold of the gradient strength 

is sometimes used, although edges have rather arbitrary 

widths. An additional problem with this method is that the 

edges thus produced are not at all continuous; some segments 

will be missing. Some superior edge detectors use the zero 

crossing test of a lowpass filtered second derivative. Both 

methods, in fact, commonly lowpass filter an image to smooth 

out small features. This leads to detection of fewer edges, 

particularly those associated with fine detail and small 

objects, although the remaining edges will have better 

continuity. 

Gradient .strength. An approximate gradient operator 

might sum the magnitudes of the two PSFs shown in Figure 3.2, 

where the overall PSF could then be rewritten as a sum of two 

difference equations: 

cl(x,y) = |di(x,y)| + |d2(x,y)i, (3.2) 
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(from the correct classes) and 0.0 (from the incorrect 

classes), while the weights from 3 and 4 will be much less 

pure (i.e., 0.8 and 0.2). If a sample occurs between the 

class means, then both neurons 3 and 4 will have close 

matches, although the decision will go to the nearer neuron. 

Counter propagation network execution. In training, only 

one Kohonen neuron fires at any given time, and the outstar 

layer determines the tendency of a particular neuron to fire 

as it is shown an object of a given class. When the net has 

been trained, the operation is slightly modified. Instead of 

firing only a single neuron, the strongest several Kohonen 

neurons will fire, and the outstar neurons will consider the 

class distribution history of each of these neurons to 

determine the object class. Generally, samples are required 

every few degrees or so if object rotation is permissible and 

if rotation-variant properties are used as descriptors. In 

real-world systems, rotation of the object with respect to an 

observer is possible over at least the upper hemisphere (2K 

steradians), and thus very many object samples are required 

in training. A slightly modified version of this net has been 

developed and is described in Chapter 7. In the implemented 

net, model projection has been used to train the net very 

rapidly, because model projection can occur much more rapidly 

than data acquisition, and neural distribution can be 

influenced to give a very high learning rate without becoming 

unstable. 
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CHAPTER 3 

IMAGE PROCESSING 

Before any image can be utilized by a digital computer, 

it must be converted to a form which the computer can 

interpret. Once this has occurred, the image can be filtered, 

modified, and studied, so that the information in the image 

can be extracted for further processing by either a user or 

by the computer itself. Once the image processing system 

(IPS) has acquired an image, many different methods can be 

employed to improve the visibility of particular features in 

that image. 

Temporal and spatial filtering are used to improve the 

signal to noise ratio (S/N) in an image. Edge detection 

schemes are used to extract salient features in an image. 

Much effort has been required to develop an efficient and 

accurate technique for implementation of a zero-crossing 

detector [4] and is described in this chapter. Study of the 

theoretically optimal transfer functions for edge detection 

and feature extraction versus practically implementable point 

spread functions is made. Detailed procedures and results 

from development of this new method for detection of zero 

crossings in images after convolution with a Laplacian of 

Gaussian (LOG) operator are presented. 

Images may also be studied from the communication 

viewpoint of signal in noise, where grey level values (GLVs) 
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have certain probabilities of belonging to signal or to 

noise. An optimal Wiener-like transfer function is also 

derived in this chapter based on the relationships between 

GLVs and edge locations in a gradient image. This transfer 

function maximizes the correlation between such a gradient 

image and a binary computer-generated image for object 

identification, as discussed in Chapter 7. 

Temporal Fi11-erina 

One method of reducing noise caused by thermal phenomena 

and digitization error is to digitally integrate several 

pictures and take the average pixel value for the improved 

picture. This technique, referred to as a temporal mean 

filter [50], can be shown [75] to improve the S/N in an image 

by the number of the pictures which are averaged. A temporal 

median filter, where the output value for a pixel is the 

median of the input image pixels in the same location, 

provides greater S/N improvement than a mean filter, although 

determining a median value can become very time-consuming if 

more than 5 images are taken. 

.qpatial Filtering 

Once an accurate digitized representation of a picture 

has been developed, spatial filtering techniques [56] can be 

used to increase S/N and highlight (or even eliminate) 

certain spatial features such as edges, particular shapes and 
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objects of particular size. The means for implementing such a 

filter is usually convolution. 

I I in(x-x',: out(x',y') = J I in(x-x',y-y') kern(x,y) dx dy 
(3.1) 

which is specified by the point-spread function (PSF) of the 

kernel. A lowpass filter might have a PSF similar to the top 

of Figure 3.1, whereas a highpass filter would subtract the 

results of the lowpass filter from an impulse, giving a PSF 

as shown in the bottom of Figure 3.1. The number of nonzero 

elements in the convolution kernel determines the time 

required to perform the operation, which gives rise to a 

figure of merit called the timing factor. As long as all 

kernel elements are integers (with perhaps a common scale 

factor to be considered last), 3x3 hardware convolutions run 

in about one second on the Dell 386 IPS used (see Appendix); 

3x3 software convolutions run in about 10 seconds. 

A description of image properties called a histogram can 

be a useful tool. A histogram is a measurement of the 

probability distribution function (PDF) of the grey level 

values (GLVs) in an image. Examination of the PDF can yield 

the maximum, minimum, mean, median, mode, and variance of the 

GLVs in an image. Examination of bimodal histograms, for 

example, can allow determination of optimal threshold 
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Figure 3.1. Point Spread Functions of Lowpass 
and Highpass Filters 

33 



locations to distinguish between two hypotheses with 

different means and variances. 

Fdgp Detection 

Many different types of edge detectors based upon 

convolution have been developed [35]; simple ones just map 

gradient strength. If a yes/no decision on the exact location 

of an edge is required, a threshold of the gradient strength 

is sometimes used, although edges have rather arbitrary 

widths. An additional problem with this method is that the 

edges thus produced are not at all continuous; some segments 

will be missing. Some superior edge detectors use the zero 

crossing test of a lowpass filtered second derivative. Both 

methods, in fact, commonly lowpass filter an image to smooth 

out small features. This leads to detection of fewer edges, 

particularly those associated with fine detail and small 

objects, although the remaining edges will have better 

continuity-

Gradient strength. An approximate gradient operator 

might sum the magnitudes of the two PSFs shown in Figure 3.2, 

where the overall PSF could then be rewritten as a sum of two 

difference equations: 

d(x,y) = |di(x,y)| + |d2(x,y)|, (3.2) 
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where 

di(x,y) = f(x,y) - f(x+l,y+l) (3.3) 

and 

d2(x,y) = f(x,y+l) - f(x+l,y). (3.4) 

This method is commonly referred to as a Roberts gradient 

[3], and it has a timing factor of 4. These difference 

equations can be represented by the kernels shown in Figure 

3.3. Implementation with convolution uses these kernels to 

provide the desired impulse response. Often Eq. (3.2) is 

replaced by 

d(x,y) = V(di(x,y))2 + (d2(x,y)F, (3.5) 

which gives the exact gradient magnitude but is much slower 

to calculate. 

A superior, but somewhat slower, gradient lowpass filter 

utilizes both a horizontal difference and a vertical 

difference, with kernels shown in Figure 3.4. The sum of the 

magnitudes of these two convolutions yields a Sobel gradient, 

with lower noise than the Roberts gradient. Figure 3.5 shows 

a typical image, and Figure 3.6 shows its Sobel gradient. The 

timing factor of the Sobel edge enhancement totals 12. 
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Laplacian of Gaussian zero rirn^^^nnc, Desirable features 

in an edge detector include continuity, uniform line width, 

accuracy, and the ability to "tune" the detector for 

different sized objects. The zero crossing test of a lowpass-

filtered second derivative possesses such properties. Many 

image processing researchers [76-78] regard the zero crossing 

test as the optimal method of edge detection. In one 

dimension, the first derivative of a step edge is an impulse. 

The first derivative of an impulse is a pair of impulses 

(called a doublet) of equal areas and opposite directions 

located infinitesimally apart; the doublet is thus the second 

derivative of a step edge. With discrete systems, the doublet 

components are separated by the minimum possible spacing. 

Lowpass filtering a doublet causes the PSF shown in Figure 

3.7; this is the second derivative of a lowpass filtered step 

edge. The positive-to-negative transition is the "zero 

crossing," detectable as an edge location. 

The zero crossing detector [4] then searches the 2-D 

image for adjacent points with positive second derivative on 

one side and negative second derivative on the opposite, 

determining that such points are edges. The primary drawback 

with the low-pass filtered second derivative is the excessive 

time required to process the image. Conceptually, the 

filtering uses a 3x3 integer convolution for the Laplacian 

operator and a large (13x13 is typical) floating point 
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Figure 3.7. Lowpass Filtered Doublet 
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convolution for the smoothing. For a Gaussian of variance a^ = 

3.24, the impulse response had the desired 13x13 size. The 

zero crossing detection then needs a four-element convolution 

and an eight-bit look-up table. Filtering with the Gaussian, 

whose PSF is shown in Figure 3.8, is the major timing 

consideration of zero crossing by LOG. 

Several more efficient means exist to simulate the 

effect of the Gaussian without performing such large, 

floating point convolutions. An important point to remember 

is that the Gaussian primarily provides extreme lowpass 

filtering, and thus any large lowpass filter may suffice. 

Certain desirable properties are unique to the Gaussian 

shape, but many of the other filters do not significantly 

degrade the edge detection performance. 

Maximum accuracy for a given square kernel size is 

obtained by combining the Laplacian and Gaussian operators 

into one (15x15) floating point convolution. Due to the 

integral values in its PSF, accuracy is not adversely 

affected if the filters are cascaded and the Laplacian is 

taken first. Taking the Gaussian before the Laplacian, 

however, causes serious discretization errors, as explained 

later in this section. More efficient usage of time 

(convolution area) is made by a circular kernel, because the 

LOG waveform is circularly symmetric, and a square kernel 

wastes area (time) in the corners. 
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Figure 3.8. Gaussian Point Spread Function 
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At the other extreme in accuracy, one filter with a 

spatially large impulse response can be replaced by a cascade 

of filters with (much) smaller impulse responses, as pointed 

out by [7 9] and others. In particular, a Gaussian impulse 

response can be simulated with a cascade of spatial mean 

filters, which Wells calls uniform filters. The uniform 

filter will have a spatial representation 

u(x,y) = rect(x/2) rect(y/2) (3.6) 

and a frequency representation 

U(u,v) = 4 sinc(2u) sinc(2v). (3.7) 

When the image passes through the nth cascaded uniform 

filter, the point spread function becomes the rect function 

(Eq. 3.6) convolved with itself n times, while the frequency 

representation becomes 

Un(u,v) = 4" sinc"(2u) sinc"(2v). (3.8) 

As n becomes large, the shape of the product of sines becomes 

closer and closer to that of a Gaussian. Thus the limiting 

case in the (u,v) plane becomes an impulse at zero frequency, 

which corresponds to a constant function in (x,y), the result 

of an infinite cascade of low-pass filters. 

The kernel of the Laplacian is shown in Figure 3.9, and 

it is explicitly stated as 
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l (x ,y) = f ( x - l , y - l ) + f(x-l ,y) + f(x-l ,y+l) 
+ f (x ,y- l ) - 8f(x,y) + f(x,y+l) 
+ f (x+l ,y- l ) + f(x+l,y) + f(x+l,y+l) 

The Fourier transform of t h i s function i s 

L(u,v) = 1/4 [u2 + v2] . 

The Gaussian function used is 

(3.9) 

(3.10) 

g(x,y) = ^ 
2 K a^ 

(x^ + y') 

-2 <f J 
(3.11) 

and its Fourier transform is 

G(u,v) = 
2 7t a2 

-L -2 
(3.12) 

Thus, determining the frequency domain filter is a simple 

task: 

LOG (u,v) = (û  + v̂ ) e[^^Z^ 
v̂ ) 

(3.13) 

where a constant factor has been ignored. Similarly, the 

related spatial function 

LOG(x,y) = l(x,y) 0 g(x,y). (3.14) 

is the convolution of two known functions and can therefore 

be determined. From Eq. (3.13), the value of a determines the 
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cutoff frequency of the filter and therefore the size of 

object detected. 

Thus, a 15x15 convolution with a timing factor of 225 

could, in theory, be replaced by seven 3x3 convolutions with 

a net timing factor of 63. If the internal image data storage 

between cascades is forced to eight bits, then truncation 

errors may make two or three uniform filters the largest 

allowable number of cascades for simulating the Gaussian. 

Another problem with cascaded uniform filters is that the 

variance of the operator can only be selected as the product 

of the variances of the available single filters. 

Figure 3.10 shows a typical image, and Figure 3.11 shows 

the results of one circular kernel of a LOG operator with a 

timing factor 212 (radius of 15 pixels) and a variance 1.8. 

Table 3.1 shows statistical data resulting from the 

difference between Figure 3.11 and different equivalent 

cascades of Laplacian, Gaussian, and Uniform filters. The 

first entry shows the results of one Laplacian and six 

Uniform filters. This operation had a total timing factor 63, 

a variance 2.0, and eight-bit accuracy between cascades. The 

second entry in Table 3.1 shows results from an equivalent 

cascade of one Laplacian and two 2-D Gaussian filters. This 

operation had a total timing factor of 147, a variance 1.8, 

and 8-bit accuracy between cascades. Note that the noise is 

greater with the cascaded Gaussians, due to the loss of power 

due to truncation in the tails. 
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Table 3.1. Difference between Figure 3.11 and 
Different Cascades of Filters 

2 

F i l t e r Accuracy F i l t e r Accuracy F i l t e r lAxI lAxl 

3x3 U 8 - b i t Repeat 5X 3x3 L 1.754 2 .921 

7x7 G 8 - b i t 7x7 G 8 - b i t 3x3 L 1.785 3 .056 

1x13 G 8 - b i t 13x1 G 8 - b i t 3x3 L 1.803 2 .740 

1x13 G 3 2 - b i t 13x1 G 8 - b i t 3x3 L 1.740 2 .436 

3x3 L 8 - b i t 13x1 G 3 2 - b i t 1x13 G .090 .720 
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Superior results come from use of the product 

separability of the 2-D Gaussian operator. The third entry in 

Table 3.1 shows data resulting from an equivalent cascade of 

one Laplacian and two 1-D Gaussian filters. Thus a 15x15 LOG 

convolution can be replaced with a 3x3 Laplacian, a 1x13 

Gaussian, and a 13x1 Gaussian cascade. This operation had a 

total timing factor 35, a variance 2.0, and 8-bit accuracy 

between cascades. The fourth entry in Table 3.1 shows results 

from an equivalent cascade of one Laplacian and two 1-D 

Gaussian filters with 32-bit accuracy between cascades. 

All of these results involved cascading the Laplacian 

AFTER the lowpass filtering. Discretization error in the 

cascades results in 1- and 2- grey level step edges within 

the image, so that differentiation by the Laplacian after the 

lowpass filtering results in a marked increase in noise. 

Better edge detection is obtained by differentiating before 

low-pass filtering. Simply reversing the order of cascades 

results in lower noise power, as the fifth entry in Table 3.1 

shows. We thus conclude that the optimal cascade to replace a 

15x15 LOG operator consists of a 3x3 Laplacian filter 

followed by two 1-D Gaussian filters, with as much accuracy 

as possible between the Gaussians. 

Because a reasonably accurate and fast method for 

finding the LOG of an image has been found, the edges can be 

detected through locating points with positive values on one 

side and negative values on the other. Such a zero crossing 
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detector can be achieved with a convolution and a pair of 

look-up tables as follows. 

In order to locate zero crossings in an image, a data 

compression scheme is needed to map all pixels with positive 

GLVs to one state, all zero pixels to a second state, and all 

pixels with negative GLVs to a third state. Since the LOG 

operator is implemented with a bias of 127 (equivalent to 

zero amplitude), the look-up table shown in Figure 3.12 is 

used to provide the desired transfer function; Figure 3.13 

shows the (+/0/-) map of Figure 3.11. 

A method to resolve each of the many possible (+/0/-) 

pixel patterns into an edge/no edge decision map is now 

needed; convolution can be used. There are three possible 

input levels, so a trinary weighting scheme, as shown in 

Figure 3.14, is used as the resolution kernel (RK). The 

output of this RK with a (+/0 /-)-mapped LOG will range from 

0 to 80 as shown in Figure 3.15. 

The (+/0/-) patterns corresponding to different types of 

crossings are shown in Figures 3.16 and 3.17. Thus, each of 

the 34 = 81 possible (+/0/-) patterns can be resolved as a 

unique output GLV. If the convolution produces one of the 32 

output GLVs corresponding to a zero crossing, then a second 

look-up table maps that particular GLV to an "edge" decision, 

while other cases are mapped to a "no edge" decision. 

Because the actual zero crossing detection occurs with a 

small convolution, diffuse zero crossings (those with several 
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Figure 3.14 Trinary Convolution Kernel to Resolve Zero 
Crossings after Data Compression 
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zero pixels separating the + and - regions) are not detected, 

and therefore some of the (theoretically) continuous edges 

are lost. Figures 3.18 through 3.22 show detected zero 

crossings from a Gaussian of Laplacian cascade with various 

values of the variance, while Figures 3.23 through 3.28 show 

the effect of changing the intensity mapping of the LOG such 

that smaller LOG amplitudes are mapped to the zero level. As 

the threshold T increases, the minimum detectable edge 

strength increases. Larger values of T to some extent 

simulate larger values of a, so that spatially large 

convolutions can be replaced with smaller convolutions and 

higher thresholds. 

Two other RKs are worth mentioning. Detection of 

diagonal edges can be enhanced with the RK shown in the top 

of Figure 3.29. Because RKs with zeroes in the center do not 

examine the central pixel in the crossing area, most edges 

will have a width of two pixels. The only exceptions to this 

are those LOG pixels with GLVs mapped to exactly zero, with 

opposite neighbors of opposite sign. In this case, the edge 

has only unit width. Thus, some erosion method is required to 

give unit width lines, unless the RK in the bottom of Figure 

3.2 9 is used. Unfortunately, the edges which had unit width 

when the previous RKs were used are not detected in this 

case, so edge continuity may be sacrificed in order to avoid 

erosion. 
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Figure 3.29. Special Purpose Resolution Kernels 
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This scheme can produce reasonable results with a time 

requirement which may not be too excessive for many 

applications. Product separability between the Gaussian 

cascades, 32-bit storage of the intermediate data, and 

trinary resolution of the resultant image will produce quite 

acceptable edges in a reasonable time frame [4], especially 

with appropriate hardware. 

Frequency Domain Filtering 

Frequency domain filtering can also be used to enhance 

an image. If a particular feature of interest has a known 

spatial frequency content, amplification of frequencies 

characteristic of the object and suppression of those known 

to be of little interest results in increased visibility of 

the objects containing the desired spectral components. This 

filtering generally affects only the magnitude of the 

transformed signal. A desired object can thus be located at 

any point in a noisy image, due to the translation invariance 

of the FT. If the specific shape of the object is known, a 

matched filter (utilizing both phase and magnitude) can be 

used, and areas in the image which correlate well with the 

desired signal can be located. Due to the tremendous 

applicability of these techniques in RADAR and image 

processing, they are thoroughly documented and are mentioned 

here only to assist the reader in assimilating the many types 
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of digital filtering applications and possibilities which 

exist. 

Image Bitwise Logic and 
Arithmetic Operatinns 

Also well understood in the image processing community 

are the tools that can be developed from bitwise logic 

operations and arithmetic operations. Images can be averaged 

to improve S/N. Images can be subtracted to retain only 

differences. One image can serve as a mask over another, so 

that information developed through one process can affect 

other operations. Such masks are used to define targets to be 

examined in the object identification schemes of Chapter 7. 

Look-up Tables 

Logical inversion, for example, causes black areas in an 

image to appear white, and white images to appear black. This 

process is very similar to production of a photographic 

negative. The obvious means of implementing this logic 

operation is to negate every data pixel in an image, but that 

may not be the fastest means available. The look-up table, in 

which every possible input level is mapped to a unique output 

level, can be a much more efficient method, because only 256 

calculations must be performed. Each successive operation 

consists solely of locating the data at an offset determined 

by the input level, while the straightforward method requires 
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512x512 = 262144 calculations of a function which, in some 

situations, could be rather complex. 

A good example of a simple enhancement is the linear 

contrast stretch. Given some image which does not make full 

use of the available contrast dynamic range, a mapping in 

which the minimum GLV goes to zero and the maximum goes to 

255, as shown in Figure 3.30 allows full use of that range. 

Figure 3.31 shows a typical image. Figure 3.32 shows its 

histogram. Figure 3.33 shows a linear contrast stretch with a 

small percentage of saturation of the "0" and "255" grey 

levels, and Figure 3.34 shows its histogram. 

Optimizing Signal to Noise Ratio 

In gradient images, the edges of interest will have GLVs 

greater than zero. The larger the value, the stronger the 

edge (signal). In the cross-correlation scheme of Chapter 6, 

a mapping to maximize the S/N of a noisy image is desired. 

This mapping is from an eight-bit image to an eight-bit 

image, so negative values and numbers larger than 255 must be 

avoided. Therefore, GLVs obviously belonging to signal should 

map to 255, and GLVs overwhelmingly dominated by noise should 

map to 0. Similarly, the GLV where signal is as likely as 

noise should map to 128. A typical noisy gradient image is 

shown in Figure 3.35. The same image with the signal removed 

is shown in Figure 3.36. Thus, the likelihood ratio for a 

particular GLV, 

75 



255 
0 
> 
0 

0 
u 
u 
0 
en 
(d 

a 
H 
4J 
P 
a 
4-) 
p 
o 

Input Image Grey Level 

Figure 3.30. Look-up Table to Increase Dynamic Range 
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A(glv) = P(glv I signal) 
P(glv I noise) (3.15) 

can be used to determine the confidence level that a 

particular GLV corresponds to a signal. A(GLV) was determined 

by calculating the PDFs of the GLVs of representative images 

(signal + noise), such as Figure 3.37, from all object 

classes. The GLV PDFs of images consisting of objects with 

all expected edges removed (leaving noise only), such as 

Figure 3.38, were also determined. The probabilities that a 

particular pixel was signal, P(signal), and that it was 

noise, P(noise), were also measured. The ratio 

P(glv) =A(glv) ^<^i?"^^^ 
P(noise) (3.16) 

was then the probability that a particular GLV was signal 

over the probability that it was noise. P(glv) also provided 

a measure of how well a particular GLV correlated with a 

signal (edge) pixel, where GLVs with consistent correlation 

were to be mapped to 255, and those with no correlation were 

to be mapped to 0. 

Based upon the average P, shown in Figure 3.3 9, GLVs 

below 4 8 were more likely to come from noise than signal 

(i.e., p < 1), so these are given smaller strengths (< 128) 

in the cross-correlation mapping. GLVs above 158 are much 
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more likely to come from signal than noise (i.e., (3 > 20), so 

these GLVs are mapped to 2 55 ("definitely an edge"). A 

minimum mean square error (MSE) fit to the data obtained 

showed that the function 

p(glv) = .391 e'̂ ^̂ '̂'-̂ ^ (GLV / 49.56)-"''̂  (3.17) 

fit reasonably well between 1 and 158. Determination of the 

actual mapping values for GLVs, where the amplitude gives the 

"confidence" that a particular GLV belongs to signal, is 

similar to the Wiener filter, as shown by [80] . 

The magnitude of the transfer function of a Wiener 

filter [81] is 

H(f) = -
1 + N(f) 

S(f) , (3.18) 

where S(f) / N(f) is the signal to noise ratio at a 

particular frequency. The optimal Wiener filter can be said 

to attenuate frequencies where noise power exceeds signal 

power and to amplify those where S/N > 1. Similarly, the 

mapping to optimize cross-correlation will use P as the 

signal to noise measure, so that 

map (GLV) = 1 * 267.5, for GLV < 159 
1 + A'̂ (GLV) 
0, otherwise r (3.19) 
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as shown in Figure 3.40. The amplification 2 67.5 is needed so 

that the function maps smoothly into the saturation region at 

GLV = 158. Thus, map(GLV) can be seen to be the optimum 

mapping for the particular cross-correlation methodology of 

Chapter 6, where the model-derived image has only two GLVs, 0 

for "definitely is not an edge," and 255 for "definitely is 

an edge." This image has 255 grey levels, where the amplitude 

represents the likelihood that the GLV is an edge. 

One limiting case of mappings would be a situation in 

which the signal always exceeded a threshold, T, and the 

noise always fell below T. In such a case, the optimal 

mapping would be a threshold, as shown in Figure 3.41. In any 

practical situation, in which some GLVs correspond to both 

signal and noise, the threshold forces a "decision" upon the 

presence of "signal" or "noise" in a particular pixel which 

would be more appropriately considered by a cross-

correlation . 

This technique could be extended to multisensor fusion, 

where gradient images are compared, and the gradient PDFs 

could be used to optimize the correlation between images from 

different sensors. 
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CHAPTER 4 

IMAGE SEGMENTATION AND ANALYSIS 

Analysis of the objects in a natural scene requires that 

the regions of the image containing those objects be 

determined. The process of locating the pixels belonging to a 

particular object in a digital scene is called image 

segmentation. The actual segmentation method used, and many 

have been developed, will depend upon many factors, 

including: 

1. the complexity of the scene, 

2. the characteristics of the objects and the scene, 

3. the method of imaging used, and 

4. the degree of control over the environment possessed 

by the system. 

The simplest segmentation techniques available, in terms of 

computing requirements, demand a high degree of system 

influence of the environment. Possible examples of this 

include reference image subtraction and simple, global, 

thresholding methods of objects in artificially simple 

backgrounds. More complicated segmentation techniques use 

neighborhood statistical behavior and a priori knowledge of 

object and scene characteristics. Often a "connectivity 

analysis" is required [82] to determine which object 

fragments are or may be connected to other fragments, as well 

as providing a means of ignoring fragments exhibiting local 
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behavior characteristic of the objects in the scene but 

failing to pass more global tests. With most segmentation 

techniques, allowing more than one object into the scene 

makes the calculations more difficult and the results less 

reliable. Occlusion, where one object obscures a portion of 

another, is also a difficult problem to handle. 

Simple and Adaptive Thresholding 

Two general scenarios exist in which an operation as 

simple as a threshold can perform useful segmentation. These 

cases are imaging of objects in a carefully controlled scene 

and imaging methods that respond more strongly to the objects 

of interest than to the background. With the first technique, 

objects are placed against a constant (dark) background and 

uniformly illuminated so that all pixels with intensity 

levels greater than that of the background must be object 

pixels. With the second technique, an imaging method such as 

infrared (IR), inverse synthetic aperture radar (ISAR), or 

laser radar (LIDAR) is used [83]. The information resulting 

from these imaging systems ideally possesses signal levels 

greater in amplitude than the background levels. Figure 4.1 

shows an IR image of a ship, and Figure 4.2 shows an optimal 

global threshold. Figure 4.3 shows the image after spatial 

filtering to remove small objects and fill small holes, as 

described later in this chapter. 
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Environment control is used in robotics and quality 

control applications. If a robot is to analyze the shape of 

an object, it may move the object to a carefully illuminated 

surface with a uniformly dark background level and process 

the image resulting from a grey level threshold to analyze 

the shape of the object. Such systems have been demonstrated 

to allow accurate measurement of spark gaps and other 

dimensions in solid objects [84]. An analog to this technique 

for segmentation is a comparator circuit where the reference 

signal remains constant just above the noise level and a low-

noise test signal is applied. 

Computer analysis of images of objects in natural, 

cluttered, environments often uses a threshold level that is 

affected by the grey level average of the neighborhood around 

the pixel in question. As the neighborhood average changes, 

the threshold level follows. Continuing the circuit analog 

leads to modifying the reference line to maintain a level 

determined by the average value of the latest samples of the 

test signal, a form of automatic gain control. 

With infrared imaging, warm objects appear brighter than 

the cooler background, and therefore any pixels brighter than 

the average of the pixels around them form a potential 

object. Metallic objects return a strong radar signal, while 

the background tends to be weaker. In order to improve 

detection rates and lower false alarm rates modern signal 

processing rec^uires a particular pixel to cross a threshold 
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in three out of four consecutive frames to be recognized as 

an object. If an object is placed on a flat surface, LIDAR 

develops a range estimate in which the distance from the 

imaging system to the surface in a particular direction is 

mapped. The distance to the flat ground surface serves as the 

base for a threshold, and any pixels detected closer than the 

inferred background level are thus object pixels. 

Reference Image Subtract inn 

Another technique, with applications in medical imaging, 

robotics and surveillance involves taking an image of a 

cluttered scene without any objects present, and then taking 

a second image of the scene after the objects have been 

introduced. If the camera is not in the same physical 

location with the same focal ratio for both images, then 

image registration (see Chapter 5 for details), is needed to 

correct for perspective errors. If the illumination is not 

the same in both images, a homomorphic filter (see Chapter 5) 

is often used to reduce illumination variations between the 

images. However, once the perspective and illumination are 

matched between the two images, any pixels in corresponding 

locations which differ in intensity belong to the objects 

introduced into the second image. With the variations thus 

located, analysis of the objects of interest thus becomes 

possible. The most common uses of this technique in medical 

imaging involve study of changes in tissue properties over 
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time which correspond to specific diseases and conditions. 

Satellite monitoring of inaccessible sites can be made 

extremely sensitive by examining changes to buildings, fields 

and roads. The object identification methodologies presented 

in Chapter 7 use this segmentation technique, a circuit 

analog of which is differential amplification. 

Neighborhood Examination 

In generalized segmentation algorithms, more use is made 

of neighborhood statistical behavior than just calculation of 

the mean. Because most practical segmentation methods only 

locate specific classes of objects in specific types of 

scenes, some a priori knowledge of object (signal) and 

background (noise) behavior is available. Thus, areas with a 

large S/N ratio in properties relating to expected signal 

behavior are likely to be the objects of interest. If objects 

are continuous and have a constant, bright, intensity level, 

and the background has a random distribution of grey level 

values, a potential object pixel would exhibit the following 

behavior: 

1. This object pixel would itself have a "high" grey 

level value, and 

2. the mean would be "relatively" large and the variance 

would be "relatively" small in a neighborhood about the size 

of the object of interest. 

More complex examples, of course, abound. 
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Segmentation in Retinal Tmages 

One such typical application of segmentation involves 

location-of the blood vessels in a retinal image. The FT has 

proven itself invaluable in the textural analysis [35] of 

human retinal images [5,85,86]. Spectral characterization and 

the matching of image texture to a reference are valuable 

techniques, providing a basis for the comparison of complex 

images [56] . However, the spectral components of the blood 

vessels overshadow those of the texture due to the strong 

edge effects and the high degree of structure [87]. 

Therefore, a method has been developed to remove the blood 

vessels from a local region of interest in these images. A 

retinal image, shown in Figure 4.4, is shown in Figure 4.5 

with only the blood vessel structure remaining. A cross 

section of a typical fundus image with a blood vessel is 

shown in the top of Figure 4.6, and the replacement function 

is shown in the bottom of that figure. One investigated 

technique used the maximum slope of the blood vessel edges to 

determine the exact location of the edges themselves. Without 

these structures to affect the spectral properties of the 

image, the textural characteristics of the retina can be 

studied and quantified. It was hoped that easy classification 

of textural properties in human retinas, which relate closely 
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to several eye diseases [88], would allow a quick and ac

curate diagnosis of eye diseases such as glaucoma [89]. 

Connectivity Analysis 

Segmentation methods often detect many false targets, 

and analysis of the statistics of the targets themselves can 

provide screening. When the extents of individual connected 

segments have been determined, the segments can be passed, 

rejected, merged, and broken up based upon their 

characteristics. The connectivity analysis can be performed 

at a very basic level. 

Assuming that segmentation has produced a binary image, 

the individual connected segments can be determined. A trace 

searches the image for segment pixels. The first pixel is 

assigned grey level 1. The second segment pixel is assigned 

grey level 2, unless the pixel immediately above it or behind 

it has already been assigned, in which case the new pixel is 

assigned the GLV of its adjacent neighbor. If both the pixel 

above it and the one behind it belong to separate objects, 

the segments are merged, and the new pixel is assigned the 

GLV of the merged object. This technique will, in one pass, 

locate each object in an image and assign all pixels of that 

object a unique grey level. The gray levels can be reordered 

to reflect a one-to-one mapping between labels and objects, 

filling in gaps caused by merges [90]. Thus, individual 

segments can be analyzed based upon the statistical behavior 
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they exhibit. Segments can be considered singly and jointly, 

and segmentation methodologies can be greatly improved. 

In order to simplify the work to be done by the 

connectivity analysis, spatial filtering techniques can be 

used to remove small objects and fill small holes. One such 

filter uses a 3x3 lowpass convolution and a threshold to 

perform the desired operation. Figure 4.7 is a typical image, 

and Figure 4.8 is produced by thresholding. Figures 4.9 

through 4.13 show the binary images resulting from placing 

the threshold in several different locations, so that the 

number of segmented neighbors is used as the criterion for 

passing through the filter. 

Feature Extraction 

After the segmented areas have been located, individual 

objects may then be analyzed. Features which are often 

determined include both spatial domain and frequency domain 

measurements. If the segmented object number z is defined by 

seg(z)(x,y) (with values 0 or 1) , and the original image is 

orig(x,y), then some common spatially derived statistical 

descriptors of this object include the following: 

1. object area. 

Area(z) = 2 2 seg(z)(x,y) , 
(4.1) 

seg(z) (x,y) , 
X = 0 y = 0 
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2. mass (integrated signal strength), 

MasS(z) = X X orig(x,y) * seg(z)(x,y) , 

X = 0 y = 0 

3. density (average signal strength), 

Density(z) = MasS(z)/Area(z), (4.3) 

4. centroids (center of mass). 

1 ^ ^ 

^ 2J 2rf ^ * seg(z) (x ,y) * o r i g ( x , y ) Area(z) ^ = oy = o 

J^ t t Viz) = ^ 2L, 2-r y * seg(z) (x,y) * o r i g ( x , y ) 
Area(z) ^ = o y = o 

5 . v a r i a n c e s and c o v a r i a n c e s . 

( 4 . 4 ) 

t I CTx(z) ZI 1^ ^^ * seg(z) (x ,y) * o r i g ( x , y ) - x2 
A ^ e ^ ( z ) X = Oy = 0 

Cfy(z) X 2 y^ * seg(z) (x ,y) * o r i g ( x , y ) - y2 
A^ea(z) X = oy = 0 

^xy(z) 
Area(z) ^ = oy = o 

W W — — 
X X ^ * y * seg(z) (x ,y) * o r i g ( x , y ) - y * x 

( 4 . 5 ) 
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6. ellipsivity (the ratio of the eigenvalues of the data 

covariance matrix 

) ) (4.6) 

given by 

^1,2= 2 ' (4.7) 

7. the direction of the major axis of the data (the 

eigenvector of the covariance matrix associated with the 

larger eigenvalue), and 

8. the longest line segment within the convex hull of 

the object. 

Other spatial descriptors include, but are not limited to, 

perimeter, data skew (from the third moments), data kurtosis 

(from the fourth moments), and the perimeter to area ratio 

(form factor) of a shape. Frequency domain features include 

annular and radial bin analysis [13] and measurement of 

components required to describe a shape boundary [35]. Higher 

moments become less reliable due to repeated differentiation 

in the FT of the signal [91] . 

One use of statistical feature measurements is 

demonstrated by the Hotelling transform [35,56], which is 
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also known as the eigenvector or Karhunen-Loeve transform. 

With this method of image matching, or registration, shapes 

are approximated by ellipses, which are then compared. The 

shape means. Equation (4.4), give its location. The 

eigenvalues. Equation (4.7), of the covariance ellipse. 

Equation (4.6), describe the size of the major and minor axes 

of the ellipse, as shown in Figure 4.14. The eigenvector 

associated with the larger eigenvalue gives the direction of 

the major axis; the minor axis is perpendicular to this 

eigenvector. Thus, position and rotation differences are 

commonly determined and corrected with this transform. Scale 

differences can be found using the shape area. Equation 

(4.1). The initial guesses for model projections described in 

Chapter 7 use such a scheme to determine the position and 

rotation of objects to be identified. 

Another means of image registration compares object 

lists between two images. Feature vector classifiers, as 

explained in Chapter 2, extract such pieces of information 

from an image and attempt to match them to previous 

descriptions of objects. The object identification 

methodologies described in Chapter 7 use some of these pieces 

of information listed above as aids in describing the 

object (s) in an image and matching the object(s) to a 

reference. 
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CHAPTER 5 

IMAGE REGISTRATION 

Many applications for digital registration, or 

alignment, of images exist [56]. Most of them utilize the 

discrepancies between similar images to draw conclusions 

about the variations in the objects under study. Many 

different methods of registration have been developed, 

including spatial and number theoretic correlations, spectral 

and cepstral transform domain manipulations, and moment 

matching. Spatial domain registrations have used both minimum 

distance measures and maximum correlation measures to match 

images. A robust means of matching images, the secjuential 

similarity detection algorithm (SSDA) has been implemented 

[6,7] and has been found to provide reliable, accurate 

registrations of secjuential images, although the algorithm 

itself is computationally intensive. Other means of 

registration, which will not be discussed here, include 

pyramidal pixel averaging technicjues [92], zero-crossing 

matching [93], and artificial intelligence-based methods 

[94] . 

.qpa+ial Dnmain Matching 

This section on digital image alignment by spatial 

domain manipulation will describe several aspects of one 
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spatial registration technique, the sequential similarity 

detection algorithm (SSDA). These aspects include: 

1. the preprocessing techniques necessary to prepare 

images for matching, 

2. the registration windows, parameters, and methods 

used in the time-versus-accuracy optimization of the 

implemented SSDA, and 

3. the postprocessing methods used to extract the 

difference information from the images under study. 

The specific examples in this section concern matching human 

fundus (retinal) images to assist in diagnosing certain types 

of changes causing visual impairments. 

Image Preprocessing 

After two images were captured, they were modified in 

order to give them similar orientation, background 

illumination, and grey level statistics (histograms). Figures 

5.1 and 5.2 show two original images, which will henceforth 

be called the test and reference images. They are not 

registered, and they exhibit different illumination. The 

gross geometrical errors had to be corrected by the user to 

within the capture range of the SSDA, which is six pixels of 

translation, six degrees of rotation, and twelve percent in 

scale. The images then underwent homomorphic filtering and a 

non-linear contrast stretch. This stretch mapped the minimum 

image grey level value to 0, the maximum to 255, and the 
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statistical mode of the grey level values to 127, providing 

DC equalization. These procedures thus gave roughly similar 

orientation, very similar illumination, and histograms that 

matched exactly in maximum, minimum and peak values. 

Fundus photographs of the human retina are taken through 

the pupil by a fundus camera and are used in every 

ophthalmology clinic. These images are examined for 

characteristics pertaining to glaucoma and other retinal 

diseases. The imaging process itself is notorious for 

difficulties in achieving consistent illumination. A nerve 

fiber layer section, which runs from the optic nerve head 

(the large white spot) in Figures 5.1 and 5.2 through the 

retina between the two large blood vessels at about 2 

o'clock, is suspected to have damage similar to that caused 

by some of these diseases. The final image displayed, after 

all processing is completed, shows changed areas by the 

discolored spots in the retina, which relate to degeneration 

of the nerve fiber layer leading to blindness. Due to the 

redundancy of the structure, detectable nerve fiber damage 

occurs in glaucoma and other diseases as early as five years 

before conventional vision testing methods can detect a loss 

of vision. Thus, early warning can result in slowing the 

progression of the disease and continued sight by the patient 

[89,95,96] . 

Homomorphic filtering. One method for removing low 

frequency illumination variations between images is the use 
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of the homomorphic filter [97]. The imaging model which forms 

the basis of the filter assumes that an image may be regarded 

as the multiplicative product of the source illumination, I, 

and the object reflectance, R. The I terms in the image have 

slowly varying components and thus are confined to the low 

frequency region in the image spectrum. The high frequency R 

terms in the image represent the edges, textures, 

discontinuities, and small objects of interest. Therefore, a 

highpass filter will increase the R component of an image at 

the expense of the non-informative low frequency components 

of the illumination, thereby increasing the contrast 

available for the features of interest to an observer [35]. 

If the image is viewed as 

OLD = I x R, (5.1) 

then a logarithm of the original image will give 

In(OLD) = In(I x R) 

= ln(I) + ln(R). (5.2) 

Special situations such as ln(0) are avoided by biasing the 

image by a small positive value. With the I and R terms made 

independent of each other, the easy-to-find I component can 

be subtracted from the total logarithm, so that only the R 

component remains. Both spatial and frequency domain lowpass 

filters have been used to determine the I component. The 

particular filter used in this research has a large spatial 
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convolution to find the low frequency term. In(I). If In(I) 

can be totally removed by subtracting it from the original. 

In(OLD), so that 

In(OLD) - ln(I) = ln(I) + ln(R) - ln(I) 
In (NEW) = ln(R), (5.3; 

and ln(R) was then isolated. Exponentiation of this signal 

yields R: 

NEW = exp( ln(R) ) = R, (5.4) 

so that the final image has a greatly reduced illumination 

component. 

The convolution used to find In (I) used a large square 

kernel of unit volume. The size of the square determined the 

minimum spatial wavelength, and therefore maximum spatial 

frecjuency, which passed through the filter. Practical 

limitations affect the actual degree of illumination which 

can be removed. The DC bias is restored to the image, so that 

the overall appearance of the image is not affected too 

drastically and no negative numbers are introduced. For these 

reasons, only a fraction, a, of In (I) can be removed, and â G 

(a times the global mean of In (OLD)) is added back in, so 

that 

In (NEW) = In (OLD) - a convo ( In (OLD) ) + a HG, (5.5) 
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where convo() is a lowpass filtering operation. The fraction 

a of illumination removed is the largest which can be 

realized without causing the aforementioned problems. Thus, 

the minimum value of a is found from searching the image for 

the ratio 

In OLD - In bias ,̂  , , ,^. . . • ^ •— , if convo In OLD < IIG 
convo ( In (OLD) ) - ÎG v / / .̂ 

In OLD - In 255 + bias ., , , ,^,^, , ̂  ^ 
• ^ , if convo ( In (OLD) ) > UG 

convo ( In (OLD) ) - |IG (5 6) 

This minimum value of a is further restricted to be less than 

or ecjual to 1.0. With fundus images, which suffer from 

extreme variations in illumination, values of a at about 0.7 

typically yield the "best" normalization [97] . Removal of 

only this fraction of In(I) causes Eq. (5.3) to be rewritten 

In (NEW) = In (OLD) - a In (I) + a|lG 

= ln(R) + In (I) - a In (I) + â c 

= ln(R) + (1 - a) In(I'), (5.7) 

where I' represents I without the DC term, so that 

NEW = R I (1 - «). (5-8) 
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The image of Figure 5.3 shows Figure 5.1 after illumination 

normalization and the other preprocessing techniques have 

been applied. 

Inter-Pixel Interpola+jnn Both the user geometric 

correction in the preprocessing stage and the registration 

involve mapping an image from one reference frame to another. 

When a mapping to a given output location is achieved through 

a coordinate transformation such as rotation, the source 

point mapping to that pixel may easily come from a location 

not exactly centered at one of the available samples. Merely 

selecting the nearest location causes degradation of the 

picture and a certain degree of "blockiness." A weighted 

average of the nearest four pixels provides a much more 

accurate operation, although a small degree of low-pass 

filtering occurs. The inter-pixel interpolation tested was 

bilinear, although other weighting schemes are possible. If 

the (i,j) pixel in the destination image, D, is transformed 

from the (ii,jj) location in the source image, S, so that 

D(i,j) = T{ S(ii,jj) }, (5.9) 

then, if 

mm = int(ii), and 
nn = int ( jj), (5.10) 

the four source pixels to be considered are 
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500 = S(mm,nn) , 
501 = S(mm,nn+l), 
510 = S(mm+l,nn), and 
511 = S(mm+l,nn+l). (5.11) 

Thus, 

D(i,j) = AOO SOO + AOl SOI + AlO SIO + All Sll, (5.12) 

where 

AOO = (1 - (ii - mm)) * (1 - (jj - nn)) , 
AOl = (1 - (ii - mm)) * ((jj - nn)) , 
AlO = (ii - mm) * (1 - (jj - nn)), and 
All = (ii - mm) * (jj - nn), (5.13) 

and the weighting factors sum to 1. Thus, as shown in Figure 

5.4, the weight given a particular neighboring pixel is a 

function of the distance from the interpolation point to the 

opposite corner of the four pixel neighborhood. 

Sequential Similarity Detection 

The image registration process itself [6,7] consists of 

35 individual stages of alignment, with increasing accuracy 

at each step. These stages correct for one of the unknown 

geometrical mapping parameters at a time. The size and shape 

of the mask through which the test and reference images are 

viewed also varies with the alignment stage. After completion 

of the preprocessing operations, portions of each image are 

viewed through masks, and the pixel values from the test are 

compared to those of the reference. The test is varied in 

translation, rotation, and scale, but the reference remains 
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Figure 5.4. Bilinear Subpixel Interpolation 
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locked to the original pixel sampling grid. Note that while 

the reference mask always examines exact pixel locations, a 

subpixel interpolation is necessary to determine test values 

for every new geometrical mapping. 

The parameters for the 35 stages of registration are 

shown in Table 5.1. Figures 5.5 through 5.7 show the solid, 

frame, and combination masks. The measure of accuracy 

throughout all SSDA stages is called the error coefficient, 

which is a Euclidean norm, 

X X A(i,j) [ref(i,j) - test(ii,jj)p 
i = 180 j = 180 , 

(5.14) 

where 

1. A(i,j) defines a binary mask, 

2. ref(i,j) is the value at a reference image pixel, and 

3. test(ii,jj) is the value at a test image 

(interpolated) location. 

The first stage finds the distance for no correction at all, 

on the assumption that this set of conditions is more likely 

to be correct than any other. The next three stages check 

translation errors for increasingly smaller step sizes. The 

reason for taking the zero translation test first is that a 

reasonable estimate quickly established can terminate many of 

the tests when their distance exceeds the current best 
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Table 5.1. Cascade of Registration Parameters 

Stage 

1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 
20 
21 
22 
23 
24 
25 
26 
27 
28 
29 
30 
31 
32 
33 
34 
35 

Mask Variable 

Solid 
Solid 
Solid 
Solid 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Frame 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 
Combo 

None 
X,Y 
X,Y 
X,Y 
None 
0 
0 
M 
M 
0 
M 
X 
Y 
X,Y 
0 
M 
X,Y 
0 
M 
None 
X,Y 
0 
M 
X 
Y 
0 
M 
X 
Y 
0 
M 
X 
Y 
0 
M 

Range 

0 
6 pixels 
2 pixels 
1 pixel 
0 
6° 
1.5° 
12 % 
2 % 
2.25° 
3 % 
4 pixels 
4 pixels 
1 pixel 
2.25° 
3 % 
1 pixel 
.75° 
1 % 
0 
.5 pixel 
1.125° 
2 % 
. 6 pixel 
. 6 pixel 
.561° 
1.5 % 
.4 pixel 
.4 pixel 
.186° 
.6 % 
.2 pixel 
.2 pixel 
.093° 
.3 % 

Step 

0 
3 pixels 
2 pixels 
1 pixel 
0 
3° 
1.5° 
4 % 
2 % 
.75° 
1 % 
2 pixels 
2 pixels 
1 pixel 
.75° 
1 % 
1 pixel 
.75° 
1 % 
0 
.5 pixel 
.375° 
1 % 
.2 pixel 
.2 pixel 
. 187° 
.5 % 
.2 pixel 
.2 pixel 
.093° 
.3 % 
.2 pixel 
.2 pixel 
.093° 
.3 % 

Number 

1 
24 
8 
8 
1 
4 
2 
6 
2 
6 
6 
4 
4 
8 
6 
6 
8 
2 
2 
1 
8 
6 
4 
6 
6 
6 
6 
4 
4 
4 
4 
2 
2 
2 
2 
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Figure 5.6. Frame Mask 
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(lowest) value. This simple time-saving option is available 

in minimization problems, where distance is often measured, 

but not in those of maximization, where, for example, 

correlation is measured. 

The next stages examine rotation by decreasing angular 

steps and scale by decreasing size steps. The algorithm 

cycles back through translation again, followed by more 

rotation and scale correction. The final accuracy is +/- .2 

pixels of translation, +/- .1° of rotation, and +/- .3% in 

scale. Artificial geometrical transformations of known 

parameters have been corrected to within these accuracies in 

algorithm testing. Searching for multiple corrections 

simultaneously is particularly time-consuming, as computation 

requirements increase as n^, whereas testing of parameters 

singly increases as 4n, with perhaps a factor of 2 needed for 

redundancy. The process simply records the current "best 

fit," or minimum distance at each stage, and makes small 

modifications to test for improvement. Redundancy is 

required, as demonstrated by the large steps of the 11th and 

12th stages, which are needed because radical changes in the 

other parameters induce significant errors in translation. 

The implemented SSDA only searched and corrected for linear 

mapping errors; higher order polynomial warps have not been 

considered due to the rapid increase in solution time for 

even a relatively simple case. Figures 5.8 and 5.9 show 

typical registered images from a patient suspected of 
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suffering from optic atrophy, a rapid degeneration of the 

nerve fiber layer. The images were taken 15 days apart from a 

patient suffering rapid vision loss. 

Image Postprocessing 

After the fundus images have been registered, extraction 

of the information made available is now possible. The images 

are subtracted, median filtered to remove pixels uncorrelated 

with their neighborhoods, and contrast stretched to maximize 

visibility. The resultant is a relatively low-noise dark 

image, with light spots corresponding to regions of 

significant change between the original images. Any 

inaccuracies in registration, imaging, or illumination cause 

mismatches so that the edges of features become visible. 

Figure 5.10 shows the resultant image derived from Figures 

5.8 and 5.9. The white area in the right center of the image 

is from nerve fiber layer variations, and the prognosis is a 

condition called optic atrophy. 

SSDA, although ponderously slow, is among the most 

accurate registration techniques available. This approach 

works strictly within the spatial domain, with no noise added 

due to domain transformation. While noise immunity is not as 

great as might be hoped, SSDA does perform well in practical 

situations. The time recjuirements are not too excessive for 

some applications, although real-time problem solution by 

digital means is quite impractical with this method. 
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Cross-r.nrrela^inn 

When a measure of the degree of similarity between two 

signals is desired as a function of translational offset, 

then cross-correlation (CC) can be used. CC is a different 

measure of image match than the distance measure used in 

SSDA. Applications include many variations of "matched 

filters," where a specific, known, impulse response is 

located in a noisy background. Unlike simple filters merely 

passing components of a certain wavelength, the matched 

filter also considers the frecjuency domain phase (i.e., the 

spatial domain position) of a particular component in 

relation to the other components. 

In the spatial domain, CC between f(x,y) and g(x,y) can 

be implemented by taking the integral 

512 i,il2 

Jx - 0 Jy 

CC(x ' ,y ' ) = I I [f(x + x ' , y + y ' ) g(x,y)] dx dy 
/x -O Jy-O , ( 5 . 1 5 ) 

where the CC itself is a function of the offset variables x" 

and y'. If the offsets need only be calculated for some 

smaller region, as in applications looking for the peak of 

the CC with a good initial guess of where that peak may be, 

then spatial calculation may be the most computationally 

efficient. If both f(x,y) and g(x,y) are localized (i.e., 

with significant regions of zero signal value) the spatial 

integrals can become less burdensome. 
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However, if no initial guess is available, the global 

solution (over all possible offsets) must be performed. 

Frequency domain CC [57] is then more efficient than repeated 

spatial integration. For the same functions f(x,y) and 

g(x,y), the Fourier transforms F(fx,fy) and G(fx,fy) can be 

multiplied to give H(fj,,fy). Inverse transforming H(fx,fy) 

gives CC(x,y), which is the same function found spatially in 

Eq. (5.15) . 

Another means of determining the CC for two functions 

uses the number theoretic transform (NTT). Some required 

conditions for a transform to perform convolutions and CCs 

include the following: 

1. the ability to sum a series of basis function 

components to unity (Z(t>n = 1) / and 

2. the orthogonality of these basis functions. 

As shown by [98-105], both the FT and the NTT meet these 

conditions, and both can be shown to use transform domain 

multiplication to achieve CC. The (integral) NTT yields exact 

results, while the (floating point) FFT is susceptible to 

roundoff error. The NTT is based upon ring theory, and is 

only useful with particular vector lengths and data sizes, 

although a CC can be determined very efficiently in these 

cases. In practice, a machine with 32-bit integer word length 

cannot be made to find the 256x256 CC of two functions with 
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eight-bit data without additional manipulation which destroys 

the exactness of the solution. 

In some cases, the illuminance variation cannot be 

removed, and significant grey level biases may exist between 

related regions in secjuential images. One example of this is 

CC of an object with a model, where background behavior may 

be modelled as a constant (zero) ; another case is 

registration of images acquired from different imaging 

systems. In these applications, the information contained in 

the edge positions and strengths is more consistent than that 

derived from the actual grey levels. Thus, edge detection 

could serve as a data compression to optimize S/N under 

particular circumstances. The ATR in Chapter 7 uses such a 

scheme because modelling object illumination phenomena is 

computationally intensive and not as reliable as geometrical 

transformation. 

Cepstral Image Matching 

The cepstral transform domain can be used to register 

images with noise levels that cause CC to give erroneous 

results. The power cepstral transform is 

Ceps(x',y') = I FT( In | FT ( T(x,y) + R(x,y) )| M P , (5.16) 

the FT of the log magnitude of the FT of a signal. This 

transform produces an impulse train when T(x,y) is a shifted 
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noisy version of R(x,y). Cepstral analysis was initially 

developed in seismic and acoustic signal processing, where a 

noisy, delayed, echo could be present as well as the original 

signal. The FT of the power spectrum of the composite signal 

performs better registration in noise than a simple 

correlation between the signals [106]. 

Moment Matching 

Another registration method of practical value is based 

upon segmentation of the test and reference to develop a 

feature list and then matching the feature lists. As features 

from both images are paired, the mapping necessary to bring 

one image into registration with the other is developed. The 

larger the number of objects correctly matched, the greater 

the overall accuracy of the registration. Similarly, the 

greater the accuracy of the registration, the easier the 

feature matching. The object identification methods of 

Chapter 7 use a registration by moment matching of a model 

projection (an example is shown in Figure 5.11) with the 

single segmented object (an example is shown in Figure 5.12). 

This fast but inaccurate registration was needed to get the 

object and the model close enough for the peak of a spatial 

domain CC to be within a small search area for efficient 

solution. A clever technique by Alliney and Morandi [107] in 

which the images are projected to the horizontal and vertical 

axes, as shown in Figure 5.13, and the axes are registered 

141 



142 



4-1 
U 
0 

- n 
X> 
O 

-P 
0 
4-1 
C 
0 
E 
CJ1 
0 
CO 

CM 

i n 

0 
u 
P 
g i 

-H 

143 



( ^ ) Z B 

CM 

( A ) l 5 

4-1 

C 
O 

- H 
4-1 
O 
0 
-n 
O 
S-l 

0 4 

ro 
c 
o 
g i 
o 
Xi 
4-1 
u 
o 
>1 

c 
o 

- H 
4-1 
ro 
u 

4J 
CO 

- H 

g i 
0 

00 
rH 

in 

0 
M 
p 
g 

•H 

144 



independently was also investigated; it was found to be less 

accurate than moment matching, although it was about as 

computationally demanding. 
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CHAPTER 6 

3-D MODELLING 

The fields of three-dimensional (3-D) computer graphics 

and model projection are well understood and documented 

[108,109]. This chapter explains how model projections are 

determined for use by the object identification methods 

described in Chapter 7. Certain simplifying assumptions have 

been made so that the host 80386 micro processor and the 3167 

floating point coprocessor could calculate a projection in 

the shortest possible time. These shortcuts concern 

1. preprocessing the model database to provide for 

optimal solution of the hidden line and hidden surface 

problems, and 

2. development of generalized polyhedral objects. 

Model Development 

In order to enter models of solid objects into a 

database suitable for projection, a Computer-Assisted Drawing 

system (CAD) had to be developed which could accept 

coordinate information in a graphical fashion, so that a user 

could visualize the current appearance of a model under 

construction or modification. Figures 6.1 through 6.8 show 

the four classes of objects used in the identification 

experiments; Figures 6.9 through 6.12 show the top, side and 

front views of each of the four models corresponding to these 
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objects. Because the objects were limited to polyhedral 

shapes, a model description was developed which efficiently 

described such objects. Although more general descriptions 

would have been applicable to a broader range of objects, a 

simple polyhedral representation was developed because object 

identification was of much more interest than the 

particularities of modelling schemes. 

Actually developing a database to describe a particular 

model required that the user enter the model vertices and 

connect them together to describe a closed planar surface. 

Description of the connection pattern necessitated 

declaration of the unit normal to the plane, where a cubic 

(i.e., Cartesian) object, for example, has six possible 

normals (+X, -X, +Y, -Y, +Z, -Z). A spherical object in such 

a scheme would recjuire infinitely many normal descriptors. 

The CAD then recjuired that the minimum distance from the 

plane under study to the origin be given. With the 

appropriate plane thus selected, the CAD highlighted all 

vertices in that plane. The user could then add more points 

and/or draw the connections required to describe the planar 

patch of interest. This process continued until all planar 

surfaces on the object were thus described. 

After the user entered the shape of the object into the 

model database, the CAD optimized the method in which the 

model was represented. This process involved closing all 

patches and linking together any chain fragments which closed 
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a single patch. The patches were also reordered according to 

their normal directions and intercepts, so that the listing 

was in the order of their distance from the origin. The 

advantage of this restructuring lies in the efficient runtime 

solution of the hidden line problem, which will be discussed 

later in this chapter. 

Once the model had been represented in a database 

suitable for manipulation, the next task was to calculate the 

appearance of the model from a given observer (camera) 

position. This process consisted of three phases, which are: 

1. merge the model and camera coordinate systems, such 

that the origin of the model coordinate system is moved to 

the observation point through linear transformations, 

2. calculate the projection of the 3-D model onto the 

2-D camera sensor element, and 

3. determine which of the edges and surfaces in the 

model are visible. 

Each of these topics will be discussed in its own section, 

starting with coordinate transformation. 

roorciinate Transformation 

As developed previously [110], a set of points in a 3-D 

space can be transformed to another 3-D space under 

operations of translation, rotation, scale, shearing, and 

reflection. Additionally, this set of 3-D points can be 

projected onto a 2-D plane, where the perspective aspects of 
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the transformation are considered. In order to calculate the 

appearance of the model as seen from a camera at a given 

point in space, we must first know the observer's coordinates 

relative to the model location. 

Thus, the camera's height, azimuth and zoom ratio must 

be known so that a useful projection can be developed. As 

shown in Figure 6.13, if the camera's focal ratio f, position 

and orientation relative to a ground plane are fixed, and the 

location and orientation of an object in that ground plane 

are known, then the unique model projection which fits the 

given parameters can be calculated. 

Initially, the model can be viewed as having the z-axis 

in the "up" direction, the x-axis toward the observer, and 

the y-axis in the right or "forward" direction. The 

coordinate transformation undergoes the following linear 

operations. 

1. The origin of the coordinate system is moved to the 

center of the object, in the z = 0 plane. This translation 

uses 

X — X (Xniax •'' Xmin) / 2 , 

Y' = Y - (Y„ax + Y„in) / 2 , and 
Z ' = Z - 1 . ( 6 . 1 ) 

2. The model is scaled by the ratio of the camera zoom 

factor to the observer-to-object distance, so that more 

distant objects appear smaller. The non-cubic aspect ratio of 

the modelling medium is corrected. This anisotropic scaling 
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uses, for a specific camera lens zoom ratio (= 837) and 

sensor, 

X' = X * 837, 
Y' = Y * 837, and 
Z' = Z * 1101. (6.2) 

3. The model is rotated about the z-axis to the desired 

ground plane angle. This rotation uses, for a desired ground 

plane rotation angle 0, 

X' = X cos e + Y sin e, 

Y' = -X sin 9 + Y cos 6, and 
Z' = Z. (6.3) 

4. The model is translated by the camera height and 

ground plane distance. This translation uses, for a 

particular camera height (= 223) and distance (= 228), 

X' = X - 228, 
Y' = Y, and 
Z' = Z - 223. (6.4; 

5. The model is rotated about the y-axis by the angle 

required to undo the above translation, bringing the 

(rotated) model back to the center of the field of view. This 

rotation uses, for the given camera height and distance. 
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R =lf 223^ + 228^ 

O = arcsin-^^ 
\ R / f 

X = X' cos O - Z' sin O, 
Y = Y', and 

Z = X' sin O + Z' cos O. (6.5) 

The model is now centered at the desired location 

relative to the camera, and it has the required orientation 

in the ground plane to satisfy all known parameters. The 

actual appearance of the model to the camera can now be 

calculated. 

Viewing Perspective 

The perspective factors affecting how the model will 

appear as a 2-D projection form a nonlinear operation in 

which the relative scale of parts of a scene closer to the 

observer is increased relative to those portions which are 

further away. This scaling is an inverse function of the 

distance from the observer to the object. Objects whose 

maximum dimension is less than 5% of the observer to object 

distance need not consider this effect at all. In the 

experiments of the next chapter, all perspective factors are 

considered. The aspect ratio of the video system is also 

corrected here. This transformation uses 
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^ = — ^ — . 
Z'/R + 1, and 

Y = Y' * .833 
Z'/D + 1 • (6.6) 

The vertices of the model database are thus transformed to a 

2-D coordinate system in which the positions of the vertices 

as seen by an observer at a particular point in space is 

calculated, and the actual appearance of the model can now be 

determined. 

Hidden Line and Surface Removal 

The final part in determining the model projection is 

finding those lines which are visible from the observer's 

position. The storage method of the database makes certain 

shortcuts possible in solving this problem. A 3-D coordinate 

system is also transformed with the rest of the database 

vertices, so that unit vectors describing each stack of 

planes is available in the new system. The observer's 

position relative to the model coordinates is calculated, 

based upon finding the points on the normals which are a 

minimum distance from the origin of the transformed system. 

The final object representation is determined by fitting 

a series of parallel planes together. Since the observer's 

location is now known with respect to the normal vectors 

associated with the planar sets, all positive-facing planes 

with intercepts greater than that of the observer and 
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negative-facing planes with intercepts less than that of the 

observer can immediately be disregarded as not possibly being 

visible. An example would be a deck of cards, where an 

observer can only see one side of any card at any time, and a 

suitable description of the situation geometry would allow 

determination of which side can, in fact, be seen for any 

particular card. 

The hidden surface removal process then consists of 

drawing each plane set, from the farthest to the nearest, and 

stopping when the observer coordinate is reached. In any set, 

the nearer planar patch must occlude any conflicting points 

from any further patch, as shown in Figure 6.14. This method 

is commonly referred to as the painter's algorithm. Thus, 

hidden surface removal for parallel planes is made simple. 

The different sets of Cartesian planes (of which a cubic 

object would have six) can be processed in three passes, 

where each pass gets all cases (positive and negative) of a 

particular unit normal descriptor. Thus, for a Cartesian 

object, these three passes calculate the appearances of the 

following: 

1. the stack of +X and -X -facing planes, 

2. the stack of the +Y and -Y -facing planes, and 

3. the stack of the +Z and -Z -facing planes. 

This hidden surface removal is similar to stacking 

playing cards in a parallel fashion. If they are placed in 

the described order, the last card placed must block views of 
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Figure 6.14. Occlusion of Closer Parallel Planes 
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any cards behind it, and thus the occlusion problem for 

parallel planes is solved simply by adding (stacking) the 

cards in the correct order. Each new set in a stack is given 

a unique grey level to allow rapid determination of the 

particular planar patch currently controlling a given pixel. 

Merging the three sets of views, shown in Figures 6.15 

through 6.17, of the separate planar sets describing an 

object is more difficult, however. 

The combination of views follows principles similar to 

formation of an individual view. The dimensions of the 

smallest rectangle containing all points in the patch (the 

rectangular cover) is calculated and recorded. Then, 

supposing without loss of generality that the observer has 

large, positive X, Y, and Z coordinates, all planes facing in 

the +X, +Y, and +Z directions will be stacked into three 

images, and planes with -X, -Y, and -Z normals can be ignored 

as hidden surfaces. When the planes are merged, the +Z set 

serves as a basis for the developing projection. The +X plane 

is then added. If a particular point has no occlusion 

conflict (appears only once) between the basis and the new 

plane, the new point is simply the value associated with that 

one occurrence. If a conflict does exist, the prerecorded 

heights (Z-values) of the X plane are compared to the height 

of the Z plane, and if the Z plane is higher than the entire 

X plane, the Z plane overdraws the X; if the Z plane is lower 

than the entire X plane, the X plane overdraws the Z. If 
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neither condition holds, all other components (X-values and Y-

values) are checked individually. If one plane can be shown 

to always be nearer to the observer than another plane in any 

single component, then all pixels from that plane must 

occlude all pixels from the other. This merging process 

continues until all sets of planes have been included, so 

that all hidden surfaces have been removed. The grey level in 

the resultant image is the grey level of the patch winning 

all occlusion conflicts at that point. One such image is 

shown in Figure 6.18. 

The model is then differentiated, so that any area with 

non-constant grey levels is detected as an edge and is marked 

as such. The particular edge detector used produces straight 

lines of two-pixel width. One example of the resulting 

projection is shown in Figure 6.19. 
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CHAPTER 7 

OBJECT IDENTIFICATION 

As discussed in Chapter 2, the identification of an 

object by a computer from a single digital image is a much-

studied topic. The investigation of various model-based 

identification methodologies [8-10] central to this 

dissertation encompassed the following types: 

1. a nearest neighbor classifier which used model 

projections in the direction of the object (calculated at 

runtime, without prior tabulation or a priori knowledge about 

camera position or orientation) and determined a distance 

measure from an object classification vector to each of eight 

model classification vectors, 

2. a nearest neighbor classifier which used model 

projections in all directions of ground plane rotation 

(calculated a priori, at 5° rotations from 0° to 355°) and 

determined the distance from an object classification vector 

to each of 72x4 = 288 model classification vectors, 

3. a Kohonen/Grossberg neural network which started with 

the database from type (2) and then "learned" the variations 

between it and actual data, 

4. a cross-correlator which used model projections in 

the direction of the object (calculated at runtime) and 

determined the cross-correlation between the gradient of the 

object and the edges of each of the models, and 
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5. a classifier which scanned through the entire library 

using type (1) methods to reduce the number of possibilities, 

then used the more accurate but slower methods of type (4) in 

cases not clearly eliminated by the simpler means. 

These classifiers were tested by several of four 

methods, which consisted of showing some of the following 

sets of objects every 20° of ground plane rotation: 

1. objects which fit a particular model as accurately as 

possible, 

2. objects which fit a particular model in shape, but 

with much internal detail which was not modelled and features 

which were more difficult to detect accurately, 

3. objects which fit a particular model only reasonably 

well in shape, and 

4. objects which fit a particular model only reasonably 

well in shape, but with much internal detail which was not 

modelled and features which were more difficult to detect 

accurately. 

Thus for any classifier, experiment #1 should provide the 

best results, and experiment #4 should evidence the worst. 

The other two experiments should provide intermediate 

results, with the classifier's particular sensitivities 

determining where it performs better. The physical objects of 

experiments #1 and #2 have been discussed in Chapter 6 

(Figures 6.1 through 6.12); the physical objects of 

experiments #3 and #4 are slightly modified versions of 
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those, where the superstructures of the objects were removed. 

All experiments used "good" imaging conditions and camera 

geometry estimates. 

Feature Veo1-nr n assifi ration 

Base(l on Model Projection 

After image segmentation using reference image 

subtraction, a connectivity analysis (see Chapter 4) was used 

to find the primary object of interest in the image. The 

feature vector classifiers mentioned above then extracted 

numerical identifiers from the shape of the object (see 

Chapter 4) . These classifiers then found the model shape or 

the neural weights which most nearly matched the extracted 

description. The neural net updated its weight matrix to 

include this new data point, while the model-based 

classifiers simply "ignored" the new description after 

classification was completed. 

The classifiers measured the normalized Euclidean (I2 

norm) distance from the data vector extracted from the object 

to the data vector extracted from the model. The components 

measured were 

1. object area, 

2. length to width ratio, and 

3. bow to stern length. 

The classifiers which considered a series of projections 

calculated beforehand also considered object angle as a 
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vector component. The classifiers which calculated a small 

number of projections at runtime examined only those whose 

angle was close to that of the object. 

Once the camera geometry has been determined, as shown 

in Figure 6.13, and an object has been located in an image, 

the only remaining unknown in calculating projections is 

therotation of the object in the ground plane. As an object 

is rotated in the ground plane, a point on the object traces 

out an ellipse in the image plane. It is possible to infer, 

then, from the extracted image plane angle the ground plane 

angle at which the object rests. The means of inference could 

involve projecting a hypothetical circle with 360 points on 

its circumference from the ground plane to the camera image 

plane. The point from the projected circle nearest the 

measured data then gives the ground plane angle. 

Data-driven Nearest Neighbor Classifier 

This classifier used the normalized distance measure 

dist2(n) = fA(obj) - A(n)]^, (l w(obi) - 1 w(n)|^, 
I A(obj) / I l_w(obj) / 

[b s(obj) - b s(n) Y 
\ b_s(obj) / (7.1) 

on model projections in the estimated direction of the object 

of interest. Here, A(obj) is the object area, l_w(obj) is the 
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length to width ratio of the object's descriptive ellipse, 

and b_s(obj) is the bow to stern length of the object. The 

normalization involved dividing each component by the 

measured value, so that all components would contribute 

distances components between 0 and 1. Because the covariance 

ellipse (see Chapter 4) only uses the first and second 

moments, it is not possible to use it to determine any 

information about the skew of the data. It is not possible, 

therefore, to determine the direction of the object modulus 2 

n. Modulus K is the most complete estimation possible without 

the use of higher moments. Unfortunately, higher moments 

become more susceptible to noise, and thus provide less 

reliable estimations; the repeated differentiation in the FT 

associated with higher moments is the cause of this low noise 

tolerance. Thus both the object at the measured angle and the 

object rotated by 180° must be considered. However, the 

camera geometry need not be known until the actual image was 

taken. 

Of all of the recognition methodologies studied, this 

classification method had the poorest performance. It could 

determine the direction of a target with moderate accuracy 

but could not solve the 180° problem. It was vulnerable to 

different segmentation thresholds and illumination 

intensities. Variations in internal detail did not strongly 

affect this classifier, but variations in shape did. It had 

no additional trouble identifying targets from different 
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perspectives, so long as the perspective from which the 

sample was taken was known. The performance of this 

classifier is summarized in Table 7.1 and Figure 7.1. 

Model-driven Nearest Neighbor Classifier 

This classifier used the normalized distance measure 

dist^n) = [A(obj) - A(n)\^^ (l w(obj) - 1 w(n)]^, 
\ A(obj) / \ l_w(obj) / 

(h s(obj) - b s(n)\^^ /ang(obj) - ang(n) \̂  
I b_s(obj) ) [ 2 n ) (7.2) 

against precalculated model projections in 5° increments of 

rotation in the ground plane. Here, ang(obj) is the angle of 

the major axis of the shape's descriptive ellipse, and all 

other terms are as described in Eq. (7.1). Each model was 

projected 360 times, and each five projections were averaged 

to a single data classification vector. Thus 1440 projections 

were taken, and 288 vectors were stored. This scheme, of 

course, recjuired that the camera geometry be known before the 

object image was captured. The addition of the fourth 

component had the effect of indexing the stored vectors by 

angle, so that only projections in the appropriate directions 

would be considered. 

The performance of this classification method was 

similar to the classifier of the previous section. The 

classifier was unable to accept large variations in 
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Table 7.1. Results of Data-driven 
Nearest Neighbor Classifier 

Target 
IC 
IN 
2C 
2N 
3C 
3N 
4C 
4N 

No. 
11 
8 
12 
12 
9 
7 
17 
17 

OK No 
7 
10 
6 
6 
8 
8 
1 
1 

180° No Wrong 
0 
0 
0 
0 
1 
3 
0 
0 
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Training Time 

Classify Against 
Projections 

None 

Execution Time 22 seconds 

Accuracy in 
Classification 

Medium 

Accuracy in 
Direction 

Medium 

Modulus 180' No 

Sensitivity to None 
Internal Modelling 

Sensitivity to Medium 
Shape Modelling 

Sensitivity to Low 
Geometry Accuracy 

Geometry Required 
A Priori 

No 

Improvement with 
time 

No 

Figure 7.1. Data-driven Nearest Neighbor Classifier 
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perspective unless they occurred before the model projections 

were analyzed. It could determine target directions with 

moderate accuracy, but could not solve the 180° problem. It 

was vulnerable to variations in the segmentation algorithm 

and illumination. It was susceptible to variations in shape 

but not in internal detail. The performance of this 

classifier is summarized in Table 7.2 and Figure 7.2. 

Feature Vector Classification Based 
on Probability Density Fnnc^tions 

The classic Bayesian classifier would serve as the pre

eminent example of classification based on exhaustive study 

of the probability density functions of the data components. 

The statistical classifier requires closed form solutions to 

the variances and covariances of the data components, usually 

fitting the data to normal (Gaussian) curves. The locations 

of decision surfaces can then be calculated, and pattern 

recognition can then be performed. Accurate determination of 

the PDFs is difficult, however, without an excessively large 

number of data samples. Morover, the actual signal 

distributions need not be Gaussian. 

Kohnnen/Grossherg Neural Network 

The counter propagation network [51,52] is the neural 

net classifier closest in structure to the statistical 

classifier. Instead of starting the net with random weights. 
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Table 7.2. Results of Model-driven 
Nearest Neighbor Classifier 

Target 
IC 
IN 
2C 
2N 
3C 
3N 
4C 

No. 
10 
13 
13 
13 
11 
12 
20 

OK No 180° 
10 
7 
7 
6 
9 
8 
0 

No Wrong 
0 
0 
0 
1 
0 
0 
0 

4N 10 10 
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Training Time 

Execution Time 

Classify Against 
Library (Untrained 
Neural Net) 

24:00 minutes 

9 seconds 

Accuracy in 
Classification 

Accuracy in 
Direction 

Modulus 180° 

Medium 

Medium 

No 

Sensitivity to None 
Internal Modelling 

Sensitivity to Medium 
Shape Modelling 

Sensitivity to Low 
Geometry Accuracy 

Geometry Required Yes 
A Priori 

Improvement with No 
time 

Figure 7.2. Model-driven Nearest Neighbor Classifier 
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as discussed in Chapter 2, it starts with data extracted from 

model projections. The net then "learns" differences between 

the ideal and the actual, so that initially the classifier 

behavior is identical to the classifier in the previous 

section. As it learns the differences between reality and its 

initial learning, it becomes more accurate. This a priori 

projection-based learning, with a learning rate of unity, 

converges much faster than it would if the initial values 

were random and the learning rate smaller. 

This classification method demonstrated the superior 

performance overall. Originally, because it was trained to 

the same information as the classifier of the previous 

section, it showed the same behavior. However, the learning 

abilities of the network allowed for large variations in 

perspective to be understood, so that high correct 

classification rates occurred after a brief training period. 

The classifier could not, after training, determine the 

direction of the target, although before any secondary 

training occurred this was possible. Variations in 

segmentation and illumination could be learned, so that 

classification rates improved with time. The necessity of a 

"teacher" to provide independent confirmation of incoming 

samples is a drawback to this method, however, unsupervised 

learning of slowly deteriorating targets showed promise. As 

long as the number of neurons was large enough to oversample 

the classification space, multiple target behaviors (i.e., 
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perspectives and illuminations) could be learned. Tables 7.3 

and 7.4 show results for this classifier both during and 

after a brief training cycle. The performance of this 

classifier is summarized in Figure 7.3. 

Model Pcojection-bai^ed Ccof?s-Coirrelatign 

The cross-correlation classifier looks at the optimally 

mapped gradient image (see Chapter 3) and compares it to a 

series of model projections. The classifier examines 

different ground plane rotations of all models in the 

direction of the object and in that direction plus 180°. Each 

of these projections is correlated, and the "fit" is 

recorded. 

The cross-correlation operation searches over a small 

11x11 area near the (x',y') recjuired for the centroids of the 

object and the projection to match. Because one function is 

binary, the integration itself consists of starting a pointer 

in the upper left corner of one image, offsetting it by 

(x',y') and moving the pointers through their respective 

images at the same rate, in a particularly efficient fashion. 

If the pointer to the binary image returns a "1," then the 

data from the other pointer is accumulated. When the images 

have been completely examined, the accumulant is normalized 

through dividing by the projection area. As shown in Figure 

7.4, the small area is subsampled by a factor of four, 

withevery other row of every other column being integrated, 
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Table 7.3. Results of Classification 
While Training Neural Net 

Target 

IC 
IN 
2C 
2N 
3C 
3N 
4C 
4N 

No. OK 
17+14+15 
13+7+8 
14+11+15 
11+7+10 
12+5+16 
12+7+4 
19+34+12 
9+8+24 

Bad Angle 
3+4+3 
7+9+10 
6+7+3 
9+9+8 
8+13+2 
8+7+14 
1+2+14 
10+5+8 

No Wrong 
0 
0 
0 
0 
0 
0 
0+0+10 
1+1 + 4 
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Table 7.4. Results of Classification 
After Training Neural Net 

Target No. OK 
IC 
IN 
2C 
2N 
3C 
3N 
4C 
4N 

14 
12 
12 
10 
15 
16 
32 
17 

Bad Angle 
4 
6 
6 
8 
3 
2 
4 
19 

No Wrong 
0 
0 
0 
0 
0 
0 
0 
0 
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Training Time 

Classify with 
Trained Neural Net 

24:00 + ? minutes 

Execution Time 9 seconds 

Accuracy in 
Classification 

High 

Accuracy in 
Direction 

Low 

Modulus 180^ No 

Sensitivity to None 
Internal Modelling 

Sensitivity to Low 
Shape Modelling 

Sensitivity to Low 
Geometry Accuracy 

Geometry Required 
A Priori 

Yes 

Improvement with 
time 

Yes 

Figure 7.3. Classification with Neural Net 
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resulting in 36 integrations. As shown in Figure 7.5, the 5x5 

area about the best (largest accumulant) of these 

integrations is then examined, resulting in, typically 16 

more integrations. If a new peak is found, the process 

continues until the local peak has been checked against all 

of the 24 closest offsets. 

The classifier then projects the model to a new angle 

and repeats the cross-correlation. In the first stage, the 

five projections within 2° (by 1° increments) of the 

estimated angle are calculated. If the best fit is from one 

of the two end point projections, then the range is extended 

in that direction by 2° more. Otherwise, +/- 1/2° projections 

around the best fit are made. Finally, small scale variations 

are investigated to correct for possible errors in 

approximating the camera geometry. 

If two or more models cross-correlations yield 

approximately the same strength, then the shape of the cross-

correlation function peak is investigated. As shown by 

Liebowitz and Casasent [111], the true peak will be narrower 

than a false peak, due to the sudden decorrelation resulting 

from variations in the projection parameters which are known 

to be incorrect. Thus, the model is varied in scale, 

projected, and correlated, resulting in a function whose 

variance gives the confidence that a particular model is 

correct. 
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This classification method had the best performance on 

the first viewing of an object, but it had no means of 

learning consistent differences between objects and models. 

Consequently, error rates remain constant over time, while 

the supervised statistical classifiers could learn these 

variations and improve. The classifier had no trouble with 

changing perspectives as long as the camera's current 

position in the world was known. It was extremely susceptible 

to errors in estimating camera position, orientation, and 

zoom. Errors in modelling of objects had little effect if the 

errors were localized (no superstructure) but was drastic if 

the errors were global (incorrect scaling factor). Variations 

in lighting and segmentation did not strongly affect 

correlation, because edge locations are not functions of 

these variables. This classifier was the only one which could 

determine target direction exactly. It was susceptible to 

variations in internal detail, because small models can 

correlate well with a large noisy blob. The addition of 

signal-dependent spatially periodic noise also caused trouble 

with small models, as they could find considerable signal 

strength in that noise. The performance of this classifier is 

summarized in Table 7.5 and Figure 7.6. 

Dpi-imal Hybrid CI assi f i oat i on 

The data-driven model-based nearest neighbor classifier 

was fast, but it had a relatively high error rate. The cross-
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Table 7.5. Results of Correlation 
Against Projections 

Target 
IC 
IN 
2C 
2N 
3C 
3N 
4C 
4N 

No. OK 
17 
17 
18 
16(2) 
18 
18 
18 
16(2) 

No 180° 
0(1) 
0(1) 
0 
0 
0 
0 
0 
0 

No Wrong 
0 
0 
0 
0 
0 
0 
0 
0 
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Training Time 

Correlate Against 
Projections 

None 

Execution Time 

Accuracy in 
Classification 

Accuracy in 
Direction 

Modulus 180° 

5:16 minutes 

Very High 

Very High 

Yes 

Sensitivity to 
Internal Modelling 

Sensitivity to 
Shape Modelling 

Sensitivity to 
Geometry Accuracy 

Geometry Recjuired 
A Priori 

Improvement with 
time 

Medium 

Low 

Very High 

No 

No 

Figure 7.6. Correlation Against Projections 
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correlation classifier is slow but quite accurate. Thus, the 

nearest neighbor classifier was used to restrict the models 

which the cross-correlator needed to consider. The classifier 

found the smallest distance and all targets within a set 

range of this smallest distance were marked eligible for 

further consideration. This hybrid classifier further 

considered the shape of the cross-correlation function as 

well as the height of its peak. This combination of methods 

showed promise with respect to developing a cross-correlation 

teacher for the statistical (neural net) classifier. 

The average number of classifications required was about 

2.5, instead of the 8 needed for exhaustive correlation. The 

threshold was set to allow the correct target to be included 

in 98% of the runs. The correlation process very rarely 

misidentifled a target if it were allowed to consider the 

correct possibility. This classifier retained the accuracy of 

correlation without requiring an exhaustive search, thus 

reducing the computational load. This method provided good 

operation over a range of perspectives, as long as the camera 

geometry was accurately measured. The sole problem with this 

method was its inability to learn object variations, and 

therefore classification rates did not improve with time. The 

performance of this classifier is summarized in Table 7.6 and 

Figure 7.7. 
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Table 7.6. Results of Optimal 
Hybrid Classifier 

Target No. OK 
IC 20 
IN 19 
2C 20 
2N 20 
3C 20 
3N 20 
4C 20 
4N 18 

No 180° 
0 
1 
0 
0 
0 
0 
0 
0 

No 
0 
0 
0 
0 
0 
0 
0 
2 

Wrong Avg # Corr 
2.0 
2.1 
2.2 
2.3 
2.5 
2.5 
1.6 
1.5 
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Training Time 

Classify Against 
Projections, then 
Correlate 

None 

Execution Time 

Accuracy in 
Classification 

Accuracy in 
Direction 

Modulus 180° 

2:18 minutes 

High 

Very High 

Yes 

Sensitivity to 
Internal Modelling 

Sensitivity to 
Shape Modelling 

Sensitivity to 
Geometry 

Geometry Required 
A Priori 

Improvement with 
time 

Medium 

Medium 

Very High 

No 

No 

Figure 7.7. Optimal Hybrid Classifier 
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CHAPTER 8 

CONCLUSIONS 

Identification of an object from a single view is an 

important requirement for an autonomous machine. Several 

types of algorithms for accomplishing this goal have been 

investigated for accuracy and sensitivity [9-11]. Some 

conclusions about these experiments will now be discussed. 

Of the five methods of ATR studied, cross-correlation 

provided the best performance, but showed great sensitivity 

to errors in modelling and to errors in estimating the camera 

position and orientation with respect to the ground plane. 

Cross-correlation was also the only method to accurately 

determine the orientation of the target. The sensitivity to 

unmodelled signal behavior was low, because correctly 

modelled segments of the object still matched well. Non-rigid 

objects would require correlation of smaller patches. Thus, 

cross-correlation would be an attractive alternative for an 

ATR system in a controlled environment with well understood 

objects to classify. 

The neural net showed great promise due to the 

improvement of classification rates with time; although it 

began operation as simple feature vector classification, 

unmodelled signal behavior became learned with additional 

samples, and classification rates improved greatly. The model 

analysis drastically shortened training time of the net when 
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compared to traditional implementations. In an environment 

where signal behavior is not accurately modelled, the neural 

net gives a system the ability to update its estimate of this 

behavior, and classification rates will improve. Required, of 

course, are sufficient samples and neurons to learn this new 

information. 

Without the learning capability, unmodelled behavior had 

a significant adverse impact on classification, because all 

the feature vector components were poor estimates of actual 

object behavior. Somewhat nonrigid objects and errors in 

estimating imaging geometry do not significantly affect 

classification components derived from smaller moments and 

other typical spatially derived descriptors. 

Interesting combinations of classifiers are possible. 

Use of feature vector classification as a preprocessor to 

reduce the search for cross-correlation lowered execution 

time recjuirements by better than a factor of two without 

significantly lowering identification rates. Another 

promising possibility was the neural net as a preprocessor 

for the cross-correlator, which would then serve as a teacher 

for the neural net, yielding a good answer quickly, and a 

very good answer soon thereafter. 

For autonomous machines equipped with vision capability 

and in a controlled environment, the 3-D model-based object 

identification methodologies will solve rigid body 

recognition problems in general. In an uncontrolled 
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environment, however, several factors pose difficulties for 

correct identification. For example, a drastic increase in 

the number of neurons is required for identifying any 

possible targets from arbitrary perspectives. Cross-

correlation continues to recognize as long as objects are 

well modelled and imaging geometry well estimated, but any 

preprocessor used to reduce the exhaustive search field will 

become more critical and less accurate. 

This dissertation has presented five methods of 

automated target recognition. New and innovative work in 

image processing, image segmentation, and image registration 

has been presented. Conclusions about using projections of 3-

D models as pertaining to classification, correlation, and a 

learning machine have been presented. No method will work for 

all cases, but given sufficient information and a well-

controlled environment, identification of objects from four 

classes is indeed possible at rates exceeding 98%. An 

exciting extension of this work would include 3-D range data 

of objects and develop 3-D classification and cross-

correlation techniques instead of the 2-D identification 

methods used in this research. 
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APPENDIX 

IMAGE PROCESSING SYSTEMS 

Figure A.l shows a block diagram of the principal 

components of an image processing system (IPS), which are: 

1. an input device (such as a camera, VCR, or scanner), 

which allows the IPS to view the real world, 

2. a device called a frame grabber or digitizer for 

converting the camera signal into a digital image, 

3. a computer with large storage capability to store and 

to process these digital images, 

4. a display device (such as a CRT) to allow a user to 

view new or processed images, and 

5. a hard copy device for making output suitable for 

viewing in reports, presentations, and discussions. 

A television camera produces an analog signal according 

to the National Television Standard Committee (NTSC) format, 

which has 525 lines per picture, of which 480 lines contain 

the video information. Each picture is interlaced, or drawn 

from top to bottom in two fields of alternate rows. These 

fields separate the odd and even rows of the picture, with 

each half drawn in 1/30 sec. Specific timing signals are 

inserted at the end of each line and field. The standard NTSC 

frame grabber makes 512 samples across each line of this 

video signal (although some digitizers take 640 samples), of 

which approximately the first two and last five correspond to 
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synchronization information and not to signal. Since the 

standard frame grabber has 512 lines, and the video format 

has 480 lines, 32 of the lines of the digital image 

correspond to sync information and not to usable signal. 

Each of the digital samples usually has 8-bit accuracy (0 

through 255), although 12-bit accuracy (0 through 4095) is 

becoming more popular. A typical digitized image requires 512 

samples x 512 lines x 1 byte = 1/4 MB of memory, and an IP 

system will therefore need at least 2 MB of RAM solely for 

image storage. 640 samples x 480 lines is another common 

image size. 

Three image processing systems were used in the research 

discussed in this dissertation. The first (oldest) IPS used 

the Dimension 68000 microcomputer from Microcraft Corp. 

[112]. It used a prototype framegrabber developed by 

Microcraft, a Panasonic B&W vidicon camera and a Panasonic 

B&W monitor. The second IPS used the 1024XM pipeline image 

processor by Megavision Corp., which was equipped with an 

internal frame grabber. A Packard-Bell 80286 PC was used as a 

host to the 1024XM and communicated with it over the AT bus. 

This system used a Fairchild CCD camera and a Mitsubishi high-

resolution RGB monitor. 

The IPS on which the object identification methods were 

developed was specifically designed for that project. It was 

based on a Dell 310, a 20 MHz PC with Intel's 80386/20 

Microprocessor, as shown in Figure A.2. A Weitek 3167/20 

215 



T. 

^ 

m 
2 

o 
rH 

to 

o 
o 
rH 

Q) 
£ 
U 
m 
o to 

c 
Ni 
CN ID 
f 

4-

1 

J 

00 

C
o
n
 

0) i n 
xi <x> 
U 00 
(0 ĉ j 
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Floating Point Coprocessor provided assistance with the 

floating point calculations; Intel's 80387/20 Floating Point 

Coprocessor is a software-selectable alternative. The 

computer's video card was a 16-bit VGA, giving the fastest, 

finest resolution available for non-image displays. The 

Norton SI rating of the Dell 310 under operating conditions 

was 24.2. The frame grabber was Data Translation's DT2851; a 

frame processor (DT2858) from the same company was also used 

to accelerate image convolutions, look-up tables, arithmetic 

and logic operations. The Dell had 10MB of RAM to allow 

storage of large amounts of code, many images and models, and 

the weight matrices of a counter propagation neural network 

simultaneously. All coding was implemented in MicroWay's 

NDP386-C, which runs under the Phar Lap 386_DOS Extender. 

Large RAM requirements imply large disk storage requirements, 

so a 90MB hard disk with 18 ms access time was included. The 

camera was Javelin's 2362 B/W (with a MOS photosensitive 

element); the output device was the CVM-13A RGB monitor, also 

from Javelin. A Tektronix HC02 hard copy unit provided output 

on thermal paper for viewing at a later date. Many of the 

figures in this dissertation were produced with this device. 
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