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CHAPTER 1 

INTRODUCTION 

1.1 Objectives 

With the growth in technology and applications, the need for faster processing 

has risen for which the use of distributed computing would be ideal. In a distributed 

computing enviroimient, several programs or a single program may be distributed and 

executed concurrently across numerous processing units. Distributed computing 

systems must effectively distribute the working load among all the processors in the 

network to perform effectively or to achieve a throughput increase. This process can 

be performed either by the application or the operating system to obtain maximum 

efficiency of the distributed system. One of the methods employed to attain a 

throughput increase is task allocation. Task allocation or task assignment is the 

process of mapping tasks onto processors and ordering their execution according to a 

precedence requirement if one exists [5]. 

Task assignment has been proven to be a NP-hard problem [11]. An optimal 

solution to such a problem can be obtained in polynomial time only in a very few 

cases. Using heuristics is one way to address such a problem through which a sub-

optimal solution can be obtained making certain assumptions that allow the algorithm 

to be executed [7]. The tasks that compose a given job must be executed according to 

some precedence constraints that are represented in a task graph. 

In a distributed environment, due to the continuous variations in the load, the 

work distribution among processors must be evenly allocated with time. One way to 
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achieve this is by predicting the execution time of tasks so that effective allocation 

heuristics can make use of these execution times to map tasks to processors. 

1.2 Motivation 

This thesis is motivated by the need to design a prediction model which makes 

use of past observations of execution times of tasks and network conditions (such as 

the load on the network) to estimate the time taken by the remaining tasks to execute. 

Linear regression is used for this purpose since it is an efficient method to predict 

future values based on available data. 

Allocation heuristics need to know the execution time of a task on a processor 

to generate an efficient assignment of tasks to processors. Executing tasks according 

to these assignments will increase the efficiency of the network. Obtaining a real 

time measurement for each task on each processor is not feasible since the network 

and the job might be too large. To estimate the time taken by a task to execute on a 

processor, linear regression techniques are used. The type of regression used in this 

thesis is multiple linear regression, which takes into consideration the 'size' of the 

task and 'load' on the processor, since the execution time of a task is mainly 

dependent upon these factors. These allocation heuristics sometimes give an output 

in the form of an allocation matrix. This allocation matrix contains the allocation of 

tasks to processors that minimizes the total execution time ofthe given job, thereby 

increasing throughput and obtaining a speedup. The heuristics are executed under 

different constraints reflecting the changing conditions ofthe network. The allocation 



matrix generated by each of the heuristics is used by the job to be run and the total 

time taken by each heuristic is compared. 

1.3 Document Organization 

The first chapter gives an introduction to distributed systems, the outline of 

the thesis problem and the motivation for this research. Chapter 2 contains an 

explanation of the preliminary studies, namely task graphs, different task allocation 

methods, allocation heuristics in particular and the various parameter and notations 

that would be followed in the remainder of the document. Chapter 3 gives an 

introduction to regression; explains the necessity of regression; and describes simple 

and multiple regression and its use in this research work. It also describes the method 

used to estimate and validate the regression model. Chapter 4 gives an introduction 

to the prediction scheme, the methods used to determine the size of a task and a 

detailed description of the formulation of the regression equation and the algorithmic 

approach used to address the problem. Chapter 5 describes the various 

implementation strategies that were developed and followed in this thesis. It also 

describes in detail the implementation of the heuristics and the scheduler used to 

communicate with the remote processors and the regression mode. Chapter 6 

discusses the experiments that were conducted and the results obtained. Chapter 7 

discusses the future work and enhancements that could be done to extend this 

research work. 



CHAPTER 2 

PRELIMINARIES 

This chapter explains the various important concepts and why they are used in 

this work. Section 2.1 explains task graphs and its representation. Section 2.2 

explains different allocation heuristics, and Section 2.3 gives a brief description about 

linear regression techniques. 

2.1 Task Graphs 

A task graph is a directed graph that represents a particular job. The job is 

decomposed into modules called tasks that are executed according to some 

precedence constraints. Task graphs are a well-known tool to study performance 

issues of complex jobs [6]. Each node represents a task and the edges represent the 

precedence constraints among the tasks, or the order in which the tasks have to 

execute. A vertex ofthe graph represents a task T, and a directed arc fi-om vertex T, to 

vertex Tj indicates that task T, must complete before task 7} begins. The evaluation of 

a task graph system gives the execution time ofthe overall job. 

Consider the six-node task graph given shown in Fig. 2.1. The order of 

execution represented by the task graph is as follows. 



Fig. 2.1 Example task graph 

1. The job starts at node 'S ' and executes the three tasks represented by Tj, Tz, and 

T3. These tasks can be executed in parallel if the resources are available. 

2. Tasks T4, T5, and Te are executed with the restriction that T4 and T5 cannot execute 

imtil Ti has finished. Task Te can execute only when T2 and T3 are finished. 

3. The job is completed at node E once the tasks T4, T5 and Te have finished 

executing. 

A task graph can be used to predict the performance ofthe job under different 

assignment heuristics and as many tasks could be executed in parallel. The process of 

assigning tasks to different processors is known as task mapping, and the order and 

time in which the tasks are to be executed is referred to as task scheduling. 

2.2 Task Allocation Methods 

The process of determining a near optimal assignment of tasks to processors is 

a mapping and scheduling problem which is NP-hard [4]. To solve an NP-hard 



problem, one ofthe following approaches can be used [7]. Approximation algorithms: 

are those that quickly find a sub-optimal solution, which is within a certain (known) 

range ofthe optimal one. Probabilistic algorithms: are those that provably yield good 

average nmtime behavior for a given distribution of the problem instance. Special 

cases algorithms: are provably fast if the problem instances belong to a certain special 

case. Heuristic algorithms: make assumptions about the problem set and work 

reasonably well on many cases but are not always proven to be the fastest method. 

2.3 Allocation Heuristics 

A task graph represents a job in a processing system and the tasks are assigned 

to different processors to explore the possibility of concurrency and parallelism for 

minimizing the overall completion time of the job. Allocation heuristics can be used 

to determine the assignment of tasks to processors. Allocation heuristics that 

determine this mapping and scheduling need to know the execution time of each task 

on each machine to perform well. 

Allocation heuristics take into consideration the given problem set and its 

dependency and make simplifying assumptions to solve the problem. Allocation 

heuristics are the best method to tackle the mapping and scheduling problem [6]. An 

effective assignment of tasks to processors is critical to the overall performance ofthe 

job. For a mapping and scheduling algorithm to make this decision, a set of estimates 

of the execution time of the tasks is needed. Different heuristics use task execution 

times as the allocation criteria to arrive at an allocation of tasks to processors [6, 7, 8]. 

The mapping of tasks to processors becomes an optimization problem in such, that 



the total execution time of a job is minimized. The heuristics provide fast solutions 

and are more extensible than other methods [7]. 

2.2.1 Static and dynamic task allocation 

In a static allocation policy, mapping of tasks to processors is selected at the 

onset of the job execution and remains the same for the entire job run-time. This can 

be achieved by manually deciding which tasks are to be mapped to which processors 

during the programming time. A suitable static allocation heuristic can be used for 

this distribution of tasks to processors before the job executes. The nm-time 

overhead of this method is very small since all the details are decided before the 

execution of the job begins [4]. But these allocation heuristics need a lot of 

information about the job's run-time profile beforehand [8]. In a dynamic task 

allocation policy, the assignment of tasks to processors takes place during the job 

execution time with the aim of balancing the load among the idle and busy 

processors [13]. Task re-assignment may vary depending on the existing conditions 

of the network, namely, load, failures, task priorities, etc. These allocation policies 

have a higher overhead since the decisions are made at run-time. 

One purpose of this research is to integrate the dynamic changes of the 

network into a basically static allocation scheme. Thus a large number of static 

allocation heuristics can be used with the scheme developed in this work. The 

following static allocation heuristics reported in [6] are used to produce a dynamic 

allocation of tasks to processors needed for the application. Shortest estimated 

execution time first (SEETF): a task T, is selected randomly and is assigned to the 



processor that executes the task in minimum time. Largest Task first (LTF): a task 

that takes the maximimi time to execute is called the largest task. The task with the 

largest execution time is selected and allocated to the processor that executes it in 

least time. The given application or job is then executed according to the assignment 

given by the heuristic. 

2.4 Parameters and Notations 

The following parameters and notations explained below will be used in the 

remainder of this dociunent. 

k - number or tasks. 

n - nimiber of processors. 

Aisakx n allocation matrix where each entry 

% = 

1, if task / is allocated to processor;, 

0, otherwise. 

Eisakx n execution time matrix where each entry corresponds to the measured 

execution time of task T assigned to processor; where ey = m^ x ay. 

Sisal X k vector where each entry St denotes the size of task T. 

Lisal X n vector where each entry Ij denotes the load on processor;. 

E'isal X k vector where each entry e] is formed from the non-zero entries of matrix 

E. Note that each row ofE contains only one non-zero entry e,y. Thus the entry e, in 

vector E' is determined as e = Cy, ey > 0, j = I to n, where each entry in vector E' 



corresponds to the measured execution times of task Ti, z = 1 to k, regardless of the 

processor they were executed in. 

Yisakx n execution time matrix where each entry is determined as follows: 

m^.,if ay^l, 

yij= " 

Pij. i f ay = 0, 

where my is the measured execution time and py is the predicted execution time. Note 

that Py and m^ will be used by the heuristic algorithm to yield a new allocation that 

reflects the state of the network via measured execution times as well as predicted 

execution times. 



CHAPTER 3 

REGRESSION MODEL AND ANALYSIS 

3.1 Introduction 

Regression is a statistical technique that is used when the value of a variable 

can be systematically determined by the values of one or more variables. The 

variable that can be determined is known as the dependent variable, which depends 

on the explanatory or independent variables. Regression deals with the relationship 

between two or more variables so that the dependent variable can be predicted from 

the independent variables. The dependency on one variable is termed simple 

regression and the dependency of a variable on two or more variables is known as 

multiple regression. In the present context, the dependent variable is execution time 

that mainly depends on the independent variables, which are load on the machine and 

size ofthe task [10]. 

3.2 Regression Model 

Regression uses a set of past observations from each machine to make new 

execution time predictions. A method to predict the execution time of a task on a 

machine as a flmction of the problem size and the load is needed for an efficient 

mapping of tasks to processors; this is referred to as the execution time estimation 

problem [10]. The load on a machine provides an idea ofthe amount of work at the 

CPU at any given time. The load is obtained as a numerical value taking into 

consideration the number of processes the processor is executing and average number 
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of jobs in the run queue of the processor [9]. A load value of one or greater for a 

single processor machine indicates a maximum utilization of that CPU. Therefore, 

in a multiprocessor environment a load value greater than the number of processors 

indicates that the machine is too heavily loaded. The regression is considered linear 

because independent variables such as problem size and load on the processor are 

directly proportional to the execution time of the task, not considering the minute 

overhead of the context switching time needed for the operating system scheduling 

policy. Multiple linear regression deals with the dependence of a variable on more 

than one independent variable [3]. Since execution time is considered a fiinction of 

the problem size and the load on the machine, multiple linear regression is used to 

estimate the execution time of a task on that machine. 

3.3 Simple Regression 

The linear relationship between two variables is represented by a straight 

line, which is known as the regression line [1, 3]. The relationship between two 

variables is determined so that the dependent variable can be predicted from the 

independent variables [1, 2, 3]. The simplest mathematical relationship between two 

variables x (independent variable) and y (dependent variable) is a linear relationship 

y = bo + b] x + u, 

the set of pairs (x, y) for which 

y = bo + b]X 

determines a straight line with slope bj andy intercept bo [1, 3]. The parameters bo 
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and bi are called the coefficients ofthe regression model and these are of fixed values 

and u is called the disturbance or the error term [14]. 

3.4 Multiple regression 

Multiple regression can be used to determine the relationship between several 

independent or predictor variables and a dependent variable. The objective of 

multiple regression is to build a probabilistic model that relates a dependent variable 

to more than one independent variable [1]. The dependent variable is execution time 

and the independent variables are size of the task T, and load on the processor Lj, 

defined in Section 2.4, on which the task would execute. Each of the values of 

execution times is determined by load on the processor and size of the task. When n 

observations are subjected to this process, the values ofthe execution time, size ofthe 

task and load on the processor are collected as a set of data. Since execution time is 

directly proportional to load on the processor and size ofthe task, each observation of 

the execution time can then be denoted by the multiple linear regression model 

y = bo + b] X] + b2X2 + u (3.1) 

where y also called the regressand, denotes execution time, x/ denotes load on the 

machine, X2 denotes size of the task, w is a random term called the disturbance that 

represents the error in the determination of j^ and bo, bi, b2 are the coefficients ofthe 

regression model [14]. This error w is a random term that does not depend on the 

value of the independent variables. These disturbances represent pure chance factors 

in the determination ofthe execution time, y. For any particular observation, u can be 

positive or negative, small or large. It is desired that the difference between the 
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predicted and the actual values u be equal to zero. If u is equal to zero, then the 

regression equation would reduce to 

y = bo + bixi + b2 X2 

which would be the ideal case [14]. This regression scheme is intended to capture the 

effects of network load and size ofthe tasks in its equation. 

3.5 Coefficient of Determination 

The coefficient of determination gives a measure of how accurately the 

predicted data corresponds to actual data. The coefficient of determination is denoted 

by R and is read as R-squared. Its magnitude varies between zero and one, with a 

higher value indicating higher accuracy ofthe prediction [14]. Since execution time 

is defined by the multiple linear regression model, the values of bo, b] and 62 

described in equation (3.1) are to be determined. These parameters cannot be directly 

meastired and have to be estimated. The estimation is done by collecting a set of 

data, i.e., execution time, size ofthe task, and processor load. This task of estimating 

parameters can be done by drawing an estimated regression line through the actual 

data. For any data point there exists a residual or error of fit denoted by v and given 

by 

A 

Vi=yi- y^ 

A 

where yt is the actual execution time and y^ is the predicted execution time. If an 

observation lies below the estimated regression line, the actual value yt, is less than 
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the predicted value y^ and the residual V; is negative and vice versa if v, is positive. 

Using the method of ordinary least squares, the criterion for an accurate prediction is 

that the sum ofthe squared residuals be as small as possible [14]. This is also called 

the unexplained variation given by 

mm 
(=1 

Evf . (3.2) 

For any observation /, the execution time yt deviates from the mean of the 

original execution times denoted by y^ . This deviation is equal to deviation of the 

predicted value from the mean plus the residual. The regression explains the 

predicted value, while the residual remains unexplained. The total deviation is given 

by the explained deviation plus the unexplained deviation and the total variation in 

the execution time is the sum of squares of the total deviation of >-, from y^ , given 

by 

t(y^-^)'- (3-3) 
(=1 

The coefficient of determination R^ measures the proportion of the total variation in 

the execution time that is explained by the independent variables, which are the 

processor load and the task size. Thus using (3.2) and (3.3) R^ is defined as 

n 

Yv' . . 
^ ' unexplained variation .. .. 

1 = ^ —. • (3-4) 
^ - 2 total variation 
1=1 
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The assessment of the magnitude of R^ depends on the nature of the process being 

analyzed. A i?̂  value of 0.9 or higher is said to be a relatively good prediction [14]. 
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CHAPTER4 

PREDICTION SCHEME 

4.1 Introduction 

This chapter explains the methods that can be used to determine the initial 

execution times of all the tasks on all the processors. These execution times are 

needed by the heuristics to determine the very first allocation. Next, the multiple 

linear regression method used to predict the execution times of all tasks on all 

processors is explained and finally the research approach used in this thesis is stated. 

Allocation heiuristics generate an assignment matrix by making use of 

predicted execution times to deliver a near optimal assignment, and the job is 

executed according to the assignment given by the heuristic. For the job to be 

successively executed, the changing conditions ofthe network at the time the job is to 

be executed must be captured. A dynamic mapping of tasks to processors is 

necessary since a static allocation would be inefficient. The execution times obtained 

by code analysis or analytical benchmarking and code profiling do not reflect the 

changing conditions of the network. The heuristics need the execution times of all 

tasks on all available processors to produce an efficient allocation and these execution 

times should reflect the dynamic nature ofthe network. Using the measured execution 

times from the allocation and the factors the execution time depends on (size of the 

task and the load on the processor), the remaining execution times are predicted using 

multiple linear regression. Predicting the already measured execution times and 

verifying them with the original values can be used as a method to validate the 
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prediction. Since the prediction scheme takes into consideration these changing 

conditions ofthe network it enables the heuristics to produce an efficient allocation. 

4.2 Initial Execution Times 

An initial execution times matrix is needed by the heuristics to perform the 

first mapping of tasks to processors. The execution times can be obtained either by a 

real time measurement ofthe tasks on the processors or by code analysis or analytical 

benchmarking and code profiling [11,12]. Code analysis allows an execution time 

estimate through an analysis of the source code of the task. Analytic benchmarking 

and code profiling define a number of primitive code types. On each machine, 

benchmarks are obtained which determine the performance of the machine for each 

code type. Code profiling attempts to determine the composition of a task, in terms of 

the same code types. The analytic benchmarking data and the code profiling data are 

then combined to produce an execution time estimate. While the execution times 

matrix contains the execution time of every task on every processor, it may not reflect 

the execution times based on the current changing conditions ofthe network. 

4.3 Regression Equation Formulation 

The dependent variable, namely the measured execution time Cy, can be a 

fiinction of 5„ (size ofthe task) and /,, (the load on the processor). The parameter Sj Ij, 

called the interaction variable, is used so that the prediction model is more accurate 

because the load on the processor and the problem size are now factored in. The load 
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on the processor is obtained by the 'uptime' command provided by the Unix 

operating system [9]. 

To obtain a regression line of the dependent variable on the independent 

variables from which an equation is obtained to predict the execution time, a matrix T 

of size kx4 is defined where 7* ^ "̂  = [Ty] 

where 

Til = Si, 

Ti2 = li, 

Ti3 = Si li, 

Ti4 = 1, 

and i = 1 tok, j = 1 to 4. 

The fourth column is chosen to accommodate the constant bo described in the 

multiple linear regression equation (3.1). This consteint has to be computed and used 

in the program. Thus E' can now be expressed as 

e, = Si C]+ li C2+ Si li cs + C4 

where ci, C2, C3, and C4 are components of vector c. Each of the dependent variables 

has a coefficient value associated with it as described in Section 3.4. The coefficients 

C] and C2 correspond to bi and b2 described in equation (3.1) and C3 is the coefficient 

associated with the interaction variable Si /,. The error term u stated in equation (3.1) 

is the difference between the actual and predicted values, which has to be minimized, 

is represented by the vector D. These coefficients are used in the prediction equation 

as follows: 
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Let D be a vector given by the difference between the measured execution times E' 

and tile predicted execution times T c, then 

\\D\\=min\\E'-Tc \\ (4.1) 

can be used to measure how close the predicted times are to the measured times. In 

order to reduce D to a near zero value the following transformation is applied. 

Multiplying the transpose matrix f to the right hand side of (4.1) 

T*E' = T*T c. (4.2) 

Solving (4.2) for c the following is obtained 

c = (T* T)-' (f E'). 

Let;?/, denote the predicted execution time of task 7, on processor Lj, then in terms of 

vector c: 

Py = Si C] + lj C2 + Si lj C3 + C4. (4.3) 

Therefore, the predicted execution times ;?y can be approximated to the measured 

execution times Wy, depending on the values ofthe vector c. 

The algorithmic approach can be summarized in the following steps: 

1. Determine an initial execution times matrix of all tasks on all processors. 

2. To produce an allocation matrix A, the following heuristics will be used: 

• Largest Task first [6]. 

• Shortest estimated execution time first [6]. 

3. Execute the tasks according to the allocation scheme generated. 

4. A vector E' is determined from matrix E. Each entry of E' corresponds to the 

execution times of tasks selected by the heuristic where e, = Cy i^ 0. 
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5. The remaining entries in the execution matrix E are estimated by the multiple 

linear regression method described in equation (4.3) to obtain a complete 

execution time matrix of all tasks on all processors. This matrix is denoted by Y. 

6. The heuristic makes use of this predicted execution times matrix Y to produce an 

allocation that reflects the present conditions ofthe network. 

7. The process is repeated from step 2. 
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CHAPTER 5 

DESIGN AND IMPLEMENTATION 

This chapter describes in detail the various strategies that were developed and 

followed to implement this research work. The issues addressed are task graph 

representation of the job, scheduling tiie job and coordination ofthe tasks, predicting 

the execution times and the heuristics that are used to generate the task-processor 

allocation. 

5.1 Job Representation 

Since the size of each task is important, synthetic tasks can be used so that the 

size Si of each task T can be controlled. A synthetic task graph that groups each task 

Ti will be needed. For proof of concept, a huge parallel application shown in Fig. 5.1 

is used. This figure describes the decomposition of the job into different tasks and 

flow of execution of the job. The job is composed of eleven tasks. The job starts 

executing at node S and completes at node E. These tasks have no precedence 

constraints between them. In other words, these tasks have no data dependency 

among them, i.e., for a task to begin execution it does not have to wait for any other 

task to finish execution. The tasks can execute in parallel and independent of each 

other. The tasks are distributed to remote processors for execution according to the 

allocation generated by the chosen heuristic. Each processor takes a certain time to 

execute the tasks that were allocated to it. The job execution time is given by the 

longest time taken by a processor to execute the tasks that were allocated to it. Data 
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consisting of task execution time and the load on the processor has to be gathered 

from the remote processors. 

Fig. 5.1 Task graph representation of the job. 

The execution ofthe tasks on remote processors requires co-ordination. It is 

necessary to keep track of which task is executing on which processor and the amount 

of load on the remote processor. A scheduler is needed which would monitor the 

progress of the job and collect the data from the remote processors. 

5.2 Scheduler 

The scheduler has to allocate tasks to remote processors, predict execution 

times and maintain constant communication with the remote processors. There are 

three phases in the implementation ofthe scheduler: 
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1. Heuristics, 

2. Communication model, and 

3. Regression model. 

5.2.1 Heuristics 

The input to the heuristic is an execution time matrix Y of order k x n. This 

mafrix consists of both actual and predicted execution times, which reflect the current 

load conditions as described in Section 2.4. The output of the heuristic is an 

allocation matrix A of order k x n. Two heuristics are used, namely shortest 

estimated execution time first and largest task first. In the shortest estimated 

execution time first heuristic, the execution time matrix is traversed in a random order 

and a task is selected. The task is allocated to a processor that executes it in the least 

time. In the largest task first heuristic, the largest task is selected and is allocated to 

the processor that executes it in the least time. 

5.2.2 Communication model 

The scheduler allocates tasks to remote processors depending on the allocation 

generated by the heuristic. The implementation of the scheduler is divided into two 

parts to make it simpler. They are the manager and the remote processor. The 

implementation strategy followed is known as the 'manager-worker' style of task 

allocation [15]. In this context, the manager is the scheduler and the worker is the 

remote processor that would execute the task submitted to it. This scheme is depicted 

in Fig. 5.2. 
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Communication 

Allocation and 
prediction 

Feedback 

Fig. 5.2 Manager-worker 

The tasks have to be executed in the remote processors across the network. A 

communication chaimel has to be established between the scheduler and each remote 

processor that would execute the tasks. Interprocess communication consists of an 

exchange of some information by transmitting it in a message between a socket in one 

process and a socket in another process [16]. Sockets are implemented as a collection 

of system frmctions in the Unix kernel and are accessed through a system call 

interface. Each socket has a protocol associated with it. The protocols are TCP 

(transfer control protocol) for stream and UDP (user datagram protocol) for datagram 

[16]. The protocol followed in this implementation is TCP. 

The remote processor initiates a socket connection to the scheduler and the 

scheduler spawns a thread, to communicate with each remote processor. A thread 

also called a lightweight process is a basic unit of CPU utilization and consists of a 
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program counter, a register set and a stack space [17]. A thread can be used to serve a 

process or a particular service request. If there are multiple or concurrent requests, a 

thread is created and maintained for each one of them. Threads share the same global 

memory such that sharing information between the threads is made easy [17]. Using 

mutex locks prevents muhiple threads from modifying shared data at the same time. 

Since global variables need to be shared to store data consisting of task execution 

time and processor load, sent to the manager from different remote processors, 

threads would be the best implementation strategy to use. The manager program 

must already be miming for the remote processor to initiate a connection. The 

implementation strategy for the mainager can be specified by the following pseudo 

code. 

Manager: 

Total number of processors = k 

Total number of tasks = n 

StartO 
{ 

create socket 

bind socket to a port 

listen at the port 

while (number of processors connected < k) 

accept remote processor connection 

for (all accepted connections ) 

create threads (communicate) I* the threads call a fianction called 
"communicate" */ 
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} 

if (communication complete) /* the function communicate finishes 
executing */ 

close (listening socket) 

predict execution time /* using the regression model and the received 
data, the complete matrix of execution times 
is predicted for use by the heuristics. */ 

exit 0 

communicate( socket descriptor) 
{ 

send allocation to remote processor 

for(;;) 
{ 

receive data /* data consists of remote processor load, task execution 
time, processor executed on and task executed, 
note that task execution time also includes time for 
communication between scheduler and remote 
processor */ 

store data in respective arrays. 

if (remote processor finished executing all the jobs assigned to it) 

{ 
store data /* data also consists the total time taken by the 

processor to execute the tasks that were 
allocated to it. */ 

break; 
} 

else 
continue accepting data 

} 

} /* end communicate */ 

Remote processor: 

StartO 
{ 
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create socket 

bind socket 

connect socket to scheduler 

get the hostname of remote processor /* this is required to check which task 
is allocated to which processor */ 

if (task is allocated to processor) 

for (all processors) 
{ 

begin gethrtime() 

/* call a fimction to execute the 
tasks */ 

execute(all tasks) 

end gethrtimeO 

send time taken by the processor to the scheduler 

} /* end*/ 
} /* end for*/ 

execute (task) 
{ 

begin gethrtime() 

/* the total time taken for a processor to 
execute all the tasks allocated to it */ 

/* the time taken for a processor to execute a 
task */ 

fork a process /* a process is forked to execute the task 
since it has to be executed in the shell */ 

execute the task allocated 

end gethrtimeO 

get load on the processor 

send data to scheduler 

/* using the uptime command */ 

/* data consists ofthe time taken by a task 
task to execute, processor load, and task 
executed */ 

27 



The scheduler gathers the execution times of all the tasks. These times 

include network latency and time taken for communication between the remote 

processor and the scheduler. These global execution times are used to capture the 

changes in the network. To capture the effect of the changes in the network a 

mechanism is needed which will vary the load on different remote processors. Small 

programs with controlled loops are used for the purpose of varying the load on a 

machine on which the tasks would execute. The regression model predicts the 

execution times of all tasks on all processors using the data gathered by the scheduler. 

A hetiristic uses this data to generate the next allocation. Tasks are assigned to 

processors according to an allocation generated by the chosen heuristic, which 

reflects the current conditions ofthe network. 

5.2.3 Regression model 

The data obtained from the remote processors is gathered in a matrix T of size 

kx4 where Tu = Si; Ti2 = h; Ti3 = Sih and a fourth column T^ = / where i = I to k. 

The execution times are estimated by the procedure followed in Section 4.3. The 

output of the regression model consists of a matrix Y of order k x n, which contains 

both the predicted and actual execution times as explained in Section 2.4. 
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CHAPTER 6 

EXPERIMENTS AND RESULTS 

This chapter presents results ofthe experiments conducted on the task graph 

depicted in Fig. 5.1. Two kinds of experiments were conducted. First, accuracy of 

the prediction or estimation ofthe regression model was determined under different 

load conditions in the network for a given job. Second, these predicted times were 

used by the heuristics discussed in Chapter 2, namely shortest estimated execution 

time first heuristic and largest task first heuristic to generate an allocation. The job 

was successively executed according to the processor task assignment or processor 

task allocation, generated by these heuristics under different load conditions. Note 

that each time the job is executed the task allocation changes taking into 

consideration the existing load conditions in the network. Next, the job is again 

successively executed by a static allocation. The time taken for a job to execute 

under these dynamic heuristics and static heuristic is then compared. It can be seen 

from the results that the dynamic heuristics outperform the static heuristic. Further, 

the predicted execution times of each ofthe tasks that compose the job are presented 

to provide a comparison between the predicted execution times and the actual 

execution times. The near equal execution times depict the accuracy ofthe prediction 

achieved by the regression model. The prediction is also abetted by the high values 

of coefficient of determination, which is calculated each time the job is executed. 

Experiments were conducted on five single processor machines in the 

Department of Computer Science. These machines were Sun Ultra-510 with 
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400Mhz and 440 MHz processors and Sun-Blade-100 with 500 MHz processors 

running on SunOS 5.8. 

6.1 Analvsis of the Regression Model 

The job composing the task graph depicted in Fig 5.1 is submitted to the 

scheduler. The scheduler then distributes the tasks to remote processors according to 

a scheduling criterion determined by a heuristic. The remote processors return the 

execution time taken for a task to execute along with the current load. The scheduler 

collects this data from the remote processors. Using the regression model described 

in Section 4.3, the remaining execution times of all tasks on all processors are 

predicted. This set of complete execution times, namely the predicted and the actual 

execution times are used by the heuristics to generate an allocation according to the 

existing network conditions. 

For the heuristics to generate the very first allocation, the execution times of 

all tasks on all processors that would be executing these tasks are needed. This 

matrix of execution times can be obtained by any ofthe methods described in Section 

4.2. The table below gives the real time measurement of each task on five different 

processors that would be remotely executing the tasks when there is minimal load on 

the remote processors. In other words, these times were obtained when no other 

processes (tasks or jobs) were being executed by the remote processors. 
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Table 6.1 Real time measurements of execution times of tasks on all processors 

Tasks 

TI 
T2 
T3 
T4 
T5 
T6 
T7 
T8 
T9 
TIO 
Til 

Processor 1 

8.831325 

2.124979 

6.392935 

9.588796 

4.252645 

13.8187 

7.452534 

3.202655 

5.315879 

10.08298 

8.064274 

Processor 2 

8.7013 

2.112201 

6.356718 

9.537493 

4.200784 

15.05694 

7.430857 

3.176055 

5.289384 

10.01371 

7.930554 

Processor 3 

8.514268 

2.064665 

6.195493 

9.361184 

4.194826 

13.03539 

7.21388 

3.097869 

5.186553 

9.793842 

7.741146 

Processor 4 

8.778011 

2.103068 

6.311952 

9.443813 

4.204913 

14.04453 

7.382332 

3.133466 

5.269159 

10.00782 

7.896006 

Processor 5 

8.741384 

2.105083 

6.32149 

9.463788 

4.177858 

14.04934 

7.344637 

3.169617 

5.268058 

9.976554 

7.901046 

This matrix of execution times is input to the heuristics, namely shortest task 

first and largest task first. An allocation matrix A is generated depending on the type 

of heuristic used. Tables 6.2 and 6.3 are examples ofthe task processor allocation file 

generated by the heuristics for the above execution times matrix as shown 

Table 6.2 Processor-task allocation using SEETF 

Tasks 

TI 
T2 
T3 
T4 
T5 
T6 
T7 
T8 
T9 
TIO 
Til 

PI 
0 
0 
0 
0 
1 
1 
0 
0 
0 
0 
0 

P2 
0 
0 
0 
1 
0 
0 
0 
0 
0 
1 
0 

P3 
1 
0 
0 
0 
0 
0 
1 
0 
0 
0 
1 

P4 
0 
1 
0 
0 
0 
0 
0 
1 
0 
0 
0 

P5 
0 
0 
1 
0 
0 
0 
0 
0 
1 
0 
0 
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Table 6.3 Processor-task allocation using LTF 

Tasks 
TI 
T2 
T3 
T4 
T5 
T6 
T7 
T8 
T9 
TIO 
TU 

P1 
1 
0 
0 
0 
0 
0 
0 
0 
0 
1 
0 

P2 
0 
0 
0 
0 
1 
0 
0 
0 
1 
0 
0 

P3 
0 
1 
0 
0 
0 
1 
0 
0 
0 
0 
1 

P4 
0 
0 
0 
1 
0 
0 
1 
0 
0 
0 
0 

P5 
0 
0 
1 
0 
0 
0 
0 
1 
0 
0 
0 

After the tasks have finished executing according to the above allocation in 

the remote processors, a partial execution times matrix E is generated as described in 

Section 2.4. The entries in E correspond to the entries ofthe allocation matrix where 

ay = 1. The execution times now are influenced by the current load conditions. This 

data consisting ofthe execution times matrix E and the load ofthe remote processors 

when the tasks were executed is gathered by the scheduler. The regression model is 

then used to predict execution times of all tasks on all processors using the data 

gathered by the scheduler. These execution times are stored in a matrix Y as 

explained in Section 2.4. The selected heuristic generates an allocation according to 

the new execution times matrix Y. The above process is repeated under varying 

network load conditions. To determine the efficiency ofthe regression model and to 

validate the predicted values, the execution times are plotted in a graph against 

varying load conditions. 
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Fig. 6.1 displays the total job execution time, both predicted and actual under 

varying network load conditions for a given size distribution of the job. The load is 

displayed as the average value of the loads on the remote processors that were used to 

execute the tasks. 
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Fig 6.1 Comparison of actual and predicted job execution times 

Clearly, the predicted execution time of the job is very close to the actual 

execution time even under varying and high load conditions of the network. This 

observation is supported by the high value of the coefficient of determination. The 

magnitude of R^ lies between 0 and 1 with a higher magnitude indicating a better 

prediction as described in Section 3.5. 
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The following table (Table 6.4) gives the R^ values ofthe job being executed 

under varying conditions of network load. An R^ value of 0.9 and higher is generally 

considered a good prediction [14]. Notice that even at higher network load conditions 

the value of R^ is consistently closer to 1 and in most cases above 0.9. This proves 

that the regression model is accurate in its prediction. 

Table 6.4 R^ values vinder varying load conditions 

Load 

0.164 

0.176 

0.596 

0.616 

0.842 

1.05 

1.496 

1.9 
1.908 

2.256 

2.65 

3.018 

3.158 
3.184 

3.588 

4.016 

4.476 

5.064 

5.144 

R̂  
0.904485 

0.92181 

0.927154 

0.934814 

0.944779 

0.972452 

0.942439 
0.903372 

0.901017 

0.890042 

0.925415 

0.829946 

0.910625 

0.83256 

0.934508 

0.854803 

0.923076 

0.965213 

0.953 

The job is composed of tasks that were executed on different processors. The 

accuracy of the prediction can be determined by evaluating the accuracy of the 

prediction of each task that constitutes the job under different load conditions. The 

following graphs (Fig. 6.2.) describe the actual and predicted execution of the tasks 

that make up the job depicted in Fig. 5.1. The predicted and actual execution times 
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are compared for a given task-size distribution under varying network load 

conditions. The coefficient of determination and average load on the network at the 

time the tasks were executed is also displayed. 
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Fig 6.2 Task execution time under varying load 
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The graphs in Fig 6.2 show that the multiple linear regression model is an 

efficient method to predict the execution time based on task size and processor load. 

However the prediction model becomes less efficient when very small tasks, having 

an execution time of less than 0.5 seconds, are taken into consideration. The reason 
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being that the processor load has a lower effect on very small tasks even when the 

machine is highly loaded. The linear relationship that holds for tasks that are 

depicted in the task graph in Fig 5.1 is not the same when very small tasks are taken 

into consideration. The cause for this is the operating system scheduling method. 

Unix is a time sharing system that has a round robin scheduling policy [18]. Each 

process is allocated a time slice or time quantum and a priority. When the time slice 

expires, a process is preempted and another process is allocated to the CPU. As the 

time taken for a job to execute increases the priority ofthe job decreases and it takes 

longer for the job to be processed again. For small jobs a few time slices will suffice, 

whereas for bigger jobs a larger number of time slices are necessary and therefore the 

priority is lower. At higher processor loads, the number of time slices needed for a 

job also increases. Since a few time slices suffice for very small tasks, and its priority 

being higher than bigger tasks the execution time for these tasks does not increase 

with the same proportionality as with tasks with higher execution times. Thus the 

processor load does not have the same effect on the execution time of very small 

tasks. The multiple linear regression model takes this proportionality of the 

processor load on the execution time to predict fiiture execution times and thus is less 

efficient in this case. However, large grain applications are submitted to a distributed 

system for execution. These applications or jobs are then divided into different tasks 

to be distributed among various processors. It would not be feasible to distribute very 

small tasks, since the time and effort put into distributing a very small task would be 

more than executing it on a single processor. 
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6.2 Application ofthe Prediction Scheme 

The regression model is utilized to predict the execution times of all tasks on 

all processors from the data gathered by the scheduler. These execution times 

represent the current load conditions in the network. Heuristics need these execution 

times to generate an efficient allocation based on varying network load conditions. 

The following figure displays the execution times obtained through a static allocation 

of a job and through dynamic allocations generated by SEETF and LTF heuristics. 
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Fig 6.3 Comparison of static and dynamic allocation heuristics 

Note that the dynamic allocations generated by SEETF and LTF clearly 

outperform the static allocation. At lower loads, the SEETF and LTF heuristics 

exhibit similar behavior; however, at higher loads, the LTF heuristic shows a slightiy 
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better performance. Different heuristics can be evaluated according to this procedure 

and the best heuristic can be used for an efficient task-processor allocation, which 

would minimize the job execution time, thus improving throughput ofthe distributed 

system. 

41 



CHAPTER 7 

CONCLUSIONS AND FUTURE WORK 

This thesis uses multiple linear regression as a tool to predict the execution 

times of tasks on different processors based on processor load and task size. These 

factors can be easily obtained through either external applications or operating system 

utilities. These execution times represent the varying network load conditions. The 

regression model uses this data to predict the execution times of all tasks on all 

processors. Heuristics use these execution times to schedule tasks to processors by 

which the job execution time is reduced. The prediction scheme is proved to be 

accurate taking into consideration the high values ofthe coefficient of determination. 

Simple heuristics like SEETF and LTF utilize these predicted execution times 

generated by the regression model to produce a dynamic allocation of tasks to 

processors. Comparing the job execution time for a static allocation and a dynamic 

allocation the need for dynamic allocation is shown. The heuristics used were simple, 

and no elaborate coding is necessary to implement the heuristics. The regression 

model can be used to evaluate the behavior of different scheduling heuristics. This 

thesis compares and evaluates the LTF and SEETF heuristics with LTF showing a 

better performance at higher network loads. Various heuristics can be compared and 

evaluated according to the same procedure. With the high processing and storage 

capabilities available in present day processors, the additional time and resources 

taken to compute a dynamic allocation is very small. 
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Experiments were conducted on the Sun Solaris network in the Department of 

Computer Science. The machines that the experiments were conducted on were of 

processing speeds varying from 400 MHz to 500 MHz. The results obtained prove 

that the regression model works efficiently to the above heterogeneity in processors in 

a network. 

Future work could involve experimenting on the regression model to 

determine the extent of heterogeneity it can handle and also expanding on the 

regression model and building a scheduling tool. Scheduling tasks on a huge 

heterogeneous environment might require a slight change in the prediction model. 

The multiple regression model could be expanded to perhaps include a parameter, 

which takes into consideration the speed of the processor. Different heuristics show 

different performances at varying network load conditions. Collecting all this data at 

different times and load conditions a network profile could be created and a scheduler 

could be built based on the profile. 
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