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CHAPTER 1 

INTRODUCTION 

1.1 Abstract 

Grid computing is the next step in the distributed computing paradigm. The 

biggest motivation for researchers of Grid computing is to address the drivers for high 

performance computing, which are notably areas like life sciences, digital imaging, 

CAD/CAM, e-commerce, aerospace and military applications. Grid computing provides 

the functionality and resources for high performance computing by allowing resources to 

be combined in a single super computing machine, despite of the disparity in the 

architectures and local operating systems [2]. The Grid can harness idle CPU cycles and 

storage space of tens, hundreds, or thousands of networked systems to work together on a 

particularly processing-intensive problem. 

The resources in the Grid can be located virtually anywhere. Grid software 

coordinates the resources, security, and scheduling, allowing the disparate pieces to mn 

as a single system. Coordinating the Grid is a highly complex process, potentially 

bringing together, for example, "the processing capabilities of half a dozen Unix servers 

and a supercomputer with databases stored in a collection of disk drives connected to yet 

another computer" [3,14]. 



1.2 Motivation 

Grid computing unifies distributed resources to form a single huge pool, thereby 

enabling high performance computing jobs to take advantage of this virtual super 

computer. However, sheer availability of resources may not result in performance 

enhancement. The basic principle behind the Grid computing is smart usage of the 

available computational power, which means selecting the idle CPU cycles out of the 

available pool to execute the computationally intensive jobs. This leads to the notion that 

if the machines chosen by the Grid are the least utilized machines then, better 

performance can be achieved. Hence, the amount of speedup gained would largely 

depend upon the current load conditions of the machines in the Grid on which the jobs 

are scheduled to execute. 

The work in this thesis is based on the Computing Grid at Texas Tech University 

called TechGrid. The current static scheduling mechanism in the Grid is analyzed and a 

new dynamic Grid Allocation Scheme (GAS) is developed to assign available resources 

based on the current load and network considerations at any given instance and thereby a 

better performance is achieved. A set of test applications were developed to evaluate and 

compare the performance with the current and developed scheduling methods. 

1.3 Document Organization 

This document is organized as follows. Chapter 2 contains the preliminary work 

that was done for this thesis. It contains details about Grid technology in general and 

architectural details about TechGrid. The problem that is dealt with in this work and the 



design issues for the algorithm developed in this thesis to address this problem is 

described in Chapter 3. The experimental set up and test applications used are mentioned 

in Chapter 4. The work is concluded in Chapter 5 along with future work to enhance this 

thesis. 



CHAPTER 2 

PRELIMINARY WORK 

The term "the Grid" was coined in the mid 1990s to denote a proposed distributed 

computing infrastructure for advanced Science and Engineering [10]. Considerable 

progress has since been made on the constmction of such an infrastmcture (e.g., [5], 

[12]). 

With the Grid pools of servers, storage systems, and networks can be combined 

into one large system to deliver non-trivial qualities of service. To an end user or 

application, it looks like one big virtual computing system. Grid technology allows 

organizations to use numerous computers to solve problems by sharing computing 

resources. The problems to be solved involve data processing, network bandwidth, or 

data storage. A company with slightly fewer than 2,000 desktop computers can harvest 

nearly 6 teraflop (six trillion floating-point operations per second) of computing capacity. 

The systems tied together by a Grid may be in the same room, or distributed 

across the globe; system may be mnning on multiple hardware platforms mnning 

different operating systems and owned by different organizations. The idea is to grant 

users one place where they can go to undertake a particular task; the Grid leverages its 

vast computational capabilities and completes the task. 

The basic idea behind the evolution of the grids can be summarized as follows. 

Most organizational departments are being forced to do more with less. Budgets are tight, 

resources are thin, and skilled human resources can be scarce or expensive. To top it off. 



most corporate managers know that they have a super-abundance of idle computing 

power. It is well known in industry circles that most desktop machines only use 5% to 

10% of their capacity, and most servers barely peak out at 20%. The same scenario 

applies to all the computational fields let it be corporate or educational. In such situation, 

what is needed is not more horsepower, but more efficient use of existing horsepower. If 

a corporation or organization could use all of its idle desktop PCs at night to run memory-

and processor-intensive tasks, they would get more work done faster; possibly get to 

market faster, and at the same time cut down their computational expenses. 

Below given are some of the perspectives on Grids (given in italics) [4]. 

The Grid is a next-generation Internet. "The Grid" is not an alternative to "the 

Internet": it is rather a set of additional protocols and services that build on Internet 

protocols and services to support the creation and use of computation- and data-enriched 

environments. Any resource that is "on the Grid" is also, by definition, "on the Net." 

The Grid is a source of free cycles. Grid computing does not imply unrestricted 

access to resources. It is about controlled sharing. Resource owners will typically want to 

enforce policies that constrain access according to group membership, ability to pay, and 

so forth. Hence accounting is important, and Grid architecture must incorporate resource 

and collective protocols for exchanging usage and cost information, as well as for 

exploiting this information when deciding whether to enable sharing. 

The Grid requires a distributed operating system. In this view (e.g., see [2]), Grid 

software should define the operating system services to be installed on every participating 

system, with these services providing for the Grid what an operating system provides for 



a single computer: namely, transparency with respect to location, naming, security, and 

so forth. Put another way, this perspective views the role of Grid software as defining a 

virtual machine. 

The Grid requires new programming models. Programming in Grid environments 

introduces challenges that are not encountered in sequential (or parallel) computers, such 

as multiple administrative domains, new failure modes, and large variations in 

performance. However, these are incidental, not central, issues and that the basic 

programming problem is not fundamentally different. 

The Grid makes high-performance computers superfluous. The hundreds, 

thousands, or even millions of processors that may be accessible within a Grid represent a 

significant source of computational power, if they can be harnessed in a useful fashion. 

This does not imply, however, that traditional high-performance computers are obsolete. 

Many problems require tightly coupled computers, with low latencies and high 

communication bandwidths; Grid computing may well increase, rather than reduce, 

demand for such systems by making access easier. 

2.1 Types of Grids 

Grid computing can be used in a variety of ways to address various kinds of 

application requirements. Often, Grids are categorized by the type of solutions that they 

best address. The three primary types of Grids are summarized below. Of course, there 

are no hard boundaries between these Grid types and often Grids may be a combination 

of two or more of these. However, as development of applications that may mn in a Grid 



environment is considered, the type of grid environment that will be used will affect 

many of the considerations [3]: 

1. Computational Grids: Computational Grids are essentially a collection of 

distributed computing resources, within or across locations that are aggregated 

to act as a unified processing resource or virtual supercomputer. These 

compute resources can be either within or between administrative domains. 

Collecting these resources into a unified pool involves coordinated usage 

policies, job scheduling and queuing characteristics, grid-wide security, and 

user authentication. The benefit is faster, more efficient processing of 

compute-intensive jobs, while utilizing existing resources. Computational 

grids also eliminate the drawback of tightly binding specific machines to 

specific jobs, by allowing the aggregated pool to most efficientiy service 

sequential or parallel jobs with fine-grained user attributes (e.g., Avaki 

Compute Grid). 

2. Scavenging Grids: Scavenging Grids are most commonly used with large 

numbers of desktop machines. Machines are scavenged for available CPU 

cycles and other resources. The Grid is designed to mn in the background on 

end-user machines, most commonly as "screensavers" that function only when 

the PC is not in use. For this reason, its presence is almost completely 

transparent to users. Desktop Scavenging Grids lend themselves in particular 

to highly parallelized, distributed applications such as those used in the 

scientific and research arenas. For example by the SETI(a)home (e.g., [7]). 



3. Data Grids: Provide a unified interface for all data repositories in an 

organization, and through which data can be queried, managed, and secured 

(e.g., [8]). Users are not concerned with where this data is located as long as 

they have access to the data. Data Grids enable users and applications to 

manage and efficientiy use database information from distributed locations. 

Much like Compute Grids, Data Grids also rely on software for secure access 

and usage policies. Data Grids can be deployed within one administrative 

domain or across multiple domains. It is these cases where the Grid software 

and policy management become critical. Data Grids eliminate the need to 

unnecessarily move, replicate, or centralize data, translating into cost savings. 

Initial Data Grids are being constmcted today, primarily serving collaborative 

research communities. Software vendors and large enterprises are currently 

investigating Data Grid solutions and services for business applications. Down 

the road. Data Grids will be a key element in the rollout of Web services. 

2.2 The Grid at Texas Tech University 

Grid computing has been the focus of a tremendous amount of research and 

development effort, both in research institutions and in industry. Some of the corporate 

companies that provide Grid infrastmctures of their own are Avaki, IBM, and Sun. They 

provide solutions which enable business organizations, educational institutions as well 

research laboratories to set up a Grid environment based on the computing power and 

resources they have available, so as to make the fullest use of the available resources to 



perform computationally intensive jobs rather than buying additional resources and 

computing power. 

The IBM Grid Toolbox is an integrated set of tools and software that facilitate the 

creation of Grids and applications that can exploit the advanced capabilities of the Grid 

using a combination of this toolbox and other technologies. The IBM Grid Toolbox 

allows the users to tie together existing computer systems to share resources, handle 

unexpected surges in demand, and work on large jobs that require extensive data 

processing. 

Nl Grid Engine (formerly. Sun ONE Grid Engine) software is a distributed 

management product that optimizes utilization of software and hardware resources. Nl 

Grid Engine finds a pool of idle resources and harnesses it productively, so an 

organization gets as much as five to ten times the usable power out of systems on the 

network. That can increase utilization to as much as 98%. Nl Grid Engine software 

aggregates available compute resources and delivers compute power as a network service 

[8]. 

The AVAKI grid solution pools heterogeneous resources across an enterprise, 

making them easily accessible on-demand. With AVAKI grids, research and 

development organizations can overcome problems such as: the need for secure access to 

fresh and consistent data; a uniform environment that is easy for researchers to use and 

for industry professionals to administer, and a highly available computing infrastmcture 

that delivers maximum application performance and reliability. 

The AVAKI grid software is composed of three services layers (see Figure 2.2): 



1. The Grid Protocol layer: The Grid Protocol layer provides protocol adapters, 

security, and naming and binding. 

2. The Svsiems Management Services layer: The Systems Management Services 

layer provides capabilities for implementing and managing distributed solutions. 

3. The Applications Serx'ices layer: The Applications Services layer provides 

high-level services that can be used to construct file sharing, collaboration, and 

high performance computing applications. 

Application 
Services 

High Availability 

F::- ? - - - v n , - t n - ^t-iF;!.: ^. -^rr-

Parallel Computing 

H-ji- Th.'oughput Computing 

System 
Management 

Services 

Accounting & Metering 

Scheduling & Resource Management 

Migration and Replication 

Binary Management 

Fault-Tolerance & Recovery 

Failure & Event Model 

Object Maaagement - Persistent and Stateless 

Process Management 

Metadata & Discovery 

Storage Management 

Distributed Directory Service 

Grid Protocol 

Protocol 
Adapters 

Identity, Authentication, Encryption, Access Control 

Scalable Naming and Binding 

Communication Protocol Adapters 

Figure 2.2 Service layers in Avaki Grid software. 
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The work proposed is based on the Avaki compute Grid installed at Texas Tech 

University by the High Performance Computing Center. The Grid at Texas Tech 

University (TechGrid) has enabled the integration of high speed processors available in 

die various departments and labs in the university to provide the students, staff and 

researchers a huge pool of computational resources that can be accessed from their own 

machines. 

TechGrid provides its users, the ability to execute computationally intensive jobs, 

which cannot be executed due to limited CPU speed or resources, using their own 

consoles. It provides the end users with a super computer at their disposal, to which a 

user can submit a job without having to worry about the CPU speed, memory space or 

network bandwidth the job would require. TechGrid takes care of taking the job from the 

user's machine, distributing it among the available computing resources, collecting 

results from the resources and sending them back to the user's machine. 

Another significant advantage is execution time. With only one or few available 

processors, a computationally intensive job or simulation may take several hours or even 

days, in some cases. But with the availability of TechGrid these jobs can be executed in 

few minutes. 

2.3 TechGrid Components 

An Avaki Grid is composed of several clients and servers (see Figure 2.3). The 

clients and servers may reside on different machines, or several may coexist on one 

machine [1]. 
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The most imperative part of the Avaki Grid is the bootstrap server. Running on 

the physical machine on which an Avaki Grid is initialized, the bootstrap server starts and 

monitors all Grid services. It can also provide services, such as mnning Avaki 

commands, storing data and running jobs on behalf of users. 

A Grid services server runs Grid services such as user jobs, schedulers, and 

collections. It can store data and execute Avaki commands. Because the bootstrap server 

can provide these services. Grid services servers are not required, but most grids include 

them. 

A Data export server mns on a machine that contains data that is shared or 

mirrored in an Avaki Data Grid. A data export server brings local data into the Grid. An 

Avaki Data access server makes Grid data accessible from outside the Grid. The Avaki 

Data export and access servers form the back bone of the Avaki Data Grid, but are not 

required in Avaki Compute Gird. An NFS client mounts an Avaki data Grid as a 

directory by connecting to an Avaki Data access server. An NFS client need not have 

Avaki software installed. 

A command client can issue Avaki commands but does not contribute processing 

or storage resources to the Grid. It mns on a machine that has Avaki software installed. A 

third-party queue server lets you use Avaki software to submit jobs to third-party 

queuing systems such as LSF and Sun Grid Engine. 

12 



Grid Services 
Servers 

Command Clients 

Bootstrap 
Server 

Data Access 
Servers 

NFS Clients 

Data Export Servers 

Figure 2.3 Servers and clients in an Avaki Grid. 

The clients and servers in an Avaki Grid are all Grid services. Grid services may 

be either anchored or floating. Clients and servers are anchored services, meaning that 

they are tied to a particular machine. A Grid also uses floating services, which can 

migrate from one machine to another. Floating services include: 

1. Avaki virtual directories: Provide a single, unified namespace available to all 

Grid users and services. 

2. Avaki queues: Prioritize, sequence, and manage jobs. Queues allow users and 

resources to be grouped; groups of resources can be allocated to groups of 

users. 

3. Application manager services: Transparently store and stage versions of an 

application for all supported operating systems. Application managers also 

allow users to control what sort of machine the application is allowed to mn 
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on; when Avaki schedules the application's jobs, it matches attributes users 

have set on the application manager to the attributes of the available 

machines. 

4. Collections: Gather and store information about other Avaki services. 

5. Schedulers: Determine when and where other services are activated. For 

example, a scheduler selects a server on which to store a newly created Avaki 

directory, or a server on which to run a job. Schedulers make selections based 

on the information in their collections and on policies set by administrators. 

Administration of the AVAKI Grid can be handled in different ways, depending 

on the needs of the organization. 

1. A single administrative domain. When all resources on the AVAKI Grid are 

owned or controlled by a single department or division, it is sometimes 

convenient to administer them centrally. The administrator has control over which 

resources are made available to the grid and can grant access to resources. In this 

case, there may still be separate administrators at the different sites who are 

responsible for routine maintenance of the local systems. 

2. A federation of multiple administrative domains. When resources are part of 

multiple administrative domains, as is the case with multiple divisions or multiple 

companies cooperating on a project, more control is left to administrators of the 

local networks. They each define which of their resources are made available to 

the Grid and who has access. In this case, a team responsible for the collaboration 
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would provide any necessary information to the system administrators, and would 

be responsible for the initial establishment of the Grid. 

With AVAKI there is littie or no intrinsic need for cential administration of the 

grid. Resource owners are administrators for their own resources and can define who has 

access to tiiem. Initially administrators cooperate in order to create the grid; after that, it 

is a simple matter of which management controls the organization wants to put in place. 

2.4 TechGrid Security 

AVAKI's robust security is the result of several separate capabilities that work 

together to implement and enforce business policy. For the resources that comprise the 

AVAKI grid, the goal of AVAKI's security approach is to eliminate the need for any 

other software-based security controls, substantially reducing the overhead of sharing 

resources. With AVAKI security in place, users need only know their sign-on protocol 

and the AVAKI pathname where their files are located. 

2.4.1. Authentication: Users and Usage 

A user signs on to the AVAKI grid once, and needs to be authenticated only once. 

There is no need to sign on to the separate computers that make up the Grid and only one 

password to remember. 

As users access files, mn applications, or submit jobs to queues, AVAKI must 

authenticate the resources and ensure that the requested processing is, in fact, allowed. 

AVAKI's approach to authentication is lateral and decentralized, not requiring appeal to 
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a cential trusted authority. This approach enables cross-company collaboration in 

situations where the different companies have wholly different security technologies. 

Authentication is based on AVAKI's unique approach to resource identity. Each 

resource made available to the AVAKI grid has a unique identifier that is related to but 

independent of its user-visible name. The unique identifier of the resource is also 

independent of its physical location, resulting in some significant advantages: 

1. AVAKI can move a resource physically behind the scenes if needed, without 

affecting its identity or name. 

2. AVAKI can create multiple copies of the same resource if needed, without 

affecting its identity or name. 

3. The unique identifier, which is not visible to the user, is used to authenticate 

resources. 

AVAKI incorporates a PKI-based public key identifier through which each 

resource is authenticated automatically. 

As a result of this last feature, a resource (e.g., a queue) can authenticate another 

resource (e.g., an application), without appealing to a tmsted certificate authority. 

Overall, AVAKI's innovative approach to authentication based on Public Key 

Infrastmcture (PKI) results in less overhead, greater privacy, and lower risk of failure. It 

is also highly scalable. 
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2.4.2 Message Integritv: Protecting Privacy and Integrity of Information 

AVAKI's built-in encryption and message digest features ensure that data cannot 

be decoded by an unauthorized party, that the data sent is the same as the data received, 

and that message playbacks are prevented. 

2.4.3 Controlling Access to Resources on the AVAKI Grid 

AVAKI provides fine-grained security that local administrators can use to control 

access to their resources. AVAKI's access control model is much richer than that of 

standard UNIX platforms. 

2.5 TechGrid Functionality 

Every machine on which Avaki Grid software is installed can contribute 

processing resources to the Grid. This is the basis of Grid computing. To ensure access 

and to implement the necessary administrative control, administrators set policies that 

govern where applications may be executed or which applications may be run on which 

data files. 

In the typical network environment the user must know where the file is, where 

the application is, and whether the resources are sufficient to complete the work. 

Sometimes, in order to achieve acceptable performance, the user or administrator must 

move data files or applications to the same physical location. With AVAKI, users do not 

need to be concerned with these issues in most cases. 
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As shown in Figure 2.5, users have a single point of access to an entire AVAKI 

grid. Users log in, define application parameters, and submit a program to run on 

available resources, which may be spread across distributed sites and multiple 

organizations. Input data is securely read from distributed sources without being copied 

to a local disk. Once an application is complete, computational resources are cleared of 

application remnants and output is written to one or many of the physical storage 

resources available in the grid. 

Organization 1 Organization 2 

Figure 2.5 Point of access to the Avaki Grid. 

18 



To execute an application on TechGrid, we first need to register the executable 

with the Grid through a simple set-up procedure. It can then be executed by referencing 

the application and any needed files by name. Avaki software matches applications with 

queues and computing resources in different ways such as: 

1. Through access controls: A user or application might or might not have 

access to a specific queue or a specific host computer. 

2. Through matching of application requirements and host characteristics: 

An application might need to be mn on specific operation system, for 

example. 

3. Through prioritization based on policies and load conditions: A server 

within the Avaki Grid might be configured with a policy to accept/reject 

jobs based on its current load conditions, for example. 

Behind the scenes, Avaki performs the tasks needed to execute the application. 

Avaki moves data files, moves applications, or finds processing power as needed, as long 

as the resources have been made available to the Avaki Grid and policies allow them to 

be used. If a data file or an application needs to be migrated in order to execute the job, 

Avaki manages this automatically; users do not need to move files or know where the job 

was executed. From the user's perspective, the job was completed successfully and the 

files are still where they always were. The user no longer needs to worry about finding a 

machine for the application to mn on, finding available disk space, copying files to the 

remote machine, and collecting results when the job is completed. 
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2.6 Using TechGrid 

Once an application is registered with the Grid, it can be executed using the 

'Avaki run' command. The execution of a registered executable on the Grid can be a 

single version or a multiple version, depending upon the nature of the application and the 

user needs. For example, a user may not be able to execute a program on his own local 

machine due to limited resources, or due to his machine being slower, which would result 

in an enormous amount of execution time. In such a situation, the user can make use of a 

high speed machine in TechGrid to get his job done in a significantiy less amount of 

time. A single version of the Avaki mn command would be needed for this type of 

execution. 

Another scenario includes applications in which, a single executable is supplied 

with different input parameters and the results are used for studying various behaviors. 

Multiple machines would be required for such a study. A user may not always have the 

required number of machines at his disposal. In this situation, multiple version of the 

Avaki mn command would be needed. 

Once the nature of execution of the registered application is chosen, the next 

important step in the Avaki mn command is specifying which host(s) should be used to 

mn the application. A user can specify the host(s) to be used in the command line or by 

using a separate file. However, choosing a particular host or hosts from the huge pool of 

avadable machines can be an intimidating task, especially without any background 

information on the current status of any of the hosts in the Grid. 
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One solution to this problem is submitting the job to a job queue. A queue is an 

ordered list of jobs waiting to be executed. An Avaki queue manages the dispatch of 

Avaki jobs to Avaki hosts. Queues allow the AVAKI grid to group resources in order to 

take advantage of shared processing power, sequence jobs based on business priority 

when there is not enough processing power to run them immediately, and distribute jobs 

to parts of the network where resources are available. Queues also allow allocation of 

resources to groups of users. For example, by specifying that only Queue X has priority 

on Host Y, and only users from Group A can submit jobs to Queue X, Group A is assured 

of processing resources whenever it needs them. Queues help insulate users from having 

to know where their jobs physically mn. Users can check the status of a given job from 

anywhere on the grid without having to know where it was actually processed. 

Avaki provides a built in queue named 7etc/JobQueue'. Once a job is submitted 

to this queue, Avaki would choose the next available host(s) based on the type of the 

platform on which the job is to be executed and other information which it obtains from 

the Avaki Collection object and submits the job. With the Avaki queue, once the job is 

executed, the output files have to be written to the Avaki directories or the Grid space, 

one cannot write output files from an Avaki queue to a local directory. 

The number of hosts to be used is specified by the user in the 'Avaki mn' 

command. The Grid uses this argument to find the specified number of hosts from the 

available pool distributes the job among the chosen hosts and gets the results back from 

these hosts. 
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The queues can be used to submit jobs only if the nature of execution of the job is 

a single run. In case of a multiple mn application, the user needs to build a wrapper to 

submit the jobs to an Avaki queue. 

2.7 Benchmarking TechGrid 

Benchmarks provide a commonly accepted basis for comparing different 

computer systems in terms of their performance [14]. They are also used to investigate 

performance properties of parallel systems under carefully tuned, benchmark-induced 

workloads that stress particular aspects of system performance. Benchmarks can also be 

helpful in predicting the performance and scalability of a category of complex 

applications on a given system. Performance evaluation based on benchmarks often 

employs codes and workloads that represent different types of computation and are 

developed with various programming paradigms and tools. Benchmarking requires a 

measurement mechanism so that the performance "gap" can be identified. It focuses on 

comparing best practices among dissimilar enterprises [11]. 

Grid architectures are collections of computational and data storage resources 

linked by communication channels for shared use. It is important to deploy measurement 

methods so that Grid architectures can evolve guided by scientific principles. Engineering 

pursuits need agree upon metrics - a common language for communicating results, so 

that alternative implementations can be compared quantitatively [9]. 
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2.7.1 Benefits of Benchmarking TechGriH 

Benchmarking TechGrid can provide valuable information about performance and 

appropriateness for certain class of applications. Through benchmarking, the Grid can be 

checked whetiier or not it maintains an acceptable/required performance at runtime. 

Benchmarking could reveal certain glitches such as a bad communication pattern, a 

serious performance skew, obvious idling/waiting spots, etc. 

Benchmarking can be very useful for Grid users. Benchmarking metrics published 

on the Grid can provide a basis for users to assess the "quality of service" expected by a 

Virtual Organization providing computational services at a given cost. Grid benchmarks 

can be used by middleware developers to compare different middleware solutions such as 

job submissions services, resource allocation policies, scheduling algorithms, etc. Grid-

oriented benchmarks can serve as an evaluation of the fitness of a collection of 

distributed resources for mnning a specific application. 

As common programming models or paradigms start to emerge for programming 

in Grid environments. Grid benchmarks can serve as a feasibility study of running a 

general class of applications (or applications following similar programming paradigm). 

A key aspect of Grids is their dynamic nature and Grid benchmarks can help study the 

effect of this dynamic nature of the Grid on application performance. Additionally, they 

can provide some insight to the properties of Grid Architectures- benchmarking could 

reveal any bottienecks in the current system design which could provide the architects a 

chance to improve the system design in the consequent versions. 
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2.7.2 Tvpical Benchmarks 

The following is the list of benchmarks that were considered to be used for 

benchmarking TechGrid: 

1. The NAS Grid Benchmark: It is based on the NAS Parallel Benchmarks 

(NPB). The NAS Parallel Benchmarks are designed to provide an objective 

measure of the capabilities of hardware and software systems to solve 

computationally intensive computational fluid dynamics problems relevant to 

NASA. NGB problems are presented as data flow graphs encapsulating an 

instance of a slightiy modified NPB task in each graph node, which 

communicates with other nodes by sending/receiving initialization data. An 

NGB measurement of Grid performance is a report on the execution trace, 

which may include durations of execution of each node and of transmission 

along each arc. Summation of such durations along a critical path in the 

instantiation of the NGB data flow graph on the Grid gives turnaround time, 

which must be reported. NGB are typically representative of tasks typically 

executed on the Grid, and also specify well defined, measurable quantities of 

work. Like NPB, NGB specifies several different classes (problem sizes) S, 

W, and A [6]. However, the current versions of the NAS Grid Benchmarks are 

implemented in Java, which is currentiy not supported by the Avaki Grid. 

2. High Performance Linpack Benchmark: HPL is a software package that solves 

a (random) dense linear system in double precision (64 bits) arithmetic on 

distributed-memory computers. It can thus be regarded as a portable as well as 
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freely available implementation of the High Performance Computing Linpack 

Benchmark. The algorithm used by HPL can be summarized by the following 

keywords: Two-dimensional block-cyclic data distribution; Right-looking 

variant of the LU factorization with row partial pivoting featuring multiple 

look-ahead depths; Recursive panel factorization with pivot search and 

column broadcast combined; Various virtual panel broadcast topologies; 

Bandwidth reducing swap-broadcast algorithm; Backward substitution with 

look-ahead of depth 1 [13]. 

3. Euro Benchmark: Euroben was initially intended to provide a very detailed 

assessment of single scalar or vector node and was then extended to shared 

memory parallel machines [10]. The Benchmark is based on three modules 

that at the simplest level test basic operations, memory conflicts and 

bottienecks and at higher levels test progressively more elaborate algorithms. 

The Euroben tests have recently been used for a very detaUed analysis of the 

Origin 2000 [8]. 

2.7.3 Problems with Benchmarking TechGrid 

However, the Linpack and Euroben benchmarks use MPI as the underlying library 

for unplementing parallel message passing stmcture. The use of MPI has been 

discontinued by the Avaki Grid, and hence the above mentioned benchmarks could not be 

used with TechGrid. 
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CHAPTER 3 

DESIGN ISSUES 

3.1 Performance Issues 

As mentioned earlier, a registered application can be executed using the Avaki 

queue or by explicitiy specifying the hosts to be used for the job execution. When the 

built in queue is used, Avaki takes care of the job assignment to the specified number of 

hosts from the available hosts, by matching the parameters configured on the available 

hosts and the specifications of the job to be executed. 

When a job is submitted without using the default queue, the users have to specify 

the host(s) to be used. For the single version of the Avaki mn command, the required host 

can be specified in the command line using the '- - host' switch. In case of the multi-mn 

option, this can be done using a special type of file namely the 'schedule file'. The 

schedule file is used to list the Avaki hosts that are permitted to mn the given multi-mn 

executable. The schedule file also specifies the maximum number of processes or jobs 

that may mn on each of the Avaki servers specified for the instance of the associated 

Avaki multi-mn command. The Grid then chooses the specified number of hosts from the 

list of hosts available in the schedule file, starting from the top of the host list. The job is 

distributed among the selected hosts and results are returned back to the user. 

In both of the above approaches for job submission, a potential situation may 

arise, in which the jobs submitted to the Grid take longer time for execution than one 

would typically expect. This type of scenario comes in to picture if the Avaki hosts to 
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which jobs are submitted are busy serving the users that are physically working on the 

hosts. Hence, once a job is submitted to a host whose resources are already consumed in 

terms of its CPU power, memory utilization or network bandwidth, the Grid job 

execution would take much longer than expected and the whole purpose of having the job 

executed in a Grid environment would be defeated. 

One way around this bottleneck, is to configure the Grid hosts to reject the jobs 

from the Grid, based on the current status of the utilization of their resources. For 

example, usage of the 'Host Management' parameters provided by the Avaki Grid to 

configure each of the Grid hosts, so that the hosts would not accept a job from the Grid, if 

their processor load values are above the predetermined level or if their memory 

utilization level is above a certain preset value. However, for this approach, the users 

must make use of the default queue to submit the jobs. 

This configuration is implemented by placing the Avaki host in 'restricted list', if 

any of the restrictive parameters for job submission are tme for the particular Avaki host. 

Thus when a job is submitted using the default queue in the Grid, the Grid would choose 

the required number of hosts from the pool that are not placed in the 'restricted list' and 

that match the specifications of the job to be executed. 

However, one potential disadvantage of this method is that all Avaki hosts that 

meet there preconfigured parameters are available for job submission. This includes the 

hosts that barely meet their criteria as well the hosts that are totally available. For 

example, if all the Avaki hosts were preconfigured to reject the jobs from the Grid when 

their processor load values were above 50%, then all the Avaki hosts with processor 
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loads below 50% would be available for job submission, this includes the host with load 

values of 49.99%, as well the hosts with load values of 2%. The same case applies to all 

other parameters with which the Avaki hosts can be preconfigured. Thus, there is no 

distinction between the hosts based on their load conditions, or memory usage or network 

bandwidth or even their processing speeds. 

3.2 Solution 

Instead of the default queue along with the overhead of configuring each host in 

the Grid, an alternative method is to use a schedule file to specify the list of available 

machines for job submission. However, instead of a static user specified schedule file, a 

dynamic schedule file should be used. The list of machines within the schedule file would 

be constantiy updated based on the current load and other conditions existing on the 

Avaki hosts in the Grid. 

Hence, at any given point of time, whenever a job needs to be submitted to the 

Grid, the Grid would have a list of hosts that would be the most ideal among the available 

pool, for job execution, thereby resulting in a better performance in terms of job 

execution and thus the scheduling would result in optimum performance. 

Thus, the basic idea behind this thesis is to use a dynamically updated schedule 

file, as apposed to the static one, so that at any given point of tune, the host list contained 

in the schedule file are the ones most appropriate for job execution than any other hosts in 

the available collection. 
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To specify this host list, a machine file could also be used, that serves the purpose 

of specifying the Grid hosts for a particular instance of job submission. This machine file 

has to be accompanied with a Password file that provides the user accounts that would be 

used by the Grid to access these listed hosts. However, this approach is only applicable 

witii MPI, and as mentioned earlier, since the use of MPI on the Avaki Grids have been 

discontinued, we followed the approach of using schedule file to list the ideal hosts at any 

given point of time. 

3.3 Grid Allocation Scheme Tool Design 

To achieve this, a tool was designed which executes in the background. This 

program is referred to as Grid Allocation Scheme. GAS queries each of the hosts 

contained in the Grid to obtain their current statistics with respect to the current processor 

usage (in percentage) and available processing speed (in Mhz). 

Two approaches were considered to design the mechanism that extracts the 

current load and speed conditions from each of the Grid hosts. The first approach relied 

on full usage of the Performance Data Helper (PDH) APIs implemented in the PDH.dll 

provided with the Windows 2000 operating system. Performance data of all performance 

objects (e.g., CPU speed, CPU load) can be collected by using the names retumed by the 

PdhEnumObjectsQ or PdhEnumObjectltemsQ API to constmct a counter path and then 

add the counter by using the PdhAddCounterQ API to a PDH query. The performance 

data could be collected in this manner, with the use of C programming language so that 
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die program would work correctiy, irrespective of the underlying operating system of the 

host on which the program is executed. 

However, in order to extract the performance data simultaneously from each of 

tile hosts within the Grid, the program would have to execute in parallel on each of the 

hosts, using MPI. Unfortunately, discontinuity of MPI on the Avaki Grid rendered this 

option unsuitable for our purpose. 

The second option makes use of the host parameters provided by the Avaki Grid. 

These parameters are called 'attributes' in an Avaki Grid. An attiibute is a property 

associated with an Avaki service. Each attribute has zero or more values. Attributes store 

information about a service such as the architecture of the machine on which a server is 

mnning, or the processing speed or names of other services that refer to this server. Some 

attributes change the way a service behaves; for example, each server has an attribute that 

specifies the maximum number of Avaki resources that this server can create. Other 

attributes are purely informational. One can create attributes to store almost any kind of 

information related to an Avaki service. 

Thus, attributes referring to the processor speed and percentage processor usage 

can be used for each of the hosts within the Grid at any given point of time. This method 

of information retrieval does not require any additional APIs as would be required in 

former method, as well as it has an added advantage of speed, since the existing Grid 

APIs would be used. Hence, this approach was chosen as a method to retrieve the current 

data from each of the hosts participating in the Grid. 
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However, the output obtained when the Avaki API was used to retrieve the host 

data is given in text format, with the actual data embedded within the text. This required 

an additional step of parsing this data and stripping the unwanted information so as to 

obtain the actual data that could be used as a parameter for job submission. 

Apart from using this data as a criterion for job submission, another way of 

utilizing this data was identified; the current status of the Grid can be displayed on a Grid 

based portal to the Grid users. This can be considered as an added functionality to the 

existing Grid which would enable the users to get a snapshot of the Grid at any give point 

of time. 

To achieve this additional functionality, it was required to convert the data 

obtained in a format that can be displayed using a web server and a web browser. Hence, 

it was decided to store the data in XML format, since XML is a standard format for 

storing and transferring data over the internet, and it can be easily displayed on a Grid 

based portal using a style sheet (XSL). 

C programming language was chosen to write this program due to its robustness 

and compatibility with various operating systems. The program combined with system 

programming and Avaki APIs was developed to obtain information for scheduling jobs 

on the Grid based on the current status of the Grid hosts. The GAS program logic could 

be summarized as follows-: 
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Void MainQ { 
For each host currentiy within the Grid do { 

Use Avaki attributes to retrieve the current percentage processor usage and 
processor speed; 
Parse the output obtained to retrieve the actual data; 
Store the data temporarily in an array and then in a schedule file; 
Create an XML file to display data; 

} 

This data would then be used to prioritize the hosts in the schedule file. One 

methodology chosen was sorting the host list in the ascending order of their obtained 

current percentage processor loads, followed by a descending order of their processing 

speeds. 

Hence, at any given point of time, the list of host contained in the schedule file 

was the hosts that were most probable to provide the optimum performance than any 

others amongst the available collection. The basis of prioritization could depend upon the 

needs of the job to be executed, such as hosts with the highest processing power or hosts 

with largest amount of memory availability, or hosts that are least busy based on their 

processor loads. 
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CHAPTER 4 

TEST BEDS AND RESULTS 

4.1 Test Beds 

Two sets of test applications were used to measure the execution times with the 

current static approach as well as with the new dynamic GAS approach. The test beds 

chosen represent two classes of applications. The first class represents effects on 

simidation by change of parameters (parameter space study). Simulated Annealing 

algorithm was used to represent such an application. 

4.1.1 Simulated Annealing 

As its name implies, the Simulated Annealing (SA) exploits an analogy between 

the way in which a metal cools and freezes into a minimum energy crystalline stmcture 

(the annealing process) and the search for a minimum in a more general system. SA's 

major advantage over other methods is an ability to avoid becoming trapped at local 

minima. The algorithm employs a random search which not only accepts changes that 

decrease objective function f, but also some changes that increase it. The latter are 

accepted with a probability 

P = exp (-df/T), 

where df is the increase in f and T is a control parameter, which by analogy with the 

original application is known as the system 'temperature' irrespective of the objective 

function involved. 
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Mathematically, the algorithm can be represented as finding a minimum of a 

given function, within the specified boundary in a given number of dimensions and 

imposing a random displacement. If the value of the function at this new state is lower 

than the previous one, the change is accepted unconditionally and the system is updated. 

If not, the new configuration is accepted probabilistically. The process can be repeated 

for a specified number of iterations. 

4.1.2 Matrix Multiplication 

The other class would represent parallel applications in which a task would be 

broken down in to smaller tasks that would be distributed among 'n' processors and 

results from each of the individual processors would be combined to generate the final 

answer. A matrix multiplication algorithm was chosen to represent such an application. 

In simple form, the matrix multiplication can be represented as computation of 

C=A*B, where A, B, and C are matrices of size NxN. This matrix-matrix multiplication 

involves 0(N ) operations, since for each element Qj of C, we must compute the sum of 

Aik * Bkj (where k varies from 1 to N). 

This matrix multiplication algorithm would be executed in parallel on varying 

number of machines in the Grid. In order to achieve parallelism, the N rows in the matrix 

A would be divided among P processors. The P would be chosen in such a way that 

N%P=0, so that each processor would receive an equal amount of work. The matrix B 

will be supplied to each of the P processors. 
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Thus each of the P processors will actually multiply matrix A (N/P x N) with 

matrix B (N x N) to calculate part of the final result C (N/P x N). The results from each 

of the P processors would be combined to return the final output C (N x N). 

4.2 Experiments 

The applications were executed using the 'Avaki multirun,' where in a supplied 

schedule file provided the information about Avaki hosts to be used to execute the given 

instance of the application. 

A set of 'Avaki midtiruns' were conducted, each time with two schedule files-

one that contained hosts chosen arbitrarily, which represented the current approach and 

the other schedule file that listed the hosts generated by the program developed, mnning 

in the background, by taking into consideration the current Grid usage. 

4.2.1 Experiment 1 

A function was minimized within a domain of 8 dimensions with varying initial 

points and different values for seed for the random number generator. The number of 

iterations was kept constant at 5x10^ in order to obtain a problem of considerable 

magnitude in terms of execution time. A set of 5 different input parameters was supplied 

to the find the minimum of the function. Each set was executed on a pair of Avaki hosts 

in which, one of the Avaki host was chosen arbitiarUy to represent the static approach 

and the other one was supplied by the program mnning in the background, and the 

execution times were compared. 
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The hosts were chosen by the GAS tool as foUows:-

// Initialize the number of hosts in the grid to zero ... 

int row, hostCount =0; 
system("if not exist hostStatus mkdir hostStatus"); 
system("del /Q hostStatus"); 

// This is the conunand that would get the attributes from particular host in the grid .... 
// The output can be directed to some file, so that there would be a output corresponding 
// to the attiibutes for each of the hosts in the grid. 
// This command has to be looped for all the machines in the '/hosts' directory... 

system("avaki Is /hosts > hostiist.txt"); 
system("@for /f %i in ('type hostiist.txt') do avaki info -attributes /hosts/%i -raw 
/HostProperties/host_speed/HostProperties/host_one_minute_proc_usage > 
hostStatus/%i""); 
system("dir /b hostStatus > tmpHostList.txt"); 

// Sorting the hosts in order of their availabUity .... 

for(row=0;row<hostCount;row++) 

{ 
for(int j=0;j<hostCount-l; j++) 
{ 

if (hostLoad[j] > hostLoad[j+l]) 
{ 

tmpLoadSwapper = hostLoad[j+l]; 
hostLoad[j+l] = hostLoad[j]; 
hostLoad[j] = tmpLoadSwapper; 

tmpSpeedSwapper = hostSpeed[j+l]; 
hostSpeed[j+l] = hostSpeed[j]; 
hostSpeed[j] = tmpSpeedSwapper; 

tmpHostSwapper = hostArray[j+l]; 
hostArray[j+l] = hostArray[j]; 
hostArray[j] = tmpHostSwapper; 
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The sorted list of hosts was written to a schedule file that was used for the job 

submission. To represent the current approach, another schedule file was used which 

contained hosts that were chosen randomly. The complete implementation of the GAS 

tool can be found on the CD accompanied with this document. 

As shown in Figure 4.1, three out of five arbitrarily chosen Grid hosts could not 

finish the annealing application because the percentage processor usage of those 

machines was 100%, when these jobs were scheduled. This means, all the resources of 

these hosts were already consumed when the Grid jobs were scheduled to run these 

machines and, hence the hosts could not complete the Grid jobs and thus a failure was 

reported. 

On the other hand, the hosts that were chosen based on the current percentage 

processor loads through GAS, not only did complete the jobs, but also required 

considerably less time for the same application with the same input parameters than 

required by the arbitrarily chosen Grid hosts. 
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Figure 4.1 Performance comparisons with static and dynamic scheduling methods. 

A closer look at the Grid hosts that were involved in the above experiment 

revealed, the arbitrarUy chosen machines shown in the Figure 4.1 had computational 

speed of 863 Mhz, while the machines chosen dynamically had computational speed of 

2392 Mhz. Hence, one can argue, the difference in the execution times may be because of 

the difference in the computational speeds of the machines involved in the above 

experiment, rather than due to the difference in the percentage processor loads on these 

machines at the time of Grid job scheduling. 

Hence, same set of experunent was carried out with similar input parameters, but 

instead of choosing the machines in a complete random manner, machines with highest 

computational speed were chosen as a representative of the current method of job 

scheduling. At the time these experiments were carried out, machines with computational 
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speed of 2392 Mhz were the fastest machines among the pool of machines in TechGrid. 

Hence, machines were arbitrarily chosen from this set and the execution time was 

compared with the machines chosen by the designed approach. 

• Runs with 
dynamic 
Scheduling 

• Runs with 
static 
Scheduling 

2 3 4 

Runs with 5000000 iterations 

Figure 4.2 Performance comparisons with static and dynamic scheduling methods using 
machines with equal computational speeds. 

As shown in Figure 4.2, the only difference between the machines chosen 

arbitrarily and the machines chosen dynamically is the percentage processor load values 

on these machines at the time the annealing algorithm was scheduled to execute. 

Although all of the arbitrarily chosen machines complete the jobs scheduled, it is at the 

cost of an increased execution time as compared to that required by the dynamically 

chosen machines. 
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Ten sets of similar experiments were carried out with varying input parameters 

and the execution times obtained from the section 3.3 were compared with machines 

chosen arbitiarily from the set of machines with computational speeds of 2392 Mhz. The 

results obtained were similar to those mentioned above, with the exception of one set, 

which is shown in Figure 4.3. 
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Figure 4.3 Performance comparisons with static and dynamic scheduling methods using 
machines with equal computational speeds - an exception. 

Not only the execution times required by the current and the dynamic approach of 

job scheduling were almost similar in this set of experiment, but also one of the 

dynamically chosen hosts required higher execution time than its arbitrarily chosen 

counterpart. The most likely reason for this kind of result is, although the processor load 

on that machine was low initially, after the Grid job was scheduled, the machine's 
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processor usage was increased due to another Grid job that may have been scheduled on 

the same machine by any other Grid user. This can also happen due to the applications 

executed by the user physically working on that machine. 

4.2.2 Experiment 2 

Another set of experiments included in the execution of the annealing algorithm 

witii a gradual increase in the amount of computations involved. The purpose of this 

experiment was to test if the speedup achieved varies with the amount of computations 

involved within an application. This was achieved by gradually increasing the number of 

iterations, and varying the input coordinates and seed value. Five sets of such 

experiments were carried out. The speedup was calculated by dividing the largest 

execution time required for machines chosen by GAS with the lowest execution time 

required by the arbitrarily chosen machines, for particular set of iterations. 

A consistent speedup is shown to be achieved by using a dynamically updated 

schedule file as apposed to a static user supplied schedule file in Figure 4.4. 
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Figure 4.4 Speedup achieved using dynamic schedule file over static schedule file with 
Annealing algorithm. 

Implementation: Experiments 1 and 2 were implemented using the following module: 

void anneal_it(double a[],double b[],double going[],double where[],int N,double h,double 
temper,int niter,double glo_min,double glo_where[]) 

{ 
double mini; 
inti,j; 
FILE *fp; 

for (i = 0; i < niter; i++) 

{ 
mini = E( where,N); 

// AKA Metropolis Algorithm 

// If point w/ val less than current min found assign it as global min 

if (mini < glo_min) 

{ 
glo_min = mini; 
for(j = 0; j<N;j++) 

glo_where[j] = where[j]; 
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} 

} 

next(a,b,going,where,N,h,temper); // Get the next point 

for(j = 0; j<N;j++) 
where[j]=going[j]; 

} 

fp=fopen("anneal_output-l.txt","w"); // open output file 

fprintf(fp,"\n%An",glo_min); 

for (i=0; i<N; i++) 
fprintf(fp,"%f ",glo_where[i]); 

Like that, the value of the function E is evaluated at a randomly selected point and 

compared with its value at the current point. If the new value is less than the current 

minimum value, then the new point is considered as the current minimum point and the 

above steps are repeated for number of iterations specified in 'niter'. A complete 

implementation of this program can be found on the CD enclosed with this thesis. 

4.2.3 Experiment 3 

Two matrices of size 500 x 500 each were chosen to represent an embarrassingly 

parallel job that can be split among P processors for execution in parallel. The number of 

processors was increased from 1 to 10 in such a way that the matrices can be evenly 

divided among the given number of processors. Each of the experiments were conducted 

on two sets of machines - one chosen arbitrarily from the set of fastest available 

machines to signify the current approach and the other supplied by the GAS. The 

execution times were measured for each of these experiments. 
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Please refer to section 4.2.1 for the implementations details of the GAS and 

current approach of job submission. The implementation details for the matrix 

multiplication algorithm can be found at the end of this section. 

•With dynamic 
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2 4 5 
Number of processors 

10 

Figure 4.5 Performance comparison using Matrix Multiplication algorithm with matrices 
of size 500x500. 

As shown in Figure 4.5, there is not much of a difference in execution times with 

dynamic schedule file (using GAS) and a static schedule file. This is because, the above 

problem represents fine granularity where the amount of overhead involved in executing 

a program in parallel, takes over the amount of computation involved. A matrix size of 

500 X 500 represents a trivial computation for most of the today's fast processors; hence 

the execution of this job in a Grid environment is futile. The grid is not meant for 

computationally trivial problems and to represent a high performance parallel job, the 

size of the matrices was increased to 5000 x 5000. 
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Figure 4.6 Performance comparison using Matrix Multiplication algorithm with matrices 
of size 5000x5000. 

The difference in the execution times is clearly visible by the result in Figure 4.6. 

It shows two levels of enhancements - first an enhancement is achieved by executing the 

program in a parallel manner using the grid as apposed to executing it on a single 

machine. The second level of enhancement is due to the use of GAS tool as apposed to 

the static schedule file to further improve the performance of the application. Also one 

can notice, logically the execution time should further decrease, with an increase in the 

number of processors, till it reaches zero. However, as we go above 8 processors, the 

overhead involved takes over the computation involved in the problem. One more 

interesting fact is that as we increase the number of processors, chances of finding lightiy 

loaded processors decrease, which could also contiibute towards an increased execution 

time even with increase in the number of processors beyond a certain point. With this 

result, one can even visualize the scalability of the Grid. Scalability is the measure of a 
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system's abdity to increase or decrease in performance in response to changes in 

application and system processing demands. The improvement in the performance with 

the increase in the number of processors shows the limit of Grid's scalability. Due to the 

large duration of the execution times involved that, the experiment was repeated only two 

times and the average of two runs is plotted in Figure 4.6. 

•Speed up 

2 4 5 8 
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Figure 4.7 Speedup achieved using dynamic schedule file over static schedule file with 
Matrix Multiplication algorithm. 

Speedup achieved by the dynamic schedule file was measured by dividing the 

execution time required by dynamically chosen machines with the execution time 

required for the current approach of job scheduling, for each of the above experiments. 

As indicated by Figure 4.7, there is a consistency in the speedup obtained with use of 

GAS over the static schedule file, even when number of processors involved within the 

application is increased. 
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Implementation: In the experiment 3, the matiix A was divided according to the number 

of processors specified using the following piece of code: 

// DIVIDING THE MATRIX 'a' DEPENDING UPON NUMBER OF PROCESSORS 
SPECIFIED.... 

z=0; 

for (k= 1; k<=numProcessors; k++) // DO THE FOLLOWING FOR EACH OF THE 
PROCESSORS... 

{ 
strcpy(inpFileName,"anymatmulInput\\matmul_input"); 
sprintf(tmp, "%d", k); 

strcat(inpFileName,tmp); 
stt-cat(inpFileName,".txt"); // THIS IS THE INPUT FILE NAME .... 

fplnput = fopen(inpFileName, "w"); 

^rintf(fplnput," %d\n", numDimensions/numProcessors); 
^rintf(^Input,"%d\n", numDimensions); 

for (i=z; i<(numDimensions/numProcessors)*k;i++) 

{ 
for (j=0; j < numDimensions; j++) 
{ 

fprintf(fplnput,"%d ",a[i][j]); 
} 
fputs("\n", fplnput); 

} 

for (row=0; row<numDimensions; row++) 

{ 
for(col=0; col<numDimensions; col++) 

fprintf(fplnput,"%d ", b[row][col]); 

fprintf(fplnput, "\n"); 

} 

fflush(fplnput); 
fclose(^Input); 
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z=i; 
inpFileName[0]=\n'; 
tmp[0] = \n'; 

} 

In the above code snippet, rows in Matrix 'a' are divided equally among number 

of processors specified, while keeping the number of columns untouched. Thus for N 

dimension matrix with P processors, each of the processor would receive N/P rows of 

matrix A along with the entire matiix B in the form of input files 'matmul_input*.txt'. 

These input files would be used with a simple matrix multiplication algorithm already 

registered with the Grid and the multi mn would be scheduled on each of the P processors 

which would compute a part of the result, which would then be combined to give the 

final output. A complete implementation of the above code snippet can be found on the 

CD enclosed with this thesis. 
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CHAPTER 5 

CONCLUSIONS AND FUTURE WORK 

This thesis focused on analyzing the current method of job scheduling for the 

TechGrid and developing an algorithm that would provide a dynamically updated list of 

hosts at any given point of time. The host provided by the algorithm would be the most 

available machines than other hosts within the Grid at the given instance, in terms of their 

processor loads. 

The performance of the TechGrid with GAS was tested and compared with the 

current static schedule file, using annealing and matrix multiplication algorithms. The 

experiments with annealing algorithm revealed, most of the Grid machines with 100% 

processor usage could not complete the Grid job that was submitted to them. The 

machines that could complete the task, was at the expense of increased execution time 

than the Grid machines supplied by the dynamic schedule file. 

Execution times were compared with Grid machines of equal computational 

speeds as well. However, majority of the experiments revealed a lower execution time for 

the dynamically chosen machines over the current static ones. Hence, the use of GAS to 

consider the current load conditions on the Grid hosts before job submissions can result 

in less execution time than submitting jobs arbitrarily to any of the Grid hosts. A 

consistent speedup achieved in spite of increasing in the number of computations using 

GAS bolsters this conclusion. 
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Experiments with mafrix multiplication revealed significantiy lower execution 

times with GAS over the current static approach, even with an increase in the number of 

processors used for the application. This consistency of lower execution times is a 

measure of enhancement of the Grid scalability because of the dynamic consideration of 

processor loads of the Grid hosts before job submission at any given point of time. 

Based on the results, the performance of Grid applications can be significantiy 

enhanced with GAS by selecting the current load conditions on the hosts as a criteria for 

job submission as apposed to submitting jobs arbitrarily to any Grid machines. 

Future research may involve the expansion of GAS to include varied and different 

selection criteria. Performance enhancement can be further augmented by the dynamic 

consideration of factors such as percentage memory usage, network bandwidth, and 

processor speed along with the percentage processor usage to define criteria for job 

submission. 
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