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ABSTRACT 

Expert systems are computer programs for providing 

expertise emulative of that which might be expected from 

human experts in solving complex problems for which 

analytical solutions are not available. Evolution of an 

expert system refers to the initial development of the 

system and its continuing modification in order to improve 

its performance. Any modifications made to an expert 

system have the potential of producing undesirable logical 

errors and side-effects that are difficult to find or 

prevent. Although much research has focused on facilitating 

the evolution of expert systems, most of the limitations 

still exist. 

This dissertation proposes an approach for structuring 

and evolving expert systems for applications in which the 

provision of the desired expertise is beyond the reach of 

either analytical or traditional heuristic approaches, but 

in which the knowledge domain is causally connected and the 

relevant causality can be expressed in procedural form. 

The research vehicle used is that of a hypothetical 

manufacturing system in which products of different types 

use some of the same workstations, and some of the product 

types loop back to workstations that they have previously 

used. The expertise sought is that of scheduling starts of 

products into the first stage of production so as to yield a 
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stream of output that satisfies a user-specified balance 

among a variety of business performance measures including 

timeliness of production output. 

An approach for structuring and evolving expert systems 

is introduced. The main system elements are: A simulation 

model of the causal relations of the knowledge domain; a 

collection of heuristic algorithms, each guaranteed to 

produce a feasible solution to any problem lying within the 

scope of the system's expertise; and a module that 

determines, from user-supplied criteria, the best of the 

alternative solutions. The evolution approach is based on 

adding new heuristic algorithms rather than modifying 

existing ones. 

That approach is used to develop, and evolve through 

several steps of evolution, an expert system for the subject 

application. The experimental results assess the expert 

system's initial capability, and demonstrate the evolution 

of the system's expertise through addition of more heuristic 

algorithms. 

Vll 



TABLES 

4.1 Absolute Cycle Times for Full Demand 36 

4.2 Absolute Cycle Times for Half of the Demand ... 36 

4.3 Several Output Statistics for Full Demand 37 

4.4 A Set of Excess Cycle Times 39 

5.1 On-Time Total Billings (in $K) and Percentage of 
On-Time Production for Expert System with 
Heuristic Algorithm 1 52 

5.2 Statistics for Expert System with Heuristic 
Algorithms 1 and 2 (0TB in $K) 54 

5.3 Statistics for Expert System with Heuristic 
Algorithms 1, 2, and 3 (0TB in $K) 55 

5.4 Algorithm Choices for Several Objective 
Functions 58 

A.l Product Types, Steps of Production, and Work 
Stations 72 

A.2 Percentage Capacity Required per Lot, by Product 

Type and by Step of Production 73 

A.3 Contributions to Billings 74 

A.4 Percentage Yields 74 

• • • Vlll 



CHAPTER I 

INTRODUCTION 

Use of the term "Expert Systems" as the name of a field 

of specialization, and the term "expert systems" for the 

products of the corresponding practitioners, continue to 

evoke controversy, as do some other terms either invented or 

adapted to arcane meanings during the birth and continuing 

growth of the relatively young and expansive field generally 

called "Artificial Intelligence" (AI). While both Expert 

Systems and Artificial Intelligence are terms that evidently 

associate artifacts with inherently human mental 

capabilities or attributes, AI embraces a dramatically wider 

range of both goals and means. 

We are aware of the tides of controversy—or creative 

tension, if one prefers—that continue to flow and ebb 

across the field of AI in regard to definitions and goals 

and means for achieving goals, and we are acutely aware of 

objections of some workers in the field to the use, if not 

the very existence, of the terms expert system and Expert 

Systems. Nonetheless, we have elected to use those terms in 

reporting the present work for two reasons. 

First, this research originated in fact from an 

interest in developing a better understanding of the causes 

of the frequently observed disparity between reach and 

grasp—between advocacy and achievement—in the domain of 



Expert Systems, as defined by the stated goals and tangible 

achievements of workers who have aligned themselves with 

that name. Second, the resulting teachings and possible 

impacts of the present research are best viewed, we believe, 

as being extensions of the capability for attaining some of 

the kinds of unmet goals originally envisioned for Expert 

Systems. 

We regret any impediment to understanding that this 

decision may create for some readers, but believe that being 

alerted by the preceding caveat the substance of the work 

can be mapped readily into the preferred terminologies of 

informed readers without significant effort and without loss 

of real meaning. 

For present purposes, we will consider that an expert 

system is a computer-implemented artifact that can servfe in 

the role of a human expert in dealing with a specified class 

of problems. Neither the internal structuring of the 

artifact, nor the internal processes used in achieving its 

results, nor the sources of knowledge and skill employed in 

building the artifact are parts of this definition. 

This dissertation proposes and demonstrates a new 

approach for the design and evolution of expert systems for 

a class of applications that have been heretofore beyond the 

reach of traditional approaches. 



Problem Definition 

The term evolution. as used in this document, refers to 

the initial development of the system as well as its 

continuing modification in order to improve its performance. 

Automation of the process of evolution, the focus of machine 

learning, is beyond the scope of our consideration. Any 

modification of an expert system has the potential problem 

of side-effects, which may appear in different forms and 

which many times go undetected during steps of evolution. 

Trying to predict the total effect of a change, and to trace 

the execution of the modified program to assure that none of 

the effects are deleterious, are very difficult tasks. 

Although a lot of research has focused on facilitating 

the evolution of expert systems, most of the limitations 

still exist. The products from work on knowledge 

representation formalisms and expert system shells have 

eased the problems of initial evolution, but the available 

techniques for continuing evolution are yet to be improved 

so as to eliminate the threat of side-effects. 

This dissertation presents the results of a 

comprehensive study on expertise creation and expression, 

and proposes a new approach for the evolution of expert 

systems, applicable in many instances where traditional 

approaches fail or fall unacceptably short of the 

objectives. It is expected that the new approach will prove 

to be of such value that it will often become the 



competitive choice even for instances in which application 

of the traditional approaches would also be feasible. We 

believe that the new approach has the prospect of becoming 

distinguished as a new paradigm for expert system evolution. 

Organization of the Dissertation 

Chapter II presents an overview of the original expert 

systems paradigm. Methods for knowledge representation and 

reasoning are summarized. Finally, the construction process 

is discussed. 

Chapter III presents issues that are central to expert 

system evolution. The problem of knowledge acquisition is 

discussed. A survey of existing models for expert system 

development is provided. The issue of expert system 

maintenance is analyzed. 

Chapter IV describes an experimental study of knowledge 

development using a particular problem taken from the domain 

of production scheduling. The results and conclusions are 

discussed. 

Chapter V presents a new approach for expert system 

design and evolution. The approach consists of a formalism 

for expressing expertise, an architecture for a new type of 

expert system, and a method for continuing evolution or 

modification of the expert system. This chapter describes 

the design, implementation, and evolution of an expert 



system for the same production scheduling problem originally 

adopted for study. Experimental results and conclusions are 

discussed. 

Chapter VI summarizes the dissertation. It also 

presents conclusions from the research. Finally, the 

chapter outlines directions for future work. 



CHAPTER II 

THE ORIGINAL EXPERT SYSTEMS PARADIGM 

This chapter presents the paradigm that founded the 

expert systems field. The paradigm is introduced with the 

definition of expert systems and with a discussion of their 

characteristics. Next, the main components of an expert 

system are described. Then, the methods for knowledge 

representation and reasoning are discussed. Finally, the 

process of constructing expert systems is explained. 

Expert System Definition 

An expert system can be defined as a computer program 

that incorporates human expertise about a specific 

application domain (Shortliffe, 1974; Lindsay et al., 1980). 

Although later definitions have broadened the scope of 

applicability of the term "expert system," that earlier 

definition will serve our present purpose of presenting the 

original paradigm. A program of this type contains 

organized chunks of knowledge in a knowledge base and 

accesses that knowledge in order to solve any of an array of 

specific questions or problems, producing a responsive 

behavior emulative of that of a human expert. 

Expert systems differ from conventional programs in 

several ways. First, they execute complex cognitive tasks 

and produce results of types and qualities normally expected 



of human experts. Their knowledge allows them to identify 

and resolve the important issues in dealing with a difficult 

question or problem while ignoring irrelevant facts, thus 

displaying the proficiency of an expert. 

Second, they may use heuristic ("rule of thumb") 

strategies and tactics, as provided by the human experts, 

for problem solving. Such heuristics are generally 

considered to come from the human expert's observations 

derived from practical experience in the problem domain, but 

may come from the expert's deep reasoning about the relevant 

causality. As with any rule of thumb, the only test is that 

of efficacy: If it works, the origin of the heuristic is 

moot. 

Third, expert systems may contain knowledge about their 

own reasoning processes, and be able to explain (if asked) 

the detailed decisions taken along the path to their 

solutions or conclusions. Such systems can decide when to 

use a rule of thumb instead of a well-known principle and 

can report and justify their decisions. 

Expert System Components 

There are three main components in a conventional 

expert system: They are the knowledge base, the inference 

engine, and the user interface (Hayes-Roth et al., 1983). 

The knowledge base is the set of data structures that 



contain the expertise as obtained from the human experts. 

Expert knowledge is stored using a pre-specifled 

representation scheme. The expert's knowledge must be 

conformable to the representation scheme used. We discuss 

representation schemes in the following section. 

The inference engine is the collection of program 

routines that manipulate the system's knowledge in order to 

reach conclusions and propose solutions. These routines are 

programmed according to algorithms that mirror—at some 

level—the thinking processes of the human expert from which 

the expertise was elicited. The most widely used algorithms 

are presented in a subsequent section. 

The user interface is the facility that allows a user 

to interact with the expert system. The functions of this 

facility include entry of facts and goals that define the 

particular question or problem, and the delivery of results 

or interaction messages to the user. 

Knowledge Representation 

The main scheme for representing knowledge is based on 

production rules, also referred to as if-then rules 

(Buchanan and Shortliffe, 1984). A production rule consists 

of a premise and an action. The premise is a set of 

conditions, involving known or postulated facts, that must 

be met for the rule to apply. The action is a set of 

conclusions, or consequent facts, that will be drawn if the 
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rule applies. The expert system accepts facts from the user 

and then works through the collection of rules, generating 

consequent facts that in turn qualify for treatment as new 

known facts. 

Production rules have been used in many expert systems. 

Their popularity has been based on their so-believed 

strength for expressing knowledge that takes the form of 

state transitions and that is used in pattern recognition 

problems. It has been widely believed that if-then rules 

provide uniformity of representation that makes a rule-based 

system easily modifiable. 

The use of frames constitutes another form of knowledge 

representation. A frame is a collection of knowledge 

associated with a stereotypical situation or object (Minsky, 

1975; Rich, 1983). Frames have the form of structured sets 

of components characteristic of the situation or object; 

these components are referred to as slots. A slot can be 

filled with a default value, an input value, or a computed 

value. A frame can also have a procedure, or even another 

frame, associated with a given slot. 

Reasoning Algorithms 

In rule-based systems, there are two basic strategies 

for deciding which rules to apply and when to apply them 

(Hayes-Roth, 1984; Hopgood, 1993). The difference stems 



from what guides the decision making process. When it is 

guided by current data, the strategy is called forward 

chaining. Backward chaining refers to the strategy guided 

by current goals. Although there are variations to these 

strategies, this section will discuss only their main 

characteristics. 

With forward chaining, the appropriate set of rules is 

examined by evaluating the condition part of each rule. 

Those rules whose conditions are met by the facts currently 

known to the system are incorporated into what is called the 

conflict set. From the conflict set, one rule is selected 

to be fired, and the consequent facts in the conclusion part 

of the rule are asserted, i.e., incorporated into the set of 

known facts. The cycle repeats until no more new facts can 

be asserted. 

Several features can be observed from this strategy. 

First, the set of rules used for examination can be the 

entire rule base or a subset. Second, rules are inspected 

and applied on the basis of currently known facts, 

independently of any preset goals. And third, only one rule 

from the conflict set is fired in a given cycle though the 

set can have more than one rule. 

With backward chaining, it is assumed there are goals 

that the system is currently pursuing. The algorithm takes 

one goal at a time. Then, only those rules which can 

conclude the current goal are selected for examination. The 
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condition part of those rules are in turn examined, and new 

subgoals are set for those facts which are not yet known. 

The algorithm recursively selects new rules for concluding 

the newly set goals. This process continues until all goals 

are either satisfied by the set of known facts or proven 

unreachable. 

The use of frames extends reasoning by enabling 

inferencing of unobserved facts from observed facts about 

new situations. Frames contain information about many 

aspects of the situations they describe. When some of the 

items of information match a situation then, in the absence 

of information to the contrary, other items in the frame can 

be used tentatively as though they had been explicitly 

observed. Frames contain types of attributes that must 

apply in the situations they represent. Hence, to describe 

a new situation, one only needs to describe the situation's 

components. Reasoning with frames is done by first selec

ting a stored frame to represent the current situation, and 

then instantiating it with the specific current conditions. 

Expert System Construction 

The process of constructing expert systems has come to 

be known as knowledge engineering (Buchanan and Shortliffe, 

1984). This process entails working with a human expert to 

map his or her problem-solving expertise into the control 
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and data structures that will make up the computer program. 

The sought-after expertise is found in the form of facts, 

definitions, relations, strategies, and heuristics. The 

system designer and programmer is referred to as the 

developer or knowledge engineer. 

The process starts with a period of conceptualization. 

The important concepts are defined, and the relations 

between them made explicit. The knowledge engineer is 

familiarized with the terminology and structure of the 

problem domain. The strategies and heuristics used by the 

expert to solve problems are revealed and discussed. 

Production rules are normally used to express the elicited 

expertise. Similarly, the expert is familiarized with the 

structure of the knowledge base and the algorithms that will 

manipulate its knowledge. The framework for expert-

developer communication is laid out. 

The rest of the development process consists of 

repeated cycles of refinement and testing. The expert tells 

the knowledge engineer what new rules to add or how to 

modify existing ones. The knowledge engineer implements the 

changes and then runs test cases to verify the performance 

of the modified knowledge base. The expert then tests the 

system to validate its problem-solving behavior. 

The tools traditionally used for programming expert 

systems include both programming languages and expert system 

shells. LISP was the language of choice in the first 
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generation of systems. The syntax of lists seemed most 

appropriate for encoding production rules and, therefore, 

for designing knowledge bases. Property lists were used as 

the storage mechanism for the set of known facts. LISP's 

support for performing pattern matching was exploited to 

achieve the symbolic manipulation of the rule base. Any of 

a variety of programming languages can be used in place of 

LISP; the current favorites are C and C++. 

Prolog has also been utilized to program expert 

systems. Horn clauses, being the main building block, are 

used to declare the knowledge base rules. The inference 

engine that is part of the language itself is used for 

manipulating the rules. Backward chaining is the basic 

inference algorithm used in Prolog implementations. 

An expert system shell is a software package that 

includes an inference engine and a user interface. With 

these packages, the knowledge engineer is provided with a 

set of facilities for knowledge representation; it is up to 

him or her to fit the expertise to the shell's facilities. 

EMYCIN (van Melle et al., 1984), 0PS5 (Brownston et al., 

1985), KEE (IntelliCorp, 1988), and CLIPS (Giarratano and 

Riley, 1989) are examples of popular shells that developed 

out of expert system projects. Each shell has its own 

knowledge representation formalism which is normally 

incompatible with other shells. Most shells allow for the 
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calling of regular-programming-language routines from the 

expert system code. The knowledge engineer has very little 

control over the functioning of the built-in inference 

engine. 
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CHAPTER III 

ISSUES RELEVANT TO EXPERT SYSTEM 

EVOLUTION 

The original expert systems paradigm has been extended 

since its promulgation in attempts to solve problems that 

soon were evident to its practitioners. This chapter 

presents issues central to expert system evolution that 

concern researchers in the field. These issues are 

knowledge acquisition, expert system development models, and 

expert system maintenance. 

Knowledge Acquisition 

Knowledge acquisition can be defined as the process by 

which expert system developers discover the knowledge that 

domain experts use to solve the problems of interest and how 

the experts employ that knowledge (LaFrance, 1989). Most 

expert system development relies heavily on manual knowledge 

acquisition. This mostly refers to the knowledge engineer 

engaging in intense, generally unstructured interviewing of 

the expert. In an unstructured interview, the developer 

asks more or less spontaneous questions of the expert while 

the expert recalls a particular instance of the problem at 

hand. The developer takes notes as the interview 

progresses, and sometimes the session is taped for further 

analysis. 
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Another manual knowledge acquisition method is protocol 

analysis. This method can be considered a structured 

interview and is a bit more formal that the one mentioned 

first (Cooke and McDonald, 1986). Protocol analysis 

involves the observation of the expert by the developer as 

the former engages in the task of interest. Often the 

expert is asked to think aloud, to try to express his mental 

processes verbally. The protocol consists of the 

developer's observations and the expert's expressed 

thoughts; it is later analyzed for specific features. 

Knowledge acquisition through interviews has proved to 

be a difficult problem in the development process. The 

consensus about the technique is that it actually creates a 

bottleneck in the construction of expert systems 

(Feigenbaum, 1977). 

There are several reasons for this difficulty. First 

of all, this technique involves introspection and verbal 

expression of knowledge on the part of the expert. There is 

ample psychological evidence for believing that people are 

not always reliable on reporting their own mental processes 

(for just one account, see Nisbett and Wilson, 1977). So, 

the expert may not be able to convey the heuristics that he 

actually uses to solve problems. In fact, when asked to 

explain their behavior, experts often give reasons, rules. 
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or strategies that do not correspond to their actual 

behavior. 

Communication between expert and developer is often 

difficult and problematic. The expert tries to communicate 

his knowledge in a form understandable to the developer, and 

the developer tries to convey to the expert the type, level, 

and form of knowledge that is needed to construct the expert 

system. Communication problems like misinterpretations, 

wrong assumptions, or subjective judgments can make the 

knowledge elicitation process inefficient and ineffective. 

Other forms of knowledge acquisition have been 

developed as potential solutions to the bottleneck problem. 

These efforts include semi-automated tools that improve 

knowledge engineering efficiency, and fully automated 

approaches that attempt to infer knowledge structures 

directly from examples of expert behavior. 

The repertory grid technique is a knowledge elicitation 

method which has been partially automated (Hart, 1992; 

Parsaye, 1988). This technique is based on the personal 

construct theory from clinical psychology. The repertory 

grid is a representation of a person's view of a particular 

problem. A grid consists of elements and constructs. An 

element is an object from the domain of expertise. A 

construct is a characteristic which each element has to some 

degree. Elements are provided by the expert and rated 

according to each construct, using a subjective rating also 
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supplied by the expert. The grid is a cross-referencing 

system between the elements and constructs. It is then 

analyzed to find patterns or associations and general 

concepts. Methods of analysis include factor analysis, 

principal component analysis, and cluster analysis. 

The Auto-Intelligence system is an example 

implementation of the method just described. This system 

combines an extension of repertory grids with rule-induction 

techniques (Parsaye, 1988). The system allows users to 

build expert systems for structured selection or heuristic 

classification tasks in which an expert makes decisions and 

selects among several options based on known criteria. 

MOLE is a knowledge acquisition tool that helps experts 

build systems for differential diagnosis (Eshelman, 1988). 

The system acquires knowledge by asking the expert to list 

the possible problems that would motivate a user to seek 

help in diagnosing them. Then, it asks for possible 

explanations for the problems and for higher-level possible 

explanations of the explanations, attempting to build a 

multi-leveled network of symptoms and explanations. Then, 

the system uses a refinement process to obtain, from the 

expert, information for differentiating among explanations 

and for combining hypotheses. 

SALT was one of the first automated knowledge 

acquisition methods for synthesis or design problems (Marcus 
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and McDermott, 1989). This system follows a piecemeal, 

bottom-up strategy of knowledge elicitation. It interviews 

experts, asking them to enter knowledge pieces that fit 

somewhere in the design process. The pieces are assigned 

one of three knowledge roles for locating them in the 

knowledge base. Then, it cues for appropriate links, 

keeps track of how the pieces fit together, and warns the 

expert of places where pieces might be missing or creating 

inconsistencies. SALT proceduralizes the domain-specific 

knowledge base into rules written in 0PS5. 

Other approaches have the system acquire knowledge 

automatically, which is referred to as machine learning or 

induction. In this case, it is assumed that by automating 

the learning process, the program can acquire expertise 

through learning in the same way human experts do. 

Interesting examples are provided by the work of Michalski 

and Chilausky (Hart, 1992), Quinlan's Iterative Dichotomiser 

3 (ID3) algorithm (Hart, 1992), and the use of neural 

networks as in the work of Gallant (1988). 

Expert System Development Models 

In the early years of the expert systems field, the 

development process was not an issue in itself since most of 

the systems were laboratory projects. However, the inherent 

difficulties of programming the expertise made it evident 

that a more structured process was needed. 
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As the expert system field has developed, researchers 

and practitioners have proposed new models and 

methodologies—or have adapted those being developed in the 

general arena of software engineering—for expert system 

development. Some models are based on the waterfall model 

of the software development life cycle, other models take 

prototyping as the underlying notion, and some follow a 

spiral approach. 

Rolston (1988) presents a model that is an iterative 

version of the traditional life cycle model. His model 

includes stages of problem selection, prototype 

construction, formalization, implementation, evaluation, and 

long-term evolution. There are provisions for looping back 

from a given stage to earlier ones. This model is based on 

a recognition of the evolutionary nature of expert system 

development. An important characteristic of this model is 

that change is viewed as the central concept. The intent is 

to identify any changes during the phase in which they are 

easiest to implement. 

A model has been proposed which is a combination of the 

structured and the prototype life cycle models (Park et al., 

1991). The idea behind the model is to use the basic 

structure of the former, but to replace its analysis 

activity with prototyping. The main phases in the model are 

survey, prototype, design, implementation, acceptance test 
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generation, quality assurance, procedure description, 

database conversion, and installation. The prototyping 

activity involves a lot of expert and user interaction with 

the purpose of iteratively refining requirements to produce 

a working model. The additional time taken by the 

prototyping activity is compensated by a speed-up in later 

phases like design and procedure description. 

A risk-based expert system development methodology has 

been developed at NASA Goddard Space Flight Center (Hull and 

Kay, 1991). Known as ESDM, this methodology concentrates on 

driving out and validating requirements, using a series of 

successively more complex prototypes. ESDM employs a highly 

iterative life cycle model. Each iteration adds knowledge 

about what the expert does and what the requirements should 

be for the expert system. ESDM is represented by a spiral 

model similar to Boehm's (1988) spiral model for software 

development. Since all of the expert systems produced are 

prototypes, ESDM does not recommend any of the standard 

software development products (e.g., feasibility study and 

requirements analysis). ESDM does recommend a set of 

products that can be used to manage the expert system 

development process prior to transition to a more 

conventional software development methodology. ESDM also 

provides guidelines for this transfer from expert system 

development to a conventional life cycle. 
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ESDM has five prototype development stages or 

increments: They are feasibility demonstration prototype, 

research prototype, field prototype, production prototype, 

and operational prototype. Each stage contains five steps, 

which are problem identification, solution 

conceptualization, solution formalization, prototype 

implementation, and prototype testing. These steps are not 

necessarily performed in a sequential fashion, and the 

process is highly iterative. At the end of each stage, 

managers must decide whether the risks are too high to 

continue and, if the risks are acceptable, whether to 

iterate back to a previous stage or continue to a new stage. 

Maintenance of Expert Systems 

A major problem for all computer software is that of 

maintenance. As with any other type of software, 

maintenance of an expert system refers to the modification 

of the system after delivery to correct faults, to improve 

performance or other attributes, or to adapt the system to a 

changed environment (Schneidewind, 1987; Lehman, 1980). 

Evolutionary development is inevitable in expert systems; 

such programs are never completed, they just continue to 

evolve. We will use the term evolution to embrace the 

process of expert system development from the initial 
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conception of a system through all subsequent stages of 

growth and modification. 

Any modification of an existing expert system to 

achieve improvement in one respect has the potential of 

impacting other system properties unintentionally and 

undesirably. The side-effects problem has been typical of 

maintenance in the field of computing. With expert systems, 

the problem is especially significant because continuing 

modification is required to incorporate growing expertise 

from the time of initial development until the end of the 

system's life cycle. 

Different types of side-effects can occur during 

evolutionary changes. They can be classified as coding, 

structural, and incremental side-effects. Coding side-

effects correspond to those caused by changes to statements, 

or to elements, of the program's code. For instance, if a 

production rule is modified by adding a new condition to its 

premise, therefore making it more specific, it may happen 

that this rule will never get fired due to preference of 

other, more general rules. Or, if a consequent fact is 

removed from a rule, but not from the conditions of other 

rules, it may be that a whole line of reasoning will be cut 

from the system. 

Structural side-effects are those incurred when the 

structure of the system, or of any of its components, is 

modified. For example, if due to the advice of the expert, 
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it is decided that the knowledge base will be partitioned 

in several groups, and rules that correspond in one group 

are placed in the wrong one, it can be expected that the 

system will show a less than desirable level of expertise. 

If duplication of some rule in two or more groups becomes 

apparently necessary for the previous example, it is very 

likely that inconsistencies will appear in subsequent 

evolution. 

Incremental side-effects refer to those caused by 

additions made to the system. Whenever a new rule is added 

to the knowledge base, there is always the possibility of 

causing other, still functional rules to become inactive due 

to comparative inferiority with respect to the new rule. 

Adding a new fact for use in either existing or new rules 

may cause an undetected contradiction with facts already 

used by the system. 

In a rule-based expert system, tracing the execution of 

the program is a very difficult task. This difficulty stems 

from the way in which the inference engine reviews the rule 

base (when setting up the conflict set or the new goals) and 

in how it chooses the next rule to be fired. Due to the 

asynchronous behavior of the rule firing mechanism, a 

completely unexpected chain of inferences may occur when a 

new rule is added, or an existing rule is modified or 
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deleted. Therefore, trying to predict the effect of a 

change to the system is a major challenge. 

Much research in expert systems has focused on solving 

evolution-related problems. Since the wake of the MYCIN 

experiments (Buchanan and Shortliffe, 1984), it was realized 

that the limiting factors throughout all stages of the 

knowledge engineering process were as follows: (1) The 

expressive power of the knowledge representation formalism; 

(2) the extent to which knowledge of the domain was already 

well structured; (3) the ability of the expert to formulate 

new knowledge based on past experience; (4) the power of the 

editing and debugging tools available; and (5) the ability 

of the knowledge engineer to understand the basic structure 

and vocabulary of the domain and to use the available tools 

to encode knowledge and modify the framework. These learned 

lessons defined much of the agenda for subsequent expert 

system research. Past work has emphasized attempts to push 

the limits posed by the first and fourth of the factors 

mentioned above. 

Research on knowledge representation formalisms has 

been very extensive. Many variations and extensions of the 

formalisms in the founding paradigm have been investigated. 

There have also been new approaches proposed, ranging from 

predicate calculus to object-oriented programming. Maida 

(1987) has proposed augmenting predicate calculus with a 

quotation device that allows references to expressions in 
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the language, from within the language itself. Quoted 

expressions can be construed as meta-representations and 

allow for a uniform architecture for meta-reasoning. Deng 

and Chang (1990) have proposed the G-net model for knowledge 

representation and reasoning, based on a formalism called 

the knowledge table. In this model, both static semantic 

knowledge as well as dynamic control knowledge can be 

represented, and all reasoning algorithms are based upon 

Petri net firing rules. Yen and his associates (1991) have 

developed a system called Clasp which integrates a term 

subsumption language called Loom, production rules, and 

methods from object-oriented programming. This system is 

aimed at improving the maintainability of expert systems by 

enhancing modularity, increasing knowledge reusability, 

maintaining a class taxonomy, and improving rule 

predictability. 

Seeking to improve the power of system development 

tools, many expert system shells were created. An example 

is the Knowledge Engineering Environment (KEE), a collection 

of software development facilities for building expert 

systems (IntelliCorp, 1988). The formalism used to 

represent knowledge in the KEE system is basically frames 

with inheritance, although it also uses production rules and 

demons. Knowledge is grouped with the use of an 

assumption-based subsystem. System developers describe 
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their problem areas by creating frames (also known as 

"units") to represent objects and concepts of interest. 

Frame slots can store numeric or textual data, tables, 

graphics, other frames, or procedural programs (called 

"methods"). An expert system can be described rapidly by 

creating frames that act as templates for complete classes 

of objects. When a new frame is set as a child of other 

frame(s), it inherits slots and default information from its 

parent frame(s). Inherited information is added to, or 

modified, only as needed to differentiate the frame from its 

parent(s). 

In the area of knowledge clustering, the KEE system 

implements the idea of "worlds" or contexts. A world 

represents a set of related facts, and is characterized by a 

set of assumptions. The system remembers the assumptions on 

which each deduced fact is based. A world sees a deduced 

fact if and only if the world's assumptions are a superset 

of the assumptions that support the fact (Filman, 1988). If 

a fact or assumption is no longer believed to be true, a 

Truth Maintenance System (TMS) makes sure that facts 

dependent upon such belief are retracted from the fact base. 

The TMS is also intended to save time for applications that 

use multiple worlds by eliminating the need to perform 

inferences that have already been performed in other worlds, 

i.e., global inferences. 
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Despite the research and development efforts expended 

in this area, most of the knowledge engineering limitations 

have remained. Anecdotal evidence of their continuing 

existence is widespread. 
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CHAPTER IV 

AN EXPERIMENTAL STUDY OF EVOLUTION 

An overall objective of this research was to develop an 

understanding of the fundamental factors that have limited 

the incorporation of expert system technology into 

mainstream computing. In view of the fact that expert 

system development is generally an evolutionary process, the 

difficulties encountered in following the traditional 

evolution approach were of central interest. 

It was considered important in the design of the 

research that the author first become an expert in a 

targeted domain, exposing himself to a situation in which it 

was necessary for him to explore the creation of expert 

knowledge as well as the expression of his resulting 

expertise as an expert system. The option of looking at 

evolution only from a developer's viewpoint was foreclosed. 

The purpose was that of conducting a fundamental 

reexamination of not only the expert system paradigm itself 

but also its implicit assumptions about the nature of 

existing expertise. 

The general plan for the research included the 

selection of a problem area that embraced enough causal 

complexity to serve as a truly non-trivial application 

domain. The next planned step was the creation of the 

corresponding expertise and its expression as one or more 
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rule-based expert systems. As a last continuous step, 

several instances of evolution of such systems would be 

carried out in an attempt to observe and quantify 

limitations inherent in this process, and ultimately to 

discover or invent ways to mitigate such limitations. 

Production Scheduling as a Domain of 

Expertise 

A difficult but eminently practical problem was 

selected as the vehicle for the investigation. The problem 

assumed that a variety of ten types of products are manu

factured and marketed by a company in a highly competitive 

business environment. The company receives customer orders 

which include a specified type and quantity of finished 

products, and a target date for the order to be shipped. 

Orders are received at a rate that depends on the overall 

size of the market, the earliness of target shipping date 

commitments, and the historical record of performance by the 

business in meeting previous shipping commitments. Some 

orders are marked with a priority designation which 

indicates that meeting the target shipping date is of 

special importance as judged by sales personnel. 

Products move through the production process in lots 

that are initially composed of fifty units each of the same 

product type. The identity of any given lot is maintained 

from the start to the completion of its processing. Each 
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lot enters through the same first work station, but then 

passes through its particular product-dependent sequence of 

work stations, competing with other lots for service. A lot 

consumes only a fraction of the available capacity in any 

work station that it uses. Some product types require 

looping back through some of the same work stations employed 

in earlier stages of processing. 

Lots are entered into actual processing in any given 

work station from that work station's priority queue. Lots 

in a queue are handled on a first-started first-served 

basis. There are ten work stations in the production 

facility. The capacity of each work station is 

deterministic and only the quantity of lots that can be 

completed in one work shift are moved from a work station's 

queue into actual processing. The units in a lot are tested 

at various stages of production, and defective units are 

removed. In some work stations the fraction of capacity 

required to process a lot is independent of the number of 

units remaining in the lot; in other work stations the 

fractional capacity consumed by a lot depends upon the 

number of units in the lot. 

The expertise sought was that of scheduling product 

starts (i.e., entry of products into the first stage of 

production) so as to meet business objectives of varying 

degrees of relative importance to a manager of the 

31 



enterprise. Such business objectives could be expected to 

include the following: On-time shipping of orders, with 

special attention to priority orders; high levels of 

billings to spread and minimize the fixed portions of 

product costs; high levels of GPM (gross profit margin) to 

directly and favorably impact current profits; and low 

levels of work-in-process and finished goods inventories to 

minimize the tying up of assets and the risk of writeoffs or 

markdowns of obsolescent products. The sequence of work 

stations for a given product type was fixed. Decisions on 

product starts into the first stage of production were to be 

the only operative form of expertise provided by the expert 

system. 

The chosen problem domain was recognizably real-world 

in nature, in keeping with the application-oriented theme of 

the expert systems field. The domain was judged to be 

sufficiently complex so as to challenge both the development 

and the expression of increasing degrees of expertise for 

use in producing expert systems of increasing degrees of 

proficiency. 

An Experiment in Expertise Generation 

To provide a platform for the experiments, a simulator 

of the production process was developed. This simulator was 

postulated to be a faithful representation of the causality 
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embedded in the process. The set of parameter values for 

simulating the production process is included in Appendix A. 

The simulator was equipped to collect statistics from 

simulation runs. For each work shift of simulated 

production and for each type of product, the program 

collected the number of lots started into production, the 

number of lots emerging from production, the cycle times and 

yields of emerging lots, and the number of lots remaining in 

the production system. Cycle time was defined as the number 

of work shifts that elapsed from the time a lot entered the 

first work station's priority queue until the lot emerged 

from the last work station. Yield for a given lot was 

defined as the ratio of the number of units remaining in the 

lot at the completion of the production process to the 

original size of the lot. 

A large number of simulation runs were made to provide 

the experience base from which growth of expertise in the 

mind of a developing expert might be studied. The runs used 

varieties of randomly generated customer orders for the ten 

types of products: The product mix as well as order sizes 

were varied randomly. Different levels of product demand 

were tested. In response to the customer orders, a variety 

of ad hoc scheduling strategies were formulated and tested, 

ranging from simple first-come first-served with various 

degrees of loading on the first stage of production, to 

leveling the starts for each customer order across 
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production time bands ranging from 10 shifts to 15 shifts, 

the latter being the longest theoretical cycle time for any 

product. The shortest production time band (10 shifts) was 

selected arbitrarily, although it does correspond to a 

common industrial practice of producing weekly schedules for 

an operation that uses two 8-hour shifts per day. 

Simulations, each for a different combination of the 

preceding parameters, were carried out for about 350 shifts 

of production time. 

The only pattern to emerge from manual examination of 

the resulting data, as the experiments were being done, was 

the simple observation that the first stage capacity was 

greater than the overall production capacity and that it was 

easy to overload and clog the production system with the 

result that cycle times could increase without significant 

increases in throughput rates. 

The next major phase of the effort was to selectively 

probe the massive data base created by earlier experiments 

to try to find heuristics, or hints for heuristics, that 

might have been missed due to the sheer volume of the data 

and the consequent mental dazzle encountered in trying to 

deal with all of it. 

The focus was on production cycle times of individual 

lots as functions of total loading and of product mix. 

Probes into the data base were designed to take snapshots at 
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the ends of individual shifts, tabulating for each emerging 

lot from each shift the type of product, the cycle time, and 

the current loading of the production line. Cycle times 

were tabulated in two forms, as absolute and as relative 

cycle times. An absolute cycle time was expressed as the 

actual number of shifts used to manufacture the lot; the 

relative cycle time was computed as the ratio of the 

observed absolute cycle time to the known minimum number of 

shifts required to manufacture that type of product. 

Use of the probe-based data yielded results that were 

more readily comprehensible. Table 4.1 gives the results 

from one of many designed probe sequences, and is typical of 

those in which the allowed rate of product starts was high, 

limited only by the absence of orders remaining in the 

backlog or by the maximum capacity of the first stage of 

production. The probe series given in Table 4.1 began 

following initialization of the production system using a 

lightly loaded line. The table shows increasing values of 

absolute cycle times for all products as production time 

increased and the system became more clogged. It can be 

seen that although clogging affects all product types, the 

onsets and rates of increase in cycle times are not the 

same. 
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Table 4.1 Absolute Cycle Times for Full Demand 

Shift 

10 
20 
30 
40 
50 
60 
70 
80 
90 

100 

1 

14.0 
16-0 
16.0 
18.0 
20.0 
23.3 
30.0 
34.0 
35-8 
42.2 

2 

9.0 
9.0 
9.0 

11.0 
12.0 
14.9 
16.0 
17.0 
18.0 
21.0 

3 

6.0 
6.0 
6.0 
6.0 

10.0 
11.0 
11.0 
13.2 
14.0 
18.5 

Product Type 

4 

10.0 
10.0 
10.0 
12.0 
13.0 
16.5 
20.0 
21.0 
25.0 
27.0 

5 

8.0 
8.0 
8.0 

11.0 
11.0 
13.1 
13.0 
15.0 
18.0 
20.0 

6 

15.0 
15.0 
17.0 
20.0 
24.0 
31.0 
34.8 
40.8 
46.6 
53.6 

7 

12.0 
12.0 
14.0 
14.0 
20.5 
19.0 
26.0 
28.0 
33.0 
36.0 

8 

10.0 
10.0 
10.0 
11.0 
13.0 
17.0 
19.0 
22.0 
24.0 
27.1 

9 

12.0 
13.0 
13.0 
14.0 
16-9 
21-0 
25.0 
26.0 
31.0 
34.0 

10 

13.0 
14.0 
14.0 
15.0 
15.0 
21.6 
26.0 
30.0 
32.0 
37.0 

Table 4.2 shows, for the same sequence and times of 

arrival of customer orders, the consequences of halving the 

amount of product requested by each customer order. In this 

case clogging is not only less evident but absolute cycle 

times are no longer monotonic over time for all product 

Table 4.2 Absolute Cycle Times for Half of the Demand 

Shift 

10 
20 
30 
40 
50 
60 
70 
80 
90 

100 

1 

16.0 
16.0 
16.0 
16.0 
16.0 
19.0 
21.0 
23.0 
24.0 
23.0 

2 

9.0 
9.0 
9.0 
9.0 

10-0 
10-0 
10.0 
10.9 
11.0 
11.0 

3 

6.0 
6.0 
6.0 
7.0 
8.1 
9.3 
8.0 
9.0 
8.0 
7.0 

Product Type 

4 

10.0 
10.0 
10.0 
10.0 
11.0 
13-0 
12.6 
12.8 
12.0 
11.6 

5 

8.0 
9.0 
8.0 
8.0 
9.3 

11.0 
10.0 
9.6 

10.0 
9.0 

6 

17-0 
17.0 
17.0 
17.0 
18.0 
20.0 
22.0 
23.0 
22.8 
21-0 

7 

14.0 
14.0 
14.0 
14.0 
14.0 
14.0 
15.0 
16.0 
16.0 
17.0 

8 

10.0 
10-0 
11.0 
10.0 
11.2 
12.4 
14.0 
13.0 
12.0 
12-0 

9 

13.0 
13.0 
13.0 
13.0 
14.0 
16.0 
17.0 
17.0 
15.0 
15.0 

10 

14.0 
14.0 
14.0 
14.0 
14.2 
16.0 
16.0 
19.0 
16.9 
17.0 
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types. These tabular representations were used to try to 

trigger ideas for heuristics. 

Many relationships were examined. Table 4.3 gives 

typical data for averages across all products showing the 

growth of the relative cycle time with total loading while 

the actual product output rate wanders indifferently between 

a high of 70 and a low of 50 lots per shift, the average 

being 60 lots per shift. Although the results correspond to 

a slightly different sequence of starts than those shown in 

Tables 4.1 and 4.2, the pattern of dependence of average 

cycle time on average loading is the same. 

Table 4.3 Several Output Statistics for Full Demand 

Shift 

100 
110 
120 
130 
140 
150 
160 
170 
180 
190 

Product 
Output Rate 

68 
50 
60 
53 
62 
70 
57 
57 
67 
58 

Relative 
Cycle Time 

2.641 
3.059 
3.490 
3.993 
4.378 
5.009 
5.410 
6.011 
6.600 
6.883 

Lots Undergoing 
Production 

3300 
4100 
4500 
4800 
5100 
5600 
6100 
6600 
7300 
8000 

We next turned to regression analyses to try to 

quantify the interference effects, product by product, with 

the prospect of separating major interference effects from 

minor ones and laying the foundation for better heuristics. 
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better than simply limiting the total loading of the 

production line. 

Table 4.4 shows, for one series of tests, the 

dependencies of excess cycle times, i.e. in excess of known 

minima, on the presence of other products in the production 

line. The table shows that a majority of the product types 

do indeed interfere significantly with at least one other 

product type, and that every product type is interfered with 

to a significant degree by at least one other type. 

Unfortunately, such data proved totally useless because the 

regression coefficients upon which they were based were 

found to depend strongly on the particular product mix in 

the production line or the sequence of entry of products of 

the same mix into production. A heavy dependence of the 

cycle time of a given product on the presence of lots of 

another product could be one-half or one-tenth of its former 

value for a different mix or different sequence of entry of 

the same mix of products into production. 
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Table 4.4 A Set of Excess Cycle Times 

Affecting Affected Excess Cycle Times 
Product Type Product Type (per 100 lot loading) 

1 3 1.6 
1 9 0.5 
4 6 4.3 
5 3 1.0 
6 1 2.9 
6 2 2.1 
6 4 2.4 
6 5 1.5 
6 6 3.0 
6 7 3.6 
6 8 2.6 
6 9 2.8 
6 10 3.4 
7 5 4.9 
9 8 1.5 

10 2 2.4 

From the preceding work, the conclusion was reached 

that a rich set of progressively more useful heuristics, 

appropriate for studying the processes for evolving 

conventional expert systems, could in all probability not be 

produced. 

The problem became even more interesting and more 

fundamental. Here was a case that appeared at the outset to 

be tailor-made for use in developing and expressing expert 

knowledge heuristically as a traditional expert system, and 

yet had been shown to be impervious to attack due to failure 

of the tacit presumption that an intelligent observer could 

achieve through long observation and experience the 

expertise needed to deal with recurring practical problems. 
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It would be too facile, we believed, to just say that "The 

problem is not suitable." We saw the situation as being 

perhaps prototypical of others that have led to the 

inability of expert systems to reach beyond a mundane level 

in their scope of application in the practical workaday 

world to which they have been dedicated from the start. 

The decision was reached to try to extend the expert 

systems paradigm as needed to enable solution of this 

problem, with the thought that if the problem could be 

successfully handled the extended paradigm might enlarge the 

scope for successful handling of other practical problems 

that had been quietly dismissed by practitioners as being 

"unsuitable." The nature and extent of such hypothetical 

extensions of the expert systems paradigm were unknowable at 

this point. Consistent with the pragmatic spirit of the 

field, we wanted to first solve the problem that was 

originally postulated to be of practical interest; 

generalizations and formalizations could come later if we 

were successful. 
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CHAPTER V 

A NEW MODEL FOR EXPERT SYSTEM DESIGN 

AND EVOLUTION 

This chapter presents the approach that was created for 

developing and evolving expert systems for the application 

domain targeted by this research. The description high

lights the resulting architecture, the methods of expressing 

expertise, and methods for the continuing evolution of 

successive versions of an expert system. 

The chapter traces in some detail the construction and 

several initial steps of evolution of a particular expert 

system for the selected application domain following the new 

approach. 

Origin of the Approach 

Faced with failure in trying to apply the standard 

paradigm used to produce expert systems, due to our inabili

ty to develop useful heuristics, we reverted to the weaker, 

more-general problem-solving approach outlined by the 

following three questions: 

(1) What is the problem? 

(2) What are the alternatives for solving it? 

(3) Which alternative is best? 

John Dewey has been credited as being the originator of 

the problem-solving approach outlined by that series of 
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questions, although we were unable to find a specific 

printed reference in which he stated them. Irrespective of 

their source, consideration of that series of questions was 

an important phase of this work and we want to acknowledge 

the debt, although ultimately we did not adopt the pattern 

in unchanged form. For convenience, we will refer to the 

three questions, and the problem-solving method implied, as 

expressions of the "Dewey method" or "Dewey trilogy" 

although the attribution could be viewed as apochryphal. 

In our approach, the user provides the answer to the 

first question in the Dewey trilogy by specifying the means 

for identifying a solution. That same input is used 

subsequently in an altered form to choose the best among 

alternative solutions produced by the expert system. 

Alternative approaches to a solution are not determined 

from the specification of the problem, as would be suggested 

by the Dewey method of problem solving. A collection of 

pre-set alternatives exists within the system in the form of 

solution modules, each containing procedures to follow in 

reaching a solution. Each module is guaranteed to produce a 

feasible and reasonable solution for any problem that is in 

the system's scope of expertise; no module guarantees to 

produce an optimal solution for any problem. Each module is 

used with each problem to obtain a feasible solution; the 
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best of the results from the modules is selected, based upon 

the problem specification. 

The proposed approach could also be viewed as a form of 

the correspondingly-weak problem-solving approach called 

generate-and-test, and a reader may find that association to 

be more appealing than we do. Both the Dewey approach and 

the generate-and-test approach are so general that any 

more-specific method of problem solving can be made 

analogous in some sense to either of them. However, the 

latter approach did not lead us to the approach that we 

adopted, probably because in origin and in practice 

generate-and-test is associated with exhaustive (perhaps 

informed) generation of all possible (perhaps plausible) 

solutions until an acceptable one is found. 

Closely analogizing generate-and-test and the proposed 

approach is in our view neither suitable nor to the point. 

Completeness in the generation of solutions to be tested is 

a central issue, indeed a defining issue, in generate-and-

test but is pointedly moot in our proposed approach. 

In our approach the key is to satisfice; completeness 

is not a consideration. At any given stage of evolution the 

expert system produces schedules that are assuredly feasible 

for each of the heuristic algorithms currently in the stable 

of algorithms. The best of these is chosen based upon the 

user's specification of the relative importance of various 

measures that can be applied in evaluating the 
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desirabilities of the alternative production outputs that 

would result from adopting alternative schedules. The 

concept that there is a global optimum to be computed, and 

the related concept that there is a unique pattern to be 

found, are entirely beyond consideration in an instance of 

scheduling by the system. 

The preceding points have been elaborated at the sug

gestion of a member of our dissertation committee. Perhaps 

others will find that discussion helpful as well. 

The Design 

The domain of expertise was that of providing a 

schedule of product starts into the first stage of 

production of the given production system (see previous 

description in Chapter IV) that would make good use of the 

limited production capability of that system in order to 

achieve a specified, but variable, balance among various 

business performance measures while satisfying the variable 

backlog demands. When initiating an instance of scheduling, 

the user can elect any desired mix and balance of prefer

ences among any of a number of pre-defined business perform

ance measures such as total billings, gross profit, priority 

billings, on-time total billings, on-time priority billings, 

or total production of units. 
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The resulting expert system has access to the current 

backlog of customer orders. Each order has a desired 

shipping date. If a given order should be accorded 

priority, meaning that attaining the shipping date for the 

particular order is especially important, then the order is 

marked as a priority order. 

In designing the expert system, it was clear that the 

cycle times for products being started into production would 

depend upon the types and quantities of products previously 

entered into production that were still undergoing 

processing. Similarly, the cycle times of products that 

would be entered after those currently being scheduled would 

depend upon the continuing presence of the latter products 

as they made their way through the work stations, 

interfering with the progress of other products and being 

hampered by the presence of the other products currently 

moving through the production system and competing for 

attention. Allowing the line to become clogged was an 

ever-present threat to timely production of specific 

products, yet running the line as full as possible up to the 

onset of serious clogging was essential to obtaining high 

production volume, a business sine qua non. 

The alternative schedulers, corresponding to the second 

question of the Dewey trilogy, were expressed as modules. 

Each module implemented algorithms of two kinds: (1) Trial 

Schedulers, and (2) Loading Drivers. The combination of a 
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Loading Driver-Trial Scheduler pair is considered to be a 

heuristic algorithm. 

Each heuristic algorithm is invoked, during each 

instance of scheduling, by an Evaluator. The Evaluator 

calls the Loading Driver of a heuristic algorithm, and the 

Loading Driver controls calls to its associated Trial 

Scheduler and to a simulator of the production system. A 

Loading Driver determines and eventually returns to the 

Evaluator its "best" schedule as described in detail below. 

The Evaluator invokes each of the collection of modules 

(heuristic algorithms) and selects the "best of the best" 

through use of an objective function based upon the user's 

balance of stated preferences among business performance 

measures. 

A Trial Scheduler restructures a copy of the current 

order backlog in accordance with its own particular expert-

structured approach for dealing with the product mix and 

priorities of orders. It then enters types and quantities 

of products into a trial schedule in the sequence 

represented in the restructured backlog. Products are 

continually entered into the trial schedule until reaching a 

limiting degree of loading, the latter value being supplied 

as a "loading parameter" when an instance of trial 

scheduling is initiated. 
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In operation, the Loading Driver (or Driver) determines 

a trial value for the loading parameter, places a call to 

its Trial Scheduler, and receives the trial schedule re

turned by that Trial Scheduler. The Driver then causes the 

use of the trial schedule in a simulator of the production 

process—initialized to the current state of the production 

system—and captures from the simulator the time-stamped 

outputs that would eventually result from adopting the trial 

schedule. The Driver then determines the fraction of the 

resulting production that would be on-time if the schedule 

were adopted for actual use. 

If the fraction of on-time production does not fall 

within the pre-set limits, then the Driver determines the 

next trial value of the loading parameter to be used with 

the given Trial Scheduler and initiates a new cycle of trial 

scheduling. The particular values for pre-set limits, and 

the logic used in selecting a new trial value of loading, 

are characteristic of the particular heuristic algorithm. 

In our experiments, whose results are presented later, the 

same Driver was used in each heuristic algorithm. 

If the fraction of on-time production does fall within 

the limits, keeping information on the current loading and 

schedule, the Driver then again calls its Trial Scheduler to 

determine if a loading for the next instance of scheduling 

(next loading) that is the same as the current loading, will 

yield a fraction of on-time production that falls within the 
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pre-set limits. If so, the current schedule is accepted as 

the best schedule for the heuristic algorithm. Otherwise, 

the trial loading for the current schedule is reduced and a 

new cycle of trial scheduling is inititated using the 

original backlog and state of the production system. 

If the requirements placed on both the current and 

next schedules are met, then the Driver returns to the 

Evaluator a copy of this "best" schedule and a copy of the 

time-stamped outputs that would be produced if that "best" 

schedule were implemented. A detailed description of the 

Loading Driver is provided in Appendix B. 

As previously noted, the Evaluator invokes every 

heuristic algorithm in the collection of heuristic 

algorithms. It then selects for final use the schedule that 

yields the largest value of the objective function, which is 

a commensuration of the relative values of the various 

business performance measures as specified by the user for a 

given instance of scheduling. 

Evolution of the expert system is achieved through 

addition to the collection of heuristic algorithms. The 

resulting expertise is cumulative. A new algorithm may get 

chosen more frequently than others already in the 

collection, or may not get chosen at all if it fails to 

yield schedules that the Evaluator prefers. Execution time 

increases in proportion to the number of heuristic 
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algorithms, but the addition of algorithms can only increase 

the degree of expertise exhibited by the system, or leave 

that expertise unchanged. 

Experimental Results 

Conceptual work was done to define the first heuristic 

algorithm without consideration of any of the existing 

experiential data except for the demonstrated importance of 

avoiding clogging of the production system. Orders are 

entered into the backlog queue in the same sequence in which 

they are received. The Trial Scheduler of Algorithm 1 forms 

a priority queue from the backlog of customer orders. In 

the priority queue, priority orders are placed the 

equivalent of five shifts ahead of those regular orders that 

would precede them if the FIFO sequence in the backlog queue 

was carried forward unchanged. The loading parameter sent 

from the Driver to this Trial Scheduler is treated as the 

maximum fractional loading of the first work station. 

Scheduling instances are performed every ten production 

shifts, the scheduling period chosen arbitrarily for the 

experiments. In practice, any preferred scheduling period 

might be used. The scheduled starts are leveled across the 

period for any given type of product, i.e., the number of 

lots of a given product type started each shift is as 

closely as feasible one-tenth of the total number of lots of 

that type to be started during the 10-shift scheduling 
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period. A more detailed description of this scheduler can 

be found in Appendix B. 

The expert system was tested using a long, randomly 

generated sequence of incoming customer orders. To achieve 

direct comparability, each subsequent evolved version of the 

system was tested using that same sequence of incoming 

orders. Priority orders represented about ten percent of 

the total number of orders. Four periods of scheduling 

(equivalent to forty production shifts) were simulated at a 

low (25%) level of first-stage loading to provide a standard 

startup routine before turning control over to the expert 

system. Any of the heuristic algorithms can handle start-up 

from an empty line, but exhibit differing idiosyncracies 

while adjusting to levels of steady operation. Such tran

sient "end effects" were of no interest to us in this work. 

The use of forty production shifts at a 25% level of loading 

for the first stage of production, a relatively arbitrary 

choice that assured an unclogged line as the beginning state 

for comparison among algorithms, minimized but did not 

eliminate transient effects. All test sequences began with 

the same initial loading of the line. 

The order backlog was allowed to build up to a standard 

size approximately equivalent to the starts that would have 

been needed for three scheduling instances in which the 

first stage was loaded at a 50% level. After the 
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initialization runs, the system was used for six more 

periods of scheduling (shifts 41 to 100). 

During shifts 41-50, the first scheduling period during 

which the expert system had control, and to a lesser extent 

during the following scheduling period, the average loading 

was still in transition, moving upward toward the higher 

loading levels more nearly characteristic of the scheduling 

approach being tested. Results for this adjustment period 

are shown in the accompanying tables, although they are not 

really significant for comparing scheduling approaches. 

That is particularly true for shifts 41-50. In settling on 

the use of six more periods beyond the standard start-up 

period, exploratory runs up to 350 shifts had shown that 

beyond 50 to 60 shifts the behavior of the production line 

showed no detectable remains from the start-up transients. 

For all heuristic algorithms in these experiments, the 

lower limit for on-time production in a current schedule 

that qualified it for testing to determine the forecast for 

on-time production for the next scheduling period was 90%; 

the upper limit was, of course, 100%. The permissible 

loading range for an acceptable schedule for the next sche

duling period was 88%-90%. The pre-set limits within a heu

ristic algorithm are among parameters of the respective 

algorithms, and different limits will in general produce 

different specific schedules. 
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Table 5.1 presents the amounts of on-time total 

billings produced by the expert system during the trial 

runs; the corresponding scheduling periods are indicated by 

their first shift. The table also shows the percentages of 

on-time production achieved by the expert system; as 

required of the system, the levels are within the pre-set 

limits. These data represent a base point for comparison 

with the performance of evolved versions of the system. 

Table 5.1 On-Time Total Billings (in $K) and Percentage of 
On-Time Production for Expert System with 
Heuristic Algorithm 1 

Shift 

41 
51 
61 
71 
81 
91 

On--Time Total 
Billings 

8,105 
6,443 
4,938 
5,418 
3,816 
5,594 

On-
Percentage of 
-Time Production 

100 
98 
90 
90 
91 
93 

To evolve the expert system, new heuristic algorithms 

were developed. Heuristic algorithm 2 was developed with 

the goal of providing a generally better method for 

scheduling, for on-time total billings and on-time priority 

billings. Its Trial Scheduler uses ten separate priority 

queues instead of just one, with each queue for orders of a 

different product type. As in Algorithm 1, queues are 
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formed on a first-come first-served basis. Priority orders 

are advanced, within their respective queues, the equivalent 

of five shifts ahead of regular orders; however, in contrast 

with order advancement in Algorithm 1, neither the mix nor 

the proportions of products that get scheduled is influenced 

by changes of order positions within a queue. Since orders 

for the same product type are shipped in the same sequence 

as they are scheduled, queue position only affects the 

placement of an order on the shipping list. 

In Algorithm 2, each trial schedule is built in 

proportion to the sizes of the respective backlogs of the 

ten queues: A larger backlog for a given queue results in a 

schedule containing a correspondingly larger fraction of 

that type of product. The loading parameter is used very 

differently in Algorithm 2; it gives the maximum permissible 

average fractional loading of any of the ten work stations, 

thereby further reducing the likelihood for local clogging. 

Starts are leveled across the scheduling period as in 

Algorithm 1. (As previously indicated, detailed 

descriptions of all scheduling algorithms can be found in 

Appendix B.) 

At this point, the expert system used on-time total 

billings as its objective function. As can be seen in Table 

5.2, the evolved system achieves higher levels of on-time 

total billings than it did before. However, the system is 

able to keep the fraction of on-time production within the 
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pre-set limits. The increased billings originate from the 

better utilization of the capacity of all work stations. 

Table 5.2 also lists the number of the algorithm chosen at 

each scheduling instance. It can be seen that Algorithm 2 

was chosen over Algorithm 1 by the Evaluator most of the 

time. 

Table 5.2 Statistics for Expert System with Heuristic 
Algorithms 1 and 2 (0TB in $K) 

Shift 

41 
51 
61 
71 
81 
91 

Algorithm 
Chosen 

2 
2 
2 
1 
2 
2 

On--Time Total 
Billings 

8,307 
6,480 
5,782 
5,420 
5,273 
6,207 

On-
Percentage of 
-Time Production 

100 
100 
91 
90 
90 
93 

Algorithm 3 was developed to further evolve the expert 

system. This algorithm also uses ten priority queues, but 

priority orders are not moved ahead in their respective 

queues. Instead, there is a pre-loading step that favors 

priority orders. In the pre-loading step, a schedule is 

built in proportion to the respective sizes of the ten 

individual product priority-order backlogs up to a maximum 

fractional loading of any work station of 2*Q*X percent of 

capacity, where Q is the fraction of all orders of all types 

having priority and X is the parameter that indicates the 
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maximum permissible loading of any work station. In the 

loading step, the schedule is completed in proportion to the 

contributions that units of individual product types make to 

billings, with this heuristic algorithm in its collection, 

the system is expected to obtain higher values of on-time 

billings than it did with only the first two algorithms. 

The results from testing the evolved system are 

presented in Table 5.3. The new algorithm (Algorithm 3) 

proved to be quite powerful, and was chosen in all 

scheduling instances over both Algorithm 1 and Algorithm 2. 

The levels of on-time total billings are again higher than 

those obtained before this step of evolution, i.e., when 

only Algorithms 1 and 2 were present in the collection of 

algorithms. As required by all algorithms, the fraction of 

on-time production remains above the lower pre-set limit. 

Table 5.3 Statistics for Expert System with Heuristic 
Algorithms 1, 2, and 3 (0TB in $K) 

Shift 

41 
51 
61 
71 
81 
91 

Algorithm 
Chosen 

3 
3 
3 
3 
3 
3 

On--Time Total 
Billings 

12,598 
8,093 
5,862 
5,519 
5,551 
6,696 

On-
Percentage of 
-Time Production 

100 
100 
99 

100 
98 
93 
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Up to this point, each time the system was evolved the 

step of evolution was successful in terms of on-time total 

billings. That need not have been the case. If Algorithm 3 

had been the first one to be developed, a less-expert 

developer might have then created Algorithm 1 and Algorithm 

2 in attempting (unsuccessfully, in terms of on-time 

billings) to further evolve the system. It is of central 

significance, however, that the less-effective additions 

would not have lessened the system's degree of expert 

performance. 

Two more heuristic algorithms (numbered 4 and 5) were 

then developed and incorporated into the expert system. 

Algorithm 4 builds schedules in a way similar to Algorithm 

2, except that loading is done in proportion to the 

contributions that single units of individual product types 

make to billings. Algorithm 5 has a pre-loading step 

similar to the one in Algorithm 3, except that the schedule 

is built using Q*X as the maximum fractional loading of work 

stations (Q and X are defined as for Algorithm 3). 

Different well-conceived algorithms should produce 

schedules that work better than others for some objectives. 

The system's use of the Evaluator ensures that the best 

schedule will be chosen given a particular objective 

function. To test this system's adaptability to different 

objectives, several objective functions were defined and 

tested. Four of these use only one variable term in the 
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objective function; the other function (FCN5 in the 

following list) uses four variable terms. The list of five 

objective functions tested is as follows: 

FCNl = 0TB (On-Time Total Billings), 

FCN2 = OPB (On-Time Priority Billings), 

FCN3 = TB (Total Billings), 

FCN4 = OTU (On-Time Units), 

FCN5 = (0TB + 2 OPB) / (TB + 2 PB), 

where PB is Priority Billings. Other terms are as defined 

above. 

The system was run using each of the preceding 

objective functions separately. Each run was made with the 

same initial conditions and order backlog. Table 5.4 lists 

the algorithms chosen by the system at each scheduling 

instance of each run, and exhibits clearly the expected 

pattern of varying choices among the algorithms to 

continually strive for the best choice for each instance of 

scheduling. The system's adaptability to different 

objectives is demonstrated not only by the choice of 

different algorithms in a given series but also by the 

different patterns of choice in the different series. 
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Table 5.4 Algorithm Choices for Several Objective Functions 

Shift 

41 
51 
61 
71 
81 
91 

FCNl 

4 
4 
4 
4 
4 
4 

FCN2 

4 
4 
4 
3 
5 
4 

FCN3 

4 
4 
4 
3 
3 
4 

FCN4 

5 
4 
5 
3 
3 
5 

FCN5 

5 
4 
3 
4 
5 
4 

When Algorithm 4 and Algorithm 5 were added to the 

collection of heuristic algorithms, they were chosen 

somewhat more frequently than Algorithm 3 whose introduction 

had effectively made Algorithm 1 and Algorithm 2 redundant. 

However, Algorithm 3 continued to be chosen instead of the 

newer algorithms one-fourth of the time for the particular 

array of objective functions tested. Further, even when the 

new algorithms were chosen, the resulting schedules were 

only marginally better than those produced using only the 

first three algorithms. 

It is worth additional emphasis that although a 

heuristic algorithm may be developed by an expert who has a 

particular purpose or set of purposes in mind, it may be 

chosen by the Evaluator in response to some objective 

(simple or compound) that the developer never considered. A 

given heuristic algorithm is generally a blunt tool rather 

than a scalpel. 
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CHAPTER VI 

SUMMARY, CONCLUSIONS, AND FUTURE WORK 

Summary and Conclusions 

This work investigated the problem of expert system 

design and evolution. It yielded a successful new model, or 

paradigm, for expert systems in an application domain where 

traditional paradigms could not be applied. 

The research began with the objective of understanding 

the restraints that have limited the growth of applications, 

particularly growth in the breadth of applications, of 

expert systems. Anecdotal reports as well as the literature 

had focussed on the problem of eliciting knowledge from 

experts, and on the problem of evolving an expert system 

from any given level of expertise toward higher, more-

desirable levels. Of equal interest, there appeared to be 

major areas, such as production scheduling, where in view of 

its industrial importance there were surprisingly few expert 

system applications. 

The specific problem chosen for the r̂ esearch was that 

of scheduling starts for a hypothetical production system in 

which a variety of products are manufactured in the same 

facilities by moving products of different types through 

differing combinations and sequences of the available work 

stations, paths of some product types looping back into work 

stations used for earlier steps of processing for the given 
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product types. Only the starting of products into produc

tion could be controlled in order to achieve desired output. 

The planned first phase of the research was to 

simulate, in the chosen domain, the growth of heuristic 

expertise in the mind of a would-be expert, employing our

selves in the latter role, and then to use that expertise to 

evolve a sequence of increasingly sophisticated heuristic-

based expert systems. The difficulties inherent in the 

evolution of expert systems would thereby become better 

understood, perhaps leading to the discovery or invention of 

new approaches that could overcome evolutional difficulties. 

Execution of that plan was initiated. Strenuous 

efforts were made to discover good heuristic scheduling 

rules by studying the (voluminous) results of a large number 

of simulated production runs. Runs were first made to 

simulate the initial start-up of the production system, 

beginning with a small order backlog and a low rate of 

arrival of customer orders and then steadily increasing the 

rate of arrival of new orders. Many other runs were made 

later to follow up perceived hints as to the possible 

existence of valid heuristics. These extensive efforts to 

discover useful heuristics by directly imitating a funda

mental model of the growth of human expertise—through 

observation, pattern recognition, and empirical formulation 

and testing of hypotheses—were markedly unsuccessful. 

60 



except for confirming the elementary notion that when the 

rate of starts exceeded production output capacity the 

production system would become clogged with work-in-process 

and cycle times would increase without increases in output. 

The decision was then made to use regression analyses 

to try to detect heuristic patterns that had eluded detec

tion using manual methods. The focus was on manufacturing 

cycle times as functions of the quantities of the various 

products entered into the production system. The results of 

the statistical analyses, again extensive, yielded only weak 

and ultimately useless correlations. 

The conclusion was unavoidable that the behavior of the 

process was too complex to permit us to develop a useful 

level of experience-based heuristic knowledge from which a 

traditional expert system could be built. Not even the 

planned initial system could be constructed except trivial

ly, and there was no prospect at all of gaining the caliber 

of heuristic knowledge that would be needed to enrich the 

system through evolution through several steps and increas

ingly desirable levels of expertise. 

Faced with this blockage, we considered other 

approaches. Eventually, a new model for expert system 

design and evolution was developed based upon use of a 

collection of heuristic algorithms. Each algorithm makes 

use of a simulator of the production process in producing a 

schedule that is assuredly feasible. Each heuristic 
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algorithm is applied to the same order backlog during each 

instance of scheduling; the resulting schedule that would 

achieve the largest value for a user-supplied objective 

function is chosen. 

The embedding of the simulator was critical. Not only 

was the onset of clogging beyond our ability to determine 

analytically, and we believe generally beyond analytical 

determination, but it was experimentally dependent upon the 

particular mix and locations of products already in the 

production system, as well as being dependent upon the mix 

and sequence of new product starts. 

A specific collection of heuristic algorithms was 

developed during the course of evolution of an expert system 

for the selected application. The resulting system is not 

to be viewed as a finished product, but rather a system that 

has reached a certain stage of its evolution. The addition 

of new algorithms to a collection is the mechanism for 

continuing system evolution, a process that pauses when the 

current result is satisficing and resumes when higher goals 

are established or new opportunities are perceived. 

This mechanism for evolving expert behavior through 

modular accretion rather than reprogramming offers the 

advantages of both simplicity and robustness. As to 

simplicity, no changes are required for any existing code in 

order to express a step of evolution. As to robustness, 
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addition of an algorithm that produces less-desirable 

schedules merely leads to the system's never choosing its 

proposed schedules; there are no threatening side-effects. 

In practice, the number of active members of the 

collection of heuristic algorithms would be controlled by 

deactivating, for reasons of computational efficiency only, 

those whose results were never selected in the making of the 

final choices over a significant period of use that compre

hended the normal range of variation in management objec

tives. In the event of secular changes in management objec

tives, not only might new heuristic algorithms be developed 

but previously deactivated algorithms might be reactivated 

on a trial basis to reassess their utilities under the 

changed conditions. 

The proposed model facilitates the incorporation of 

expertise from multiple experts, enabling unrestricted 

concurrent development of heuristic algorithms. Progress 

need not depend upon prior agreement among experts. 

We conjecture that the belief, still extant, that 

expertise must necessarily already exist in heuristic form 

in the mind of any true expert prior to the beginning of a 

successful instance of expert system development, or that 

the expert's knowledge must be such that it can be converted 

with only moderate effort into heuristic form under the 

questioning/tutelage of a system developer, has been as much 

of a hindrance to the continued elaboration and growth of 
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the field as it was a help as a prescriptive guide when the 

field began. 

We believe that there are many areas of potential 

application for expert systems—analogous to the scheduling 

of production systems of the kind described in this 

research—in which the relevant causal knowledge must be 

built directly into the expert system as a simulation model 

rather than seeking to express the expertise in a derived 

form, such as a collection of decision rules. 

The sources of the expertise exhibited by systems of 

the form considered in this research are distributed and can 

be expected to lie in persons of somewhat different stripe 

than those who currently develop expert systems. Consider 

the vehicle of production scheduling used in this research. 

First, knowledge of the underlying production process 

is obviously essential to the development of a simulator of 

that process. However, the corresponding human expert need 

not be experienced in production scheduling, the ultimate 

expertise to be exhibited by the expert system. 

Similarly, another human expert who might undertake to 

aid the evolution of the system by constructing a new and 

useful heuristic algorithm need not have any personal expe

rience in scheduling production for this or any other pro

duction system. Instead, the person should have an expert 

level of understanding of how a heuristic algorithm fits 

64 



into the overall expert system, should understand the exist

ing goals for improved performance of the system, and should 

be capable of inventing something different that the 

individual believes could be better. The orientation and 

capabilities of a designer/inventor/tinkerer, generally 

knowledgeable and skilled in computing, might be the best 

characterization of such an expert. True experts are 

needed, but their key characteristics are very different 

from those traditionally emphasized for a "knowledge 

engineer." 

Future Work 

Future effort should evidently be directed toward 

expanding applications of the proposed model for design and 

evolution of expert systems. Further work on production 

scheduling would be of immediate though not terminal 

interest to us, and would help to further demonstrate the 

strengths, or perhaps define the limitations, of the pro

posed approach in that particular area of application. 

Extension of the simulation model and the collection of 

heuristics for the present expert system to enable treating 

the queueing discipline of each work station as a controlla

ble parameter would open new opportunities for scheduling, 

and would also bring new challenges for dealing with the 

increase in complexity. Although such a change might or 

might not produce better schedules, from a research 
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viewpoint exploration of that extended control configuration 

would most probably be constructive toward the goal of 

further defining the scope of applicability of the methodol

ogy. 

Exploration of the problem of widely varying yields in 

some production operations would be interesting and might 

prove to be valuable. The incorporation of real-time feed

back of yield data from the production operation, and the 

automatic triggering of re-scheduling (or an advisory to 

reschedule) by the expert system in order to cope with 

changing yields, particularly unexpected increases in yields 

that could clog the system, could be considered. 

It is our strongly held belief that the reach of the 

approach should extend well beyond production scheduling, 

however important that genre of problem may be. The ear

marks of specially suitable applications are that the rele

vant causality in the problem domain is known and can be 

expressed in procedural (as distinct from descriptive) form, 

but that important global consequences of the specific 

decisions that drive the system are beyond feasible analyti

cal or traditional heuristic determination. 

A human, expert in the domain of the application 

itself, need not exist. Even if a human expert does exist, 

the approach can be applied if the required conditions 

previously noted are met. As experience is gained in 
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applying the new methodology, we conjecture that it could 

become the preferred choice in many instances where other 

options are also feasible. In such cases, the approach's 

superiority in handling the problem of evolution could be of 

decisive significance for developers skilled in its use, as 

could the relative ease of eliciting required knowledge from 

human experts. 

Finally, the development of a shell to further simplify 

the mechanics of evolution as proposed by this approach is 

well within reach of the current state of the art. Although 

we have no immediate plans for producing such a shell, the 

possibility of doing so at some future time has occurred to 

us. 
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This appendix contains the parameter values used by the 

simulation model of the production process. Table A.l 

presents the sequence of production steps required for each 

product type, and the work station (indicated by "WSn" with 

n = 1, ..., 10) where the step takes place. Product types 

and steps of production are indicated with a four-digit 

number PPSS, where PP is the product type (01 to 10) and SS 

is the step of production (01 to as many as 15). Work 

stations whose capacity depends on the number of items in a 

lot are marked with a "#"; an "*" is used to indicate 

production steps where the quality of lots is inspected and 

percentage yields applied. 

Table A.l Product Types, Steps of Production, and Work 
Stations 

WSl 

0101 

0201 
0301 
0401 
0501 
0601 

0701 

0801 
0901 

1001 

WS2 

0102 

0202 
0302 
0402 
0502 
0602 

0702 

0802 
0902 
0904 
1002 

WS3# 

0103 
0105 
0107 

0303* 
0403 
0503 
0603 
0607 
0611 

0803* 
0903* 
0905 
1003* 

WS4# 

0104* 
0106* 
0108 
0203 
0304 
0404 
0504* 
0604 
0608* 
0612 
0703 
0706 

0804 

0906 
1004 
1007 

WS5 

0109 
0204 
0305 
0405 
0505 
0605 
0609 
0613 

0805 

0907 
1005 
1008 

WS6# 

0110 
0205* 

0406* 

0606 
0610 
0614 
0704* 
0707* 
0709 
0806 

0908 
1006* 
1009 

WS7 

0111 
0206 

0407 
0506 

0807 

0909 

1010 

WS8 

0112 
0207 

0408 
0507 

0705 
0708 
0710 
0808 

0910 

1011 

WS9 

0113 
0208 

0409 

0711 
0809 

0911 

1012 

WS10# 

0114* 
0209* 
0306* 
0410* 
0508* 

0615* 

0712* 
0810* 

0912* 

1013* 
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Table A.2 shows the percentage of work station capacity 

required to process one lot of each product type for each 

step of production. 

Table A 

Step 
Product 

01 
02 
03 
04 
05 
06 
07 
08 
09 
10 
11 
12 
13 
14 
15 

.2 

of 
ion 

Percentage Capacity 
Type and by Step of 

01 

0.5 
0.6 
0.5 
0.6 
0.8 
0.6 
0.8 
0.5 
1.0 
1.0 
3.0 
1.8 
4.5 
1.5 

02 

1.2 
1.0 
0.7 
1.0 
1.2 
1.5 
3.0 
3.0 
1.8 

03 

0.5 
0.5 
0.4 
0.5 
1.0 
1.5 

Required per Lot, by Product 
Production 

Product 
Type 

04 

1.0 
1.0 
0.5 
0.5 
1.0 
1.4 
1.8 
1.5 
1.8 
2.3 

05 

0.7 
0.8 
0.5 
0.6 
2.0 
1.5 
1.8 
1.5 

06 

0.5 
0.6 
0.5 
0.4 
0.9 
1.0 
0.5 
0.6 
1.0 
1.0 
0.5 
0.5 
1.1 
1.4 
2.3 

07 

1.0 
0.8 
0.8 
1.0 
1.5 
0.8 
1.4 
1.5 
1.0 
1.5 
2.1 
0.9 

08 

0.8 
1.0 
0-6 
0.5 
0.8 
1.2 
1.8 
1.5 
1.5 
1.8 

09 

1.0 
1.0 
0.6 
1.2 
0.5 
0.5 
1.3 
1.0 
1.8 
1.5 
1.8 
1.5 

10 

1.0 
1.0 
0.5 
0.6 
1.0 
1.5 
0.5 
1.0 
0.6 
2.0 
1.5 
1.8 
3.0 

Table A.3 shows the contribution that each unit of 

shipped product makes to billings (in dollars) for each 

product type. Table A.4 presents the percentage average 

yields applied when inspecting the quality of lots, for each 

product type and for each step of production. 
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Table A.3 Contributions to Billings 

Product 
Type 

01 
02 
03 
04 
05 
06 
07 
08 
09 
10 

Contribution To 
Billings (in $) 

40 
50 
50 

480 
520 
810 
165 
285 
75 

192 

Table A.4 Percentage Yields 

Product 
Type 

01 
01 
01 
02 
02 
03 
03 
04 
04 
05 
05 
06 
06 
07 
07 
07 
08 
08 
09 
09 
10 
10 
10 

Step of 
Production 

04 
06 
14 
05 
09 
03 
06 
06 
10 
04 
08 
08 
15 
04 
07 
12 
03 
10 
03 
12 
03 
06 
13 

Average 
Yield (in %) 

70 
90 
95 
90 
90 
95 
95 
95 
98 
70 
95 
80 
85 
85 
85 
90 
95 
70 
95 
95 
85 
95 
95 
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Loading Driver 
Parameters: Original order backlog, original production 

system state 
begin 

loading parameter < — maximum loading value 
repeat 
repeat 
order backlog < — original order backlog 
production system state < — original production system 

state 
curr trial schedule < — TrialScheduler (loading 

parameter, order backlog) 
curr prod outputs < — ProductionSimulator (curr trial 

schedule, production system 
state) 

curr fraction < — OnTimeProduction (curr prod outputs) 
if curr fraction < curr lower limit 
then 
reduce loading parameter 

until (loading parameter < minimum loading value) or 
(curr fraction >= curr lower limit) 

next trial schedule < — TrialScheduler (loading 
parameter, order backlog) 

next prod outputs < — ProductionSimulator (next trial 
schedule, production system 
state) 

next fraction < — OnTimeProduction (next prod outputs) 
if next fraction < next lower limit 
then 
reduce loading parameter 

until (loading parameter < minimum loading value) or 
(next fraction >= next lower limit) 

if withinCurrLimits (curr fraction) and 
WithinNextLimits (next fraction) 

then 
return curr trial schedule, curr prod outputs, "best" 
else 
return curr trial schedule, curr prod outputs, "baseline" 

end 
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Trial Scheduler 1 
Parameter: XI = Maximum capacity (workstation 1) to schedule 
begin 

initialize priority queue 
for each order in backlog do 

if order has special priority 
then 

enter order in queue, 5 shifts ahead of rear 
else 

enter order in queue, at rear 
while scheduled_capacity <= XI do 

dequeue an order from queue 
compute order's capacity requirement 
if enough capacity for order 
then 

enter order's lots in schedule 
enter order in shipping list 
remove order from backlog 

level schedule over 10 shifts 
end 

Trial Scheduler 2 
Parameter: X2=Maximum capacity (any workstation) to schedule 
begin 

initialize priority queues 1 through 10 
for each order in backlog do 

if order has special priority 
then 

enter order in queue of its type, 5 shifts ahead 
else 

enter order in queue of its type, at rear 
repeat 

s < — smallest queue size 
for each product type p do 
q < — queue p size / s 
enter q items in schedule 
reduce queue p size by q 
repeat 
dequeue an order from queue p 
if q > order size 
then 

enter order in shipping list 
remove order from backlog 

else 
mark order as partially scheduled 
re-enter order in queue of its type, at front 

until q items are accounted from orders 
until scheduled_capacity > X2 
level schedule over 10 shifts 

end 
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Trial Scheduler 3 
Parameter: X3 = Maximum capacity of any work station to 

schedule 
begin 

initialize priority queues 1 through 10 
for each order in backlog do 
enter order in queue of its type, at rear 

f < — units from priority orders / units from all orders 
repeat 
s < — smallest queue size of priority units 
for each product type p do 
q < — queue p size of priority units / s 
enter q items in schedule 
reduce queue p size by q 
repeat 
dequeue an order from queue p 
if q > order size 
then 
enter order in shipping list 
remove order from backlog 

else 
mark order as partially scheduled 
re-enter order in queue of its type, at front 

until q items are accounted from orders 
until scheduled_capacity > 2 * f * X3 
repeat 
s < — smallest billings contribution 
for each product type p do 
q < — product p billings contribution / s 
enter q items in schedule 
reduce queue p size by q 
repeat 
dequeue an order from queue p 
if q > order size 
then 
enter order in shipping list 
remove order from backlog 

else 
mark order as partially scheduled 
re-enter order in queue of its type, at front 

until q items are accounted from orders 
until scheduled_capacity > X3 
level schedule over 10 shifts 

end 
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Trial Scheduler 4 
Parameter: X4 = Maximum capacity of any work station to 

schedule 
begin 

initialize priority queues 1 through 10 
for each order in backlog do 
if order has special priority 
then 
enter order in queue of its type, 5 shifts ahead 

else 
enter order in queue of its type, at rear 

repeat 
s < — smallest billings contribution 
for each product type p do 
q < — product p billings contribution / s 
enter q items in schedule 
reduce queue p size by q 
repeat 
dequeue an order from queue p 
if q > order size 
then 
enter order in shipping list 
remove order from backlog 

else 
mark order as partially scheduled 
re-enter order in queue of its type, at front 

until q items are accounted from orders 
until scheduled_capacity > X4 
level schedule over 10 shifts 

end 
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Trial Scheduler 5 
Parameter: X5 = Maximum capacity of any work station to 

schedule 
begin 

initialize priority queues 1 through 10 
for each order in backlog do 
enter order in queue of its type, at rear 

f < — units from priority orders / units from all orders 
repeat 
s < — smallest queue size of priority units 
for each product type p do 
q < — queue p size of priority units / s 
enter q items in schedule 
reduce queue p size by q 
repeat 
dequeue an order from queue p 
if q > order size 
then 
enter order in shipping list 
remove order from backlog 

else 
mark order as partially scheduled 
re-enter order in queue of its type, at front 

until q items are accounted from orders 
until scheduled_capacity > f * X5 
repeat 
s < — smallest billings contribution 
for each product type p do 
q < — product p billings contribution / s 
enter q items in schedule 
reduce queue p size by q 
repeat 
dequeue an order from queue p 
if q > order size 
then 
enter order in shipping list 
remove order from backlog 

else 
mark order as partially scheduled 
re-enter order in queue of its type, at front 

until q items are accounted from orders 
until scheduled_capacity > X5 
level schedule over 10 shifts 

end 
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