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ABSTRACT 
 This thesis describes a multi-user implementation of the Interactive Texture-

Snapping System (IT-SNAPS) as a Java XML web service.  The system uses a Java 

applet as the client interface, while the server side is composed of Java, C, and 

compiled Matlab code.  NVIDIA’s Compute Unified Device Architecture (CUDA) is 

also used on the server, and is capable of managing one or more graphics processing 

units (GPUs). The server creates and stores data within the GPU(s), pushing most of 

the workload onto them to reduce processing times, and increases the number of 

potential users per server.  This thesis discusses the hardware, software, and concepts 

used in its creation. 
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CHAPTER 1 
INTRODUCTION 

1.1. Motivation 

Interactive image delineation schemes form an integral component in a broad 

spectrum of vision-based applications that span industrial, biomedical, and remote 

sensing arenas, to mention a few. This assertion is supported by the following facts: 

 Images in applications wherein accuracy of segmentation is critical are 

almost always hand segmented by experts in the problem domain. As an 

apt example, one could consider the area of digital mammography, wherein 

medical experts typically rely on interactive tools [1] to segment fibro-

glandular densities in mammograms.  

 Interactive schemes are typically used to generate reliable ground truth, and 

hence, aid in the performance evaluation of automatic segmentation 

techniques. 

 In connection with the previous item, it should be noted that the generated 

ground truth can also be used to train automatic segmentation algorithms, 

such as deformable shape models [2]. 

Interactive segmentation techniques can be categorized based on the chronology of 

user-input in the segmentation process [3]. Within this taxonomy, this paper considers 

an important subcategory termed “user-assisted delineation techniques”, i.e., 

interactive schemes wherein user input occurs throughout the duration of the 

segmentation process. It should be noted that the well-known techniques, such as 

“Live-Wire” [4] and “Intelligent Scissors” [5] [6] fall within this category. Within the 

framework of these schemes the user interacts with the vision system by supplying 

nodes (points on an image) through an input device such as a mouse or stylus.  This 

data is used to manipulate successive active boundaries between two nodes at a time, 

to generate a final boundary consisting of their concatenation.  The boundaries are 
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created by modeling the image as a weighted graph, then finding the shortest path 

between two given nodes based on a cost of transition matrix.  

While the aforementioned schemes [4] [5] [6] are popular in applications such as 

interactive image editing, they are not well-suited for some real-world, vision-based 

applications due to their relative inability to handle texture. This is primarily attributed 

to the cost matrix formulation, which solely hinges upon intensity-based features. In 

order to suitably address this shortcoming and advance the state-of-the-art, an 

interactive texture segmentation paradigm termed “IT-SNAPS” has recently been 

developed by the authors in [7] [8]. IT-SNAPS, which stands for “Interactive Texture-

Snapping System,” provides a framework to incorporate multiple texture features 

within the cost matrix.  Features are weighted so that their contribution to the cost 

matrix can be altered.  IT-SNAPS provides an “on-the-fly” adjustment of the feature 

weights so as to optimally adapt for different texture boundaries in an image.  In 

addition to these unique capabilities, IT-SNAPS also ranks the features post-

segmentation, which has the potential to aid the development of automatic 

segmentation techniques for the given application. 

1.2. Objective 

If the user is provided the opportunity to use many features as IT-SNAPS defines, 

then the computational complexity of the system is greatly increased relative to 

Intelligent Scissors.  Every feature image not predefined would need to be generated, 

and then all features would need to be acted upon during segmentation.  These 

operations could be handled by most any computer as long as speed was not an issue.  

Since this is rarely the case for an interactive tool, this implementation is based on the 

paradigm of multi-core computing, which attempts to harness the power of Graphics 

Processing Unit (GPUs). The GPU’s substantial arithmetic and memory bandwidth 

capabilities coupled with its lowering costs have paved the way for high-speed 

general-purpose computation. A GPU based implementation was deemed suitable for 

IT-SNAPS implementation since most image-based operations inherently have high 
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data-level parallelism. The use of GPUs should decrease processing times, allow 

operation on larger images, and/or more features.  This implementation should be able 

to use one or more NVIDIA Compute Unified Device Architecture (CUDA) enabled 

GPUs, but not everyone using this implementation should be required to have a GPU.  

The objective of this IT-SNAPS implementation is to provide an online, Java-based 

program in an effort to make it accessible to as many users as possible.  In this way 

IT-SNAPS would be hosted on a remote server which would have one or more GPUs. 

The server should perform the bulk of the computations and be capable of managing 

multiple clients across multiple GPUs 

1.3. Thesis Outline 

Chapter 2 of this thesis introduces the hardware and programming of GPUs and 

gives an overview of the operations behind Live-wire and IT-SNAPS.  Chapter 3 

describes the implementation of IT-SNAPS as a Java web service which uses GPUs.  

Finally Chapter 4 covers the execution times of the GPU implementation.  
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CHAPTER 2 
2. BACKGROUND 

2.1. Graphics Processing Unit (GPU) 

For most of the past decade computer hardware manufacturers have been 

producing systems with parallelization as a key factor. This takes the form of multiple 

memory channels, stripping or other RAID hard drive configurations, multiple central 

processing units (CPUs), and so on.  The primary reason for this movement is due to 

the exponential increase in power dissipation with an increase in transistor operating 

frequency as reported by Intel [9]. While both Intel and AMD produce Central 

Processing Units (CPUs) with up to eight cores running at just under 4GHz, graphics 

card manufactures have provided an alternative solution for general computations. 

NVIDIA has been producing GPUs for use as video cards for many years.  These 

devices contain not just a few, but up to and beyond a thousand processors specifically 

designed for numeric computation and branching operations [10].  While the operating 

frequency of these devices is typically less than half of CPUs, their overwhelming 

quantity of processors allows for superior floating point operations per second 

(FLOPS).  A table comparing CPUs’ and GPUs’ theoretical FLOPS can be seen in 

Figure 2.1.  The vast divergence in FLOPS is mostly limited to single precision (32-

bit) float values, since most GPUs are 32-bit devices, with 64-bit devices only recently 

arriving on the market. 
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Figure 2.1: Floating Point Operations per Second: GPU vs CPU [10] 

2.1.1. Hardware 

Typical computer processors are designed to handle many operating systems, 

various instruction sets, and the scheduling of various executables running 

concurrently.  While these assets are important for wide range flexibility, they require 

many extra hardware components for controlling the switching between processor 

threads. A large data cache is also needed to lessen the purging of data during a 

thread’s sleep cycle, and subsequently, the need to access slower memory storage 

devices such as RAM or hard drives.  Alternatively, GPUs only contain minimal 

overhead for switching between executables and small caches.  These devices are 

designed specifically for large scale parallel numerical computations and are, 

therefore, filled with arithmetic logic units (ALUs).  Figure 2.2 shows the general 

layouts for CPUs and GPUs.  The CPU layout on the left is largely filled with cache 

and control systems, while the GPU is packed primarily with ALUs. 
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(a) 

 

(b) 

Figure 2.2: Processor Layout (a) CPU, (b) GPU [11] 

The primary GPU used in this work was a NVIDIA GTX 285.  This device 

contains 240 processors and is subdivided internally into 30 multiprocessors: each 

containing 8 processors. Each multiprocessor has its own internally shared 16KB 

memory bank, as seen in Figure 2.3.  There also exists constant memory and texture 

memory that are cached sections of the 2GB global memory, but with special 

functionality.  The global memory is substantially slower than the registers or shared 

memory, but is notably larger.  
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Figure 2.3: GPU Hardware Model [10] 

2.1.2. Programming 

Since 2007, NVIDIA has provided a convenient method for accessing the power of 

GPUs through their Compute Unified Device Architecture (CUDA) software 

development kit (SDK).  This package allows users to create programs in the C 

computer language, which can interact with the GPU and run GPU kernels.  Kernels 

are the parallel portion of applications and consist of multiple threads executing the 

same program with unique identifiers for each thread. A basic set of sequences is 

typically followed when using the GPU, as listed below.  

1 Initialize GPU 

2 Allocate memory on the GPU 

3 Copy data to the GPU 

4 Execute kernel 

5 Copy data back 
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6 Deallocate memory 

Each of the steps listed above adds an inherent execution lag to the overall 

execution time.   A single dynamic memory allocation operation on the GPU often 

takes 30ms; therefore eroding the GPU’s effectiveness when processing small 

datasets.  When large enough datasets are used, most of the execution time is 

consumed within the kernel. This and other delays usually result in a logarithmic 

increase of speedup factors versus dataset size, when comparing execution times with 

and without the parallel operations of a GPU, in accordance with Amdahl's law [12].  

In some programs, such as the one described in this thesis, GPU execution times can 

be lowered for small datasets when the required data is already loaded on the GPU and 

is ready for processing.  

Kernel execution begins with defining a grid and block layout.  One kernel 

contains one grid, one grid contains one or more blocks, and one block contains one or 

more threads.  Each multiprocessor handles one or more blocks, depending on the 

shared memory requirements of a block as defined when the kernel launches.  While a 

block executes, threads within it can communicate through a set of functions and 

shared memory.  Simple kernel functions will often assign one thread per dataset 

element when a dataset is a collection of large matrices.    

 Some programs can be easily modified for execution on the GPU while others 

cannot.  An example of an easily adapted program is demonstrated in Listing 2.1, with 

the element-by-element multiplication of two vectors as written in C.  When 

disregarding the inherent overhead of CUDA involving initialization and data transfer, 

the function shown in Listing 2.1 becomes the function in Listing 2.2. Here the index 

‘i’ has been replaced with a thread index inherited during kernel execution.  Instead of 

having one CPU processor slowly iterating through a large vector as shown in Listing 

2.1, this kernel will contain N threads running on hundreds of processors at the same 

time within the GPU.  
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Listing 2.1: C Language Example 
1 void MatMul(int N, float *A, float *B, float *C) { 

2  for (int i = 0; i < N; i++){ 

3   C[i] = A[i] * B[i]; 

4  } 

5 } 

 

Listing 2.2: Kernel Example 
1 __global__ void MatMul (int N, float *A, float *B, float *C) { 

2  int i = threadIdx.x; 

3  if (i<N)  

4   C[i] = A[i] * B[i];  

5  }   

6 } 

 

This example may give the appearance that GPU programming is a simple task.  

Unfortunately, this is not the case.  Common functions that find the mean, minimum, 

or maximum value in an array are far more difficult. The appendix contains CUDA C 

code for a block reduction method that finds the maximum value in an array as 

inspired by the “supercomputingblog.com” [13].  The nearly 100 lines of code divide a 

large array into chunks with 256 elements each. Each chunk is assigned one grid block 

with one thread per element.  The chunk is copied into a multiprocessor’s shared 

memory and then, the first half of the array is compared to the second half.  The result 

is an array half the size of the original but with the maximum values found when 

comparing element pairs.  This reduction continues until only one element remains, 

which is returned as the final result for that block.  Then, depending on the number of 

blocks, another reduction may be required until only one value remains. Suppose an 

array contains the elements                  .  This process would compare the first 

half of the elements           to the second half           resulting in          .  Then 

it would reduce this array to      , and finally         
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2.2. Live Wire  

Live Wire is an interactive boundary extraction tool for image segmentation [14].  

This tool requires “seed nodes” and “free nodes” during segmentation, which are 

generated by mouse clicks on the target image.  To begin segmentation, the user clicks 

on the target image providing a fixed seed nodes: shown as a green star in Figure 

2.4(a).  The free node (red dot) follows the cursor location while a “live wire” (blue 

line) connects it back to the seed node.  This active boundary attempts to follow high 

intensity gradients corresponding to edges until it is frozen in place with a subsequent 

seed node.  This sequence then continues as shown in Figure 2.4(b) with a new Live 

Wire connecting the free node back to the last seed node. 

 

(a) 

 

(b) 

Figure 2.4: Live Wire Segmentation 

2.2.1. Cost Matrix 

The Live Wire algorithm treats pixels as nodes in a graph with vertices connecting 

the nodes above, below, and to the left and right of each node (Figure 2.5). Connecting 

vertices are weighed with the gradient magnitude   obtained from a Sobel filter pair 

[5] in order to generate a cost-of-transition matrix (cost matrix). The Sobel filter   

(Eqn. 2.1), and its transpose   , are convolved with the input grayscale image  .  The 

results are then trimmed to equal the original image size, and the gradient magnitude 

  is calculated using Eqn. 2.2 for each pixel location.  Now that the gradient 

magnitude is known, the cost of traversing from node p to connected node q is 

calculated using the normalized gradient magnitude   .  The resulting graph using this 
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method attributes low cost when traversing to a node with a high calculated gradient, 

and high cost when traversing to a node of low gradient, as defined in Eqn. 2.3.   

 

Figure 2.5: Connected Graph 

 

    
     
     
     

    (2.1) 

       
    

                            (2.2) 

    
         

              
   

                  (2.3) 

2.2.2. Shortest Path 

Now that the cost matrix is known, the lowest cost path between any two nodes 

can be calculated.  This path is used as Live-Wire’s delineation boundary, but before 

its determination, a starting node (seed point) must be selected.  After this selection, a 

distance matrix is created which defines the accumulated cost of node to adjacent node 

transitions, from the starting node to every other node in the graph.  When viewing 

this matrix as a surface with height proportional to distance, this matrix should contain 

valleys at edge locations since the cost of transitioning around edges is attributed a 
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low cost.  Any point on the resulting matrix can be chosen as the second node (free 

point), then the shortest path can be obtained by descending the gradient of the 

resulting matrix from the second point, back to the starting point.   

A commonly used dynamic programming solution for determining the distance 

matrix is Dijkstra’s algorithm [15].  This method iteratively approximates the total 

distance from the starting node to any other node in the graph. Pseudo-code for 

Dijkstra’s algorithm can be seen in Listing 2.3.  It begins by setting all of the distances 

in the distance matrix to infinity, except for the start node which is set to zero.  Then, 

the algorithm iterates over all of the nodes.  When evaluating an arbitrary node A, the 

directly connected node with the minimum distance from the starting node is 

determined as node B.  Then, if needed, node A is updated to the distance of B plus 

the cost of transitioning from B to A.  

There are many other ways to calculate this matrix.  Daniel Baggio [16] attempted 

a GPU-based, delta stepping method, but with slower execution times than a CPU 

implementation of Dijkstra’s algorithm.   

Listing 2.3: Dijkstra’s Algorithm: Pseudo-Code 

1. For Each p As node In dist  

2.      p = infinity 

3. End for 

4. dist(Start_Node) = 0 

5. For Each q As node In dist 

6.      p = nmd(q) 

7.      q = dist(p) + vertex(p,q) 

8. End For 

// dist is the distance matrix 

  

  

  

   

// nmd returns the node connected by a 

//    vertex with the current minimum 

//    distance 

 

2.3. Intelligent Scissors 

Intelligent Scissors [5] is an advanced version of Live Wire. Both are formulated 

as a graph search problem to find the optimum path between a set of nodes.  Intelligent 

Scissors, however, includes a different feature set for creating the cost matrix that 

defines the graph.  It also adds four more vertices per node to allow transitions along 

diagonal lines. Figure 2.6 shows the potential directions of one pixel propagations.  
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This cost matrix is generated from a grayscale image and is defined by Eqn. 2.4. The 

  terms represent fixed feature weights,      is the Laplacian zero-crossing term,    the 

gradient magnitude term, and    the gradient direction term. 

 

Figure 2.6: Potential Propagation Directions 

 

                                        (2.4) 

2.3.1. Gradient Magnitude 

The gradient magnitude term     is similar to that used by Live Wire. This term is 

designed to assign a lower cost when transitioning to a pixel location near high 

gradients. The assumption is that a high gradient is indicative of a boundary and 

should be pursued.  With Intelligent Scissors, the gradient G is calculated using finite 

differences in image intensity   as shown in Eqn. 2.5 and 2.6.    is then normalized 

and multiplied by the magnitude of the vector       to account for the greater 

distance along the diagonal.  The    term in Eqn. 2.9 is only included to keep    

     .   

                     (2.5) 

                     (2.6) 

              (2.7) 

    
        

             
    (2.8) 

                
     

  
   (2.9) 
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2.3.2. Laplacian of Gaussian (LoG) Zero-Crossing  

The Laplacian zero-crossing term    is defined by the approximated inflection 

points in an image.  This term is incorporated with the assumption that a zero-crossing 

of the second derivative is indicative of a boundary between two objects, and 

therefore, traversing to these points is attributed a lower cost. For the calculation of 

this term, a set of 2D Laplacian of Gaussian kernels are convolved with the input 

image to approximate the magnitude of the second derivative [17].  LoG kernels with 

standard deviations of 1/3 and 2 pixels are applied to the input image and binary 

features are created indicating the points of zero-crossing above a threshold.  Linear 

combinations of these two binary features are used as the    term [5]. 

           
 

      
     

   
  

 
     

     (2.10) 

2.3.3. Gradient Direction 

The gradient direction term serves two purposes.  First it aids in the active boundary’s 

capability to follow the contour lines in an image (paths with similar intensity values). 

Secondly, and more notably, it helps to prevent oscillations in areas where the signal 

to noise ratio is very low.  Both of these tasks are accomplished by assigning low cost 

when following a path perpendicular to the gradient, and in a straight line.  The 

formulation begins by finding the gradient unit vector      at point   and  .  Then    

is calculated using Eqn. 2.11 through 2.14 as defined in [5], where     is   rotated     

clockwise.  Variable   in Eqn. 2.14 is included to keep    and         , since the 

arch cosine function is not symmetric about the origin.   

    
 

  
                                (2.11) 

                       (2.12) 

                       (2.13) 
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   (2.14) 

An example of this term’s contribution can be seen in Figure 2.7. Here, input 

image (a) is used to generate three cost matrices shown in (b-d).  Each matrix is the 

cost of transitioning in the direction indicated by the corresponding white arrow.  Low 

cost values are shown in blue, while red represents high values.  This table 

demonstrates the low cost assigned to propagation along the circular object’s 

boundary. 

 
(a) 

 
 (b) 

 
(c) 

 
(d) 

Figure 2.7: Gradient Direction Example 

2.4. IT-SNAPS 

Intelligent Scissors uses a gray level image to create one cost matrix as defined in 

Eqn. 2.4.  IT-SNAPS generalizes this concept by operating on a dynamic linear 

combination (Eqn. 2.17) of cost matrices that are created from a number of feature 

images.  These feature images can be any combination of images that are the same 

size as the original. With this, IT-SNAPS can operate directly on any of the color 

planes of a color image, or various texture features generated from the image.  The 

formulation of IT-SNAPS begins with the assumption that a subset of   provided 

features        , can be used to differentiate objects or regions within the target 

image, and a set of M points           have been provided along a small portion 

of boundary between two regions of interest.  The problem is to determine a set of 

  feature weights           to combine the feature set, such that the subset best 

defining the boundary in   are most prominent.  When making this determination, IT-

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60

40 50 60

40

45

50

55

60



Texas Tech University, Benjamin Bryant, May 2012 

16 

 

 

SNAPS evaluates the gradients present within each feature      , to create a set of 

objective functions              where the j
th

 objective function is given by Eqn. 

2.15.  Since gradients in an image typically correspond to boundaries or edges, it is 

intuitive that it would be best to maximize the weighted sum of the gradients present at 

points in  .  If the optimal weight vector is represented as              then a 

multi-objective optimization function can be formulated as Eqn. 2.16.  The resulting 

weight vector from evaluating this function is used in this implementation to combine 

a set of cost matrices defined by Eqn. 2.4, from each feature image, into Eqn. 2.17. 

                  
  

      (2.15) 

             
 

          (2.16) 

           
     

             

                  
          

            
       

       (2.17) 
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CHAPTER 3 
3. IT-SNAPS IMPLEMENTATION 

This application has been created for deployment on Oracle’s GlassFish Server 

and is distributed in 2 parts.  The server side application uses the Java API for XML 

Web Services (JAX-WS) under the Metro web service stack [18]. The client 

application consumes this web service, and is deployed from the server to be executed 

on the user’s machine.  Multiple clients can use the server simultaneously and all 

messages are transmitted using the Simple Object Access Protocol (SOAP) [19] over 

port 80 to maximize the potential of client access.  An example request and response 

of these messages can be seen in Listing 3.1.  Here, the client application requests to 

add itself as a client to the server.  The server responses with a client identification 

number as integer 474679, which will be included in subsequent requests.    

Listing 3.1: SOAP Message Example 

SOAP Request 
<?xml version="1.0" encoding="UTF-8"?> 
<S:Envelope xmlns:S="http://schemas.xmlsoap.org/soap/envelope/"> 
    <S:Header/> 
    <S:Body> 
        <ns3:addUser xmlns:ns3=http://server.itsnaps/      
                xmlns:xmime="http://www.w3.org/2005/05/xmlmime"/> 
    </S:Body> 
</S:Envelope> 
SOAP Response 
<?xml version="1.0" encoding="UTF-8"?> 
<S:Envelope xmlns:S="http://schemas.xmlsoap.org/soap/envelope/"> 
    <S:Body> 
        <ns2:addUserResponse xmlns:ns2="http://server.itsnaps/"> 
            <return>474679</return> 
        </ns2:addUserResponse> 
    </S:Body> 
</S:Envelope> 

 

While the client application runs entirely in Java, the server side uses Java, C, and 

compiled Matlab libraries through the Java Native Interface.  Multiple programming 

languages are used because Java is inherently slower than C, and is not supported by 

NVIDIA’s CUDA [11], but allows easy web development and cross platform 
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operation.  Almost all of the complex computations are preformed in C on the GPU 

with the exception of image compression/decompression, Dijkstra’s algorithm, and the 

optimization function used by IT-SNAPS.  Dijkstra’s algorithm is preformed on the 

CPU, in C, since it is too iterative of a process to benefit from parallel processing in 

CUDA as demonstrated by [16].  The optimization function is preformed using 

compiled Matlab libraries for convenience of development.  

3.1. Initialization 

When the system is first loaded, a fixed number of user slots are pre-allocated. 

Each slot is associated with one of the available GPUs in the server, and is assigned a 

single fixed processing thread for interaction.  This association locks a client to the 

GPU with the most available memory when the client connects. A single thread per 

user is required since this implementation stores data on the GPU, and otherwise 

outside of Java’s garbage handler, as to be discussed below.  Without a fixed thread, 

Java’s normal multi-threading would cause segmentation faults as random threads 

attempt to access memory outside their scope. This is one of the reasons why storing 

data outside of Java’s garbage collector, in native code, is disapproved by the Java 

Native Interface guide [20].   

The overall operation occurring in the background for loading an image and 

preparing the system for segmentation are listed below in order of occurrence.  This 

assumes the client application has been launched, connected to the server, and that the 

user has chosen an image and features to be used for segmentation.  

1. Upload user’s image to server 

2. Decompress image using standard libraries into RGB byte arrays 

3. Generate feature images as needed 

4. Initialize user data and clear any prior information 

5. Add a feature image for segmentation 

a. Store feature on the GPU as byte values [0 to 255], or add a GPU 

pointer to a feature already loaded on the GPU 
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b. Calculate global parameters for later use 

6. Go to step 5, or begin segmentation 

Now the server is ready for the client to begin segmentation by providing the initial 

seed node. This begins the initialization of the distance matrix for the new active 

boundary.  Periodically, free node locations are transmitted to the server, and the 

server responds with the active boundary connecting the free node to the last seed 

node. This is displayed in the client application and allows the client to manipulate the 

boundary into a desired placement.  If another seed node location is sent, then the 

distance matrix is reinitialized.  This cycle continues until the user uploads another 

image for segmentation, selects a different feature set, or closes the client application. 

3.2. Active Boundary Generation 

With regards to boundary generation in other similar implementations surveyed [4] 

[16] [14] [5] [6], when a seed node is provided by the user, the full distance matrix is 

initialized to infinity, except of course for the seed node itself, which is set at a 

distance of zero. Then, the minimum distance of prorogation from all other nodes to 

the seed node is iteratively calculated using Dijkstra’s Algorithm [15]. This results in a 

distance map as shown in Figure 3.1(b). In this figure, red represents high distance 

values from the seed node (white star) and blue represents low.   This entire matrix is 

generated every time the user provides a seed node, which can occur several times 

during the delineation of a typical object.  Generation of this entire matrix is wasteful 

when using large images, since the active boundary segment lengths are generally 

short relative to the image size.  The time required to generate this matrix is also 

significantly long with large images. These, plus the fact that memory limitations may 

prohibit the storage of entire cost matrices altogether, motivated the idea of dynamic 

active boundary generation, which will be described next.  
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(a) 

 
(b) 

 
(c) 

Input Image Full Distance Matrix Dynamically Created 
Distance Matrix 

Figure 3.1: Active Boundary Generation Example 
 

In our implementation, Dijkstra’s Algorithm is used dynamically by only updating 

the distance matrix directly around the current free node (mouse cursor location) as the 

user segments an object.  Iterations within an arbitrarily chosen window of 96x96 

pixels are preformed in a spiraling pattern from the window’s center to its edge and 

back, twice.  This results in a distance map shown in Figure 3.1(c) (original image is 

shown in the background for reference only), which has the additional advantage of 

allowing contours around regions where the distance matrix has not been evaluated. 

Operating in this manner assumes the user will be dragging the cursor over, or near, 

the boundary of interest. Therefore, only the area around the boundary will be 

available for segmentation.  Figure 3.2 shows the track of a user’s cursor in red as the 

user segments an object.   The yellow boxes represent the areas where the distance 

matrix is evaluated and, therefore, the union of the areas enclosed by the boxes 

contains the only potential active boundaries. Without this feature, the calculated path 

could undesirably cut through the object as seen in Figure 3.2(c) with the red boundary 

cutting through the object.   

In the event the user makes a rapid mouse movement, the window where the 

distance matrix is evaluated may not contain finite distance values.  In this event, the 

free node location could be found to be infinity away from the seed node, so a path 

back to it cannot be created.  To handle this case, the system forces a path by 
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evaluating windows centered at nodes between the last free node where a path was 

successfully created, and the current free node location.  

 
(a) 

 
(b) 

 
(c) 

Cursor Path Regions of Evaluated 
Dijkstra’s Algorithm 

Impossible Path 

Figure 3.2: Dynamic Implementation of Dijkstra’s Algorithm 

As a fast method for finding the shortest path from the free node to the seed node, 

an extra vector graph is created from the distance matrix.  Each vector within this 

matrix points to the adjacent location with the lowest total distance from the seed 

node.  The example in Figure 3.3 was derived from the image in Figure 2.7(a). A red 

dot indicates the location of the seed node, and it can be seen that following the 

vectors from any location will lead back to it.   From this the segmentation boundary is 

generated as the set of nodes visited while following the vectors from the free node to 

the seed node.  

 

Figure 3.3: Vector Graph 

Whenever the user provides a new seed node by clicking on the image, both the 

distance and the vector matrices are cleared and reset to the new seed node location.   
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The server side application does not keep track of the segmentation boundaries; it only 

provides a segmentation boundary connecting the current free node to the last seed 

node.  The client application is tasked with concatenating the segments into a final 

delineation. 

3.3. Cost Matrix 

In this implementation, the cost matrix defines the cost of transition between one 

center pixel, and its 8 adjacent connected pixels (Figure 2.6).  This matrix is created 

using a weighted (with fixed weights) linear combination of the normalized gradient 

magnitude, gradient direction, and the Laplacian zero-crossings terms as defined by 

Intelligent Scissors [5], plus the additional feature weight factor as defined  by IT-

SNAPS [7] [8].  The matrix can be reduced for the purposes of demonstration to a set 

of 8 feature planes, where each plane defines the cost of transitioning in one of the 8 

potential directions of propagation. For an image of size MxN, pre-computing and 

storing a cost matrix (per feature image) would require MxNx8x4 bytes of memory as 

32-bit float values (i.e., 8 directions of propagation, 4 bytes per float value).  To create 

the cost matrix used by IT-SNAPS, there would need to be a cost matrix of this size 

for each feature plane.  It can be seen that if a user wanted to act on a 9 Megapixel 

image using 7 feature plans, this would require over 2 Gigabytes of memory.  Not only 

does this require a lot of available memory, but most of the generated data is in fact 

wasted since the user typically does not act on the full image during segmentation.   

To address this issue, a dynamically created cost matrix is used in this implementation.   

That is, only a fixed 96x96 window of the cost matrix around a location requested by 

the distance matrix function is generated at a time.  This matrix is created directly 

from the feature images stored on the GPU.  This method trades memory consumption 

for processor loading during segmentation and it requires less initial processing time.  

In order to create the cost matrix dynamically, global maximum/minimum gradient 

magnitudes and the Laplacian of Gaussian zero-crossing thresholds must be known.  

Therefore, when a feature is added, these parameters are calculated on the GPU by 

creating the full Laplacian of Gaussian and gradient magnitude components of the cost 
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matrix.  Necessary parameters are calculated and stored; then, these generated features 

are cleared from memory.   

The steps required to generate the 96x96 pixel window, necessitate the execution 

of seven CUDA kernels per feature image as seen in pseudo code of Listing 3.2.  Five 

of these kernels are for generating the Laplacian of Gaussian zero-crossings; one is for 

calculating finite differences           and gradient magnitudes G; and the last kernel 

consolidates these features while adding the gradient direction component.  Any 

necessary buffers are allocated when the user chooses an image for segmentation and 

they are held throughout in order to bypass memory allocation times during 

segmentation. One set of buffers exists per user. 

Listing 3.2: Cost Matrix Pseudo Code 

// Features = provided feature set for segmentation 
// p = center point of window 
// C = 96x96x8 cost matrix: 96x96pixels x 8 directions of propagation 

1. For Each v As Vertex in C 
2.     v = 0; 
3. End For 
4. For Each f As Feature In Features 
5.     [G, Ix, Iy] = gradientKernel(f,p) 
6.     [L1,L2] = zeroCrossKernels(f,p) 

7.     C += finalKernel(  (f), G, Ix, Iy ,L1 ,L2 ,p) 
8. End For   

3.3.1. Gradient Kernel 

Since parameters   ,    and G are used at least eight times per pixel (once for each 

direction of propagation) while calculating the cost matrix, it was determined to pre-

calculate these parameters, then buffer them for later use.  

3.3.2. Zero-Crossing  

This stage involves three steps.  First the Laplacian of Gaussian (LoG) kernel 

convolves two LoG masks of different standard deviations with the input image.  

Standard deviations of 1/3 and 2 pixels are used in order to generate second derivative 

approximations at different scales, while filtering noise [17].  Then, a second kernel 
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clears the buffers that keep track of the zero-crossing locations.  The final kernel looks 

for locations where the approximated second derivatives cross zero while stepping 

left, right, up, or down from the central pixel. The pixel location with the negative 

value within these pairs has been arbitrary chosen as the zero-cross location, and are 

marked in buffers for later use. 

Each multiprocessor works on one 16x16 pixel block of the 96x96 pixel window 

that is centered at the free node ‘p’, as depicted in Figure 3.4.  When execution begins, 

the 16x16 pixel block from the image is copied into a multiprocessor’s shared memory 

with enough padding for convolution with the LoG filters.   Next, the filters are copied 

into shared memory, convolved with the padded block, and the results are stored into 

global buffers for later use by the zero-crossing kernels. 

 

Figure 3.4: Laplacian of Gaussian Padding 

3.3.3. Final Kernel 

Finally, the gradient direction component of the cost matrix is calculated within 

this kernel using the parameters generated in the gradient kernel.  Then this final 

kernel combines the gradient direction generated within it, with the gradient 

magnitude and zero-crossing data.  This combination is weighed with the weight 
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attributed to the current feature image, and the result is cumulated into cost matrix ‘C,’ 

as shown in Listing 3.2. 

3.4. Feature Images 

The feature images in IT-SNAPS Java are all generated in CUDA after 

decompression into the RGB color channels on the CPU side.  These color channels 

can be used as feature images directly or they can be passed to various DLLs for 

feature generation on the GPU.   DLLs are provided for conversion into features such 

as the LAB color space [21], co-occurrence matrix features [22], or Gabor [23] 

features.  Since this application assigns one single processing thread and GPU per 

user, features generated on the GPU can be passed to IT-SNAPS as a GPU memory 

pointer.  Without this feature, these images would need to be copied back to the CPU, 

then back to the GPU in order to transfer the data into another thread’s address space.  

3.4.1. Co-Occurrence Features 

Co-occurrence matrices are two-dimensional histograms of co-occurring intensity 

values with a given offset [22]. A co-occurrence matrix generated from an image with 

n-bit resolution is        , tabulating the occurrences of pixel values relative to other 

pixel values.  To generate a feature image from a co-occurrence matrix, a window 

around each pixel is first used to generate the co-occurrence matrix. Then, properties 

or features of that matrix are computed to represent the center pixel in the feature 

space.  In this implementation, these windows are relatively small in size, giving rise 

to a very sparse co-occurrence matrix for each pixel.  Hence, to speed up the process 

by avoiding the unnecessary calculation of the full matrix, new formulas for direct 

image to co-occurrence matrix features were derived.  This is illustrated below for the 

contrast feature. Given the definition of the co-occurrence matrix as 

                
                                
      

  
   

 
       (3.1) 

Contrast is calculated using the following expression: 
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                     (3.2) 

In our work, this is calculated directly from the image by setting            , where 

         and               .  This is applicable since the original 

summation only includes areas where                            , and the 

expression is linear with respect to C. Hence, given 

      as the current center pixel,     as the variable window size around the 

current center pixel,         as the co-occurrence pixel offset, and   

              
   
      

   
       

         
 

            
 

 
   

                            
 

 
 

 
   

the modified expression used to compute the contrast can be written as  

                           
 

 
    (3.3) 

Using this same idea, formulas for correlation (Eqn. 3.4) and homogeneity (Eqn. 3.5) 

features can be derived from the formulas in [22] as 

    
                                            

                    

 
 

 
    (3.4) 

   
 

                      
 
 

 
   (3.5) 

This feature generation has been implemented in CUDA and uses the average feature 

value for the co-occurrence pixel offsets of { (-1,0) , (1,0) , (0,1) , (0,-1) }.  Whenever 

this feature is chosen, all three features (i.e., contrast, correlation, and homogeneity) 

are generated and used for segmentation. 

3.4.2. Gabor Features 

Gabor filters are band-pass filters [24] that vary in frequency, orientation, and 

bandwidth, and are commonly used to separate areas with different textures based on 

their responses. The general formulas for Gabor filter mask generation can be seen 
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below. Filtering is achieved by convolving the target image with two masks (real and 

imaginary parts: Figure 3.5) and taking the magnitude of the response.  A post-

processing Gaussian low pass filter is also used to blend regions distorted by the phase 

variations in the input image.   

         
 

       

    
     

   (3.6) 

                         (3.7) 

                           (3.8) 

    

Figure 3.5: Example of Gabor Filter Masks 

This feature generation has been implemented in CUDA and uses 3 central 

wavelengths           with standard deviations         , respectively. Each 

wavelength is applied with four orientations                to generate 12 feature 

images in total.  A fixed set of scaling parameters are used to convert the results into 

values of [0-255] for conversion into an 8-bit unsigned data type.  These parameters 

were created experimentally by applying the filters to a set of Brodatz Textures [25], 

then taking the minimum and maximum responses found.  This allows the data to be 

stored using 8 bits per element rather than the 32 or 64 bits required by float values.  

Scaling the data in this manner does introduce discretization error, but other scaling 

methods such as normalization would amplify noise when the filter has little no 

response.    

An example of these features can be seen in Figure 3.6.  These images show how 

the Gabor filter can be used to separate different regions with varying frequency 

components.  The top image is the test input with low frequencies in the center that 

increase to high frequencies at the outer edges.  Other images in this figure are feature 
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images generated using the indicated parameter settings.  Here, the white regions 

represent a high response, while darker areas represent a low response.  This example 

demonstrates how Gabor filters can be used to separate regions with different spatial 

frequencies and orientations. 

Input Image 

 
  = 3,   = 45

 

  = 6,   = 45

 

  = 12,   = 45

 
  = 3,   = 0

 

  = 6,   = 0

 

  = 12,   = 0

 
Figure 3.6: Example of Gabor Features 

3.5. Web Interface 

To begin using IT-SNAPS Java, the user must simply open the associated 

webpage. This page uses Java Web Start to download and launch the client applet with 

permissions to access the local file system.  If the user does not have Java, Java Web 

Start will automatically prompt them to download it.  This client applet uses a Java 

Swing API-based GUI to interact with the user, which for ease of use, is launched in a 

separate window from the web browser (Figure 3.7).   
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3.5.1. Startup 

When the IT-SNAPS Java client first starts, the applet requests a slot on the server 

which will be assigned or rejected if no slots are free.  Now that the user has a place to 

work on the server, they need to load an image for segmentation by clicking on “Load 

Image.”  After selection, the image is asynchronously uploaded to the server while the 

user selects the features they wish to use for segmentation.  The image is uploaded in 

its original file format streamed directly into the server’s memory as a compressed 

binary XML attachment.  

 

Figure 3.7: Startup Window 

3.5.2. Selecting Features 

Once an image has been uploaded, a window spawns allowing the user to select 

features for segmentation (Figure 3.8).  The user may select from the predefined list of 

features or upload custom feature images.   If not done so already, the selected image 

will be uploaded when this window is displayed.  Once the selected image is fully 

uploaded to the server, the user will be able to submit their selections, preparing the 

server for segmentation.    
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Figure 3.8: Feature Selection Window 

3.5.3. Segmentation 

Once the features for segmentation have been selected and uploaded, the server 

generates the necessary feature images, stores them on the GPU, and initializes.  Now 

the user may place the first seed node anywhere on the image by left- or right-clicking 

on the image.  This node is then transmitted to the server, which is used to initialize 

the distance matrix for a new active path.  As the user moves the cursor around the 

image, they are manipulating the free node location.  The client applet periodically 

sends the location of the free node to the server, who replies with the active path back 

to the seed node as a compressed binary stream.  The periodicity is varied based on the 

time it takes for a node’s location to be transmitted and the path to be received.  

Without this regulation, the client application could flood the server with requests, or 

the server could saturate the internet connection with replies.   

The first active path is generated by equally weighing the selected feature images.  

IT-SNAPS is then used to dynamically adjust the weights by right-clicking the mouse.  

The user can also left-click to continue using equal weights.  The last active equal-

weights segment before a right click will be used for training IT-SNAPS, and 

continuing to right-click will continue with those same dynamic weights.  A left click 
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will reset all weights to equal values for use as another training segment (see Figure 

3.9).  

 

Figure 3.9: Segmentation 

Every time the user clicks on the image, the distance matrix is reinitialized and the 

last active path is frozen in place.  The user may finish segmentation by double-

clicking, or click back on their first seed node.  A window will then spawn prompting 

the user to name the segmented area. Cancelling this window will cause this 

segmented object to be removed.  Another area may be segmented by adding another 

seed node, and all segmented areas will be stored for later use.   The user can view the 

saved segmentation(s) by clicking on the “Display all” checkbox. 

Segmentation results are saved in the same format as “Label Me” by MIT [26], as 

shown in Listing 3.3.  For every image segmented, one XML file is saved.   Every 

object is defined by the pixel locations of the delineation and every object is defined 

individually. 
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Listing 3.3: XML Format 
<annotation> 

<filename></filename> 
<folder></folder> 
<source> 

<sourceImage> </sourceImage> 
<sourceAnnotation>IT-SNAPS JAVA</sourceAnnotation> 

</source> 
<imagesize> 

<nrows></nrows> 
<ncols></ncols> 

</imagesize> 
<object> 

<name></name> 
<deleted></deleted> 
<verified></verified> 
<date>MM DD, YYYY</date> 
<id>0</id> 
<polygon> 

<username>anonymous</username> 
<pt><x></x><y></y></pt> 
… 

</polygon 
</object> 

</annotation> 

3.5.4. Viewing Features 
The user may choose to view the feature images used on the GPU for 

segmentation.  When the user clicks on the “View Features” button, the features 

loaded on the GPU are copied and posted to the hosting website.  Then, the “View 

Features” window will be spawned, which can access the feature images as a web 

browser.  
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CHAPTER 4 
4. RESULTS AND ANALYSIS 

The presented implementation focuses on minimizing delays before and 

throughout segmentation.  Ideally, all operations would occur instantly from a 

human’s perspective, to the extent current, affordable GPU technology allows.  The 

timing of operations within this analysis section was performed on a system with the 

following specifications.  

 NVIDIA GTX 285 GPU: 2GB Onboard Memory 

 AMD FX 3.1 GHz 8-Core Processor 

 16 GB system Memory 

Measurements of elapsed time were acquired using a diagnostic Matlab interface 

with Matlab’s tic and toc functions.  These measurements disregard network interface 

delays such as ping and bandwidth limitations.  This was deemed appropriate since 

these delays vary intensely from network to network, and minute to minute.   

4.1. Segmentation Initialization  

When the server application is first deployed, user slots are allocated and 

associated with a GPU, thereby bypassing the initialization time of the GPU during 

user interactions. However, before a user can add feature images for segmentation, any 

data from previous segmentations must be released and then the image dimensions of 

the new target image must be added.  This step involves mainly memory deallocation 

and takes between 1 and 17ms. 

4.2. Add Feature Time 

After initialization for a new target image, at least one feature image needs to be 

added.  Figure 4.1 and Table 4.1 represent elapsed times when adding feature images.  

These times are acceptable since the time it takes to upload an image to the server for 

segmentation is greater than the time it takes to add the features.  



Texas Tech University, Benjamin Bryant, May 2012 

34 

 

 

 

Figure 4.1: Add Feature Time 

Table 4.1: Add Feature Time (Seconds) 

  

Features 

 

  1 7 13 19 

M
eg

a 
P

ix
el

s 

0.25 0.032 0.202 0.371 0.540 

0.5 0.022 0.156 0.298 0.432 

1 0.028 0.188 0.352 0.511 

3 0.040 0.275 0.510 0.755 

5 0.062 0.424 0.793 1.161 

7 0.077 0.517 0.959 1.405 

9 0.085 0.594 1.107 1.648 

11 0.097 0.678 1.275 1.879 

13 0.108 0.769 1.435 2.117 

15 0.124 0.861 1.600 2.354 

4.3. Dijkstra’s Algorithm and Cost Matrix Window 

During segmentation, the free node is transmitted to the server and the server 

replies with the active boundary, linking the free node to the last seed node.  Within 

the server, the free node is used to update the distance matrix generated by Dijkstra’s 

Algorithm.  At least one 96x96 pixel window of the cost matrix is created for this 

update.   Figure 4.2 is the histogram of a set of measured cost matrix generation times 

with minimum, mean, and maximum values of 2.5, 3.5, and 11.5 milliseconds, 
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respectively.  Variations in these timings are due to the inherent delays within 

Microsoft Windows.  Three feature images were used when generating these results, 

and the timings are independent of the target image size since only 96x96 pixel 

windows are created and used.  This generation time can be reduced by setting a 

feature weight to zero, in which case that feature image will be automatically 

excluded.   

 

 
Figure 4.2: Cost Matrix Window Generation Time 

 

A dataset of measurements created from the times required to generate the cost 

matrix, update the distance matrix, and find the path between the free and seed nodes 

follow the same distribution as shown in Figure 4.2.  The characteristics of these 

distributions for different feature image counts can be seen in Table 4.2. These timings 

are acceptable when considering the ping times, which is the time it takes small data 

packets to go from the client to the server and back.  Normally these times are around 

100 milliseconds; therefore, a server with one GPU and one CPU core should be able 
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to accommodate at least 16 (100ms/6ms) clients when each client is working with 6 

feature images.  

Table 4.2: Path Generation Distribution Characteristics 

 
  Minimum Mean Maximum 

Fe
at

u
re

s 3 3.0 3.8 30.8 

6 4.2 5.1 42.5 

12 6.0 7.2 63.2 

4.4. Feature Generation Times 

4.4.1. Co-occurrence 

Co-occurrence feature generation times can be seen in Table 4.3.  Whenever these 

features are selected, 3 feature images (contrast, correlation and homogeneity) are 

included in the segmentation.  The question of whether or not these timings are 

acceptable is subjective, but as long as a small window size is chosen by the user, the 

feature generation time should appear instant to the user.   

Table 4.3: Co-occurrence Feature Generation Times (Seconds) 

  
Window Size 

  
5 9 13 17 21 

M
eg

a 
P

ix
el

s 

0.25 0.03 0.02 0.03 0.04 0.04 

0.5 0.02 0.03 0.05 0.07 0.09 

1 0.04 0.06 0.08 0.12 0.16 

3 0.09 0.14 0.21 0.31 0.43 

5 0.16 0.26 0.40 0.55 0.78 

7 0.21 0.33 0.49 0.71 0.99 

9 0.27 0.41 0.62 0.91 1.24 

11 0.33 0.48 0.72 1.06 1.46 

13 0.38 0.57 0.86 1.29 1.76 

15 0.44 0.66 1.00 1.46 2.07 

4.4.2. Gabor 

Gabor feature generation times can be seen in Table 4.4.  Whenever this feature is 

selected, 12 feature images are added to the segmentation (3 wavelengths with 4 
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orientations each).  These execution times leave room for improvement, but how much 

room is difficult to estimate. Separation of variables could be used to decrease 

processing times by converting each 2D Gabor filter operator     into two 1D 

vectors          , such that        
    . Then each vector is convolved along one of 

the image dimensions, with each vector perpendicular to the other, so that filtering 

occurs in one dimension, then the other.  This method reduces the computational 

complexity from    to     where M is the width of a square filter.  However this 

method is only applicable when applying filter orientations                  

[27].  Since this only covers half of the filter used in this implementation, the absolute 

most it could reduce the processing time is by half.   

A large Gaussian filter was required on the output of the Gabor filters in order to 

smooth over distortions caused by phase variations, and the inherent narrow 

bandwidth of Gabor filters [23].   Separation of variables was used to decrease the 

time consumed within this step, thereby only consuming 7% of the execution times 

listed in Table 4.4.  These overall execution times are unpleasantly large, but when 

considering that they include the generation of 12 features images, they become more 

acceptable.  

Table 4.4: Gabor Feature Generation Times 

Mega Pixels Seconds 

0.25 0.13 

0.5 0.25 

1 0.49 

3 1.38 

5 2.29 

7 3.17 

9 4.06 

11 5.01 

13 5.86 

15 6.75 
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CHAPTER 5 
5. CONCLUSION 

Figure 5.1 shows the overall workload distribution when using IT-SNAPS Java.  

Except for managing the client graphical interface, the server performs all the complex 

computations.  This allows feeble systems with an active network connection to use 

IT-SNAPS for a faster segmentation experience.  Users are not required to install 

anything on their local machine, assuming they already have a web browser and Java’s 

runtime.  Users only need to open a webpage which will automatically launch IT-

SNAPS ready to use.   

 

Figure 5.1: Client Server Workload 

The timings reported in this thesis demonstrate that this implementation of IT-

SNAPS can handle multiple users operating at the same time, and the delays 

experienced would be mostly due to the user’s internet connection, assuming they are 

not directly connected to the server. If a user is connected to the server with a 

generous 10 Mbps upload bandwidth, and is operating on a 15 Mega Pixel JPEG [28] 

compressed image with a compression ratio of 1/8, then the time required to upload 

the image to the server should be at least 4.7 seconds.  If the user chooses to operate 
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on the color planes and co-occurrence features, then the total initialization and feature 

generation time, after the image is uploaded, would be less than the time it takes the 

image to upload.   

5.1. Future Work 

IT-SNAPS is designed to work with a variety of feature images, so adding new 

feature images to this implementation would be desirable.  The current system has 

been setup for easy addition of feature images using existing code as a template. 

Some personal computer systems have GPUs available which IT-SNAPS could 

operate on.   The client Java applet could be setup to check the local system for a 

GPU, and if found could give the user the option to download files necessary for 

interacting with it.  On the other hand, the client applet could be packaged as a 

standalone program altogether.   Currently, the optimization function used by IT-

SNAPS is damaging the validity of a standalone application since it requires the 

Matlab Compiler Runtime, which is an unpleasantly large (350 MB) distributable file. 

A standalone application without it would only consume approximately 5MB. 
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APPENDIX  

Code Examples 

__global__ void reduceToFindMax(float *d_A, float*d_ret){ 
 //Block reduction in shared memory of 256 float values to find max(A).   
 //Stores the result in global memory indexed by blockIdx.x 
 //Input: A  
 //Returns: d_ret 
 
 __shared__ float max[AVGBLOCKDIM]; 
 max[threadIdx.x] = d_A[blockIdx.x*AVGBLOCKDIM+threadIdx.x]; 
 __syncthreads(); 
 int nTotalThreads = blockDim.x; // Total number of active threads 
 while(nTotalThreads > 1) { 
  int halfPoint = (nTotalThreads >> 1); // divide by two 
  // only the first half of the threads will be active. 
  if (threadIdx.x < halfPoint) { 
   float temp = max[threadIdx.x + halfPoint]; 
   if (temp > max[threadIdx.x]){  
    max[threadIdx.x] = temp; 
   } 
  } 
  __syncthreads(); 
  nTotalThreads = (nTotalThreads >> 1); // divide by two. 
 } 
 if (threadIdx.x == 0){ 
  d_ret[blockIdx.x] = max[0]; 
 } 
} 

 

float findMax(float *d_array, __int64 d_arrayElements){ 
 float max = 0; 
 float *d_ret; 
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 int iteration = 0; 
 if (d_arrayElements < AVGBLOCKDIM){ 
  //Return the easy average 
  float *h_array = (float*) malloc( d_arrayElements*sizeof(float));  
   cudaMemcpy( h_array, d_array, d_arrayElements*sizeof(float), cudaMemcpyDeviceToHost) ; 
  max = h_array[0];  
  for (unsigned int i = 0; i < d_arrayElements; i++){ 
   if (h_array[i] > max){ 
    max = h_array[i]; 
   } 
  } 
  free(h_array); 
  return max; 
 } 
 unsigned long int  elements = d_arrayElements; 
 unsigned long int  blocks = floor(((float)elements/AVGBLOCKDIM)); 
 while (blocks > 1){ 
  int remElements = (int)(((float)elements/AVGBLOCKDIM - blocks)*AVGBLOCKDIM); 
  float *remArray = (float*) malloc( remElements*sizeof(float));  
  cudaMemcpy( remArray, &d_array[(blocks)*AVGBLOCKDIM], remElements*sizeof(float), cudaMemcpyDeviceToHost); 
  for (int i = 0; i < remElements; i++){ 
   if (remArray[i] > max){ 
    max = remArray[i]; 
   } 
  } 
  free(remArray); 
  cudaMalloc( (void**)&d_ret, blocks*4); 
  int blockSecs = (int)ceil((float)blocks/32768); 
 
  if (blockSecs ==1){ 
   dim3  grid( blocks, 1, 1); 
   dim3  threads( AVGBLOCKDIM, 1, 1); 
   reduceToFindMax<<< grid, threads >>>(d_array, d_ret); 
  }else {//more than one blocksec 
   for (int i = 0; i < blockSecs; i++){ 
    if (i<blockSecs-1){ //not the last sec 
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     dim3  grid( 32768, 1, 1); 
     dim3  threads( AVGBLOCKDIM, 1, 1); 
     reduceToFindMax<<< grid, threads >>>(&d_array[i*32768*256], &d_ret[i*32768]); 
    }else{//last sec 
     dim3  grid( blocks-(blockSecs-1)*32768, 1, 1); 
     dim3  threads( AVGBLOCKDIM, 1, 1); 
     reduceToFindMax<<< grid, threads >>>(&d_array[i*32768*256], &d_ret[i*32768]); 
 
    } 
   } 
  } 
 
  if (iteration == 0){ 
   d_array = d_ret; 
  }else{ 
   cudaFree(d_array); 
   d_array = d_ret; 
  } 
  elements = blocks; 
  blocks = floor((float)(elements/AVGBLOCKDIM)); 
  iteration++; 
 } 
 float *h_ret = (float*) malloc( elements*4); 
 cudaMemcpy( h_ret, d_ret, elements*4, cudaMemcpyDeviceToHost ); 
 cudaFree(d_ret); 
 for (unsigned int i = 0; i < elements; i++){ 
  if (h_ret[i] > max){ 
   max = h_ret[i]; 
  } 
 } 
 return max; 
}


