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ABSTRACT 

Most of the data in the world till today has been stored on hard disk drives 

(HDDs). HDD has seen a good improvement in its cost, storage size and portability 

from its invention. But HDDs still have mechanical components and hence they are 

power hungry, unreliable, less portable and slower in terms of random performance. 

Many researchers have started seeing NAND-flash memory as a promising storage 

media that could revolutionize data storage systems. Replacing HDDs with NAND-

flash-based solid state drives (SDDs) is a recently emerging trend for many high-end 

computing applications. However, due to its high price, low capacity and inability to 

over-write, a complete replacement of HDDs with SSDs seems to be unreasonable for 

high-end computing. As new technologies are born, older technologies might take a 

new role in the process of system evolution. The best results can be achieved in 

storage systems if both the storage media complement each other in working. We 

propose a hybrid storage architecture, namely HyDrive, in this research. The HyDrive 

identifies hot data (data accessed regularly and frequently), and then stores that data 

on the SSD for faster access. Cold data (less frequently accessed data) will be stored 

on HDDs, so that the number of write operations issued to SSDs will be controlled and 

will help to extend SSDs life time. An evaluation of the HyDrive confirms that the 

HyDrive has a potential to improve present storage architecture. It has potential to 

improve SSD lifetimes significantly without much affecting the performance. It 

provides a balance between performance and cost for high-end computing storage 

systems. 
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CHAPTER I 

INTRODUCTION 

Before going into the details of our work, it is important to give introduction 

and build a background for related topics. This chapter first talks about the big data. 

Then we discuss various storage media and focus mainly on HDD and NAND flash 

memories. Next section tells about the need of hybrid storage system by discussing 

limitations of HDDs and NAND flash memories. Finally, it illustrates the contribution 

of this thesis. 

Big data 

Big data is a terminology used for a massive volume of both structured and 

unstructured data that is so large that it's difficult to process with traditional database 

and software techniques. In short, big data is the data that exceeds the processing 

capacity of conventional database systems. Every day almost 2.5 quintillion bytes of 

data are getting generated. This data comes from various sources like sensors used to 

gather climate information, posts to social media sites, digital pictures and videos, 

purchase transaction records, internet text and documents, internet search indexing, 

call detail records, astronomy, military surveillance, medical records, photography and 

video archives, large-scale e-commerce, cell phone GPS signals and many others.  

Big data can be thought in the three dimensions: Volume, Velocity and Variety 

 Volume: Enterprises release terabytes and sometimes petabytes of data every 

day and hence the amount of data that needs to be analyzed is increasing 

tremendously. 

 Velocity: When such huge amount of data is generated then retrieving a 

particular data in a given time is a challenging issue. For instance, scrutinize 5 

million trade events created each day to identify potential fraud is a 

challenging task. Hence, big data requires exceptional technologies to 

efficiently process large quantities of data within tolerable elapsed times. 
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 Variety: Big data is any type of data - structured and unstructured data such as 

text, sensor data, audio, video, click streams, log files and more. 

The information that is getting generated every day needs storage. Storage 

media need to be efficient and reliable. It is commonly said that efficient software 

tools need to be developed for the faster and accurate retrieval of data but at the same 

time storage media should also cope with them to respond faster and accurately. 

Hence storage plays a vital role in dealing with big data. 

Storage media 

The huge amount of data that gets generated every day is stored on some or the 

other data storage devices. The fundamental function of these storage media is to store 

data and whenever a user requests for the data, retrieve it with accuracy. Today, 

various types of storage devices are used in industries. These can be broadly classified 

into three categories; magnetic storage devices which include hard disk drives, floppy 

drives and magnetic tapes, optical storage devices which include CDs and DVDs and 

recently evolved technology called flash memories which include SSDs, EEPROM, 

etc. Maximum of the today’s data is stored on the hard disk drives. 

Hard disk drives 

IBM introduced the first HDD in September 4, 1956. This IBM 350 Disk 

storage was a major component of the IBM 305 RAMAC (Random Access Memory 

Accounting) system. Approximately the size of this drive was of two refrigerators and 

stored 5 million 6-bit characters (the equivalent of 3.75 million 8-bit bytes) on a stack 

of 50 discs. Later in 1959, IBM announced various models based on the same internal 

structure. In 1969, IBM withdrew all these models. In 1973, IBM introduced a new 

type of hard drive called Winchester. Winchester hard drives had a better technology 

for disk heads to land and take off. Then in the late 1980’s HDD started becoming 

more popular and PC manufacturing companies started including HDD as internal 

storage. 
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Due to various technological developments, hard disk drives have changed in 

many ways since their invention. A few highlights are: capacity increased from 3.75 

MB to 4 TB, weight reduced from 900 KGs to 48 grams, price decreased from USD 

15000/MB to USD 0.0001/MB, and many more. But the same internal structure is 

followed for more than five decades. 

Internal Structure of HDD 

Hard disk drives fall under the category of magnetic storage devices. A hard 

disk is a sealed unit consisting of various mechanical components. It contains a 

spindle that holds a stack of flat circular disks, known as platters. Each platter is 

divided into various concentric circles known as tracks. Tracks are then further 

subdivided into various sectors [17]. Disk read/write heads are the small parts of a disk 

drive that move above the disk platter. These heads operate very close over the 

magnetic surface of platters. The read/write head is used to detect and modify the 

magnetization of the material immediately under it. In modern drives there is one head 

for each magnetic platter surface on the spindle, mounted on a common arm. An 

actuator arm moves the heads in an arc across the platters as they spin, allowing each 

head to access almost the entire surface of the platter as it spins. A typical hard disk 

drive has two electric motors; a disk motor that spins the disks and an actuator (motor) 

that positions the read/write head assembly across the spinning disks. Platters are 

covered with a thin film of ferromagnetic material. Read/write heads that transform 

the electric current into a magnetic field for writing and transform the platter’s 

magnetic field into an electric current for reading. Figure 1.1 gives an idea of internal 

structure of HDD. 
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Figure 1.1 Internal structure of HDD 

Drawbacks of HDD 
Due to various moving parts, HDD has serious drawbacks and they are as 

follows [19]. 

 Spin up time i.e. the time required for platters to accelerate from stopped state 

to an operating speed for an HDD is not instantaneous. Due to considerable 

development in speeding up mechanical components, the spin up time is 

reduced. 

 An HDD produces considerable amount of noise. 

 Significant amount of time needed for the data encoded on a platter to rotate 

from its current position to a position adjacent to the read-write head. This is 

nothing but the latency. 

 High power consumption. 

 HDDs are unreliable. 

We are using HDDs for more than five decades and these shortcomings can 

still be noticed. Hence, substantial amount of research is ongoing to have new storage 

media which will not have these above drawbacks and will perform similar or better 

than HDDs. 
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Flash memory 

Flash memory (both NOR and NAND types) was invented by Dr. Fujio 

Masuoka in the lab of Toshiba in 1980. Flash memory is a non-volatile computer 

storage chip that can be electrically erased and reprogrammed. Some kind of non-

volatile memory is necessary for computing systems so that the system does not erase 

all data every time it is powered down, or following a power failure. Flash memory 

stores information in an array of memory cells made from floating-gate transistors. 

 Flash memories are either single level cell (SLC) device or multi-level cell 

(MLC) device. Each cell traditionally had two possible states, so that one bit of data 

can be stored in each cell and hence called as SLC while in MLC, each cell can store 

more than one bit of information. SLC memory cells have faster write speeds, high 

cell endurance and low power of consumption as compared to MLC. But 

manufacturing of an SLC chip costs more than an MLC chip for the same storage 

capacity as SLC stores lesser information.  

NAND and NOR flash memory 

Two major forms of flash memory, NAND flash and NOR Flash, have 

emerged as the dominant varieties of non-volatile semiconductor memories utilized in 

portable electronic devices. Both the flash memories provide floating gate transistors 

but the connections of the individual memory cells are different as well the interface 

provided for reading and writing is different.  

NOR flash allows only single machine word i.e. byte addressing for reading 

and writing while NAND flash can be read and written in blocks and pages. 

Overwriting of a data is always preceded by the erasure of a block or a page in both 

the chips. Unlike HDD “in-place” of data is not possible. Error detection and 

correction is not possible in case of NOR, but for NAND it is automatic. NOR reads 

faster than NAND but NAND writes significantly faster than NOR. NAND flash, 

which was designed with a very small cell size to enable a low cost-per-bit of stored 

data, has been used primarily as a high-density data storage medium for consumer 

devices such as digital still cameras and USB solid-state disk drives.  NOR flash has 
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typically been used for code storage and direct execution in portable electronic 

devices, such as cellular phones and PDAs. 

Solid state drives, i.e. SSDs are taking up market and researchers and 

industries have also started realizing the importance. SSD is an example of a NAND 

flash memory. 

Solid state drives 
A Solid State Drive (SSD) is a storage device that stores persistent data on 

solid-state flash memory. Solid state drive is a NAND flash memory storage device. 

An SSD has an array of semiconductor memory organized as a disk drive, using 

integrated circuits (ICs) rather than magnetic or optical media. Because of this 

arrangement, data transfer to and from solid-state drives is much faster than 

electromechanical hard disk drives [1]. 

SSD has an embedded processor that manages flash translation layer and 

external interface, along with a flash controller, which connects flash packages 

through a multi-channel bus [5]. Each block of the block diagram can be explained as 

follows. Figure 1.2 shows the block diagram of solid state drive. 

 

Figure 1.2 SSD block diagram 

 Host interface logic: To support some form of physical host interface 

connection like USB or SATA. 

 Buffer manager: It manages pending and satisfied requests. 
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 Processor: It manages the request flow and mappings from disk logical block 

address to physical flash location. It maintains a flash translation layer 

mechanism to enable the SSD to mimic like an HDD. 

 Flash demux/mux: It emits commands and handles the transport of data along 

the serial connections to the flash packages. It can also include additional 

logic, to buffer commands and data. Data flow between processor, flash 

demux/mux and buffer manager is very fast. 

 Flash packages are the most important components of an SSD. All transactions 

(reading and writing) are done on flash packages. 

Figure 1.3 shows the internal structure of a typical Samsung’s K9XXG08UXM 

series NAND flash package [24]. SSDs of other manufacturers like Micron, Hynix 

also have the similar features in flash packages. 

 

Figure 1.3 Internal structure of flash package 
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Each flash package consists of multiple dies. Each die contains multiple 

planes. Each plane contains several blocks and each block has several pages inside. In 

the above diagram, a flash package is having 2 dies. Each die contains 4 planes. Each 

plane has 2048 blocks and each block contains 64 pages. Each page is of 4KB. Every 

plane contains a register called the data register, which temporally stores a page before 

issuing a read or write command. 

Although each die is able to perform a read, a write or a erase operation 

independently, all the planes on a die can only carry out the same type of operation at 

one time. A command that makes two planes work simultaneously is called a two-

plane command and a command that makes n planes work at the same time is called 

an n-plane command. For above flash package, two-plane command will execute on 

either plane 0 & 1 or 2 & 3, but not across the combination. Currently, the most 

widely used configuration is a die with two or four planes with the two plane 

command. When a plane processes a write command, data is first transferred from the 

controller to the data register. After that, the data stored in the data register is written 

to the corresponding physical page. Similarly, while reading a physical page, the data 

is read from a physical page into the data register to the controller. Some of the flash 

packages now days also have another register in a plane called the cache register for 

pipelining the consecutive commands. 

Advantages of SSD over HDD 
Due to absence of moving parts in an SSD, it has considerable advantages over 

HDD. 

 Sign up time for SSD is almost instantaneous. As there are no moving parts, it 

takes few milliseconds to come out of its automatic power saving mode. 

 SSDs are shock resistive and hence more reliable than HDDs. 

 As only semiconductor memory devices mounted on a circuit board, SSDs are 

small and light in weight. 

 SSDs are efficient in power consumption. 
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 SSDs give excellent performance in random workloads. Latency in comparison 

with HDD is negligible. 

 SSDs are noiseless. 

 SSDs do not usually require any special cooling and can tolerate higher 

temperatures. 

Need for hybrid storage architecture 

If SSDs have such noticeable advantages over HDDs, then the obvious 

question arises that why it is still unable to replace HDDs completely in the market! 

And the answer lies in the limitations of NAND flash memory. 

Following are the important shortcomings of NAND flash memory. 

 Erase-before-write / Block erasures [13]: The unit of writing or reading for a 

flash memory is a page. Hence, flash memory can be programmed or read a 

byte or a word. But over-writing of data cannot be done the way writing is 

done. To over write a particular byte of a page, it must erase the block in which 

that page resides. In simple terms, unit of read/write is a page while unit of 

erasure is a block. A fresh page in a block will have all its bits set to 1. Any 

location can be programmed. But once a bit is set to 0, then for programming it 

back to 1 requires erasure of the whole block. That means, erasure sets bits 

while programming clear bits. However, location can be overwritten if the new 

value’s 0 bits are a superset of the over-written values. 

Before erasure, that block need to be cleaned. Cleaning is a process where the 

pages which are not being overwritten, are copied to some different location. 

Hence, for safer side, SSDs are over provisioned with spare blocks to reduce 

the demand for cleaning. 

Erasure is a very costly application. Block erasure time for Samsung’s above 

mentioned SSD, figure 1.3, is 1.5 milliseconds which are very high compared 

to time for page read and page write operations, 25 microseconds and 200 
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microseconds respectively. Hence, block erasure operation needs to be 

performed as less number of times as possible.  

 Write endurance [14]: NAND flash has limited number of erasures. The blocks 

can be overwritten only for limited number of times. Hence, it is important to 

choose a block properly for overwriting such that it is either unused or used for 

very less number of times. If the same set of blocks are overwritten many 

numbers of times then after certain period they may become useless. Most 

commercially available flash products are guaranteed to withstand around 

100,000 erase cycles, before the wear begins to deteriorate the integrity of the 

storage. 

 Cost/bit: Costs of NAND flash memory is very high as compared to an HDD. 

NAND flash SSDs cost from US $0.65/GB. Hence, usage of NAND flash 

memory at commercial level makes the overall cost of the system quite high. 

For an instance, a laptop with HDD is much cheaper than a laptop with SSD 

with same storage capacity. 

Following are the few advantages of HDD over NAND flash memory [3] [11]. 

 “In-place updating” works well with HDD and hence it doesn’t require erasure 

operations or cleaning techniques to overwrite any data. Hence, HDDs 

performance will not be suffered in extensive write workloads. 

 Cost/bit is much lesser. HDDs cost about US$0.05 per GB for 3.5 inch and 

$0.10 per GB for 2.5 inch drives. 

By considering above discussed points we can draw few observations. Firstly, 

SSD performs excellent in transactions (especially in random read/write workloads) as 

compared to HDD. But it suffers from ‘program before erase’ cycles and limited 

number of erasures. HDDs can have ‘in place of’ data concept and hence performance 

can be maintained. Secondly, due to absence of mechanically operated components, 

use of SSDs is advantageous in terms of power and energy consumption, noise 
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production and reliability. But it may need to be replaced after a while in very write 

extensive workloads. And lastly, cost/bit of HDDs is much lesser than the SSDs. 

Though high amount of efforts have been made to reduce the cost of flash memories, 

they are still not cost effective than the movable disks. Hence, it is clear that complete 

replacement of HDDs with SSDs is not a feasible option. Also, when better 

performing storage media are available, then why to continue with the technology that 

we are using it for more than five decades with very less improvements. 

A solution for a better storage device in terms of cost, size, portability and 

performance lies in combining both, HDD as well as SSD. In this hybrid approach, 

HDD and SSD will function together to eliminate their own limitations. The hybrid 

approach should have better performance in terms of read and write. It should 

consume lesser power and should be portable. It should have high endurance and more 

reliability. Finally, it should provide all such features with viable price. 

Contribution of the thesis 

 Understanding a need of the hybrid architecture. 

This thesis has identified that SSD only system or HDD only system will have 

some or the other limitations. A better way to eliminate these limitations is to 

combine both of the storage media. 

 Present a comprehensive hybrid storage system design. 

This thesis has designed an efficient hybrid storage system called as HyDrive. 

It identifies the hot data i.e. the data which is accessed for many numbers of 

times and puts it on the SSD and cold data i.e. the data which is less frequently 

accessed will be kept on the HDD. This is achieved by finding best suitable 

position of HDD in the system to increase the lifetime of SSD in write 

intensive workloads by not degrading the performance of overall system. Read 

and write operations for the proposed design is also explained in great detail. 

 Evaluation of the proposed design. 
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This thesis evaluates HyDrive with different workloads. Through experimental 

results and graphical analysis, it can be concluded that the HyDrive storage 

system has a potential to leverage the benefits of both HDD as well as SSD by 

overcoming the limitations. 

 Key benefits of HyDrive. 

A capacity of the storage system is as close as of adding HDD as well as SSD. 

Frequently accessed data is kept on the SSD while less frequently accessed 

data will be put on the HDD. Hence, performance of HyDrive is close to 

performance of SSD only system. It also avoids intensive writing to the SSD 

and hence improves its lifetime. 
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CHAPTER II 

RELATED WORK 

In the previous chapter we discussed big data, present storage media as well as 

some of the related issues with data storage. Researches have worked in this direction 

and substantial amount of progress has been achieved. This chapter is all about the 

related work in this area. 

The improvements in the data storage and data retrieval systems can be 

categorized in the two directions, one is software approach and the other is hardware 

approach. We will be discussing both in this chapter. 

Software approach 

In this approach we are discussing Distributed data store, distributed file 

system and programming models one by one. 

Distributed data store  

Distributed data base is a database in which storage devices are all may be on 

the different computers located in the same physical location or may be at different 

location but dispersed over a network of interconnected computers. It is under control 

of a central data base management system to ensure the proper working of collection 

of data and the distributed system is up to date. A distributed data store is either a 

distributed database where users store information on a number of nodes, or a 

computer network in which users store information on a number of peer network 

nodes. Distributed data store are non-relational databases that make a quick access to 

data over a large number of nodes possible. 

Google’s big table [4], Amazon’s Dynamo [7] and windows Azure Storage are 

fairly significant examples of distributed data store. Let us have glimpse of each. 

Big table [4] 

Big table development began in 2004. Big table is a flexible, compressed, high 

performance and proprietary distributed storage system solution for Google’s 
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numerous products to manage structured data. Big table is designed to scale to a 

petabytes of data across thousands of commodity servers. Big table tries to meet the 

different demands of all the applications like web indexing, and Google earth. Big 

table’s achievements are many folds. It is scalable. It has wide applicability. It has 

been used for numbers of applications and proved its high performance.  

Dynamo [7] 

Dynamo is highly available key-value storage system. It is a scalable 

distributed data store built for Amazon’s platform. Dynamo is used to manage the 

SOS i.e. state of services that have very high reliability requirements and need tight 

control over the tradeoffs between availability, consistency, cost-effectiveness and 

performance. There are many applications of Amazon that need only primary key 

access to a data store. A traditional relational database would lead to inefficiencies and 

limit scale and availability. Dynamo provides simple primary key interface to meet the 

requirements of applications. 

Distributed file system 

A file system is a way to manage data on a data storage system and it is tightly 

coupled with operating system so that the data retains also after a program terminates. 

It also helps to retrieve and update data as well as organize the space on the storage 

device. Distributed file system is a file system that allows access to files from various 

hosts sharing using a network. Such file systems allow multiple users to share files 

and other resources. 

Parallel virtual file systems (PVFS) [15], Google file system (GFS) [20], 

Amazon S3 are few examples of distributed file system. 

Parallel virtual file system (PVFS) [15] 

Parallel file system is the type of distributed file system and PVFS is an open 

source parallel file system. The Clemson University, Argonne National Laboratory 

and Ohio super computer center are the original authors of it. PVFS distributes file 

data across multiple servers and provides it for concurrent access by multiple tasks of 
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a parallel application. A Linux kernel module and PVFS-client processes allow the file 

system to be mounted and used with standard utilities. PVFS provides dynamic 

distribution of IO and metadata. It avoids single points of contention, and allows 

scaling to high-end terascale and petascale systems.  

Google file system (GFS) [20]  

The Google File System demonstrates the qualities essential for supporting 

large-scale data processing workloads on commodity hardware. It is proprietary 

distributed file system developed by Google. Distributed file systems, which are also 

parallel and fault tolerant that stripe and replicate data over multiple servers for high 

performance and to maintain data integrity, are called as distributed parallel fault 

tolerant file systems and GFS is one of the very good example of it. GFS focuses on 

fault tolerance, high scalability and throughput. Google uses the GFS to organize and 

manipulate huge files and to allow application developers the research and 

development resources they require. The GFS is unique to Google and isn't for sale. 

But it could serve as a model for file systems for organizations with similar needs. 

Programming models for large data sets 

MapReduce [10] and Hadoop [2], are the significant examples of programming 

models for processing large data sets. 

MapReduce [10] 

Google introduced MapReduce in 2004.  Map Reduce is a programming model 

that deals with distributing large data sets in a multiprocessor environment. It is an 

execution framework for large-scale data processing on clusters of commodity servers. 

MapReduce technique hides the details of parallelization, fault-tolerance, locality 

optimization, and load balancing. Therefore it is very helpful for the programmers to 

code with having very less or even no background of parallel and distributed system. 

The model is inspired by the map function and reduce function commonly used in 

functional programming. MapReduce libraries have been written in many 

programming languages. 
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Map function: It is a user-defined function. It takes an input pair and produces 

set of split files with intermediate key/value pairs. Map (String key, String value) 

where key is a document name and value is a document content. Then for each word 

in the document it will produce an intermediate key. The master node takes an input 

and splits it into various small problems that will be then forwarded to worker nodes. 

The worker node then works on these smaller problems and passes the answer to its 

master node. 

Reduce function: Master node then takes these intermediate key and set of 

values associated with that key. It then merges the values with the same key to form 

the output for the original problem. 

Hadoop [2] 

Hadoop is a software framework for easily writing applications that process 

huge amounts of data (multi-terabyte data-sets) in parallel on large clusters (thousands 

of nodes) of commodity hardware. Hadoop is a reliable shared storage and analysis 

system. The storage is provided by Hadoop distributed file system (HDFS) and 

analysis by MapReduce.  

Hardware approach 

In the previous chapter we discussed the three dimensions of big data, volume, 

velocity and variety. The second dimension, velocity, talks more about the faster 

retrieval of a particular data from the huge data sets in a given time. Hardware 

approach investigates this dimension only. Storage devices have to be faster enough to 

response to the faster software tools [18]. 

Researchers have done a substantial amount of research in making the storage 

devices faster and efficient in terms of data storage and data retrieval. We will be 

discussing few of them in this section. 

Hard disk drive + Solid state drives (HDD + SSD)   

Many of the previous work consider SSD as a cache and HDD as a primary 

storage. For example, Huang-Te Hsu et. al.[9] propose to use NAND flash memory to 



Texas Tech University, Prathamesh Amritkar, June 2012 

17 

improve the performance of an HDD. Kgil et. al. [25] proposes to use flash memory 

and DRAM as a disk cache and adopt an LRU based wear level aware replacement 

policy. Intel’s turbo memory adds a new layer to the storage hierarchy called platform 

based and non-volatile, disk cache. It uses a threshold size to filter large requests. 

Microsoft’s ReadyBoost takes similar approach to use a flash device as an extension 

of main memory.  

But these storage devices have a serious drawback. As every other write will 

be forced to go through small amount of flash memory and as we discussed that the 

flash memory has limited number of writes, its performance will start degrading and 

eventually it will need a replacement. As discussed in Desnoyer’s et al. [16] that 

performance of NAND flash memory degrades over time period and at one time it will 

be forced to replace it with new one. Also, as it uses HDD as a primary storage, the 

full exploitation of SSD performance cannot be obtained. 

Single level cell + Multi-level cell (SLC + MLC) 

SLC NAND flash memories are much costlier and durable than MLC NAND 

flash memories. Small SLC wears out faster as compared to MLC. As SLC as well as 

MLC flash architecture has its own drawbacks and benefits, some of the studies have 

been conducted in this direction to combine both the types and achieve cost effective 

and higher endurance storage device. Studies done by Chang [12] and Lim et al. [22] 

go in this direction. The design proposed by them use SLC chips as a log for caching 

writes to MLC. Similar study is done by Park et al.[21].  

All these studies focus on combining SLC and MLC by emphasizing 

effectiveness of SCL log buffer, but they do not look into avoiding extensive writes so 

that their lifetime can be increased. 

SSD performance improvements 

Rather than combining different storage devices, some of the studies focus on 

improving performance of SSDs itself by making changes in its architecture. S. Park 
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et. al. [23] propose a design to exploit the internal parallelism of flash based SSDs. J. 

Kang et. al.improve the flash translation layer (FTL), by introducing superblocks. 

These all research tries to improve the performance of SSDs, but they are still 

not cost effective. 

We studied both the software as well as the hardware approaches in detail. Our 

thesis focuses on the second approach i.e. hardware approach. We are combining 

HDD and SSD to propose new hybrid architecture, namely, HyDrive. In HyDrive, the 

SSD will be the primary storage to store frequently accessed data to increase 

performance and the HDD will store the less frequently accessed data to enhance the 

lifetime of the SSD by not issuing all the write transactions to it. 
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CHAPTER III 

THE DESIGN OF HYDRIVE  

After discussing a need of hybrid storage system and related work in this 

direction, we are in a position to present the design of the HyDrive. This chapter talks 

about the motivation behind the HyDrive. Then overview of the design gives a bigger 

picture of it. This helps to understand the later section that gives detail explanations of 

the design of the HyDrive. 

Motivation behind the HyDrive design    

To build strong motivation and to understand the relative performance 

strengths of an SSD over an HDD, we performed some initial tests. 

Initial Experimental setup  

We performed some initial experiments on the enterprise level SSD and the 

HDD. Enterprise SSDs are typically used in more write intensive environment than 

client drives. They are usually be used for applications targeting multiple users and not 

for a single user environment. Also, as compared to a client SSD, an enterprise level 

SSD has stronger design of flash-translation layer (FTL). 

For experimental purpose we used four typical workloads, random read/write 

and sequential read/write. The request sizes are varied from 8KB to 512KB. 

Bandwidth measured is in MBPS. Every workload is accessing raw blocks on SSD 

and the buffer cache is disabled. Here, for the experimental purpose, all the workloads 

are independent of each other and there is no mix of them. 

Graphs 

In figures 3.1 and 3.2, Y-axis represents bandwidth in MBPS and X-axis 

represents request size in KB. For sequential read/write on the SSD and the HDD, as 

the request size goes on increasing the bandwidth also goes on increasing and the 

same happens with the random read/write workloads too.  
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Figure 3.1 Bandwidth comparisons for SSD and HDD in sequential workload 

 

Figure 3.2 Bandwidth comparisons for SSD and HDD in random workload 

Observations that build motivation 

After the experiments, we made some findings that are quite interesting. First, 

as expected, the most significant performance gain can be observed on the SSD during 

random workloads with small request sizes. For random 8 KB write, the SSD showed 

70 MBPS performance while the HDD showed 3 MBPS performance. For random 8 

KB read, the SSD showed 100 MBPS performance while the HDD showed 20 MBPS 
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performance. This concludes that the SSD achieved 23.33 times and 5 times higher 

bandwidth than on the HDD, respectively. As the size of the request goes on 

increasing, the bandwidth also goes on increasing. It is the case with all the four 

workloads. Second, the performance gain for all the workloads goes on decreasing as 

the size of the requests goes on increasing. Hence, we can conclude that the 

performance benefits are highly workload dependent. Third, SSD showed equal 

performance benefits in random as well as sequential write workloads. Hence, we can 

summarize that the SSD performs better than the HDD in all kind of workloads. By 

placing a frequently accessed data (hot data) on the SSD and less frequently accessed 

data (cold data) on the HDD, the overall performance of the system can match the 

performance of an SSD only system and as all writes are not issued to SSD, it can help 

in increasing the life time of it. 

Overview of the HyDrive 

A trend is emerging to replace power hungry, unreliable and lesser in 

performance mechanical disks with flash memory. Flash memories are shock resistant, 

very reliable, better in performance and lesser power consumer. To increase their 

practical usage high amount of efforts have been put to reduce the cost of flash 

memories. But they are still not cost effective than the movable disks. Another 

important issue is the storage capacity. Hard drives are coming to market with 1 TB of 

capacity per platter. SSD capacity is still limited. 3 TB are available and 4 TB are 

going to come. For most storage purposes, the cost-per bit advantage of hard drives 

makes them much more suitable than SSDs. It would take few more years for 

consumers to fully enjoy benefits of SSDs in lower price. Considering such limitations 

of the both, HDD/SSD only-system cannot give the best desire outcome in terms of all 

considered parameters. Hence a better approach can be designed where these two 

media will overcome their own limitations by taking advantage of other.  

Overview of the algorithm 

As discussed in the above section, few observation forms a strong motivation 

for HyDrive design. First, as SSDs have excellent reading and writing access 
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performance for both random and sequential workloads, it is better to put frequently 

accessed data on it for achieving higher performance. Second, erase cycles of NAND 

based flash memory systems are lesser and hence they wear out after certain period 

and need a replacement. Therefore, to increase their lifetime, it is better to place only 

hot data on it and not all the data. Third, SSDs are not cost effective and have lesser 

capacity. To increase the capacity of a system, it is important to combine HDD with 

SSD. Cost per bit for HDDs is much lesser than the SSDs. Therefore, HyDrive has 

HDD that stores relatively less frequently accessed data i.e. cold data. By this, we 

combine both the storage media to get the excellent performance results. 

Following are the general algorithmic steps followed in the HyDrive. The 

detail explanation can be seen in the chapter IV. 

 Main memory maintains two mapping tables, one is called as linked-list 

directory (LLD) table and the other is called as move_out_time maintain 

(MOTM) table. 

 HDD is conceptually divided into many numbers of linked lists. Starting from 

LL0 to LLm, where ‘m’ is the tunable parameter. 

  Data in LLi has higher access frequency than the data in the LLj if (i > j). 

 A new write is always issued first to HDD and an entry will be made in the 

table of the main memory. This new data will always be placed in the first 

linked list. 

 If any of the data in any of the linked list, except the last linked list i.e. LLm, 

gets an access then that data will be moved to the next immediate linked list 

and any other data that in the accessed linked list which is not accessed for a 

long time will be moved to next immediate lower linked list. 

 If the data present in the last linked list gets one more access, then it will be 

flushed to the SSD. Any further access to this data will be served from SSD. 
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 By this strategy, we can identify the frequently accessed data i.e. hot data and 

less frequently accessed data i.e. cold data. This identification helps to put only 

hot data on the SSD and cold data remains on the HDD. 

Block diagram of HyDrive 

 Figure 3.3 shows the block diagram of the HyDrive. 

 

 
 

Figure 3.3 Block diagram of HyDrive 

HyDrive block diagram consists of operating system which issues write or read 

commands. Main memory contains two mapping tables. One is called as linked list 

directory (LLD) table and another is called as move_out_time maintain (MOTM) 

table. Any of the requested data will be first looked up in these tables. If the data is 

residing on the SSD, it will be served from it else it will be served from the HDD. The 

HDD maintains various conceptual linked lists which are managed by the two tables 

itself. SSD contains the hot data. The data in the last linked list if gets an access then it 

will be flushed to the SSD. Accordingly the tables will be updated and henceforth that 

data will be served from the SSD. 
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Detail design description of HyDrive 

Above section built an overview of the HyDrive. We have discussed the design 

of the HyDrive. Now, we are in a position to look into the details of HyDrive. 

Before discussing the details of the HyDrive, let us first elaborate few of the 

terminologies. We are conceptually putting a data from the lower linked list to the 

upper linked list if the data gets an access and perform vice-versa action if the data in a 

linked list is not accessed for a long enough time.  Here ‘long enough’ is a relative 

term. So for that purpose we use ‘time’ as a parameter. Time here refers to a logical 

time measured by the number of accesses that is nothing but the frequency. We use 

following three terminologies in measuring frequency 

1. move_in_time: The time at which data is placed in any of the linked list. This 

time is nothing but the access frequency of that particular linked list. 

2. stay_time: The time for which this data can stay in a linked list without any 

access. This time is set to default for all the data. 

3. move_out_time: The time at which data needs to be kicked out of the linked 

list and moved to the upper or lower one. 

The detail explanation of use of these parameters is in following sections. 

Mapping tables 

To maintain the data access frequency we need to have an efficient 

mechanism. The time for lookups and the memory requirement to maintain such 

access history is an overhead and hence need to be as low as possible. For tracking 

frequency for all of the data, we maintain two levels of tables in the main memory. 

One is called as linked list directory (LLD) table and the other is called as 

move_out_time maintain (MOTM) table. These tables are maintained as B+ trees. The 

advantage of B+ trees is that searching, insertion and deletion becomes very easy and 

hence they reduce the overhead. 
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Linked list directory (LLD) table has only one field. This column is of linked 

list indexes. The number of conceptual linked lists that HyDrive maintain is 

represented by this column. The linked list index column is nothing but the column of 

pointers that direct to the next level of table called as MOTM table. 

The numbers of move_out_time maintain (MOTM) tables are equal to the 

number of linked lists. MOTM table has five fields. The first column represents the 

logical block address (LBA). It is the common scheme used for specifying the location 

of blocks of data stored on HDD. Instead of exposing a physical location of the data 

on the disk, each sector is assigned a unique sector number. In essence, the sectors are 

numbered 0, 1, 2, etc. up to (N-1), where N is the number of sectors on the disk. LBA 

is a common terminology now a days followed by BIOS as wells as HDDs. It is now a 

dominant form of hard disk addressing. The second field represents the move_in_time. 

This time is nothing but the access frequency of that particular linked list to which 

MOTM table belongs. The third column represents the move_out_time for that LBA. 

This is the time which helps in taking the decision whether that data need to be placed 

in the lower linked list or not. The fourth column is called as “prev”. This column 

contains the pointer to the immediate previous MOTM table. This pointer helps to 

degrade the data which is not accessed for long enough time to the lower linked list. 

The “prev” field of the MOTM table of the first or the least frequently accessed linked 

list is set to a NULL pointer. The fifth column is called as “next”. This column 

contains a pointer to the immediate next MOTM table. This pointer helps to promote 

the data which got an access. The “next” field of the MOTM table of the last or the 

highest frequently accessed linked list is directed to the SSD rather than to any 

MOTM table. 
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Figure 3.3 Mapping tables and their attributes 

Frequency measure 

To direct to the proper entry in the table operating system generates index 

address. This index address has two fields; one is linked list directory index (LLD 

index) and the other is logical block address (LBA). 
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Figure 3.4 Traversing the mapping tables 

The first field of the index address is LLD index. It directs to a particular entry 

i.e. to a particular linked list in the linked list directory table. As mentioned earlier, 

LLD table has only one field. That field directs to the next level of table called as 

MOTM table.  

Now, the LLD index of the LLD table will direct to its MOTM table. This 

table has five fields; LBA, move_in_time, move_out_time, prev and next. The second 

field of the index address, logical block address (LBA), directs to a particular entry in 

this MOTM table. The fifth column of the MOTM table is next that is nothing but the 

pointer to the next MOTM table. Now, this next immediate table belongs to the next 

immediate linked list whose access frequency is greater than the previous one. We 

remove this LBA entry from the current MOTM table and make the entry to the next 

MOTM table. The move_in_time for this next MOTM table is incremented by 1 and 

the move_out_time column is updated using following formula. 

move_out_time = move_in_time + stay_time 
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Now, in the current MOTM table, we check the move_out_time of all LBA entries. If 

the move_out_time of an entry is lesser than the move_in_time of that linked list, then 

that LBA will be moved to the immediate lower linked list using the third pointer 

called prev. There can be more than one LBA entries in the current MOTM table and 

hence all are moved to the immediate previous linked list. When we move it to the 

lower linked list, we set the move_out_time as per the same above formula and 

move_in_time in the formula will be substituted with the access frequency of that 

entering linked list. 

The following example will help to understand the concept better. 

 

Figure 3.5 Example to understand frequency measurements for data 

We have three MOTM tables for three linked lists, LLi, LLj and LLk, k< j < i. 

Each one has few entries as shown in the figure 3.5. Let us say stay_time = 5. Let us 

assume that the LBA = 15 gets an access. Then it will be removed from the LLj and 

will be put into LLi. HyDrive, will increment the move_in_time of LLi by 1 and now, it 
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will become 18 + 1 = 19. The move_out_time of LBA = 15 will be set to 19 + 5 = 24. 

Now, LBA = 4, has move_out_time = 10 which is lesser than the move_in_time = 14. 

Hence, it will be removed from LLj and will be put into LLk. The LBA = 4 will have 

move_out_time = 11 + 5 which is 16.  
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CHAPTER IV 

IMPLEMENTATION 

In the previous chapter we have covered details of the design of the HyDrive. 

What is the block diagram of HyDrive? What are the terminologies used in the 

algorithm? How the mapping tables are maintained in the memory? How frequency is 

measured? Such few questions we answered in depth in the previous chapter. Now we 

are in a good position to understand the details of the implementation of the HyDrive. 

In this chapter we have described the concerns of implementation. We need to 

understand how the HyDrive deals with write and read requests. 

Implementation issues 

A simulator was built to conduct experiments on the HyDrive, SSD only 

system and HDD only system. We test the HyDrive using various types of synthetic 

benchmarks. 

Both the mapping tables are maintained as B+ tree structure. B+ tree structure 

has following properties. 

1. The root is either a leaf or it has 2 to m subtrees, where m is the order of the 

tree. 

2. Each non-root node contains at least (m-1)/2 keys and at the most m-1 keys. 

3. If a non-leaf node has K keys, then it will have exactly K+1 non-empty 

subtrees. 

4. All the leaf nodes are at the same level and hence the tree is perfectly balanced 

5. Keys in leaf nodes are replicated in non-leaf nodes to define path for searching. 

6. Leaf nodes of a B+ tree are connected using an additional pointer to provide 

sequential access. 

7. A B+ tree can be subjected to random records as well as sequential access. 



Texas Tech University, Prathamesh Amritkar, June 2012 

31 

For an instance consider that we maintain 10 linked lists indices in the LLD 

table. Then the B+ tree for this table is explained in figure 4.1. 

 

Figure 4.1 B+ tree structure for mapping tables 

In the figure 4.1, pointers to MOTM tables are only associates with the keys in 

leaf nodes. Hence, the search is not complete until the key is located in a leaf 

node. 

Algorithmic steps followed in a write transaction and a read transaction 

In HyDrive, HDD and SSD function together to overcome its own limitation 

by taking advantage of the other. In the previously discussed overview of the 

algorithm, we mentioned that the HDD in the HyDrive conceptually maintains various 

linked lists. The two tables, one is for the linked list indexing and the other is for 

maintaining move_out_time of LBAs, are responsible for keeping track and 

hypothetical data movements between linked lists. But we have not discussed yet the 

steps that HyDrive follows in read and write operations. This section deals with the 

same. 
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Write operation 

 

 
 

Figure 4.2 Flow chart for write operation 
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If the write request comes, first HyDrive looks up into the tables. If the write 

request is new, then it sets the move_out_time = move_in_time + stay_time. Then it 

writes the request to the lowest accessed linked list that is the first linked list. If the 

request is not new then it checks whether the request is on the SSD. If the request is on 

the SSD, control is directed towards the SSD and the request is written on the SSD. 

Now, suppose the request is not even new and not on the SSD, then the 

HyDrive checks it whether it is on the last linked list i.e. highest frequently accessed 

linked list or not. If it is, then it moves the data from this linked list to the SSD. If any 

of the data in this last linked list is having move_out_time < move_in_time, then that 

data is moved to the immediate lower accessed linked list. It again sets the 

move_out_time for this data with the new move_in_time with respect to this lower 

linked list. If the HyDrive does not find any such data then no further actions will be 

taken. 

If the request is not new, not on the SSD and not even on the highest accessed 

linked list, then it is between LL1 to LLm-1, where m is the number of linked lists. Now, 

once HyDrive locates the requests on the linked list, it is upgraded to the immediate 

upper linked list. The move_out_time is set according to the new move_in_time. 

HyDrive searches now in the MOTM table for the data whose move_out_time < 

move_in_time. If it finds such data, then it is degraded to the immediate lower linked 

list by setting up new move_out_time. If the HyDrive does not find any such data then 

no further actions will be taken. 
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Read operation 

 

 
 

Figure 4.3 Flow chart for read operation 
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If the read request comes, the HyDrive first looks up into the tables. If the 

requested data is residing on the SSD, it will be served from the SSD and no further 

actions will be taken. 

If the request is on the HDD, HyDrive looks up into the tables and checks 

whether it is on the highest frequently accessed linked list or not. If it is, then the data 

is removed from the HDD and is put on the SSD. After that HyDrive checks in this 

highest frequently accessed linked list whether there is any data having 

move_out_time < move_in_time. If there is, then it is moved to the immediate lower 

accessed linked list. Now, it sets the move_out_time for this data with the new 

move_in_time with respect to this lower linked list. If the HyDrive does not find any 

such data then no further actions will be taken. 

If the request is not on the highest frequently accessed linked list, then the 

HyDrive upgrades this data to the immediate upper linked list and set the new 

move_out_time with respect to the entering linked list. HyDrive searches now in the 

look up tables for the data whose move_out_time < move_in_time. If it finds such 

data, then it is degraded to the immediate lower linked list by setting new 

move_out_time. If the HyDrive does not find any such data then no further actions 

will be taken. 

 

 

 

 

 

 

 



Texas Tech University, Prathamesh Amritkar, June 2012 

36 

CHAPTER V 

EVALUATION 

In the previous two chapters we discussed the design of HyDrive and the 

implementation issues of it. Now, in this chapter we will be discussing evaluation of 

the HyDrive. This chapter gives comparison between HDD only system, SSD only 

system and HyDrive on different parameters. We will be using synthetic benchmarks 

for the evaluation purpose. 

Experimental setup 

The experiments were conducted on dual quad core 2.6GHz AMD Opteron 

processor, having 500 GB 7200 RPM near-line SAS hard drive.  Also, it is important 

to note that; we are using only partial HDD to maintain linked lists. We are using Intel 

SSD 710, a high-end storage device, available in the market. The interface for this 

SSD is SATA2. 

Effect of number of linked lists on the lifetime of the HyDrive 

As discussed in the previous chapter, NAND flash memories have erase-

before-write concept for any of the overwriting data. Hence, inclusion of such a 

storage media may affect the overall lifetime of the system. Therefore it is important 

to know how much improvements in endurance of SSD can be achieved by the 

HyDrive. 

After studying NAND flash memories in detail, we observed that it is not 

straightforward to compute the exact lifetime improvement as it depends heavily on 

the workload and design of flash translation layer (FTL) [8] [6]. FTL firmware can 

differ widely in its ability to handle incoming writes. Hence wear-leveling plays a vital 

role in the lifetime improvement of an SSD. In our study we will be computing 

percentage of write savings for the SSD in the HyDrive. If the number of writes issued 

to an SSD reduces, then definitely the expensive operations like block cleaning and 

block erasures will be invoked for lesser number of times and lifetime will be 

improved for an SSD. 
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As the number of linked lists is a tunable parameter, it is important to decide 

how many we need to maintain in the HDD. If we maintain too many linked lists in 

the HDD, then the number of writes issued to the SSD will reduce. But, it will reduce 

the performance as most of the writes or reads will be served from the HDD for 

frequently accessed data. On the other hand, if we maintain too less linked lists, then 

the most of the reads and writes will be served from the SSD. This will increase the 

performance of the overall system but it will also issue maximum number of writes to 

the SSD and eventually the performance will start decreasing. To decide a required 

number of linked lists; we need to consider both the aspects, performance as well as 

the number of writes issued to the SSD. 

As per section II experimental results, we observed that HDDs perform better 

than SSDs for small sequential writes and SSDs’ performance is excellent for any 

random transaction as well as for sequential reads. To show performance effects on 

different number of linked lists, we performed some tests using 4, 8, 12, 16 and 20 

number of linked lists. We maintain these different linked lists in the HDD.  We 

generate random as well as sequential requests of 8 KB and 512 KB for100 times. We 

measure the percentage bandwidth difference on the HyDrive as well as on the HDD.  

Then we measure the percentage of writings issued to the SSD as well as to the HDD. 

Figures 5.1 and 5.2 give the percentage bandwidth difference for 8 KB and 512 

KB requests. The Y-axis represents the % difference of bandwidth while the X-axis 

represents the number of linked lists. 
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Figure 5.1 Calculating % difference of bandwidth for 8 KB of file running 100 

times on HyDrive and HDD only system 

 

 

Figure 5.2 Calculating % difference of bandwidth for 512 KB of file running 

100 times on HyDrive and HDD only system 
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The figures 5.1 and 5.2 clearly show that the HyDrive performed better than 

the HDD only system. In the figure 5.1, % difference of bandwidth goes in negative, 

which indicates that the HDD only system showed a better performance compared to 

the HyDrive. We tried to analyze this result and we recognized that the HDD gave 

better performance results than the SSD when the workload is small sequential writes. 

Rest of the results depict that the HyDrive performed very well than the HDD only 

system. As we discussed previously, the more number of linked lists we maintain in 

the HDD, poorer is the performance. In both the figures we observed the same results. 

As the number of linked lists varied from 4 to 20, the HyDrive suffered in the 

performance. 

Figure 5.3 shows how much percentage of writes is issued to SSD and HDD in 

the HyDrive for the above discussed workloads. 

 

Figure 5.3 Total % of writes issued to SSD and HDD 
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From the figure 5.3, we observe that when the number of linked lists goes on 

increasing, the % of write issued to the SSD goes on decreasing and vice-versa.We 

can now conclude that the performance of the HyDrive decreases as the number of 

linked lists increases. At the same time, the number of writes issued to the SSD also 

decreases and in turn improves the lifetime of the SSD. The count of linked lists can 

be decided by the nature of the workload. If the system requires a faster retrieval of the 

data, then the count of linked lists need to be reduced. On the other hand, if the system 

requires being cost effective, the HyDrive can maintain more count of linked lists in 

the HDD. A better decision in the count of linked lists will strike a right balance 

between performance and reliability. 

Performance measure for HyDrive, SSD only system and HDD only 
system 

To have a better understanding of the HyDrive perfromance, we compared 

HyDrive with the SSD only system and the HDD only system. 

We used four kinds of workloads in this experiment; sequential read/write and 

random read/write. We generate request sizes from 1KB to 512KB randomly. We 

generate these requests for 10,000, 20,000 and 30,000 times. We maintain 30 linked 

lists in the LLD table. In order to avoid overestimation of the performance 

improvement and also for experimental purpose we utilized only 10 GB of space in 

the HDD. 

Consider the figure 5.4 for sequential write workload. The X-axis represents 

the number of times the requests are generated. The Y-axis represents the time 

required to complete all the transactions in seconds. For 10K, SSD performed 

excellent as compared to HDD and HyDrive. This is because of less number of block 

erasures. HyDrive performed better than the HDD, because frequently accessed data 

got served from the SSD. For 20K and 30K, SSDs performance as degraded, as 

expected. This is due to the erase-before-write cycles in the extensive write workload. 

But, the performance of SSD only system was still better than the HDD only system. 

Our HyDrive performed better than the both of them. Hence, the hybrid architecture 



Texas Tech University, Prathamesh Amritkar, June 2012 

41 

reduces time by 10% for 30K as compared to SSD only system and 18% as compared 

to HDD only system. 
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Figure 5.4 Comparison of execution time of three systems for sequential write 

workload 

 

 

Figure 5.5 Comparison of execution time of three systems for sequential read 

workload 
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Figure 5.5 shows the results for sequential read workload. In all the three 

cases, SSD only system is the winner. It performed better than the other two. In terms 

of sequential read, SSD gives excellent results and it maintains that result for intensive 

workloads too as read transactions are not accompanied with block erasures. HyDrive 

performed better than the HDD only system but falls short against SSD only system. 

Figures 5.6 and 5.7 show the results for random write and read workload 

respectively. For random writes as well as random reads, the HDD only system is the 

biggest looser. It showed the poorest performance as compared to the other two. For 

random writes at 30K input, the HyDrive performed better than the SSD only system. 

The reason is again the same as discussed earlier; block erasing operation needs to be 

performed before overwriting. Hence, the HyDrive reduces time by 11% for 30K as 

compared to the SSD only system and 59% as compared to the HDD only system. For 

random read, again the SSD only system is the biggest winner while the HDD only 

system is the biggest looser. The hybrid architecture suffered because of involvement 

of slower storage media i.e. the HDD which gave very poor performance for random 

workloads as compared to the SSD only system. 
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Figure 5.6 Comparison of execution time of three systems for random write 

workload 

 

 

Figure 5.7 Comparison of execution time of three systems for random read 

workload 
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Following figure 5.8 shows how many percentage of total writes of the SSD 

are saved. 

 

Figure 5.8 Percentage of total write savings to SSD 

For 10K, it comes out to be 29%, for 20K it comes out to be 22% and for 30K 

it comes out to be 18% of total writes. 
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CHAPTER VI 

CONCLUSION 

After studying various literatures on the storage media as well as on the big 

data and profoundly understanding the issues regarding data storage, we come to the 

conclusion that better storage devices are the very necessity of the present. We learned 

that HDDs have reached to its plateau of progress. Also the internal structure of HDD 

has remained the same for the past five decades. Hence, the time has come for storage 

media to evolve and match up to the performance of multi core architectures. 

As high capacity NAND flash is becoming affordable, replacing power hungry 

disks with large and cheap solid state disks is an increasing trend. As they are more 

portable, more reliable and give better performance than mechanical disks; their role 

in daily life (USBs) as well as in high performance computing (SSDs) is becoming 

significant. 

The evolution of any technology has witnessed that the older technologies 

either get replaced by the newer ones or they play a younger role. In earlier chapters of 

the thesis we saw that NAND flash memories have their own limitations. These 

limitations are erase-before-write and fixed number of erase cycles. Erase-before-write 

does not allow ‘in place’ of data operations and hence, NAND memories suffer in 

terms of performance during write extensive workloads. Also, NAND memories may 

need early replacement due to the fixed number of erase cycles. The optimizations and 

managements on NAND flash memory architecture are also limited by this problem. 

The better solution for a better storage media lies in combining mechanical 

disks and NAND flash memories. In this approach one will overcome its own 

limitations by taking the advantage of the other. In this thesis, we did the same thing. 

We use the HDD to store cold data i.e. the data which is accessed for lesser number of 

times and use the SSD to store hot data i.e. the data which is accessed for more 

number of times. This strategy, will allow not to put all the data on the SSD and in 
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turn it will help to improve the lifetime of it Also the performance can be maintained 

as frequently accessed data can be served from the faster storage media.  

HyDrive conceptually holds various linked lists in the HDD. As data gets an 

access request, it will be moved to the immediate upper linked list until it reaches to 

the last linked list and non-accessed data will be downgraded. A data in the last linked 

list if gets one more access, it will be moved from HDD and will be put on to the SSD. 

Henceforth, any access to this data will be served from the SSD. To maintain such 

access history, HyDrive keeps two levels of mapping tables in the main memory. 

These mapping tables guide the OS to get the data either from the SSD or from the 

HDD. 

HyDrive’s design is motivated by the careful study of performance advantages 

of an SSD over an HDD as well as an HDD over an SSD in various workloads. It 

achieves three crucial benefits. First, the overall system storage capacity is equal to the 

addition of the individual media. Second, the performance is closer to the SDD only 

system and the third, it avoids intensive writings to the SSD and that helps in 

enhancing the lifetime of it.  

A careful evaluation of the HyDrive suggests that it has a potential to improve 

present storage architecture. Also it has potential to improve SSD lifetimes 

significantly without much affecting the performance. We believe that we have found 

the fittest position of the SSD in the memory hierarchy to strike a right balance 

between performance and cost. 

 

 

 

 

 

 



Texas Tech University, Prathamesh Amritkar, June 2012 

48 

CHAPTER VII 

FUTURE WORK 

 In the previous chapters, we have seen that the HyDrive has a potential to 

reconstruct the present storage architecture. In this chapter we will discuss the future 

studies of HyDrive and where it can be used for the optimization techniques. 

In HyDrive, we recognize hot data by maintaining linked lists in the HDD. In 

the future, we will work on to remove cold data from the SSD as well and putting it 

back onto the HDD. We may consider some different algorithms to do the same. This 

will help in maintaining only hot data in the SSD to achieve better performance 

benefits.  

Data sieving technique is a technique to improve the performance of non-

contiguous I/O access. It combines small and non-contiguous I/O requests into a larger 

and contiguous request. It helps in reducing the effect of high I/O latency caused by a 

non-contiguous access pattern and many small requests. We have developed a 

technique called ‘performance model directed data sieving technique’ that will help to 

take the data sieving decision dynamically. After the careful evaluation we found that 

this technique can have a very good impact on the high performance I/O system. Now, 

for the further optimization of the technique, we believe that the HyDrive will play a 

vital role. A research in Hybrid storage architecture for optimizations of high end 

computing has a good potential to explore. 
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