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As the duration of human spaceflight missions increases, it becomes less feasible to 
attempt to design Environmental Control and Life Support Systems (ECLSS) with 
components of such high reliability that they will never fail. Instead, systems must be 
designed to be resilient – to maintain functionality in the face of component failure. A major 
question for system designers then becomes: how resilient? Additional redundancy, spares, 
or consumable margin increase a system’s resilience, but they also increase cost and mass. 
Also, buffers within the system have a significant impact on system reliability, especially 
when external spares are utilized; however, this also comes at a cost. In order to properly 
consider resilience in system trade studies, a quantitative and objective means to measure 
the benefits of resilience-related system elements must be utilized. This paper presents the 
use of semi-Markov models to model the reliability and resilience of ECLSS for long-
duration spacecraft and habitats, with states defined by the status of each component 
(functional/failed) and transition probability distributions defined by failure rates, repair 
rates, and the time that the system can survive after component failure. This technique 
enables calculation of the probability of system failure before the end of the mission, as well 
as several other metrics of interest. A simple example is given, and benefits and limitations of 
the technique are discussed. 

Nomenclature 
1mat = matrix in which every entry is equal to 1 
A = generic matrix with entries Aij 
Ã(s) = Laplace transform of the function A(t) 
b = buffer size 
fij(t) = probability distribution of the time to transition from state i, given that the next state is state j 
Fij(t) = probability that the system has transitioned from state i to state j by time t, given that the destination is 

state j 
gij(t) = probability that the first visit to state j occurs at time t, given that the system began in state i at time 0 
Hii(t) = unconditional probability that the system leaves state i at time t 
I = identity matrix 
i, j = row and column indices within a matrix 
k = number of visits to a given state 
Pij(t) = probability that the system is in state j at time t, given that it began in state i at time 0 
Qij(t) = probability if a transition from state i to state j at time t after transition to i at time 0 
t = time 
Vij(k,t) = probability that state j is visited k or fewer times before time t, given that the system began in state i at 

time 0 
µ, σ = lognormal distribution parameters 
 
CDF  Cumulative Distribution Function 
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CM  Crew Member 
ECLSS  Environmental Control and Life Support System 
FMECA  Failure Modes, Effects, and Criticality Analysis 
MRBD  Modified Reliability Block Diagram 
MTBF  Mean Time Between Failures 
PDF  Probability Density Function 
PRA  Probabilistic Risk Assessment 
RBD  Reliability Block Diagram 
WRS  Water Recovery System 

I. Introduction 
S the duration of human spaceflight missions increases, it becomes less feasible to attempt to design systems 
with components of such high reliability that experience no failure during the mission. In the extreme, the cost 

of improving a component’s reliability increases asymptotically, and even at very high component reliabilities the 
probability of failure increases as duration increases.1,2 In these conditions, partially failed states must be considered 
in the system design process, and the resilience of the system – its ability to maintain functionality in the face of 
component failure – becomes a very important consideration.2 The Environmental Control and Life Support System 
(ECLSS) in particular presents a significant challenge, since it is entrusted with the lives of the crewmembers as 
they execute their mission. With increased distance in human spaceflight comes increased pressure on the system, 
since resupply or abort-to-safe-haven options may be severely restricted in the event of an emergency. In addition, 
the overall system mass must be minimized. In order to optimize ECLSS for long-duration missions, the mass of 
additional components (either as redundant system elements or stored spares) and/or contingency consumable 
margin must be traded against reliability at the system level.3,4 Modeling and simulation tools are very important to 
this effort, and systematic, quantitative methods to measure the value of resilience within the system during the 
architecting and design process are key to enabling the informed design of optimal systems.5,6 

Current methods to assess the reliability and resilience of systems, such as Risk Matrices,7 Failure Modes Effects 
and Criticality Analysis (FMECA),8  and Probabilistic Risk Assessment (PRA),9 require significant effort on the part 
of the analyst; in addition, many of these methods include inherently subjective judgements.10,11 Also, the reliability 
and resilience of ECLSS is a function not only of the reliabilities of the components within the system, but also on 
the state and size of buffers, such as consumable stores. This relationship between system resilience and buffer size 
is difficult to capture in traditional reliability analysis, which focuses on the components themselves. Jiang et al. 
introduced the concept of Modified Reliability Block Diagrams (MRBD) as a means to capture this buffering effect 
in ECLSS, where blocks are added into a standard Reliability Block Diagram (RBD) in parallel with regenerative 
elements to represent the buffering capacity of the system. These blocks activate upon failure of the regenerative 
elements that they parallel, meaning that the system model no longer predicts instantaneous failure upon failure of a 
regenerative component.11 This technique improves the accuracy of reliability predictions, but the effect of 
repairable components and repair time are not explicitly captured. For long-duration systems with stored spares, the 
relationship between buffer size and the time required to repair or replace a failed component has significant 
implications with respect to the ability of the system to recover from a failure, and therefore on the overall system 
resilience. A model that captures the probabilistic capability of the system to recover from a partially failed state, as 
well as the probability of entering that state in the first place, would provide valuable insight to system designers. 

In this paper, we propose the use of semi-Markov modeling techniques to predict the probabilistic behavior of 
ECLSS over a mission timeline. Utilizing probability distribution functions describing component failure, 
component repair, and failure effects (captured as the probability distribution of time to system failure after 
component failure, which is a function of buffer size), this technique enables the prediction of the probability that 
the system will be in a given state as a function of time, as well as the calculation of several other characteristics 
such as the expected number of repairs required in a given time period and the expected amount of time spent in a 
given state. In Section II, we describe the definition, creation, and solution of semi-Markov models. Section III 
describes the application of semi-Markov modeling to ECLSS and demonstrates the calculation of state probabilities 
and expected number of repairs for a notional case study. In section IV, we discuss this analysis technique, 
describing benefits and limitations. Section V describes future work, and conclusions are presented in Section VI. 

II. Semi-Markov Models 
Semi-Markov models are an extension of Markov chains, which model the probabilistic behavior of a system 

using a network of nodes representing the possible states of the system. In Markov chains, transitions between states 
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(the edges in the node network) are associated with probability density functions describing the probability of a 
transition occurring at a given time. In reliability analysis these transitions correspond to failure and repair of 
components; states correspond to levels of system capability, described by the status (functional/failed) of each 
component within the system. The analysis of Markov chains assumes that the system exhibits “memorylessness” – 
that is, potential future states depend only on the current state, and not on the history of the system (the path of 
previous states used to reach that state). This is known as the Markov property.12 Whereas Markov chain models are 
limited to the use of exponential distribution functions to describe transitions, semi-Markov models enable the use of 
arbitrary probability distribution functions to describe transition times; in addition, transition time probability 
distributions depend not only on the current state but also on the potential set of next states. This enables the 
modeling a variety of systems and greatly expands the applicability of the analysis.12–14 

To describe a semi-Markov model, a set of states must be defined, as well as the transitions between them. 
Transitions are described by probability distribution functions. A holding time density matrix f(t) is defined with 
entries fij(t) representing the probability distribution function describing the amount of time spent in state i given that 
the next state is state j. Using these probability distributions, a set of matrices can be developed to describe the 
system, according to eq. (1)-(3) below. F(t) represents the cumulative distribution function (CDF) matrix, with 
entries Fij(t) indicating the probability that a transition away from state i has occurred by time t, given that the next 
state is state j. Q(t) is the kernel matrix, with entries Qij(t) indicating the probability of a transition from state i to 
state j at time t, given that the last transition was to state i at time 0. The unconditional waiting time density H(t) is a 
diagonal matrix with entries Hii(t) indicating the probability that the system leaves state i at time t (unconditioned by 
destination state). 

 Fij (t) = fij (t)dt0

t
∫  (1) 

 Qij (t) = fij (t) (1−Fik (t))
k≠ j
∏  (2) 

 Hii (t) = Qij (t)
j
∑  (3) 

The kernel matrix Q and the unconditional waiting time density matrix H enable the calculation of many values of 
interest.12–14 Warr and Collins present a particularly useful methodology that enables rapid calculation of many 
values of interest via implementation of Laplace and inverse Laplace transforms, utilizing equations developed by 
Pyke.14–16 These calculations can be performed for “processes that have many states with any smooth transition 
distributions… in a matter of seconds.”14 Laplace transforms can be implemented even in cases where a closed form 
representation of the Laplace / inverse Laplace transform of a PDF is unknown via numerical methods, such as 
EULER.14,17 

An important property of semi-Markov models is the way that transitions are “decided.” (While these models 
describe the probabilistic behavior of the system over time, and are not a simulation, it is useful and intuitive to 
imagine a system moving through states and the factors that influence which state it transitions to when multiple 
options are present.) Eqn. (2) can be restated verbally as “the probability that the system transitions from state i to 
state j at time t is equal to the probability that a transition will occur at time t given that the next state is j multiplied 
by the probability that the system has not transitioned to some other state before time t.” Thus, when the system is 
presented with multiple options for the next state, a transition time is randomly drawn from each of the probability 
distributions for each option and the transition is made to the option with the shortest time.12,13 This has important 
implications for the modeling of buffered systems with repair (such as ECLSS), where the repair process can be 
thought of as a “race against time” to return the system to a functioning state before it transitions to a fully failed 
state. 

III. Application to ECLSS 
This section describes rules for formulating semi-Markov models of ECLSS systems. A simple case study is 

given for illustrative purposes. 
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A. Formulation of Semi-Markov ECLSS Models 
In order to develop a semi-Markov model of an ECLSS, the states 

and the transitions between them must be defined. States are defined by 
the status of components within the system (which aggregate to the state 
of the system itself) and transitions are defined by component failure and 
repair as well as system failure after component failure. 
1. Definition of States 

At a basic level, states fall roughly into three categories: 
1) Nominal: all systems are functioning; no failure has occurred or 

any failure has been repaired. 
2) Partially Failed: 1 or more components have failed completely and buffers are being depleted. 
3) Fully Failed: the system has failed completely. 

For ECLSS, the fully failed state is reached when the system enters a condition that results in crew death; more 
stringent formulations could also be created, defining system failure based on deviation from nominal conditions. At 
a basic level, the full set of states for a given system could be generated by enumerating all combinations of the 
states of a system’s constituent compeonts; however, these states could be filtered based upon dependencies between 
components in order to reduce the complexity of the model. For example, if component A depends on component B 
to function, then a state where component B is failed cannot contain a functional component A. In addition, other 
states could be defined, such as states in which a level of redundancy has been lost; this is discussed further in 
Future Work. The key requirement to keep in mind for state definition is the Markov property, as mentioned before 
– states must be defined in such a way that future states depend only on the current state, and not on the precceeding 
states. 
2. Definition of Transitions 

Transitions between states are the result of component failure, component repair, or buffer depletion. Each 
transition must be modeled as a probability distribution function, with fij(t) describing the probability that the system 
will transition from state i to at time t, given that the next state is j (as described in Section II). For component 
failures, exponential distributions are commonly used to represent random failures; however, more accurate and 
complex distribution functions such as a bathtub curve or Weibull distribution can also be used.18 Failure 
distributions are often described by a component’s Mean Time Between Failures (MTBF). In order to describe other 
events, such as repair, failure detection, or buffer depletion, other distributions may be used. For example, the 
lognormal distribution has been found to be a good representation of corrective repair times.19 The time to depletion 
of buffers is dependent upon the design of the system and the rates at which buffers are filled and consumed. If the 
buffer level is constant, it may be that the time to system failure after component failure is nearly deterministic. 
However, if the buffer level or the rate at which the buffer is consumed change over time, then a PDF must be 
derived to describe the probabilistic time to buffer depletion. A potential method for accomplishing this is described 
as future work in Section V. 

The states and transitions for a simple one-component system are shown diagrammatically in Figure 1. State 1 
represents the nominal situation, where the component is functional. State 2 is the case where the component has 
failed, but the system has not yet failed (i.e. the buffer has not yet been depleted). State 3 represents system failure. 
Once these are defined, the probabilistic behavior of the system over time can be modeled. 

B. A Simple Case Study 
To illustrate the application of semi-Markov models, we present a 

simple case study. Consider a system consisting of a Water Recovery 
System (WRS) that fills a tank (the buffer) which is consumed gradually 
by the crew. The notional mission profile involves a crew of 4 for on the 
lunar surface for 100 days. A diagram of this system is shown in Figure 
1. This analysis will focus on the water recovery system; the tank is 
assumed to not fail. In addition, when the WRS is functioning, the 
system is assumed to operate in continuous steady state, such that the 
potable water tank remains full. For simplicity, the system is considered 
to be failed if the water tank is completely depleted. The system states 
correspond to those shown in Figure 1 as follows: 

1) The WRS is functioning. 
2) The WRS has failed and the potable water tank is being depleted. 

 
Figure 2. A simple water recovery 
system, with a recycling element 
(Water Recovery System) and buffer 
(Potable Water Tank). 
 

 
Figure 1. Diagram of a semi-
Markov process for a simple, one-
component system. 
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3) The potable water has been depleted and the system is failed. 
For this analysis, we assume that the WRS exhibits an exponential failure distribution with an MTBF of 4320 

hours.11 Repair is implemented via the insertion of an external spare, and is represented probabilistically by a 
lognormal distribution with a mean time to repair of 12 hours and a standard deviation of 3.7 hours (lognormal 
distribution parameters are µ = 2.44 and σ = 0.3). Since the water tank level is constant, the time to system failure 
after component failure is nearly deterministic; this is modeled as a lognormal distribution with σ = 0.1 and are µ 
dependent on the size of the water tank, assuming a consumption rate of 3.909 kg CM-1 day-1, or 0.6515 kg h-1 
overall.20 The following equation gives a value for µ that, along with the value for σ given before, yields a lognormal 
distribution with a small standard deviation and a mean approximately equal to the deterministic time to buffer 
depletion based on the above consumption rate: 

 µ = log b
0.6515
!

"
#

$

%
&  (3) 

where b is the buffer size in kg. 
Two values of interest can be calculated using the methods described above: the state probabilities P and the 

Markov renewal probabilities (or probability that a state has been visited a certain number of times) V. Denoting the 
Laplace transform of a function with a tilde (~), these may be calculated using equations (4)-(6) 

 !P(s) = 1
s
!

"
#
$

%
& I − !Q(s)( )

−1
I − !H (s)( )  (4) 

 !g(s) = !Q(s) I − !Q(s)( )
−1
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#$

%
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−1

 (5) 

 !V (k, s) = 1
s
!

"
#
$

%
& 1− !g(s)! 1mat I ! "g(s)[ ]k( )(

)
*
+( )  (6) 

where s is a complex number, I is the identity matrix, g is the PDF of first passage times (another value of interest, 
but not one used directly in this analysis), ¢ is the Hadamard product of two matrices (elementwise multiplication), 

1mat is a matrix with all entries equal 
to 1, and k is number of visits for 
which the probability V is 
calculated.14 These are matrix-
valued functions, with entries Pij and 
Vij indicating the value 
corresponding to state j, given that 
the system began in state i. Using 
these equations, we calculate P13 
(the probability of system failure, 
assuming that sufficient spares were 
available) and V12(k) (the probability 
that k spares were sufficient to 
complete all repairs). The overall 
probability of system failure can be 
determined from these two values 
using equation (7). 

      Pfail =1− 1−P13( )V12 (k)     (7) 

 

 
Figure 3. The effect of buffer size on the probability of system failure 
before the end of the mission for various levels of sparing. Buffer size 
has significant impact on the reliability of systems with repairable 
components. 
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Buffer size was varied from 1 
to 25kg, and the number of spares 
was varied between 0 and 4. The 
overall probability if system failure 
in each case is shown in Figure 3. 
In addition, the value of V12(k) for 
integer k from 0 to 4 with a buffer 
size of 25kg is shown in Figure 4. 
This indicates the probability that k 
spares are sufficient to complete all 
required repairs. 

Figure 3 shows clearly the 
effect of buffer size on system 
reliability when repair is involved. 
As buffer size increases, the time 
that the system can survive without 
the component also increases, 
resulting in an increased 
probability that a repair is executed 
successfully and thus a lower 
probability of system failure. There 
is also a negligible decrease in 
probability of system failure for the case with no spares as a result of the delaying effect of the buffer. A key result 
here is the combined effect of buffer size and additional spares. At high buffer sizes, when the probability of a 
successful repair is high, increasing the number of spares has significant impact on the overall probability of system 
failure. However, when buffer size is low, additional spares provide almost no benefit since there is a very low 
probability that a repair can be carried out successfully before system failure. As buffer size increases, the 
magnitude of impact that an additional spare can have on the system increases as well. Consideration of both buffer 
size and the number of spares in the system (as well as repair time, which was not varied in this analysis) provides a 
clearer picture of system reliability and how it can be increased. 

In addition to pure quantification of system reliability at a given time for a given configuration, plots such as 
those shown in Figure 3 and Figure 4 can serve as guides for system designers in the selection of the minimum 
buffer size and number of spares that achieve a required level of reliability. Figure 3 shows that increases in buffer 
size only provide significant benefits up to a certain level – in this case, approximately 20kg. Beyond that point, 
increased buffer size may not provide enough increase in system resilience to justify the added system mass. Figure 
4 shows the probability that k or fewer repairs will be required before the end of the mission; this is the CDF of the 
number of spares required before the end of the mission. Here, the increase in system reliability is seen to have 
decreasing marginal return for each additional spare. Using this chart along with information regarding the cost 
(mass or otherwise) of each spare, a system designer can determine the optimal number of spares to balance cost and 
benefit for a particular mission. 

IV. Discussion 
The presented case study is notional and simple, and the results match intuitive predictions. However, as systems 

become more complex, it becomes much more difficult to intuitively understand the entire system. In addition, 
buffer capacity may not be a deterministic amount, particularly in systems that involve batch processing or duty 
cycling. In this case, the probability of a successful repair depends not only on the repair time probability 
distribution, but also on the probability distribution describing the amount of time that the system can survive on the 
buffer alone. Methods to include this uncertainty with regard to buffer survival time are under investigation (see 
future work in Section V). The application of semi-Markov modeling techniques gives designers quantitative insight 
into the probabilistic behavior of the system as the architecture and design change. Utilizing methods such as the one 
described here, system designers can directly explore the impact of additional spares, redundancy, or consumable 
margin on the probability of system failure, enabling quantitative trades on system reliability. In addition, since the 
methodology described above enables examination of system reliability in quantitative terms with clear inputs and 
ouptuts, it lends itself well to implementation in formal optimization algorithms. 

 
Figure 4. CDF of the Markov renewal probabilities, indicating the 
probability that k or fewer repairs were required by the system. 
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The framework of semi-Markov modeling is ideal for application to systems with buffering capacity and repair, 
as it can directly capture the probability of a successful repair as a function of the probability distributions associated 
with repair time and the amount of time that a system can survive using only the buffer. When a regenerative 
component in an ECLSS fails, the system may take one of two options: either the component is repaired before 
system failure, or the system fails before the component can be repaired. As described in Section II, semi-Markov 
models directly capture this aspect of the system. Given a system topology and probability distributions describing 
component failure, component repair, and buffer depletion, the probability of the system failing (or being in a 
partially failed state) can be calculated as a function of time. In addition, several characteristics of interest such as 
the expected number of failures in a given time period and the expected amount of time spent in a partially failed 
state can be calculated.14 

Assumptions in the analysis include the “memoryless” property of system states (as described in Section II), 
assumption of immediate repair, and (in the above example) the assumption that after system repair buffers are 
replenished to their nominal levels. Memorylessness is a factor that must be kept in mind when defining system 
states, and appropriate state definition can meet this assumption.12 The assumption of immediate repair can be 
slightly bent by altering the probability distribution function of the time to repair, thereby inserting a delay into 
repair time. However, at this time there is no dynamic repair scheduling and repairs are executed according to the 
times described in their probability distributions. Replenishment of buffers is true for systems with regenerative 
elements that process at a greater rate than consumption and expect to spend a majority of time in a nominal state, 
though the current methodology does not take into account the time delay before the buffer is fully replenished; 
instead, it assumes that buffers are available at the prescribed levels when they are required. The primary limitation 
to this analysis is the availability of functions to describe the transition probabilities. While component MTBF 
values are available and have been used for other reliability analyses,11,21,22 probabilistic descriptions of repair time 
are more rare. The same is true of the time to system failure after component failure, though this problem can be 
solved by utilizing simulation techniques such as BioSim (see future work in Section V).23,24 Probability distribution 
functions (as opposed to deterministic point estimates) are key to the semi-Markov analysis technique, and like all 
modeling techniques the outputs of the model are only as valid as the inputs. Therefore, in order to minimize 
subjectivity in the analysis, it is recommended that the probability distributions input into the model be based upon 
test data as much as possible. 

V. Future Work 
The analysis described above examines two primary values of interest for semi-Markov models: the state 

probabilities and the Markov renewal probabilities. However, several other values of interest can be calculated using 
similar methods, including the PDF and CDF of time until first entry into a specific state and the expected time spent 
in a given state. Just as the Markov renewal probabilities can inform the number of spares, the expected time spent 
in a partially failed state has implications for the amount of consumable margin or contingency resources that must 
be included, as well as (depending on how repairs are implemented) the impact of maintenance on crew time. 

One option to determine the probability distribution function for the survival time after component failure is to 
simulate the system in a nominal (failure-free) state over the entire mission timeline, measuring the level of 
consumable stores and state of other buffers (such as the atmosphere) over time. This information can be used to 
develop a probability distribution function describing the state of buffers in the system at the time of failure; coupled 
with knowledge of processing rates, this probabilistic buffer state information could be translated into a probability 
distribution function for survival time after component failure. Other factors, such as reconfiguration and intelligent 
controls, would need to be taken into account; in this way, increased system reliability via intelligent controls could 
be explored quantitatively. This methodology is currently being developed to explore a tradespace of Mars surface 
habitats.24 

The above discussion focused on external spares that 
require a certain repair time. Clearly, inline redundancy could 
be modeled using the same methods simply by setting the 
“repair time” PDF to be an impulse function at 0 (if the 
redundant element comes online immediately). However, more 
creative state definition paradigms can be utilized in order to 
investigate systems that have both inline redundant 
components as well as external spares. An example diagram 
for such a system is shown in Figure 5. 

1" 3"2"

Secondary 
Component Failure 

Secondary 
Component Repair 

System 
Failure 

0"

Primary 
Component Failure 

Primary 
Component Repair  

Figure 5. Semi-Markov process diagram for 
a system that incorporates both inline 
redundancy and external spares 
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In addition, this methodology will be expanded and code developed to take into account larger, more complex 
systems and automate the generation and analysis of semi-Markov models as much as possible. We will also seek 
out historical failure and repair rate data for use in building realistic probability functions; finally, the analysis 
technique will be validated via comparison to the results of a Monte Carlo simulation of the system, and the relative 
runtimes and accuracies of semi-Markov to traditional reliability modeling techniques (such as MRBDs) will be 
compared for a representative system. 

VI. Conclusions 
In this paper, we present the use of semi-Markov modeling techniques to predict metrics for the resilience of 

ECLSS for long-duration human spaceflight. Procedures for the construction of semi-Markov models of ECLSS 
systems are described, and a simple example is given in which the probability of system failure is calculated for a 
simple example system. This methodology captures both traditional, component-based  system reliability 
information as well as the effect of buffers within the system. In addition, the probability of successful repair before 
system failure is captured, taking into account the effect of having external spares, which must be installed within 
the time that is made available by the buffers in the system. While this methodology requires probability distribution 
functions for state transitions, which may not be readily available in all cases, a methodology for determining these 
distributions via simulation is proposed. We discuss benefits and limitations of the use of semi-Markov models, and 
propose extensions to the methodology as well as techniques for validation in future work. 
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