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ABSTRACf 

The Neural Ring is based on the avalanche neural network model which was 

proposed by Grossberg. The avalanche model was modified by Hecht-Nielsen to 

form a Nearest Matched Filter classifier. The Neural Ring, suggested by Taber, 

uses the Hecht-Nielsen Nearest Matched Filter classifier, but also incorporates an 

activation latch and fuzzy logic to increase classification performance. 

This paper describes research in which the Neural Ring model is evaluated as a 

tool for human speech recognition. Recognition results were tested on a ten element 

vocabulary consisting of the words 'zero' through 'nine' as spoken by several 

different speakers. 
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CHAPTER I 

INfRODUCfiON 

There exist several approaches for solving the problem of classifying data 

according to the patterns inherent in them. The classification of data according to 

inherent patterns is useful to a wide range of areas such as speech recognition, 

machine vision, recognition of radio transmissions and seismology. Most 

approaches to pattern recognition fall into one of several categories including, but 

not limited to, statistical methods and neural networks. 

In general, statistical methods suffer from the fact that the underlying class 

conditional probability distributions must be known in order for the classifier to 

work correctly. However, in most situations little is known about the probability 

distributions of the data to be classified. Although some nonparametric statistical 

methods have been developed which do not require a priori knowledge about the 

probability distributions, they do require that a large number of training samples be 

stored, and that each stored pattern be examined when classifying a new sample. 

The weaknesses of classical statistical methods force us to examine alternative 

methods of classification. 

In recent years, the advent of new learning procedures and the availability of 

high speed parallel supercomputers have given rise to a renewed interest in 

connectionist models of intelligence [ 1]. These models are particularly interesting 
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for cognitive tasks that require massive constraint satisfaction, i.e., the parallel 

evaluation of many clues and facts and their interpretation in the light of numerous 

interrelated constraints [2]. Many tasks such as vision, speech recognition, 

language processing, and motor control require this type of parallel evaluation. The 

purpose of this research is to evaluate the applicability of a relatively new neural 

network architecture for the task of human speech recognition. 

Automatic recognition of human speech is currently a very active research area 

This activity is due in a large pan to the fact that there are many applications for 

speaker-independent continuous speech recognition. For instance, such a system 

would greatly facilitate the use of computers by the handicapped. 

Until recently, hidden Markov models have been the best available method for 

speech recognition [3]. Hidden Markov based speech recognizers have been 

reponed to provide word accuracies as high as 97.1% for speaker-independent 

connected digits [4]. Another hidden Markov system was reported to provide string 

recoginition accuracies as high as 98.5% for speaker-independent connected 

digits [5]. Recently, neural network speech recognizers for speaker-independent 

continuous speech tasks have been constructed which provide word accuracy as 

high as 99.1% for small vocabularies [6]. Neural networks for speech recognition 

are being explored as pan of a resurgence of interest in the area of neural 

computation. 

The focus of this study was to apply the Spatiotemporal Pattern Recognizer 

(SPR) to speaker-independent isolated-word speech recognition. The SPR is a 
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modification of the Nearest Matched Filter Classifier [7] which is based on the 

avalanche neural network [7,8]). 

The avalanche neural network was originally devised to learn, remember, and 

reproduce on demand any number of spatiotemporal patterns of arbitrary 

complexity [8]. The avalanche model was intended to simulate a mixture of 

respondent and operant conditioning of motor sequences in biological systems. 

The major contribution of the avalanche model to the Spatiotemporal Pattern 

Recognizer (SPR) is the concept that a continuous space-time pattern can be 

approximated by a discrete sequence of spatial patterns. 

Matched filter banks have been used to classify spatiotemporal signals for some 

time [7]. But until recently, they have not been used as classifiers for arbitrary 

spatiotemporal patterns such as speech. The Hecht-Nielsen avalanche matched 

filter bank classifier is an attempt to implement a matched filter bank in a neural 

network architecture. Although the the Hecht-Nielsen model derives some of its 

basic principles from the avalanche model proposed by Grossberg, it is in most 

ways radically different from its predecessor. The major drawback of the 

Hecht-Nielsen model is that it is capable of performing only local in time 

classification of the input signal. It is, therefore, not a very good model for the 

classification of speech signals, where information gathered over relatively long 

periods of time can be very important for proper classification. 

The Spatiotemporal Pattern Recognizer proposed by Taber [11] attempts to 

overcome the limitations of the Hecht-Nielsen model. This is accomplished by 
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eliminating most of the interneuronal connections and by installing activation 

latches in the neurons. The latches trap the maximum activation for each neuron 

and the rime at which the maximum activation occurred. After a spariotemporal 

pattern has been presented to the SPR network, the latches can be examined and a 

classification decision made using fuzzy logic techniques. 

The SPR has been used for the classification of whale dialects [ 10] and was 

found to provide very good performance for that application. The success 

encountered in the recognition of Orca dialects has prompted the evaluation of the 

applicability of the SPR for human speech recognition. A speech recognition 

system based on the SPR model has been implemented. The system shows 

promise but has failed as yet to yield the high classification performance which was 

expected. 
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CHAPTER II 

TilE PROBLEM 

The focus of this study was to determine the performance of the SPR neural 

network for recognition of human speech. The recognition of human speech is 

currently a very active research area. Most research in this area utilizes a limited 

vocabulary. For this study, the vocabulary was limited to ten words. The 

vocabulary consisted of the digits zero through nine which were pre-segmented 

from continuous speech. This is considered to be a difficult recognition task 

because no contextual information is available to the recognition system and 

because continuous speech is inherently more difficult to classify than isolated 

speech. Also, the database included several different speakers, which makes 

classification even more difficult. Several modifications were made to the SPR 

neural network model in an attempt to increase classification performance. 

2.1 The Data 

The data used in this research was obtained from the Texas Instruments 

Connected Digit Database[ 16]. The TI database contains many strings of digits 

spoken by several different speakers. Each sequence of digits is stored in a 

separate file in the database. For the SPR network to work properly, each digit had 

to be segmented out of the original sequence. Automatic segmentation of the 
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speech database was accomplished by using a hidden Markov model with a Viterbi 

training algorithm{ 12][ 13 ]. 

2.2 Preprocessing of the Data 

Preprocessing of each sample was performed in the following manner: 

1 . the sample was digitally low-pass ftltered and downsampled from 

20 Khz to 12 Khz; 

2. the sample was cut into overlapping frames of 256 data points; 

3. each frame was Hamming windowed; 

4. an FFf was performed on each frame; 

5. the power specrrum was then calculated with adjacent bins combined 

according to a Mel scale to form a 16 element feature vector for each 

frame; 

6. segmentation information for the sample was obtained and stored in a 

separate file; and 

7. each feature vector was normalized to be a unit vector in R 16 space. 

Steps 6 and 7 were not performed by the preprocessing program. Step 6 was 

performed by a hidden Markov model using Viterbi training and step 7 was 

performed by the actual SPR program as each frame was read in. 

The speech segmenter required a seed model for each of the ten word 

pronunciations. The seeds were acquired by using a manual speech segmentation 
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7 

program. Once the seeds were provided, the hidden Markov segmenter was trained 

to recognize the end points of each word in a file. The segmenter was given a 

priori knowledge of what words were contained in the file to be segmented. This 

methcxi of segmentation saved a great deal of time over manually segmenting the 

entire database. When compared with manually segmented speech data., the hidden 

Markov segmenter was found to perform as well as or better than the human 

segmenter. 

Figure 1 shows a typical frame of speech data which was sampled at a rate of 

12 Khz. Because the FFf alogorithm considers each frame to be a periodic 

function, it is necessary to window the data so that the left and right edges end at 

amplitudes which are fairly close to each other. If the FFf algorithm is performed 
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Figure 1. A Typical Frame of Speech Data 



without the windowing, some high frequency noise will be introduced into the data 

frame. 

A Hamming window was used on each frame of the data. The Hamming 

window is a raised cosine curve which is close to zero on both ends and has a value 

of one in the middle. Windowing the data is a simple matter of multiplying the 

Hamming function by the data at each point. Figure 2 shows the same data frame 

as Figure 1, but in Figure 2, the data has been windowed. 
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Figure 2. Data Frame after Windowing 

The FFf algorithm maps the speech sample from the time domain into the 

frequency domain. After the FFf has been performed, the data consists of a set of 

complex numbers. Each complex number represents the amplitude and phase of a 

sinusoidal function which exists in the original sample. The complex numbers are 
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ordered in ascending frequency bins. Each bin represents a range of about 46Hz 

with the first bin representing frequencies between 0 and 46 Hz and the last bin 

representing frequencies between 5954 and 6000 Hz. It is common practice in 

speech recognition to calculate the power spectrum so that real numbers may be 

used instead of complex numbers. This is done by summing the squares of the real 

and imaginary parts of each complex number and then taking the square root of the 

result. The two lowest frequency bins are discarded. Figure 3 shows the data 

frame after the FFf has been performed and the power spectrum calculated. 

It should be noted that most of the energy in the speech sample is concentrated at 

the lower end of the power spectrum. The feature vector which is to be extracted 
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Figure 3. The Power Spectrum of a Data Frame 

8000 

9 



from this power spectrum must be of a relatively small size, i.e., 16 bins instead of 

128 bins. In order to preserve as much information as possible, a logarithmic scale 

is used to combine the bins from the power spectrum into the feature vector. This 

logarithmic scale is called the Mel scale [14][15] . Each of the 16 bins of the feature 

vector is assigned a range of bins from the power spectrum. The values of the 

range of bins are summed and the log of the total is taken. This type of 

preprocessing is a crude approximation of the type processing which has been 

observed in biological systems. Figure 4 shows the Mel coeffecients of the data 

from Figure 1. 
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Figure 4. The Mel Coeffecients of a Data Frame 
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CHAPTER III 

TilE SPR NEURAL NE1WORK MODEL 

The SPR model has some imponant advantages over other neural network 

models. One major advantage of the SPR is that the time required to train it for 

classification grows linearly with the number of classes. Another advantage is that 

the SPR may be easily implemented in hardware. Also, the SPR has been shown 

to perform well when the signal is corrupted by noise. The SPR is a promising 

model because of the potential for high classification performance and the relatively 

low computational complexity which it provides. 

3.1 The Neural Rin2 

The SPR model consists of a number of Neural Rings (NR), each of which has 

learned one exemplar pattern. Therefore, there must be at least as many NRs as 

there are output classes. However, there may be more than one NR for each output 

class. The Neural Ring appears in Figure 5. Each neuron in the NR is trained to 

recognize one frame of the spatiotemporal pattern. The pattern P which is to be 

classified consists of a series of feature vectors Pi which are fed one at a time to 

each Neural Ring in the SPR. After the entire pattern P has been presented to the 

SPR, a classification decision is made. 
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Figure 5. The Neural Ring 

3.2 The Dot Product Neuron with Latches 

The basic computational component of the NR is the Dot Product Neuron with 

Latches (DPNL). The DPNL is identical to the standard McCulloch-Pitts neuron 

used in most neural networks except that the DPNL has two latches added which 

trap values for post-processing. It is the post-processing of the activation history 

using fuzzy logic techniques which gives the SPR its potential for high 

classification performance. Figure 6 shows the DPNL where M is the latch which 

holds the maximum excitation achieved by this neuron and T latches the time at 

which M was activated. The dot product of the input vector, X, and the weight 

vector w is a direct measure of similarity between the input vector and the vector 

which this neuron has been trained to recognize. The output of the DPNL is 

calculated by 

(1) 



CONTROL 

~ 

Figure 6. The Dot Product Neuron with Latches. 

where Ii 1 is gated activation from other neurons, r? is the dot product of the input 

pattern vector X with the weight vector w. and the + operator is defmed as 

[e]+=OifesB (2) 

[e)+= e if e >B, (3) 

where B is a threshold, usually set to zero. The variable t represents the current 

time interval. 

After the pattern P has been fully presented to the SPR, the sums Ck of all M's 

in each NR is calculated as 

(4) 

where Mik is the value held by the M latch of the ith neuron in the kth NR The 

information obtained from this calculation is not sufficient for classification of the 

input. Consider the case where the DPNLs in one Neuron Ring fire in the order 

ABCD and in another Neuron Ring they ftre in the order A CD B. Either order may 
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create the same total activation C. However, in the first NR the T latches would 

hold [0,1,2,3] and in the second NR the T latches would hold [0,2,3,1]. This 

gives rise to a second metric Sk, which is equal to the number of transpositions 

necessary to bring the T k vector back to natural order. 

These two variables ck ant sk are normalized and then combined by 

Dk = [ (Ck-1 )2 + Sk 2]0.5 (5) 

to form a Euclidian distance metric. The D vector is used to make the classification 

decision. The current model simply assigns the class corresponding to the smallest 

Dk as the class of the input signal. Figure 7 shows the complete SPR neural 

network model for six training samples. 

The SPR is trained by assigning one training sample to each NR. The first 

feature vector of the first sample is placed into the first DPNL in the first NR. The 

second feature vector of the first sample is placed in the second DPNL of the first 

NR and so forth until all training samples have been internalized. 

3.3 Some Problems with the SPR Network 

The major drawback to the SPR is in the need to physically retain a large 

number of training samples to adequately represent a class. This causes the SPR to 

require a large amount of main memory while performing the classification task. 

The current implementation requires on the order of 5 Mbytes on a Sparcstation 

when trained with 24 samples of each of the 10 words. This is clearly unacceptable. 
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This research explored some methods for reducing the number of exemplars which 

must be stored, thereby reducing the size and computational demands of the SPR 

network. 

In the current implementation, adjacent bins of the power spectrum were 

averaged together to reduce the size of the input vector and thereby reduce 

program execution time. 

In the current model, classification of the input vector is determined by fmding 

the smallest element in the D vector and assigning that class to the input Some more 

elaborate scheme may yield better classification performance. One such approach 

would be to take the sum of the N smallest Dk for each output class and compare 

the sums. The effect of each of these proposed modifications to the SPR network 

model have been examined. 
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CHAPTERN 

EXPERIMENTS AND RESULTS 

The SPR algorithms have been written inC on a Sun Sparcstation. The use of 

X-Windows on the Sun allows for multiple versions of the program to run 

simultaneously on different Sparcstations and on the Sun 4 system. The high 

resolution graphical displays available on these systems allows useful analysis of 

the network performance. 

4.1 The Experiments 

Six experiments were conducted to evaluate the SPR for speech recognition and 

to evaluate cenain improvements to the network. The performance of the network 

was enhanced considerably and computation time required to simulate the network 

was reduced slightly. 

4.1.1 The First Experiment 

In this experiment, the SPR network was constructed and tested without 

modifications. The network was trained with several different training sets of 

various sizes to determine the effect of training on classification performance and to 

test the implementation of the SPR algorithm. 
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4.1.2 The Second Experiment 

In the second experiment. an attempt was made to increase classification 

performance by modifying the SPR network. Equation 1 was modified to become 

xit+ 1 = xit + A(-axit + b[l1i + (12i)nl+), (1') 

where n is an integer power. This modification was intended to make each neuron 

respond only to patterns which are very close to the one that it was trained to 

recognize. It was noted in experiment 1 that the neurons in the SPR were not very 

selective about the input vectors that they responded to. This modification was 

made in an attempt to force the neurons to be more selective about which speech 

events could trigger them. This modification was expected to significantly improve 

classification performance. The network was tested with three training sets and 

several values of n in order to determine the effectiveness of this modification and 

to determine a reasonable value for n to be used in future experiments. 

4.1.3 The Third Experiment 

In the third experiment. an attempt was made to improve classification 

performance by modifying equation 5. Equation 5 was modified to be 

Dk = [(Ck-1) + Sk 2]0.5, (5') 

so that the importance of the number of transpositions in each T vector on the final 

decision was reduced slightly. It was noted in earlier experiments that, although the 

C term was important to correct classification for many samples, it was also 
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responsible for the misclassification of other samples. This modification of 

equation 5 was intended to minimize the number of misclassifications resulting 

from the C term. 

4.1.4 The Founh Experiment 

In the Fourth Experiment, an activation window was added to the neural ring so 

that each neuron could respond only if it was within the activation window. The 

activation window was moved one step further along the neural ring at each time 

instant. In order to specify the width of the activation window, a new variable, a, 
was added to the SPR equations. In other words, equation 1 was modified so that 

xit+l = xit + A(-axit + b[l 1i + (12i)n]+). 

if t - a < i < t + a and 

x·t+1 = 0 
1 ' 

( 1 ") 

otherwise. It was noted in earlier experiments that many misclassifications were 

caused by activation of similar sounds in different parts of a word. For instance, 

the word six, when spoken, ends with the same sound that it starts with. This 

similarity caused the network to respond to the s sound whenever it occurred, 

regardless of whether the sound occurred at the beginning of the word or the end of 

the word and the T vector would contain more transpositions than it should. This 

modification of the network was intended to reduce the response of the network to 

sounds which occur at a different time than they should. 
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4.1.5 The Fifth Experiment 

In the fifth experiment, the effects of changing the size of the input vectors was 

studied Vectors of length 16, 24, and 32 were tested with various amounts of 

training. Only vectors of length 16 were used in previous experiments. It is 

expected that the longer feature vectors will provide better performance because less 

information is lost in the conversion to Mel frequency bands. 

4.1.6 The Sixth Experiment 

In the sixth experiment, the performance of the SPR model was evaluated for 

different speech recognition tasks. The network was evaluated for single speaker 

recognition, multi-speaker recognition, and speaker independent recognition. 

4.2 The Results 

4.2.1 Results of the First Experiment 

The first experiment was intended to determine the effect of training on the 

performance of the SPR. The network was trained with five training sets of 

different sizes. The training sets had 160, 320, 480, 640, and 800 samples 

respectively. The 320 sample training set consisted of the 160 sample training set 

plus 160 more samples. The 480 sample training set consisted of the 320 sample 

training set plus 160 additional samples, and so forth. 

20 



Figure 8 shows the results of experiment 1. It is apparent from the graph that 

the performance of the network increases with training. In fact. the performance 

increases fairly linearly with the number of training samples. The slight 

downtuming of the graph in Figure 8 indicates that the network may eventually 

reach a point where funher training will not increase performance significantly. 

However, the network would need to be trained with many more samples than is 

feasible for this implementation because the SPR network must store many 

exemplars for each pattern class. The performance of the network at this stage is 

very poor compared with some other speech recognition systems. 
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Figure 8. Training Samples versus Performance 
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4.2.2 Results of the Second Experiment 

The second experiment was intended to evaluate a modification of Equation 1 

which governs the output of the neurons. A new term, n, was added to the 

equation in an attempt to improve classification performance. Three training sets 

were used and n was allowed to range from 1 to 13 for each training set. Figure 9 

shows the recognition rate versus n for each of the three training sets. 

It is apparent from Figure 9 that the addition of the new term significantly 

increased performance for all three training sets. It should be noted that all three 

training sets achieved their maximum recognition rates at n= 11. It should also be 

noted that the increase in recognition rate was inversely related to the size of the 

training set, i.e., the smaller the training set, the greater the performance 
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Figure 9. Recognition Rate versus n. A) 160 Training Samples, 

B) 320 Training Samples, C) 480 Training Samples. 

22 



llllprovemenL Because of the significant improvement in the recognition rates 

obtained by using Equation l I instead of Equation l , Equation l I was used with a 

value of n=ll in all further experiments. 

4.2.3 Results of the Third Experiment 

The third experiment was conducted to determine the effect of modifying 

equation 5. The five training sets used in Experiment 1 were used again for this 

experiment. The results are shown in Figure 10. 

It is apparent from Figure 10 that the results obtained by using Equation 51 were 

not a great deal better than the results obtained by using equation 5. However, in 

most cases, there was a slight improvement in the recognition rate of the SPR and 
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Figure 10. Recognition Rate versus Training Samples. A) The original SPR, 
B) After Experiment 2, C) After Experiment 3. 
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there were no cases where Equation 5' gave worse performance than Equation 5. 

Therefore, in all further experiments. Equation 5' was used instead of Equation 5. 

4.2.4 Results of the Fourth Experiment 

In the fourth Experiment, Equation 1' was modified so that each neuron could 

only be activated within a window of opportunity. Equation 1" was tested with 

three different training sets of different sizes. The first training set contained 160 

samples. the second set contained 320 samples and the third set contained 480 

samples. The new variable, a' was allowed to vary between 10 and 1 ()() in 

increments of 5. It should be noted that a value of 100 for a is equivalent to using 

Equation 1 '. 

Figure 11 shows the recognition rate of the network versus a for each of the 

three training sets. It is apparent from Figure 11 that. in general, the use Equation 

1" did not provide better recognition performance. In fact, for values of a less than 

forty, the performance of the network was somewhat unpredictable. Although 

some values of a did provide higher performance, there appears to be no simple 

relationship between a and the recognition rate of the network. However, both the 

320 sample training set and the 480 sample training set achieved higher 

performance when a was assigned a values of 20 or 35. 

Although the relationship between a and recognition rate is somewhat 

unpredictable, it should be noted that in all three cases, the performance of the 
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network became constant when a was assigned a value of 50 or more. This is 

important in terms of the time which is required to simulate the network on a 

computer. Since many of the neurons lie outside of the window at any given time, 

it is not necessary to evaluate their output and processing time may be saved. For 

this reason, a value of 45 was used for a in all funher experiments. 

4.2.5 Results of the Fifth experiment 

The fifth experiment was intended to determine the effects of feature vector size 

on the recognition rate of the SPR network. The original speech samples were 

preprocessed into feature vectors with 16 elements. For this experiment, the 

database was preprocessed two more times with resultant feature vectors of 24 and 
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Figure 11. Recognition Rate versus a for three different training set sizes. 

A) 160 samples, B) 320 samples, C) 480 samples 
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32 elements, respectively, so that a total of three databases of preprocessed signals 

were available. A 160 sample test set was created for each of the three databases 

using the same words in each database. Next, several training sets were created 

from each database, again using the same words from each database. 

Figure 12 shows the recognition rate versus training set size for each of the three 

databases. The graph in Figure 12 shows that there appears to be an inverse 

relationship between the feature vector size and recognition rate for the SPR 

network, i.e., the larger the feature vector, the lower the recognitin rate. 

4.2.6 Results of the Sixth Experiment 

The Sixth Experiment was intended to detennine the performance of the SPR 

network for three different types of speech recognition. 
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Figure 12. Recognition Rate versus Training Set Size A) 16 element feature vector, 

B) 24 element feature vector, C) 32 element feature vector 
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Figure 13 shows the performance of the SPR network for the single speaker 

recognition task. The maximum recognition rate attained was slightly below 90 

percent. This is not surprising considering the small size of the training set It is 

very likely that considerably higher recognition rates could be attained if more 

samples were included in the training set. The training set used was the largest that 

could be obtained from the 11 database for single speaker recognition. 

Figure 14 shows the recognition rate of the SPR network for speaker 

independent recognition. For this experiment, the network was trained on speech 

samples selected from four of the eight available speakers and was tested on 

samples selected from the other four speakers. The graph indicates that increasing 

the training set size actually decreased classification accuracy. This is probably due 

to the fact that the network was learning to specialize its recognition for the four 
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Figure 13. Performance on single speaker recognition task. 
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Figure 14. Recognition rate for speaker independent task. 

speakers on which it was trained and was not able to generalize to the speakers 

which it was unfamiliar with. It is possible that this sort of behavior could be 

minimized by training the network on a large number of different speakers. 

However, this would involve preprocessing a large part of the 11 database. 

Figure 15 shows the recognition rate of the SPR for the multi-speaker 

recognition task. Figure 15 was acquired by using the same training and testing 

sets as were used in the first experiment It should be noted that the modifications 

to the SPR which were made during the course of this study have significantly 

increased the recognition rate of the network. 
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CHAP'IER V 

CONCLUSION 

The focus of this study was to evaluate the SPR neural network for the 

recognition of human speech. Several modifications were made to the network in 

order to increase classification performance. Six experiments were conducted in 

order to determine whether or not the SPR network is capable of performing human 

speech recognition. 

It was found that higher performance could be attained with several minor 

improvements to the network. Making the neurons more selective about which 

input vectors they respond to resulted in a dramatic increase in recognition 

performance. Performance was slightly improved when the calculation of Dk was 

modified so that the number of swaps in the T vector was less important to the 

overall classification decision. 

The effects of implementing an activation window are somewhat unpredictable. 

The activation window produced higher recognition rates for some test sets while 

producing lower recognition rates for some other test sets. The window di~ 

however, slightly reduce the time needed for evaluation of the test samples. It is 

possible that a different implementation of the activation window could yield higher 

performance and enhanced execution speed for all test sets. The width of the 

window could be made dependent on the length of the neural ring to which it is 
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applied and the windows movement down the neural ring could be made to depend 

on which neuron is currently producing the highest response. The fact that, in 

some cases, the recognition rate of the network was significantly improved by the 

use of the activation window leads to the conclusion that the idea has some merit. 

Perhaps the implementation can be modified so that the effect of the window is 

more predictable. 

It was also found that the original 16 element feature vectors worked better than 

the larger 24 element and 32 element feature vectors. Not only does the use of 

smaller feature vectors enhance recognition performance, but the time required to 

simulate the network and the amount of memory required are greatly reduced. 

When tested on a single speaker, the network did not perform as well as it did 

on multiple speakers. This is probably because the training set for a single speaker 

is limited to about 100 samples from the 11 database. It is very likely that 

significantly higher recognition rates could be attained if a larger training set were 

created. 

On the speaker independent task, the network performed poorly and the 

recognition rates declined further as larger training sets were used. It is suspected 

that the network was learning to specialize its recognition for the speakers who 

were used in the training set This behavior is comparable to overtraining in a 

backpropagation network. It may be possible to minimize this son of specialization 

by using a few samples each from a large number of different speakers for training 

the network. 
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Although the SPR neural network model has failed to yield high performance, it 

still warrants further study. There are a number of modifications which can be made 

to the model to improve classification performance. One modification might be to 

train a backpropagation network to take the D vector as input and to produce the 

final classification as the output. This may work much better than simply taking the 

maximum value in the D vector as the class of the input sample. 

It is likely that larger training sets would result in significantly higher 

recognition rates. However, in its present form, the SPR model requires a large 

amount of main memory and computational time and, therefore, the use of 

significantly larger training sets is not feasable. It should also be possible to reduce 

the storage and computational requirements of the SPR mcxiel by removing 

redundant information from the neural rings. However, the SPR mcxiel needs 

further refinement and evaluation before much effort is spent to make it more 

efficient. 
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