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ABSTRACT 

It is often desirable to have neural networks whose output is hard-limited, since 

these networks are easy to implement in hardware and provide simplistic output. 

However, the methods for training hard-limiter neural networks are not very efficient 

and are often very time consuming. A very popular method for training neural 

networks is error back-propagation, which requires a continuously differentiable 

activation function. Unfortunately, hard-limiter functions are not continuously 

differentiable and cannot be used in this technique. Sigmoidal networks can be used in 

back-propagation and if applicable to hard-limiter networks, could provide an easy 

method to train these networks. A technique for training hard-limiter neural networks 

using sigmoidal neural networks was investigated. 1 

Several different problems were investigated using this technique, with promising 

results. One of the problems investigated was a font recognition problem. The 

training technique used on this network exhibited greatly decreased training time 

compared to a standard sigmoidal network and the performance of the hard-limiter 

network essentially matched the performance of the sigmoidal network. The hard

limiter networks showed good performance using the weights obtained from the 

sigmoidal networks, but did not always exhibit good generalization on some of the 

problems investigated. The technique worked well with most of the problems 

investigated and should be considered a viable technique to train hard-limiter 

networks. Further investigations need to be done to work out the generalization 

problem and to determine when training is to be ceased, since traditional methods to 

avoid overtraining do not apply to this technique. 
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Obiectives of the Research 

CHAPTER I 

INTRODUCTION 

The two most popular activation function types used in feedforward neural 

networks today are hard-limiter functions and sigmoidal functions. The implementation 

of neural networks into digital hardware is much easier to accomplish with hard-limiter 

functions than with sigmoidal functions, due to the binary characteristic of the hard

limiter and the non-linearity of the sigmoid. Unfortunately, the current techniques for 

training hard-limiter neural networks have limitations compared to the more popular 

technique for training sigmoidal neural networks, known as error back-propagation. 2,3 

Error back-propagation requires a continuously differentiable activation functio~ so it 

not applicable to hard-limiter functions. 

The objective of this research is to investigate a method of training hard-limiter 

neural networks using sigmoidal networks. 1 Neural networks with sigmoidal 

activation functions were trained using back -propagation and then incrementally 

retrained with higher gain such that the activation functions behaved more and more 

like hard-limiter functions with each training step. Finally, the activation functions 

were replaced with hard-limiter activation functions to observe how well the nets 

performed with the weights developed through this technique. 

The training method worked reasonably well. The training time was decreased by 

the incrementing of the sigmoidal gain (A.) increment. The weights generated by the 

sigmoidal networks provided appropriate hard-limiter network performance for all the 

experiments. Some of the networks gave poor generalizatio~ but it is unclear if this is 

due to the training technique. 
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Organization of the Rwort 

This report is organized into five chapters. The first chapter is the introduction, 

which you are reading now. The second chapter covers some background history of 

neural networks leading up to this work. It describes what a neural network is and 

discusses the feedforward and back-propagation networks used in this paper. The 

second chapter explains the basic motivation behind the development of this training 

technique and the basic approach used in the experiments. The fourth chapter presents 

a description of each of the experimental problems investigated, the procedure used in 

training, and the results for each experiment. Finally, the fifth chapter presents the 

conclusions drawn from this work. 
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The Neuron Model 

CHAPTER II 

BACKGROUND 

Neural networks were developed based on models of human neurons. The most 

common model used for a neuron is shown in Figure 1. 4 This model is called the 

perceptron model. It has a number of individually weighted inputs and a single output. 

The weights applied to the inputs can be inhibitory or excitatory in nature. The sum of 

these weighted inputs are then passed through an activation function that determines 

the final output of the neuron. This neuron model has the flexibility of having linear or 

non-linear outputs, but is not a very powerful computational unit when used in 

isolation. 

There are many choices for activation functions, but the most common are the 

sigmoidal functions and the hard-limiter (also called sgn) functions. The most common 

forms of these functions with their respective outputs are presented in Figures 2, 3, 4, 

and 5. 

A single perceptron with n inputs has the ability to draw a n-1 dimensional 

hyperplane dividing the input data space and thus can be used as a classifier of sets as 

shown in Figure 6. s Although the sigmoidal outputs may divide the data space along 

the same hyperplane as a hard-limiter node, they can provide additional infonnation of 

uncertainty or of weak membership. In the case where sigmoidal activation functions 

are used, the sets are divided with a range of values not unlike a contour map. This 

difference in outputs can effect the apparent error of classifications. In Figure 6, the 

hard-limiter misclassifies an item from set A (circles) and it does so with the same 

conviction that it correctly classifies set B items (squares). In Figure 7, the 

misclassification of the same point still occurs but the value of set membership is not as 

3 



strong for points along the border of the two sets as a point that is deep within a set's 

space. Therefore, a sigmoidal node can provide more information regarding the 

strength of set membership, but on the other hand, if a simple yes/no or AlB decision 

needs to be made (as is frequently the case in real-world situations), there is no 

advantage to having a sigmoidal output. 

Input 1 

Input 2 

Input n 

Output 
1=11 

f(L W, * lnput1 ) 

1= 1 

Figure 1 
Perceptron Model of Human Neuron. 
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Feedforward Networks 

As stated earlier, the single neuron alone is not a very powerful computing 

element, but neurons can be combined to form networks, which allow for computation 

of much more complex problems. Figure 8 demonstrates the combined output from 

two perceptrons acting on the same set classification problem presented above. By 

adding more neurons, we can provide more dividing hyperplanes which, when 

combined, allow for set boundaries of higher complexity to be subdivided. As Figure 

8 demonstrates, the two sets can correctly be identified if two perceptrons are used in 

cooperation. 

A common method of adding more neurons (nodes) in a network is to organize the 

nodes into layers. The inputs to the network are fed into the nodes of the first layer 

and the outputs from that layer feed into yet another layer. This can be chained to any 

number of layers, but usually does not extend beyond three. An example of this 

method is shown in Figure 9. 

There are several terms to point out about the network depicted in Figure 9. The 

inputs to the net are referred to as the input layer, the last layer is the output layer and 

all the layers in between are called hidden layers. The nodes of these middle layers are 

often referred to as hidden units. When information flows only from input to output, 

the network is called a feedforward network. If a network has layers whose output 

flows back into itself or previous layers, the network is called recurrent. This paper 

will be concerned only with feedforward networks. Also notice that the inputs to each 

of the layers in Figure 9 are augmented. That is, there is an extra input, often 

referred to as the threshold, which is set to a fixed value. This convention is used to 

help the networks converge to the desired output during training by allowing the 

intercept of the hyperplane to be shifted along one axis of the input space. 6 A typical 

value used is ± 1 as shown. 
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Figure 7 
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Figure 6 
Hard-limiter Perceptron Space. A 

misclassified point from set A is 
indicated by outline. 

Sigmoidal Perceptron Space. The 
weakly classified points from both 

sets are indicated by outline. 

y 

• 

Set 8 

Figure 8 
Two Node Hard-limiter Perceptron 

Space. The misclassified point in the 
single-node network is now correctly 

classified. 
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layer 2 

Hidden 
layer 3 

Figure 9 

Output 
Layer 

A Multilayered Feedforward Network. 

Back-Propagation Neural Networks 

Output 

Feedforward networks can be trained using error back-propagation, frequently 

referred to as back-prop. 2.3 This method of network training requires continuously 

differentiable activation functions on all the nodes. The conceptual theory behind this 

method of training is shown in Figure 10. If we take the derivative (or gradient) of the 

error of a function with respect to the function's input, we should be able to move 

down the derivative (or gradient) to determine the direction of change to the input to 

minimize the output error. We can adjust the input by some small increment in the 

minimization direction and then take a new derivative. This process may be repeated 

until the desired error is achieved or until the error ceases to decrease. 
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error 

oerror -Ox 

Figure 10 
Error Back-Propagation Learning. 

With equation (3) the input to the activation function is the sum of the neurons 

weighted inputs. While we cannot adjust the neuron inputs (these being the input 

patterns to the network), we can adjust the weights to minimize the error in the 

output. To be able to implement back-propagation learning, we must determine the 

derivative of our activation function with respect to the weights. For the activation 

function given in equation (3 ), the adjustment to the weights for the output layer and 

hidden layer( s) are presented in Figure 11 . 

Finally, a momentum term is often added to the weight update rule. The 

momentum term is applied by simply adding a portion of the weight update from the 

previous training step to the current weight update. The reason for this is that it helps 

to prevent oscillations that can occur as in Figure 12, where if the step size is too large 
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the error point will oscillate back and forth across the error basin. By adding a portion 

of the previous adjustment, the oscillations will help to cancel each other out and 

convergence will be hastened. For this reason a momentum term was used with all of 

the networks in the paper. 

The general update rule for back propagation is 

if: 
&wtt = -q--. 

&lA: 

The error for the output layer is calculated by 

: = (~- Oi)g'(hi)Y/, 
lA: 

The error for the hidden layers is calculated by 

where, 

Aw tt is the change to weight k on node i, 

T/ is the learning rate, 

g'(hi) is the derivative ofthe activation function, 

¥,11 is the output of node i for input pattern J.l, 

(6) 

(7) 

(8) 

(9) 

(,' is the desired output of node i for input pattern J.l, 

0~ is the actual output of node i for input pattern J.l, 
' 
~ -is the input node k for input pattern J.l. 

Figure 11 
Weight Update for Error Back-propagation. 5 
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Figure 12 
Error Oscillation. 

Other Hard-limiter Training Methods 

In this section, an overview of some other techniques used to train hard-limiter 

networks will be presented. This is not a complete list, but does cover some of the 

more popular or interesting methods. 

A method presented by Bartlett and Downs creates a continuously differential 

function on the hard-limiter networks by using random weights. 7 If the known value 

of the weights in the hard-limiter activation function were replaced with a mean and 

variance of probable values for the weights, the output of the hard-limiter becomes a 

probability value, which is continuously differentiable. While this method is 

mathematically interesting and creative, it has several drawbacks. First, it has a large 

calculation overhead and second it is not clear how to extend the method to multiple 
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layers. Since easier methods for training single layer bard-limiters exist, this method 

does not seem promising at this time. 

Another method for training hard-limiters is called the pocket or pocket with 

ratchet method.8 The basic idea is to keep the best set of weights "in your pocket." 

The method is a modification to perceptron learning. The input patterns are presented 

to the network and if a weight set gives correct answers for a series of input patterns 

that is longer than the series of correct answers given by the pocket weights, the 

current weights become the pocket weights. If the current weights do not give a 

correct answer for a longer series of input patterns than the pocket weights, they are 

replaced with the pocket weights plus a correction towards the current input pattern. 

The pocket with ratchet algorithm works the same way, except that before the current 

set of weights can replace the pocket weights the current set of weights must perform 

better over all of the input patterns. An advantage of this method is that it can give 

better perfonnance on non-separable sets than back-propagation. 

A method of training hard-limiters of some interest to this work also uses back

propagation, but in a different way.9 The basic idea with this network is that every 

node calculate both a bard-limiter and a sigmoidal activation function. When training 

begins, the nodes output only the sigmoidal activation function but as training 

progresses the nodes output the sum of a portion of each activation function with the 

portion of the sigmoidal activation decreasing, while the hard-limiter portion increases. 

The portion of the hard-limiter function is equivalent to 1.0 minus the portion of the 

sigmoidal function. The weight updates are a modification of the weight update from 

back-propagation to take into account the proportional sum. The method was tried on 

a small number of emulation problems and showed very good performance but, 

although similar in concept to the method in this paper, it is a slightly more 

complicated. 

12 



A method that is experiencing a lot of current interest is evolutionary 

programming. 10 An advantage of this method is that any activation function desired 

may be used. This method is based on neo-Darwinism "survival of the fittest." The 

basic method is to generate a large population of networks and then, through some 

evaluating criteria, select the best networks from the population to "survive." The 

'surviving' networks are retained and the other networks are discarded. The rest of the 

population is then filled out by making new networks by copying the survivors, but 

with small perturbations to the weights or in some cases the network structures. This 

method requires large populations and suffers from a difficulty in determining the best 

technique for picking survivors. Additionally there is a computational penalty for not 

using gradient information. 

Similar to evolutionary program is genetic algorithms. 11 , 12 This method also 

allows for any type of activation function and also requires picking the "fittest" 

networks from a population to create new offspring. The difference of this method 

from evolutionary programming is that the weights of a network are formed into a 

binary string and are treated as a chromosome of genetic material. The new networks 

of the population are created by genetic operations such as mutations and crossovers. 

An advantage of this method is that the entire weight space is searched, so it is not 

susceptible to local minima. The disadvantages include those of evolutionary 

programming plus the difficulties of choosing appropriate crossover sights. Although 

genetic algorithms have worked well in nature, in nature mating successfully occurs 

only between similar species, such as horses and donkeys, and mutations are almost 

always detrimental. It also would seem mating successful, but very different, networks 

will rarely produce a "goodM network. An analogy would be trying to mate a hamster 

and a cameL although both have the same goal of survival in the same environment, 

their methods are radically different and not likely to be compatible. 

13 



CHAPTER III 

PROBLEM DEFINITION AND APPROACH 

Sigmoidal Nodes Versus Hard-limiter Nodes 

Two of the most common activation functions are the hard-limiter (Figures 2 and 

4) and the sigmoid (Figures 3 and 5). Both types have advantages and disadvantages. 

The main advantage of sigmoid functions is that they are continuously differentiable. 

This allows this type of function to be used in a popular training scheme called error 

back-propagation, which requires a continuously differentiable function. 2 

Unfortunately, the sigmoidal functions are difficult to implement into digital hardware, 

which is a major disadvantage to its practical use. Hard-limiter functions, on the other 

hand, are easy to implement into digital hardware, but because they are not 

continuously differentiable they cannot directly be trained using back-propagation 

whenever there are hidden layers. 

It would be convenient if we could train a network using the back-propagation and 

implement it in hardware using hard-limiter activation functions. A method for doing 

just that is presented here. Observe that in equation (3) from Figure 13, the input is 

multiplied by a gain factor (A.). While the value for lambda is usually 1.0, larger values 

can be used. It was observed that the output of the sigmoidal function with higher 

gain values begins to "look like" the output of the hard-limiter function. This effect is 

demonstrated in Figure 13 with the mathematical basis behind this effect shown in 

equation (10). 

O:x < 0 
limit 1 

--.u.,.- = 0.5:x = 0. 
A.~ oo 1 + e-

0 1:x > 

14 

(10) 



I 

-

f (x) 

+1-v -

. 

~ / I -· / X 
0 

A 

2A - ··-- -··- ··-

5A --------· 

f(x) = 
1 

(3) 
1 + e - ;.oz 

Figure 13 
Sigmoidal Activation Function with Increased Gain. 

Approach 

The training scheme investigated in this paper is very simple in concept and begins 

with creating an appropriately sized sigmoidal neural network for the particular 

computation problem. 

The network is then trained using standard back-propagation until a desired error 

level is obtained. Once the desired error level is obtained, the gain (A) on the 

sigmoidal function is increased and the network retrained. This step is repeated with 

incremental increases to the gain until the gain reaches a pre-chosen level. Next, the 

activation function is switched to a hard-limiter function and the performance 

differences between the sigmoidal network and the hard-limiter network are observed. 

The goal is to determine the applicability of this method for the training of hard-limiter 

networks. 
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Problem Description 

CHAPTER IV 

EXPERIMENTS AND RESULTS 

The first problem investigated was the traditional Boolean two input exclusive-or 

problem as shown in Table 1. This common digital logic problem was useful as a very 

simple test to determine if the training method was working. 

Input 1 

0 

0 

1 

I 

Procedure 

Table 1 
Exclusive-OR Boolean Function 

Input 2 Output 

0 0 

1 I 

0 I 

I 0 

Inverted Output 

1 

0 

0 

1 

The network was constructed using two input units, two hidden units, and two 

inversely related output units as shown in Figure 12. Each layer has an augmented 

input of -I.O for every pattern. Additionally, the four input patterns were randomly 

presented to the network. After training to the desired error level of. 001 at each gain 

(A.) level, the gain was increased and the network retrained. The gain level ranged 

from 0.1 to I. 0 and was incremented by a value of 0 .I. 
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Output 

,___Output 

Figure 14 
XOR Network Structure. 

Results 

The weights obtained from the sigmoidal network worked perfectly for the hard

limited network regardless of the gain used. The weights obtained from training with 

a sigmoidal gain as low as 0. 01 performed flawlessly with the hard-limiter network. It 

should be noted that XOR is not learnable by back-propagation given certain intitial 

weight conditions. As expected, the hyperplanes were correctly positioned in the input 

space to allow for proper output from the hard-limiter network, whenever the 

network did converge to a solution. 

Gaussian Distribution 

Problem Description 

The next problem studied was the classification of two Gaussian distributed sets 

with variance ( o) of I. 0 as shown in Figure 15. The mean (tl) of the first set was 

always 0.0, such that the mean (JJ.) of the second set was equivalent to the difference 

(A) between the two sets. This problem was expected to show large differences in the 

17 



indicated error between the two activation function types since sigmoid functions 

show less error near the boundary of overlapping sets. The ideal position of the 

division point should be the point of overlap between the two sets (M2). The problem 

is depicted in Figure 15. 

distribution of x 

Figure 15 
Two Gaussian Distributed Sets. 

Procedure 

The training and test sets each contained 400 points with 200 points from each set. 

The network consisted of a single hidden node and a single output node as shown in 

Figure 15. Comparisons between the ~igmoidal and hard-limiter sets were conducted 

for different distances (L1's) between the two set means. The distances between the 

means examined were 3.0, 2.0, and 1.0. The network was trained at a gains of 0.1 to 

0.9 by 0.1 increments. The weights from the previous gain level were retained. The 

training at each gain step was halted when the error level reached 1/2 the expected 

stastical gain as explained below. The learning rate (step size) was 1. 0 with a 

momentum term of 0.6. 
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Figure 16 
The Network Used in the Gaussian Problem. 

Results 

The results are presented in Figure 17. The error values presented in the Tables 

are half of the total squared error (TSE) determined by the following equation: 

E"or = .!. L (output - desired)2 
. 

2,.,_ 
(11) 

Only gains of small value would show any difference between the outputs so gains 

between 0.1 and 0.9 were examined. The hard-limiter networks consistentlv showed 

poorer performance than the sigmoid set in all of the runs, but it should be noted that 

the errors from the hard-limiter network correspond to the midpoint of overlap 

between the two sets. This means that although the hard-limiter network's 

performance drops, the weights from the sigmoidal net still place the hard-limiter in its 

optimum performance position. By calculating the standard normal distribution ( z

score) for each of the distances, we can determine the expected error from the 

probabilities from a standard z-score probability Table. The probability Table used in 

my calculations are from [13]. Using equation (12), we get an estimated error of 

26.72, 63.48, and 123.4 for the distances of3, 2, and 1, respectively. 
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Figure 17 
Gaussian Distribution Outputs. 

Since the cumulative error reported by the program was halfed as shown in 

equation (12), the error values indicated in the graphs correspond to the expected 

statistical values. For the first graph with a distance of3 .0, observe that the sigmoidal 
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errors at high gain settle around 15 or 16 and the hard-limiter errors around 18, which 

is a little higher than the expected value of 13.36, but not signifigantly greater. 

For the second graph with a distance between means of2.0, the sigmoidal error moves 

towards 25 with the hard-limiter errors moving towards about 27. These values are 

higher than the expected value of21.74, but not by much. The final graph has similar 

results with a sigmoidal error around 42 and a hard-limiter error around 60. The 

expected error value was 61. 70, which was much higher than the sigmoid error but, 

since the overlap of the two sets is near the steepest part of the Gaussian curve, if the 

true standard deviation of the sample set is different from the desired, the difference in 

the error will be exagerated. 

!l 
--p 

Error = 2 * Probability( 2 ) * Number_ of_ points. 
(J 

Filter Network 

Problem Description 

(12) 

The next learning task investigated was a filter problem proposed by Gibson et a/. 

which has been shown to be solvable with hard-limiter networks. 14•1s The network 

setup is shown in Figure 14. The input to the filter is of value ± 1 . 0 and is filtered 

through a time delay network as shown. The outputs of the filter network are the 

inputs into the neural network. The desired output of the neural network is equivalent 

to the input of the filter, which requires the use of the bipolar activation functions as in 

Figures 4 and 5. 
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Procedure 

The inputs to the filter were 300 randomly generated points of ± 10 0 0 The network 

used is shown in Figure 140 It had two inputs (the filter outputs), six hidden units and 

a single output unit. 

---1 0.5 + 1.0i 11---r---11 

Figure 18 
Filter Network 0 

The termination point for each gain level training was an error level of 1.00 The 

network was trained with a gain of 0 01 and 50 0. At each gain level the output error for 

hard-limiter nodes was detemrinedo The network used a learning rate (step size) of002 

and a momentum of 0. 9. 
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Results 

The results from the filter net are presented in Table 2. The sigmoidal weights 

again allowed for correct perfonnance of the hard-limiter network. The error is 

calculated according to equation ( 13) and represents half of the total squared error 

over the input points. 

L ~ (desired_ output - actual_ output )2 
. ,.._ 

The error for the sigmoidal network is higher than the hard-limiter error because 

the sigmoidal net can never completely reach the desired ± 1. 0 values. The sigmoidal 

networks error values ofO.O at a gain of 5.0 are due to rounding error when 

calculating the square of the error. In this problem, the advantages of the hard-limiter 

network are apparent, since only the extreme classifications were desired. 

Table 2 
Filter Problem Total Squared Error by Gain. 

Data Set GAIN (A.) 

0.1 5.0 

Sigmoidal Trainin_g_ Set 0.755 0.0 

Sigmoidal Test Set 0.622 0.0 

Hard-limiter Training_ Set 0 0 

Hard-limiter Test Set 0 0 
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Donut Network 

Problem Description 

The donut problem was simply to identifY all the randomly distributed two

dimensional points whose distance from a pre-selected centroid was between two 

given radial bounds. An example of the set is shown in Figure 19, the points of the 

set are all the points in the shaded area outside r1 and inside r2. 

1.0 

0.5 

Procedure 

0.5 1.0 

Figure 19 
2-Dimensional Donut Problem. 

X 

The donut problem was extremely difficult to train and many different networks 

were tried before one was found that could show anything more than minimal training. 

The network that showed the best results for this problem had four inputs (x

coordinate, y-coordinate, q, r2), twelve units in the hidden layer, and each of the two 

outputs was the logical inverse of the other, as shown in Figure 20. The two radial 

bounds were included in the input vector so that they would not be "hard-wired" into 

the network, so that the same network weights could be used for different radial 

bounds. 
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Two sets of experiments were conducted. The first experiment set r1 at 0.0 and 

set r2 at 0.25, such that the problem set was essentially the enterior of a circle. The 

second experiment set q at 0.16 and r2 set at 0.33, which represented the true donut 

problem. The training and test sets each contained five hundred two-dimensional 

points randomly chosen from a uniform distributed between (0,0) and (1 ,1). The radii 

were selected such that half of the points in the training and test sets were within the 

donut set. The gains used to train the network ranged from 2.0 to 10.0 by increments 

of2.0. The learning rate was 0.2 with a momentum value of 0.8. The weights from 

each gain level were retained for the next training level and the training at each gain 

level was stopped when the error level fell below 3. 0. 

-1 

X 

1---- Output 

y 

R1 

R2 

Figure 20 
2-Dimensional Donut Network. 
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Results 

The network was extremely difficult to train. The network would often need to be 

restarted with new weights because it had run for thousands of epochs with virtually 

no improvement on the error. It appeared as if numerous local minima existed with 

very large error values. The results of the circle experiment are presented in Figure 

21. The graphs in this Figure plot the error according to equation ( 14) for both data 

sets versus each gain level that was used. 

L ( L (desired_ output - actual_ output) 
2 

) • 

,_,.., Cllltpi4J 

In all cases, the hard-limiter networks did not perfonn as well as the sigmoidal 

networks. It is interesting to note that in the second and third runs the generalization 

appeared to decreased with increased gain. This can be seen by the test error growing 

faster than the training error with increase in gain. The error reported in the graphs is 

roughly equivalent to the number of points misclassified, which at the high gain levels 

is around 10 to 20 points or about 5-l 00/o of the number of points expected to be in 

the set. 

The results from the dooot network are presented in Figure 22. This problem was 

extremely difficult to train, the smallest number of training epochs was over 30,000 

and the other two runs overflowed the short integer value used to count epochs in my 

program. 

The hard-limiter networks again had greater error than the sigmoidal networks. 

Also, the decrease in generalization with increased gain for a given error level can be 

observed increased gain is characteristic behavior or an artifact. The number of points 
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Figure 21 
2-Dimensional Circle Results. 

8 

8 

expected to be within the set is 261 . For the first graph the hard-limiter training error 

of about 55 corresponds to about 61% of the expected number of points in the "hole." 
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2-Dimensional Donut Results. 
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It is unclear at this time whether this decreased generalizaiton with of the donut, which 

is not very impressive. The third run showed much better performance with an error 

of about 11% ofthe donut set size. 
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Font Network 

Problem Description 

The problem of font recognition is an area of neural networks that has yet to be 

accomplished with any satisfaction. In this problem, we look at identifying all capital 

letters in six fonts. The fonts are presented in Figure 23. 

Courier: 

ABC0£FGHIJXLHNOPQRSTOVWXYZ 

New York: 

ABCDEFOHIJKLMNOPQRS'IUVWXYZ 

Chicago: 

RBCDEFGHIJKLMNOPQRSTUUWHYZ 

Geneva: 

J.SCOEFGHLJKLMNOPCRSnMVXYZ 

l'cni.ec 
.uil1UK)X.LQ1.1ER.TlJUtoPZXCVBNrt 

Figure 23 · 
The Six Character Fonts. 16 

The first three fonts, Courier, New York, and Chicago were used as the training 

set. The last three fonts, Geneva, Times, and Venice comprised the test set. The font 

characters were encoded using a preprocessing scheme as presented in [16]. The first 
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step was to translate the characters into an 18x 18 matrix. Next, the 14 properties of 

the fonts were encoded into 3x3 matrices. The fourteen properties and their 

respective matrices used to classify the characters are shown in Figure 24. The basic 

idea is to slide the 3x3 property matrix across and down the 18xl8 font matrix and 

count the number of occurrences, this procedure is illustrated in Figure 25. 

1. 2. 3. 4. 5. 6. 7. 

EJ[JJ[S][ZJ~b][d] 
000 010 100 001 101 100 001 
111 010 010 010 010 100 001 
000 010 001 100 101 111 111 

8. 9. 10. 11 . 12. 13. 14. 

[00][5][CJ[g[2]GJ 
111 111 110 011 100 001 000 
100 001 001 100 100 001 010 
100 001 000 000 010 010 000 

Figure 24 
The Fourteen Properties Used in the Font Encoding.16 

-

Additionally, a weighting factor is multiplied to each occurrence according to 

position and property type. This alloWs for properties that are somewhat rare such as 

the cross pattern of property number five to not be drowned out by common 

properties such as property number two, the horizontal bar. The character matrix is 

divided into 6x6 matrices to be used as position references as shown in Figure 26. The 

weights for each property/position pair are in Table 3. 
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Procedure 

The large network size of this problem allowed for greater analysis of the training 

technique, therefore a technique of dynamically incrementing was tried. The network 

trained to a desired level at a gain of 1. 0 and then incremented and retrained, until a 

gain of 1000 was reached. The increment for each gain level started at 1. 0 but if the 

cumulative error from the network ever fell below 0. 0001 , the gain increment value 

was itself incremented by 1. 0. This dynamic gain incrementing method greatly 

decreased the training training time, resulting in zero errors in relatively few training 

epochs. 

moooomoooooooo 
0 0 1 1 !1 1 0 0 0 0 0 0 0 0 
0000 p oooooooo 
-oooo o 1ooooooo 

000000000000000000 
000000100001000000 
000000000000000000 
000001000000100000 
000000000000000000 
000011111111110000 
000000000000000000 
000100000000001000 
000000000000000000 
001000000000000100 
0 0 0 0 0 0 0 0 0 0 0 0 ~m· .. 0 0 
010000000000 00 110 
111110000000 ~11 l 11 
000000000000 OOJOO 

Figure 25 
Search Pattern for Property Matrix Over Character Matrix. 16 

A network shown to work well for this problem in [ 1] consisted of the fourteen 

characterisitic inputs, twenty-eight units in the hidden layer and twenty-six output 
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Position 1 Position 2 Position 3 

Position 4 Position 5 Position 6 

Position 7 Position 8 Position 9 

Figure 26 
Position Assignment in the Character Matrix.l6 

units. The desired output vector was for all the output units to be on except the unit 

corresponding to the letters position in the alphabet. 

Results 

The results from this experiment are shown in Table 4. The error shown is the 

total squared error (TSE) over all the patterns as in equation (14). For the hard

limiter network, the error on the test set is divided into total squared error and 

misclassifications. This is because occasionally a letter will cause several output nodes 

to tum on resulting in an error value greater than 1.0. So, for the hard-limiter, the 

TSE gives the number of incorrect output nodes over the test set, while the 

misclassification error corresponds to the number of letters that gave incorrect output. 

The majority of the recognitions problems were caused by font 6 (Venus) as expected. 

On average, font 6 accounted for 67% of the error, font 4 accounted for 27% and 

font 5 accounted for only 6%. 
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Table 3 
Weighting Factor by Position.t6 

Location 1 2 3 4 5 6 7 8 9 

Property 1 1 1 1 1 1 1 1 1 1 

Property 2 1 1 1 1 1 1 1 1 1 

Property 3 1 1 1 1 1 1 1 I I 

Property 4 1 1 1 1 1 1 I I 1 

Property 5 I 2 3 4 5 6 7 8 9 

Property 6 1 2 3 4 5 6 7 8 9 

Property 7 1 2 3 4 5 6 7 8 9 

Property 8 1 2 3 4 5 6 7 8 9 

Property 9 I 2 3 4 5 6 7 8 9 

Property 10 I 1 1 I I I 1 I I 

Property II I I 1 I 1 1 I I 1 

Property I2 1 1 I 1 1 1 1 1 I 

Property I3 1 1 1 1 1 1 1 1 1 

PrOQ~ I4 1 1 I 1 1 I 1 1 I 

The network trained quickly, but did not show good generalization on the test set. 

Networks with smaller hidden layers were tried, but the training took longer, local 

minima were encountered more often, and there was no improvement on the 

generalization. Overtraining is a difficult problem to avoid with this technique. The 

usually technique for improving generalization is to not drive the training network to 

an error level that is too low. With this technique, it is difficult to estimate when to 
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stop training because, a low error at a given gain level may be cause an unreasonably 

high error level when applied to the hard-limiter network. 

Table 4 
Font Network Results 

Total Squared Error(TSE) 

Run 1 Run2 Run3 

Sigmoid training 0.0 0.0 0.0 

total squared error 

Sigmoid test 27.06 15.0 25.0 

total squared error 

llard-UUrritertraining 0 0 0 

total SQuared error 

liard-limiter test 28120 15 I 11 25 I 13 

(TSE I Misclassifications) 

Number of epochs 749 481 876 

The poor generalization exhibited in this data was cause for some concern, since 

much better generalization had been presented in [1]. To validate these results, the 

same data was presented to an equivalent network using the software from [ 17], which 

gave similar results. Additionally, Ed Corwin, a main author of [ 1 ], stated that their 

best results were very atypical. 

The reason for improved training speed is illustrated in Figure 27. The output 

error of a sigmoid activation function can be very different given the same input. 

34 



Figure 27 shows the output of a sigmoid at two gain levels. For the input as indicated 

by the arrow and a desired output 1.0, the sigmoid at the lower gain has output 

error_ l , while the higher gain sigmoid has a greater output error_2. Thus increasing 

the gain for otherwise identical situations emphasizes the error, which then allows for 

larger movement of the weights in the appropriate direction. Likewise, given the same 

situation, if the desired output were 0.0, the error at the higher gain would decrease 

resulting in little movement of the weights once the hyperplane has moved to the 

appropriate side of the input. 

Weights Analysis 

Problem Description 

f (x) 

Figure 27 
The Effect of Gain on Output Error. 

The large size of this font network allowed for greater analysis of the training 

technique, therefore further experiments were conducted on these data sets in the 

weights analysis section. The sigmoidal activation function used in the font 

experiments is given in equation (3). 
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1 
/(x) = 1 -.t• .. 

+e 
(3) 

where, 

x = L w,•input1 . (15) 
I 

In our metho~ we want to incrementally increase the gain after training and retrain 

at the new gain level, but if the same output at the new gain level is desired as in 

equation ( 16), 

then the new weights vector should be obtainable by applying equation ( 17) as shown, 

and therefore avoid the retraining step. 

If we update the weights for each gain level in an incremental fashion, instead of 

retraining, the new weight at each increment would be updated as in equation (18) 

w- = wllld A. :A = gain increment. 
A.+.£\ -

But since, 

lim A. = 1 
.t-+ao A+ A ' 

the weights should not change as you approach the hard-limiter function. Given this 

limit and Figures 6 and 7 where it can be seen that both function types simply divide 

the input space with the same hyperplane, it stands to reason that the weights that 

position the sigmoid function for minimum error will also position the hard-limiter 

dividing line for minimum error as well. 
36 

(16) 

(17) 

(18) 

(19) 



Procedure 

This experiment was conducted in two phases, in the first phase the weights from 

initial training at a gain of 1.0 were incremented according to equation (18) to see if 

the retraining step could be skipped. In the second phase the weights were 

incremented at each gain level and then retrained, to see if any speedup to training 

could be accomplished by making the gain increment larger and, due to the weight 

increment, start each training close to the desired weight space. 

Results 

The first phase of this experiment performed poorly, due to slight rounding errors 

at each incremental step. The error on both training and test sets grew with each step 

retraining was deemed necessary. The results of the second phase are also somewhat 

disappointing. The resuhs are shown in Figure 28. The result from incrementing the 

weights was off enough that the network would often be moved into a weight space 

where recovery of performance could not be easily obtained. Additionally the number 

of epochs was generally much higher with this technique with the added time taken to 

calculate the new weights. 
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Font Weight Update With Retraining. 
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Results from This Work 

CHAPTER V 

CONCLUSION 

Sigmoidal networks can be used to train hard-limiter networks with some success. 

For all the problems looked at in this work, the sigmoidal weights placed the hard

limiter networks appropriately to minimize error. The technique of dynamically 

incrementing the gain, trained extremely quickly, but suffered from poor 

generalization. It is unclear at this time whether the poor generalization was due to 

this training technique. 

For many applications where hard-limiter output is desired, the technique 

investigated in this work should be applicable and since the training is not very time 

intensive, it can easily be tried. This method of increasing the gain may also be used 

on sigmoidal networks to increase the training time, and then reducing the gain again 

once desired outputs are obtained. 

Advantages this method has over other techniques used to train hard-limiter neural 

networks include its simplicity and speed, its aplicability to multi-layered networks, 

and its use of gradient descent type learning. For these reasons, this technique appears 

to be the best method for training hard-limited neural networks at this time. 

Points of Further Study 

The poor generalization is a problem of this technique. Further study needs to be 

done to see if there truely is a decrease in generalization with increased gain. Methods 

for determining when to stop training need to be investigated, since the more 

traditional method of stopping at a certain error does not directly apply. It would also 

be interesting to investigate what relationships may exist between the necessary gain 

value required for proper hard-limiter emulation and the network size. It would also 
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be desirable to investigate more problems that are of a larger and complex nature, 

since several of the problems investigated here were linearly seperable or nearly so. It 

may be that there is a large class of problems that this technique fails to work with, but 

none of which happened to be in the set of experimental problem investigated in this 

work. 
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