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CHAPTER I 

INTRODUCTION 

Expert systems have been the classical approach to 

embedding human knowledge in a man-made system. Expert 

systems however suffer from numerous limitations, the 

primary one being knowledge acquisition and representation 

(Lehner et al., 1989). 

Expert systems are built by encoding established rules 

(system protocols) and supplementing them with the rules 

that are formulated by experts from their experience. The 

extraction of the rules from the skill-based behavior of the 

expert is the main bottleneck in creating an expert system 

(Forsythe et al., 1989). This difficulty is due to the fact 

that the heuristic rules formulated by the experts are in 

the form of highly developed cause-effect relationships that 

may be difficult for the expert to articulate and for the 

modeler to represent by explicit rules (Klien et al., 1989). 

This research attempts to model the tactical decision 

making strategy adopted by pilots under combat situations. 

The decision taken by the pilots is either to attack a 

particular target or not. This problem (tactical decision 

making) does not follow any established rule base. It is a 

problem of judgment based on experience. Hence, a 

method/model is sought that will learn/evolve like the 

mental models of human beings. Such a system, when 
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presented with examples of situations and corresponding 

decisions, should learn the principle (unknown) involved in 

arriving at the decision, and serve as a decision maker 

thereafter for any other novel situation that may be 

presented to it. 

"Artificial neural systems, or neural networks, are 

physical cellular systems which can acquire, store, and 

utilize experiential knowledge" (Zurada, 1992, pp. xv) they 

have the following desirable characteristics: 

(1) they are adaptive; 

(2) they primarily learn from experience; and 

(3) no model or rules need to be specified. 

A neural network will learn to perform a complex non

linear mapping of the input space to the output space by 

itself. It is an adaptive system that constantly changes 

itself to perform the mapping. Hence, neural networks may 

be used to learn the cognitive behavior of pilots in making 

their tactical decisions. Before attempting the employ 

neural networks, it is useful to envision a qualitative 

model of problem-solving (Figure 1) . 
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-

Response to 
Environment 

Knowledge-based behavior 

4 

Rule-based behavior 

~~ 

Skill-based behavior 

~~ 

Input From 
Environment 

Figure 1. Qualitative problem-solving model 
(Rasmussen, 1983) 

Rasmussen's model can also be thought of as a learning 

or abstraction hierarchy. In terms of Rasmussen's model, 

the concern is with learning the rule-based, skill-based and 

the knowledge-based behavior, without knowing what they are. 

This is where an expert system fails to serve the purpose. 

Expert systems based on heuristics obtained from experts, 

and on established rules (system limitations and protocols), 

try to capture both skill-based and rule-based behavior. 

The main problem is the capturing of skill-based behavior, 

as it occurs at an unconscious level. It may be very 

difficult to determine the rules from which the skills 

evolved. This is due to the fact that the heuristic rules 

formed by humans interacting with a system is in the form of 

highly evolved mental models where long-term cause-effect 
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relationships are encoded and fine-tuned based on experience 

(Klien et al., 1989). It is these abstract cause-effect 

relationships that are required to be extracted and stated 

as rules that can be incorporated in an Artificial 

Intelligence (AI) system. 

As already mentioned, there exists no established set 

of rules that the pilot may follow to take a tactical 

decision. Hence, one has to rely solely on heuristics 

obtained from experts, if an expert system has to be 

created. 

A neural network based AI system should be able to 

capture rule-based, skill-based, and knowledge-based 

behavior solely from the actions of an expert. Also, the 

neural network, because of its nonlinear nature, may be 

capable of learning relationships that are too complex to be 

represented by a reasonably sized set of rules (Gingrich et 

al., 1992). 

Gingrich et al. (1992) report success in back

propagation training of a neural network to mimic a human's 

control actions. In their study, they trained a neural 

network to control a process, based on the responses of 

humans to various process states. Although their process 

control was extremely simple (equivalent to a second-order 

PID controller), it demonstrates the ability of neural 

networks to model human operators. A neural network 

approach to modeling the tactical decision making behavior 
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of pilots is therefore selected because it is adaptive 

(learns from experience), no rules need to be specified, and 

avoids the bottleneck associated with traditional knowledge 

elicitation. 

Chapter II states the objective of this research and 

talks about the problem that this research attempts to solve 

using neural networks. Chapter III details the methodology 

adopted to solve the problem of modeling tactical decision 

making. The results obtained from the various experiments 

that were conducted are presented and discussed in Chapter 

IV. Chapter V lists the conclusions arrived at as a result 

of this research, and provides directions for future 

research. 

As this research applies a neural network approach to 

model humans' decision processes, an understanding of 

cognitive and decision science along with the fundamentals 

of neural computation is required. The appendices deal with 

the fundamentals of both cognitive and decision sciences, 

and neural computation and is organized as follows. 

Appendix A introduces the user to certain concepts about 

cognitive science and the way humans process information. 

In Appendix B, the steps taken by the Artificial 

Intelligence (AI) community in creating expert systems are 

outlined. Appendix C gives the reader an introduction to 

the fundamentals of neural computation. Finally Appendix D 

deals with the fundamentals of hybrid systems. 
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CHAPTER II 

OBJECTIVE 

The objective of this research is to explore a 

technique for modeling the decision making of experts in 

dynamic systems that can be applied to the development of an 

artificial system for performing these tasks. 

The system that is created based on the model should 

have the capacity to learn the decision making process 

within the domain, and perform the decision process under 

novel situations. It should circumvent at least some of the 

classical problems associated with the development of expert 

systems--namely knowledge acquisition, knowledge 

representation, and lack of adaptive learning capabilities. 

The technique will be applied to the problem of 

modeling the decision process of pilots under combat 

situation, in order to test its suitability in dealing with 

this class of problems. 

Problem statement 

This research attempts to model the decision processes 

of pilots making tactical decisions under combat situations. 

The data on which this research is based is drawn from the 

work of Endsley (1990) . The experiment that was conducted 

by Endsley (1990) is described below. 
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New fighter aircraft cockpit designs tend to 
favor the inclusion of a tactical situation 
display (TSD) in favor of the traditional b-scope 
radar display. TSDs employ a God's-eye view 
perspective in which one's own aircraft is 
portrayed in the center of the display. Other 
aircraft, ground threats and ground reference 
information are shown at their respective 
locations relative to the own ship location. A 
TSD typically shows the spatial orientation of 
these aircraft in a plane parallel to the earth's 
surface. Altitude information, while not depicted 
spatially, is often added in the form of alpha
numerics or with some other coding method. 
(Endsley, 1990, p. 1) 

These TSDs are thought to be advantageous as they 

depict the environment in a fashion that the pilots can 

directly map to the real situation. A study was conducted 

(Endsley, 1990) to assess the degree of effectiveness of 

these TSDs. The aim of the study was to gain knowledge on 

how the pilots deploy attention across these displays and on 

how they process the information while taking a tactical 

decision. Ten pilots were used in the study, and the 

subjects possessed the following characteristics. 

All ten pilots were former military pilots. 
The mean age of the subjects was 42.1 years (range 
32 to 52). On average they had 16.3 years (range 
10 to 25) and 3080 hours (range 200 to 4500) of 
flight experience. Five of the pilots were former 
Air Force pilots and the others were former Navy 
pilots. Five reported combat experience. 
(Endsley, 1990, p. 6) 

In the study, a TSD (simulated on a computer) was 

presented to 10 pilot-subjects (all male) . On each trial, 

between 3 and 12 targets were presented on the display for 

five seconds, at which point the targets were blanked from 

the display. The subjects were to indicate the location of 
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the targets using a mouse attached to the computer, and 

report what tactical action they would take if presented 

with the situation displayed. To insure that all the 

subjects interpreted the displays similarly, the following 

scenario was described before the test: 

1. You are in the center of the display. 
2. You are on a fighter sweep mission. 
3. You are currently in enemy territory. 
4. You are at 20,000 feet and at 1.2 Mach. 
5. All targets are at co-altitude, have 

equal airspeeds and closing velocities. 
6. All targets are MIGS with all-aspect, 

beyond visual range (BVR) capability. 
(Endsley, 1990, p. 7) 

Each subject was presented with 490 distinct displays, 

referred to as target sets, in a random order during the 

test. The actual and perceived locations of the targets, 

and the tactical decisions as to which targets were attacked 

were recorded. The perceived targets were mapped to the 

original targets using a greedy algorithm that associated 

each perceived target to the closest original target. 

The objective of this study is to come up with a system 

that can be used to model complex decision making tasks 

(choice tasks) . The model will be applied to the problem of 

learning the tactical decision making of pilots under 

simulated combat situations, where the pilot has to choose 

the targets to attack based on his perception and assessment 

of the situation. 
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CHAPTER III 

METHODOLOGY 

This section describes the proposed methodology in 

detail, for the development of a back propagation neural 

network to model the tactical decision making of pilots. A 

simple version of the tactical situation display (TSD) is 

shown in Figure 2 for easy understanding of the forthcoming 

discussion. 

Own ship 

80 mile radius 

Figure 2. Tactical situation display(TSD). 
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The decision taken by the pilot will be either to 

attack a particular target or not. There may be between 3 

and 12 targets at any given situation, and the pilot may 

decide whatever he feels is the best strategy for that 

situation. 

Encoding of display information 

An important issue in using neural networks is the way 

the input is presented, as it is the first level of 

information abstraction. The most obvious and 

straightforward way to represent the input would be to 

digitize the display. There are two problems associated 

with digitizing the display. 

(1) There may be different numbers of targets (3-12) 

in different displays, which results in input of varying 

dimensions. This is undesirable as it is impossible to 

train a neural network with input data of different 

dimensions. 

(2) Equalizing the dimensions of the various inputs 

presents difficult problems that are far away from the 

primary objective. This would involve fixing the maximum 

number of targets, and adding as many dummy targets required 

in order to equalize the number across different displays, 

and making the network ignore the dummy targets by giving 

them highly different values from that of the actual data. 

10 



If the equalization procedure was carried out the 

dimension of the input will be 2*N (where N represents the 

maximum number of targets) . As the dimensionality of the 

input contributes a great deal to the efficacy of training 

and generalization capability of the neural network, it is 

desirable to keep the dimensions as low as possible (without 

losing information) . If the display were digitized, the 

input dimension would be big resulting in a network with a 

large number of free parameters. Thus, it can be seen that 

digitizing the display and equalizing the dimensions 

presents a number of problems. Hence, attention is directed 

to the nature in which the information on the TSD is 

processed cognitively to find a way to reasonably represent 

the information with an input of the least dimension. 

Basic information processing models (presented in 

Appendix A) state that information is processed initially 

through pre-attentive sensory channels and stored in short

term sensory stores. The next stage is the perceptual 

encoding where the information is processed by higher 

centers of the cognitive process. Here, the salient 

signals, based on various signal characteristics like 

spatial location, proximity, size, and other cues pertinent 

to the task at hand, are assigned to categories and stored 

for further processing. It is reasonable to assume that 

pilots, like other people, will be able to handle 7±2 

"chunks" of information in working memory (Miller, 1956 
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cited in Endsley, 1990). Once the stimulus has been 

perceptually categorized, the decision making stage comes, 

where various heuristics are employed to ease the demand on 

cognitive resources. 

As a consequence of limitations on cognitive 

capability, Wickens (1984) says that subjects often employ a 

simplifying "elimination by aspects" strategy which reduces 

the cognitive load, by eliminating certain options based on 

a few critical attributes or aspects in order to make the 

problem manageable in working memory. 

An important idea that comes to light from the above 

discussion is that information processing may be a process 

of "divide and conquer," where the information is divided 

into less important chunks and more important chunks and 

attention is devoted to the more important information for 

decision making. This approach can be succinctly described 

by the model in Figure 3. 

The dual-network approach 

From the model shown in Figure 3, it is apparent that a 

suitable strategy to adopt would be to have a two-stage 

neural network (dual-network) • The first-stage network 

performs the initial task of defining the important chunks 

of information (performs the function of elimination by 

aspects), and the second-stage network performs the task of 
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taking the decision (e.g., selects the target to attack from 

the "important chunk"). 

Get global perception 

, 
Divide the information 

into chunks 

1r 

Focused attention to 
important chunks 

(Elimination by aspects) 

Take the decision 

Figure 3. Model of information processing, based on 
"elimination by aspects." 

Based on the above reasoning, the approach for modeling 

this action is represented as shown in Figure 4. As 

espoused by Marr (1982) and elaborated by Chandrasekaran 

(1992), abstraction in neural networks starts with the way 

input is presented. A quantity called the threat factor was 

developed to integrate the spatial information of the 

original display into a form that provides the initial 

abstraction to the network. This will facilitate the 

network in learning the unknown relationships in the data. 
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Represent spatial information 
in chunks 

(input to the first network) . 

, 

The first network selects 
the important chunks. 

1r 

The second network 
takes the decision 

Figure 4. Sequence of steps to develop the model. 

The complexity of a neural network is very much 

dependent on the dimension of the inputs. Each separate 

input to a network can be made only to a separate neuron, if 

some means of integration of the input is not employed. 

Hence, if the input is the range and angular position of 

each target in a display, this would result in 2*N inputs 

where N represents the number of targets. As the dimension 

of the input increases, the number of neurons that are 

needed for learning also increases (in the absence of pre-

processing), generally leading to an increase in the number 

of free parameters to be learnt by the neural network. The 

use of a calculated grouping of the data may cut down this 

explosion of free parameters by reducing the dimension of 

the input (by integrating information based on certain 

factors derived from the cognitive behavior of humans) . 
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It is known that humans process spatial information 

holistically (Wickens, 1984) . A holistic approach means 

that a global assessment of the information is first made, 

and subsequent focussed evaluation is made with the holistic 

information in mind. In the intial holistic appraisal of 

the information, correlated pieces of information are 

grouped (chunked) together based on certain attributes like 

spatial proximity, movement, contour and other criteria 

pertaining to the system. 

From the above facts, it is reasonable that pilots who 

process the spatial information on a TSD may employ a 

chunking strategy to process the location and threat 

associated with a particular arrangement of targets. There 

was evidence in the study conducted by Endsley (1987) that 

pilots of fighter aircraft indeed employed a chunking 

mechanism to process the information on a TSD under combat 

situations, and that spatial proximity was a prime criterion 

for such chunking. 

Given that chunking is dependent on spatial proximity, 

a clustering algorithm could be used to detect clusters in 

the display and information pertaining to the cluster could 

be used as input to the network. However, as previously 

mentioned, the inputs to the neural network must be of a 

fixed number of dimensions. Different displays with 

different number of clusters cannot be used without 

employing artificial means to equalize the dimension, by 
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adding "dummy clusters." These problems can be avoided if 

it is possible to input the information for a fixed number 

of clusters. 

An alternative to traditional clustering techniques is 

to divide the TSD into a fixed number of sectors and 

consider the targets that fall into each sector as a cluster 

(or "chunk"). This solves the problem of a variable number 

of clusters (dimensions), and still preserves the spatial 

orientation of targets. It is to be noted that the above 

approach violates the psychological principle of spatial 

information processing, in the sense that the clusters are 

fixed based on an arbitrary division of the space (into 

sectors) . But it can be seen that it does not detract very 

much from the principle, as it still emphasizes the 

importance of clusters, the only difference being that the 

clusters are fixed (sectors) unlike the real case where the 

location of clusters may be anywhere based on the pilot's 

perceptions. 

The range and angular location of all the targets in a 

sector were integrated into a single value (threat factor) 

that was used as the input to the neural network. Such an 

approach reduces the dimension of the input vector to the 

number of sectors. The dimension is independent of the 

number of targets and their spatial orientation, which is 

precisely what is desired. 
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By traditional expert elicitation, it was determined 

that the threat associated with a region is directly 

proportional to the number of targets in the region and 

inversely proportional to the distance of the target from 

the ownship, both viewed in light of the overall dispersion 

of the targets (Endsley, 1993). Hence, the basic algorithm 

for calculating a threat factor that characterizes the 

information in a particular sector was as follows 

step 1: 

step 2: 

~ 

H • 

The TSD was divided into 12 imaginary sectors 

of 30 degrees each (Figure 5) . 

For each sector that had at least one target 

in it (henceforth called a live sector), the 

value of the threat factor was calculated. 

Figure 5. TSD partitioned into 12 sectors (30 degrees each). 
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In Figure 5, the numbered boxes denote the sector 

number, and the black dots denote the targets. The arrows 

indicate the targets that the pilot decided to attack. The 

threat factor for each live sector (Ths) was calculated 

according to equation 1. 

Where 

(1) 

Th 5 = Threat factor of sector S, 

I 5 = Set of indices of targets in sector S, 

N5 =Number of targets in sectorS (N5 =1I5 1), 

N = Total number of targets in the TSD, 

Ri = Range of the i-th target from the 

own-ship (center of TSD), 

A = Mean range of targets, 

B = Mean range of targets within sector S. 

It is to be noted that the threat factor calculated by 

equation 1 takes into account global information about the 

display, as the constituents are expressed as a ratio of the 

global information. Using the threat factor, the spatial 

information in each of the 490 displays was converted into 

an input (12-dimensional) that could be used to train the 
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network. It is to be noted that in the calculation of the 

threat factor, the sum of the ratios (A/B + N5 /N) is 

multiplied by N5 • This is done in order to sensitize the 

network to the total number of targets in the sector. 

Input vector of the first network. The input for the 

first network is the value of the threat factor of each of 

the sectors. Only live sectors will have a non zero value 

and the others will have a value of 0. What has been 

achieved here is a breaking down of the spatial information 

into chunks of information (threat factors for each 30 

degree sector), which can be presented as input to the first 

network. 

Output Vector of the first network. Training the 

network involves exposing the network to input-output pairs, 

so the required output for a particular input was calculated 

as follows. For each of the 12 sectors, if at least one 

target in that sector was attacked by the pilot then the 

desired output for that particular sector was set as "1". 

If none of the targets in that sector were attacked, the 

output for that sector was set to "0". 

At this point, a 12-dimensional input vector (denotes 

the threat associated with each of the 12 sectors), and a 

12-dimensional output vector (denotes whether the pilot 

attacked at least one aircraft in that sector or not) have 

been developed. A sector with "0" threat means that there 
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was no target in that sector. The components of the input 

output vector for the first network are shown in Figure 6. 

12 Dimensional input vector 
Sector numbers 

1 12 

lx~lxl II 
...,/'----_,•.,. Threat factor (Ths) 

12 Dimensional output vector 

1------------------------------•12 

~~lxl 
.... "-/ ____ ....,.. Output ( 0 or 1) 

Figure 6. Format of the input and output vectors 
of the first network. 

Now that a way of presenting information to the first 

network has been developed, attention is directed to the way 

the information was presented to the second network, which 

performs the second stage decision making task. 

Input vector of second network. For each live sector, 

the following steps were carried out. 

step 1: Divide the sector (of 30 Degrees) into 6 sub-

sectors of 5 degrees each. 

step 2: For each sub-sector, calculate the sub-sector 

threat factor (Thss>, according equation 2. 
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Tfls =[A+ Nss ]* N s B N ss 
s 

( 2) 

A=[-1 IR;] 
Ns iels 

B= -IR; 
[ 

1 ] 
Nss ielu 

where, 

Iss = Set of indices of targets in sub-

sector ss, 

Is = Set of indices of targets ~n sector S, 

Nss = Number of targets in sub-sector, 

Ns = Number of targets in sector, 

A = Mean range of targets in sector S, 

B = Mean range of targets in sub-sector SS, 

R· 
~ = Range of the i-th target. 

It can be seen that equation 2 bears a strong 

resemblance to the one developed to calculate the threat 

factors for the sectors. At this stage, a six-dimensional 

vector which has the threat (Thss) associated with each sub

sector has been created. The input vector for the second 

network is derived by adding the threat factors (Ths) of the 

adjacent sectors on either side of the current sector, to 

the existing six-dimensional vector, making it 8-

dimensional. This provides contextual information for the 

network. This means that in order to take a decision about 

attacking a sub-sector, the threat associated with the 

sectors on either side of the current sector is also taken 
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into account. Hence the network looks 30 degrees on either 

side of a sector and takes that threat factor also into 

consideration. Thus, an a-dimensional input vector has been 

developed. 

Output vector of second network. A 6-dimensional 

output vector (denoting attack or non-attack for the 6 sub-

sectors) is formulated in a similar way as for the first 

network. For each live sub-sector that had at least one 

target that was attacked, the corresponding position of the 

output vector was assigned a value "1", otherwise it was 

assigned a value "0". The components of the input and 

output vector for the second network are shown in Figure 7. 

8-Dimensional Input Vector 

.-------------..,---- Sector Threats (Ths) 
of adjacent sectors 

Sub-Sector Threat (Thss> 

6-D~ensional output vector 

1 6 

I xl xl xl I I 
fL---'-f _f..~....-....~..f__,_f__,_f_ .. ~ Desired out put ( 0 or 1) 

Figure 7. Input and output vectors for the second network. 
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Example 

The following is an example calculation which 

demonstrates the techniques discussed to generate the input 

and output vectors for the first and second network. Assume 

that the targets are distributed as shown in Figure 8. 

Figure 8. TSD depicting target locations. 

In Figure 8, the numbered boxes denote the sector (30 

degrees) number and the black dots (labeled "A" to "H") 

denote the targets. All the targets are heading towards the 

center of the TSD, where the pilot's ship is located. The 

black dots with arrows denote the targets that the pilot 
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decided to attack. The range of the targets are as shown 

in Table 1. 

Table 1. Table of target ranges. 

Target 
Range 

(Miles) 

A 35 

B 70 

c 65 

D 60 

E 70 

F 60 

G 70 

H 85 

From Figure 8, it can be seen that only sectors 1, 2, 

4, and 5 are live (contain targets). Thus the threat factor 

for these sectors will have some value, while the other 

sectors will have a threat factor of zero. 

In order to generate the threat factor for sectors 1, 

2, 4, and 5, proceed as follows. First, calculate the 

overall average range of the targets (A) . 

A=(35+70+65+60+70+60+70+85)/8 = 64.4. 

Now for each live sector (sector with at least one 

target), calculate average range of the targets in that 

sector. 
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Sector 1: Bl=(35+70+65)/3 = 56.7 

Sector 2: B2=(60+70)/2 = 65.0 

Sector 4: B4=(60+70)/2 = 65.0 

Sector 5: B5=85/l = 85.0. 

Now the following values are known. 

1. Number of targets in each sector(N5 ). 

2. Average range of targets in each sector(B). 

3. Average range of targets in the whole display (A). 

4. Total number of targets in the display (N). 

The threat· factor for each sector is now calculated 

according to equation 1, as 

Sector 1: Thsl = ( (64.4/56.7) + (3/8) * 3 = 4.53 

Sector 2: Ths2 = ( (64.4/65.0) + (2/ 8) * 2 = 2.48 

Sector 4: Ths4 = ( (64.4/65.0) + (2/8) * 2 = 2.48 

Sector 5: Thss = (64.4/85.0) + (1/ 8) * 1 = 0.88. 

Now the threat factor for all the live sectors are 

known. The threat factor of the other sectors are zero. 

The final input vector for the first network is shown in 

Figure 9. 
Sector numbers 

1 2 3 4 5 6 7 8 9 10 11 12 

2.48 0.88 

Threat factors 

Figure 9. The input vector for the first network (example). 
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The output vector for the first network is calculated 

as follows. 

1. The required output for a sector with no targets 

in it is "0". 

2. If no target in a live sector is attacked, then 

the output for that sector is "0". 

3. The output for a live sector in which at least one 

target was attacked is "1". 

Based on the above rules, the required output vector 

for the first network is represented as shown in Figure 10. 

Sector numbers 

Required output 

Figure 10. Output vector of the first network (example). 

Next the input and output vectors for the second 

network are generated as follows. In this case, as there 

are two live sectors there will be two pairs of input and 

output vectors for the second network. 

Sector 1 

The sector (30 degrees) is divided into 6 sub-sectors 

of 5 degrees each, as shown in Figure 11. 
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Sub-Sectors 

Figure 11. sub-divisions of sector 1. 

From Figure 11, it can be seen that there are only 3 

live sub-sectors namely 3, 4, and 5. Thus, in the input 

vector, only these sub-sectors will have a threat factor 

value (other than "0"). The other sectors (1, 2, and 6) 

will have a value "0". Since only target "A" was attacked, 

only sub-sector 4 will have a value "1" in the output 

vector, the other sub-sectors will have a value "0" in the 

output vector. 

The average range of the targets in the sector is 

calculated as A=(35+70+65)/3 = 56.7 

Now for each live sub-sector, the average range of the 

targets in that sub-sector is calculated. 

Sub-sector 3: B3=65/1 = 65 

Sub-sector 4: B4=35/1 = 35 

Sub-sector 5: B5=70/1 = 70. 

Now the threat factor for the live sub-sectors (3,4, 

and 5) are calculated according to equation 2 as, 
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Sub-sector 3: Thss3=( (56.7/65.0) + (1/3) 

Sub-sector 4: Thss4=( (56.7/35.0) + (1/3) 

Sub-sector 5: Thss5=( (56.7/70.0) + (1/3) 

* 1 = 1.21 

* 1 = 1.95 

* 1 = 1.14 

Now the threat factors of all the sub-sectors are 

known. The input vector (for sector 1) for the second 

network is generated by appending the threat factors of 

sectors 2, and 12 to the existing vector. The final input 

vector is represented in Figure 12. 

~_.Threat factor of sector 2 

Threat factor of sector 12 .---~ 

1 2 

2.48 

3 4 5 

Threat factors of 
the sub-sectors 

of sector 1 

6 

Figure 12. Input vector for the second network (sector 1). 

The corresponding output vector for the input vector 

depicted in Figure 12 is generated by putting a "1" for 

those sub-sectors that had at least one target that was 

attacked by the pilot, and a "0" for those which did not. 

It is known that the pilot attacked only target "A" (sub-

sector 4) in sector 1. Therefore, the output vector is 

represented as shown in Figure 13. 
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Sub-sector numbers 

1 6 

Required output 

Figure 13. Output vector for the second network (sector 1). 

Similarly, the input and output vectors for the second 

network for sector 4 is generated. Now that the method of 

building the input and output vectors for the first and 

second networks has been discussed, attention is turned to 

the actual implementation of the proposed technique to the 

data at hand. The following section deals with the way the 

above technique was actually implemented. 

Implementation 

There were a total of 10 subjects and each had been 

presented with the same 490 combat situations (target sets) . 

Subjects 5 and 10 were eliminated from the study, due to 

anomalies in the data collection, leaving the data for 8 

subjects. In order to test the generalizing capability of 

the network, it needs to be tested with data that it has not 

been trained with. Hence, it was decided to use 2/3 of the 

data for training and the remaining 1/3 for testing. 

Accordingly, the 490 target sets were divided into 3 
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randomly selected groupings, A, B, and C, and the input

output pairs were generated. 

There are three possibilities for training and testing 

namely: 

(1) train using A and B and test using C, 

(2) train using B and c and test using A, and 

(3) train using A and c and test using B. 

All the three combinations were explored in this 

research. During the training stage, two 3-layer back-

propagation networks (the first and second networks in the 

dual-network system), each with a single hidden layer were 

trained separately using the respective training data till 

peak generalization was achieved. Only a single hidden 

layer was used in order to keep the number of connections in 

the system low. Keeping the number of connections low helps 

speed up the training process and reduces the dimension of 

the search space. 

Following training, the testing stage was conducted 

using the following procedure. 

step 1: 

step 2: 

For each target set, the data were transformed 

into sector threats (as described earlier) . 

This input was fed into the first network, and the 

output of the network was thresholded using a 

concept called dynamic thresholding, (which 

will be discussed later). At the end of 
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step 3: 

step 4: 

step 5: 

this process a 12 dimensional output vector, where 

a "1" corresponds to "Attack the sector" and a "0" 

corresponds to "Do not attack the sector" was 

generated. 

For each sector that was attacked by the first 

network, the sub-sector threats were calculated, 

and the 8-dimensional input vector was fed into 

the second network. 

The output of the second network was also 

dynam~cally thresholded. At this stage, a six 

dimensional output where a "0" corresponds 

to "not attack sub-sector" and a "1" corresponds 

to "attack sub-sector," was generated. 

For each sub-sector that was attacked, the 

target that was nearest to the own ship was 

selected and pronounced as the one that the 

network decided to attack. 

To evaluate the performance of the network, its 

generalization was calculated and represented as PG 

(percentage generalization) . PG is a percentage 

representation of the number of times the decision taken by 

the network during the testing phase was correct. There are 

different types of criterion, defined as follows that were 

used to determine a correct decision: 

(1) If the decision taken by the neural network 

matched that of at least one of the eight pilots used in the 
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study, it is a correct decision. . This form of evaluation is 

referred to as the 1 in 8 criterion. 

(2) If the decision (made either by the pilot or the 

neural network) matched that of at least one of 7 pilots 

(selected randomly in case the network makes the decision, 

or the remaining 7 pilots in case a pilot made the decision) 

used in the study, it is a correct decision. This form of 

evaluation is referred to as the 1 in 7 criterion. 

Architecture 

Now that the way in which the input and output pairs 

were obtained for training and testing the network has been 

discussed, the architecture of the neural network will be 

described. Figure 14 shows the proposed architecture for 

the first network of the dual network approach. 

1 

2 

12 

Input 
layer 

Hidden 
layer 

Output 
layer 

Figure 14. The architecture of the first network. 

Figure 14 illustrates the idea of restricted 

connectivity. Each node is connected to only three nodes 
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(corresponding node, and one node on either side) of the 

previous layer. Because the input is a linear 

representation of the circular sector arrangement, the 

connection is wrapped around the edges in order to connect 

the nodes at both ends, to their adjacent nodes (refer to 

Figure 14) . This form of connection makes the network 

consider only the immediate context (threat of adjacent 

sectors) . This form of connection does not mean that the 

network does not look at the global information. The global 

information is contained in the individual threats. Thus, 

the network has all the information with a relatively small 

number of connections and consequently small number of free 

parameters. The architecture of the second network is 

similar in the sense that it also employs similar restricted 

connectivity. 

Dynamic thresholding 

A thresholding technique called dynamic thresholding, 

was introduced in this research. The output of a neuron is 

a continuous value between 0 and 1. Since this problem 

deals with discrete decisions (attack or not attack), the 

outputs (of the neural network) have to be thresholded so 

that outputs above a certain value (the threshold) are 

pushed to 1 and that below that threshold are pushed to 0. 

If exactly one output of the neural network is expected to 

take the value 1, the logical action would be to choose the 

33 



output with the maximum value and declare it as 1. But if 

multiple outputs are allowed to take the value 1 a threshold 

has to be established. The traditional way to set the 

threshold is to set it at 0.5. However, it may not be the 

best way to set the threshold. Setting the threshold 

dynamically (as a function of the maximum output) may be 

helpful in improving the generalizing capability of the 

network. 

This research problem falls in the category where 

multiple outputs can be 1. Based on cognitive functions, a 

new form of thresholding was developed. The rationale 

behind adopting such a strategy can be best understood by an 

example. 

Consider a case where the outputs of the first network 

(12-dimensional) is 

(.1, .15, .94, .96, .52, .2, .2, .87, .1, .92, .1, .1). 

If a static threshold of 0.5 were used, the output of the 

network would (after thresholding) be as follows 

(0, 0, 1, 1, 1, 0, o, 1, o, 1, o, 0). 

It can be interpreted that the network is over 85% confident 

of attacking 4 sectors but only 52% confident of the other. 

If dynamic-thresholding is employed, the threshold will 

be set according to the following procedure. 

step 1: Find the maximum output. 

step 2: Calculate a*(maximum output). 
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step 3: Take 0.5 or the value obtained from step 1, 

whichever is greater, as the threshold. 

In this case(with a=0.9), the procedure would work as 

follows 

step 1: 

step 2: 

step 3: 

0.96 (maximum actual output) 

0.864 (0.9*maximum output) 

0.864>0.5, 

hence the threshold would be 0.864. Using this threshold 

(0.864) the network would have produced 

(0, o, 1, 1, 0, 0, o, 1, 0, 1, 0, 0). 

It can be seen that the sector with the 0.52 output is not 

attacked in this case. What dynamic thresholding achieves 

is that it restricts the variation in the confidence of the 

outputs to (1-a)*100% of the maximum output, instead of 

allowing it to vary from 0.5 to the maximum output. 

It is to be noted that the lower end of the threshold 

is pegged at 0.5 so that a sector will be attacked only if 

the output of the network is at least above 0.5 and above 

a% of the maximum output. The value of a (0.9) was chosen 

arbitrarily (accepting a value that is 10% lower than the 

maximum confidence) • 

The physical interpretation of this technique is very 

appealing. Suppose an expert's decision is sought on which 

target to attack, and the expert suggests certain targets 

and his confidence level for each decision, it is only 

natural to pick the decisions with higher confidence. 

35 



If exactly one target were to be attacked, the question 

of thresholding would be superfluous, as the attack decision 

with the maximum confidence would be the best choice. But 

if, as in this problem, multiple targets could be attacked, 

it is reasonable to establish a threshold based on the 

maximum confidence expressed by the expert, rather than a 

static threshold of 0.5. 
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CHAPTER IV 

RESULTS AND DISCUSSION 

This section discusses the results of the various 

experiments conducted with the neural networks. The data 

for training the networks was obtained from the study 

conducted by Endsley (1990), in which pilots supplied 

perceived target locations and tactical decisions regarding 

various combat situations. 

In this research, the actual location of the targets ~n 

the TSD were used for all the training and testing, as 

working with the perceived may not be beneficial when the 

system has to be used in real time, where the perceived data 

cannot be obtained. 

Pilots 5 and 10 were excluded from this study due to 

anomalies in the data collection. The evaluation of the 

network is represented as PG (percentage generalization), 

which denotes the percentage of the testing data for which 

the network took a correct decision as compared to the other 

pilots (according to the particular correctness criterion 

considered) • 

Experiment 1 

Objective. Since the network's responses were 

evaluated based on how well it matched with the pilot's 

decisions, the performance of each of the pilots was first 
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evaluated similarly. Thus the performance of the network in 

relation to a human pilot could be studied. In this 

experiment, if the decision taken by a pilot for a 

particular target set matched that of at least one of the 

other 7 pilots, it was considered as a correct or valid 

decision. 

Results. Table 2 summarizes the results of such an 

evaluation. The data in the table denote the number of 

times (expressed as a percentage of the total number of 

target sets for each of the three groups of test data A/B/C) 

the decision made by that pilot matched the decision of at 

least one of the other 7 pilots. 

Table 2. Table of pilot accuracy (1-in-7 criterion). 

Pilot 
Set 

1 2 3 4 6 7 8 9 Avg 

A 73 82 66 86 87 69 59 61 73 

B 77 86 69 83 86 73 59 61 74 
PG 

c 78 81 72 87 89 71 57 61 75 

Avg 76 83 69 85 87 71 58 61 74 

The overall average value (74%) indicates that there is 

a probability of 0.74 that the decision taken by one pilot 

will be taken by at least one other pilot. In other words, 

if the neural network's average PG (mean PG under 1-in-7 

criterion) is equal to at least 74% then the decisions taken 
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by the neural network will be as much in conformance with 

the expert pilot's decisions as those of the experts 

themselves. 

Experiment 2 

Qbjective. In this experiment, the dual network (with 

restricted connectivity) was trained using the error back

propagation training algorithm discussed in Appendix C. All 

the three possible combinations (train on A, B and test on 

C, train on A, C and test on B, and train on c, B and test 

on A) were explored. Training was continued until peak 

generalization was achieved. Training was stopped when peak 

generalization was achieved so as not to overfit the data 

(refer to Appendix C for a discussion on overfitting of 

data). The network was a three-layer network, with an 

input, a hidden and an output layer, each having 12 nodes 

with restricted connections. A learning rate of 0.3 and a 

weight decay of 0.00001 (for better generalization) was 

employed. 

Besults. The results of the experiment are shown in 

Table 3. The evaluation was on the 1-in-8 criterion (if 

the response matched that of at least 1 of the 8 pilots it 

is a success else it is a failure), with the upper bound of 

the threshold set at "0.9*maximum output" (a=0.9) and the 

lower bound set at 0.5. 
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Table 3. First-stage, second-stage, and combined 
network accuracy (1-in-8 criterion) . 

Test set 

Net A B c 
PG 1st 80 77 84 

2nd 94 97 95 

Combined 75 75 80 77 1 

In Table 3, the accuracy of the first network was 

calculated by comparing the network's decision (attack or 

not attack a particular sector) with that of the pilots 

according to the 1-in-8 criterion. Note that at this stage, 

the decision just denotes the sector that the network 

decides to attack. In the second stage, a similar form of 

comparison was made for the sub-sectors of the sectors that 

the first network decided to attack. 

It is can be seen that the final accuracy (77%) of the 

neural network system is heavily dependent on the accuracy 

of the first network, as the second network has a very high 

accuracy on the average. The implications of this will be 

discussed later. 

The mean PG of the neural network is 77%, which might 

appear to be better than the 74% obtained in the first 

experiment, where the pilots were tested. However, in the 

first experiment, each pilot was evaluated against only 7 

others (1-in-7 criterion), while here the network is 

evaluated against 8 pilots. This gives an advantage to the 

network and a comparison between the results of the first 
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experiment with the present is biased in favor of the 

network. In order to avoid this bias, the network was also 

evaluated on a 1-in-7 criterion (by leaving out each pilot 

in turn for the evaluation), with the threshold having 

"0.9*maximum output" (a.=0.9), as the upper bound and 0.5 as 

the lower bound. The results are shown in Table 4. 

Table 4. Network accuracy (1-in-7 criterion). 

Test Held-out-Pilot number 
set 1 2 3 4 6 7 8 9 Avg 

A 75 71 75 72 73 70 75 74 73 

B 74 73 74 70 72 69 73 74 72 
PG 

c 76 75 78 76 78 74 78 80 77 

Avg 75 73 76 73 74 71 75 76 74 

Table 4 was formed by evaluating the network's 

performance after holding out the decisions of one pilot 

from the evaluation every time. Thus, the performance of 

the network was assessed 8 times, with one pilot's decisions 

held out each time. 

The average PG of the neural network dropped by 3% 

using this criterion, and it is indistinguishable from the 

74% score of the pilots themselves. This means that the 

probability that the decision taken by the network will also 

be taken by at least 1 out of 7 pilots (randomly chosen from 

the 8) is 0.74, which is equal to the probability that the 
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decision taken by any one pilot will be taken by at least 

one of the 7 other pilots. In other words, the performance 

of the network is as good as that of a human pilot according 

to the particular criterion considered here. 

An interesting conclusion can also be drawn from the 

above table. The performance of the system can be analyzed 

for possible biases or fixation, i.e., is the system getting 

a global picture of what is happening or is it just 

memorizing a few input-output pairs. If the system is 

indeed getting a broad picture of the decision process 

involved, holding out a pilot should not affect the accuracy 

very much. Instead, if it were memorizing the data of one 

pilot, then holding out that pilot from the evaluation 

should push the accuracy down drastically. 

From Table 4, it can be seen that there is no drastic 

change in the accuracy of the system when a particular pilot 

was held out during evaluation. This means that the system 

has not just memorized the input-output pairs of certain 

pilots. From the accuracy of the system, it can be 

concluded that the system has indeed abstracted some 

knowledge used by the experts in taking the decision. 

Experiment 3 

Objective. This experiment was conducted to test the 

sensitivity of the network to "a*max-output" and the lower 

bound, used in dynamic thresholding. The coefficient a is 
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used to set the percentage of the maximum output of the 

neural network that serves as the threshold. The evaluation 

was based on the 1-in-8 criterion and the experiment was 

carried out for test set A. 

Results. The PG of the network in relation to the 

upper bound of the threshold in the first and second network 

is shown in Table 5. It is to be noted that only a was 

varied and that the lower bound of the network was fixed at 

0. 5. 

Table 5. Network accuracy for test set A, as a 
function of a, with the lower bound 
fixed at 0.5 (1-in-8 criterion). 

a of the 1st net 

0.85 0.90 0.95 

0.85 74 75 76 
a of the 

0.90 74 75 76 
2nd net 

0.95 74 74 75 

In Table 5, the upper bound for the threshold of the 

first and second networks has been expressed as a percentage 

of the maximum output of the network. It can be seen that 

the PGs of the network are not sensitive to the threshold. 

This is expected, as it is highly unlikely that many nodes 

will have a high output because, on average the pilots 

attacked only 2-3 sectors. Similar results were obtained 

for sets B, and C. 
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Table 6 shows the results of a similar study on the 

lower bound of the network's threshold. The cell entries 

denote the PG of the network under the particular 

combination of lower bound of the threshold for the first 

and second network. In this experiment, the upper bound was 

fixed at 90% of the maximum output (a=0.9), and the 

evaluation was done on a 1 in 8 criterion. The experiment 

was conducted on test set A. 

Table 6. Network accuracy as a function of the lower bound 
of the threshold (a=0.9). 

Lower-bound of the threshold 
of the 1st net 

0.40 0.45 0.50 0.55 

Lower-bound of 0.40 64 75 75 75 

the threshold 0.45 64 75 75 75 
of the 2nd net 0.50 64 75 75 75 

The lower-bound of the second network was not pushed 

any higher than 0.5 as it was found that errors of ommission 

were greater than errors of commission, and making the 

threshold higher would only decrease the chances for the 

network to attack. The types of errors made by the network 

are analyzed subsequently, in a separate section. 

It can seen from Table 6 that the change in the lower 

bound of the threshold of the first network affects the PG 

of the system heavily, while a similar change in the second 
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network does not seem to affect it at all. A similar result 

was obtained for test sets B, and C. This can be explained 

as follows. 

It is known from experiment 2 that the second network 

has a higher accuracy (95% on an average), as there is 

greater similarity between the decisions of the pilots in 

the lower level decision. As a result of this, the outputs 

of the second network are well above and below 0.5 as the 

case may be, and hence, it is not affected by the lower 

bound. 

As the first network has the lower accuracy (refer to 

Table 3), it contributes the most to the overall accuracy of 

the system. This is consistent with the hypothesis that the 

initial classification of the problem is the most crucial 

element of the decision-making process in complex tasks. 

The major difference between experts may be in the way the 

initial classification is made (higher level decisions), as 

it is done based on highly developed mental models fine

tuned by experience in the domain (Klien et al., 1989). 

Thus, what is seen is a breaking up of the problem into 

higher and lower level decision making modules. The 

performance of the system can only be improved by improving 

the first network that takes the higher level decisions, 

because the second network (that takes the lower level 

decisions) already has an average accuracy of over 95%. In 

other words, the accuracy of the system is dependent on the 
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first network. Errors here cannot be corrected by the 

second network. This result is significant, as an inference 

about the way humans differ can be drawn (greatest 

difference in the initial classification, and elimination of 

certain hypotheses by aspects based on experience) . 

Now that as the contribution of the two networks in the 

dual-network system is known, attention can be devoted to 

improving the first network either by exploring a different 

architecture or by changing the way the threat is 

calculated, and the second network need not be touched. 

This explicit credit assignment is an important advantage 

offered by the dual-network paradigm. 

The first network looks at the entire 360 degrees of 

the TSD (takes in a holistic picture) and decides on the 

critical sectors. This step is akin to the initial global 

information processing carried out by humans. This is where 

the greatest difference between novices and experts may lie. 

The second network looks only at one 30 degree sector at a 

time. Because of the lack of large variation in the second 

stage decision process, the network was probably able to 

abstract some important information and learn the 

relationship between the sub-sector threats (Th 55 ) well. 

Hence, the higher accuracy of the second network. 

Experiment 4 

Objective. In this experiment, the generalization of 

the network with a static threshold of 0.5 was studied. 
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This was done to assess the effectiveness of the dynamic 

thresholding concept, that was used to set the threshold in 

experiments 1 to 3. 

Results. The PG of the two stage network employing a 

static threshold of 0.5 is tabulated in Table 7. The value 

0.5 was selected as it is only reasonable to set it midway 

between the possible range of values of the output (0-1) . 

The evaluation was based on a 1-in-8 criterion. 

Table 7. Network accuracy with a static threshold of 0.5 
(1-in-8 criterion) . 

Test set 

Net A B c 
1st 71 70 69 

PG 
2nd 81 80 83 

Fin 60 56 58 58 1 

In Table 7, the accuracy of the first network was 

calculated by comparing the network's decision (attack or 

not attack a particular sector) with that of the pilots' 

according to the 1-in-8 criterion. Note that at this stage, 

the decision just denotes the sector that the network 

decided to attack. In the second stage, a similar form of 

comparison was made for the sub-sectors of the sectors that 

the first network decided to attack. 

Table 7 illustrates the superiority of the "dynamic 

thresholding" technique to the simpler, more obvious 
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thresholding strategy. From experiment 1, it is known that 

the PG of the network (which employed dynamic thresholding) 

is 77%. From Table 7, it can be seen that the PG of the 

same network with a static threshold of 0.5 is only 58%. 

There is a reduction 77% to 58% in the PG when this static 

threshold is used. 

Discussion of experiments 1-4 

Before turning to experiment 5 where the performance of 

a single stage network is studied, it is appropriate to 

discuss about some aspects of the results obtained so far, 

and some features of the dual-network approach. 

Credit Assignment. Credit assignment is a major 

problem with neural nets, in the sense that it is difficult 

to say what part of the network contributes to the final 

success or failure of the system. The dual-network approach 

combined with the type of information abstraction adopted in 

formulating the input introduced in this research 

effectively addresses the issue. 

The importance of the first and second network can be 

clearly seen and analyzed. In fact, the networks can be 

independently analyzed, a thing impossible with a 

traditional single stage networks. Also, the functions of 

the first and second networks can be clearly stated and 

understood. For example it is known that the first network 

performs the initial selection of important chunks of 
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information and that the second network takes a decision 

based on the information passed on to it from the first 

network. It can also be seen that the accuracy of the first 

stage is the major contributor to the accuracy of the 

system. 

Had a single stage neural network model been used, it 

would have been impossible to find out which part of the 

network was responsible for the success or failure of the 

network. The only recourse that the modeler has is to try 

out different number of nodes, learning rate, network 

architecture, input representation, and other network 

parameters and hope to hit the right combination. 

It is to be noted that even with a dual network some 

amount of experimentation (with the network parameters) is 

required. But because of the independence of the two 

networks and precise understanding of the contribution of 

each network to the final accuracy, the degree of 

experimentation is considerably less. 

It is to be noted that the dual-network paradigm offers 

considerable flexibility for input representation. For 

example, it is possible to think of a different form of 

calculation of the threat factor for the first network, if 

it could be reasoned that it will improve the accuracy of 

that stage. This allows the fine-tuning and optimization of 

the performance of key stages in a multi-stage neural 

network model, without bothering with the whole process. 
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Failure modes. Attention is now turned to the cases 

where the network's decision did not match that of any of 

the pilots, to see the way the system fails. It is 

important to see what sort of an error the system makes when 

its decision did not match that of any of the pilots. 

Table 8 shows the different kinds of errors made by the 

network as a percentage of the number of target sets in the 

test group. The evaluation was done on a 1 in 8 criterion. 

Table 8. Failure modes (categorization of errors). 

Category 

1 2 3 Total 

A 10.4% 14.1% 0.5% 25.0% 
Test 
set 

B 9.3% 13.6% 1.3% 24.2% 

c 7.4% 6.8% 5.0% 19.2% 

Avg 9.0% 11.5% 2.3% 

Where, 

Category 1: Percentage of partial matches (includes 

only errors of omission) . 

Category 2: Percentage of times that the network did 

not attack anyone but the pilots attacked various targets. 

Category 3: Percentage of times the network took a 

decision different from all pilots(includes only errors of 

commission) . 

As it can be seen, the network took a totally different 

decision only 2.3% of the time on average. This is good 

considering the fact that there is considerable variation in 
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the decisions of the various pilots between themselves, as 

evidenced in experiment 1. 

The network had a partial match 9% of the time. This 

may or may not be better than the decision made by these 

pilots. The only way to actually evaluate the quality of 

the decision is to have a panel of experts do it. Since a 

partial match is a subset of an actual decision taken by 

some pilot, it is not a totally wrong decision. The fact 

that it did not match any one pilot's decision completely 

may be because each pilot had his own subjective assessment 

corning into play in taking the decision. 

In practice a system such as this one can also be used 

in a mode where instead of indicating which targets to 

attack, the network could merely indicate which 30 degree 

sectors to attack, leaving the decision of which target to 

attack in that sector to the pilot. Thus it could be used 

as a decision aid instead of using it to replace a human 

pilot. 

It is to be noted that 11.5% of the time the system 

attacked no target while the pilots attacked various 

targets. The network has been conservative in such 

situations, which is desirable. 

Experiment 5 

Objective. In the preceding experiments, the efficacy 

of restricted connectivity and dynamic thresholding were 
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studied along with the various failure modes. This 

experiment was conducted to test whether the dual-network 

paradigm (two-stage decision making) was instrumental for 

the success of the network, or it was the threat factor 

representation that accounted for most of the success. 

Approach. In order to study this, the TSD was split 

into 72 sectors of 5 degrees each, and the threat for each 

sector was calculated based on the formula developed in 

chapter 3. Now, a 72-dimensional input vector has been 

generated, with each dimension denoting the threat 

associated with that 5 degree sector. The 72-dimensional 

output vector was formed in a similar way as for the 

previous experiments, with a 1 denoting "attack" and a 0 

denoting "not attack." 

The dual network was not used here. Instead, a single 

network took in the threats associated with 72 (5 degrees) 

sectors, and decided on which sectors (5 degrees) to attack. 

Now the target nearest to the own ship in those sectors was 

pronounced to have been attacked by the network. 

The restricted connectivity was preserved, and dynamic 

thresholding was used in this network also. What was done 

was to hold other parameters as unchanged as possible and 

change the system from a dual to a single stage decision 

making system. Figure 15 shows the connectivity used, where 

each neuron (node) was connected to its corresponding node 
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~n the previous layer and also to five nodes (on both sides 

of the corresponding node) of the previous layer. 

1 

2 

71 

72 

Figure 15. Restricted connectivity architecture of the 
network with the 72-dimensional input vector. 

Because of the fact that the input represents a circular 

representation in a linear fashion, the connections are 

wrapped around the top and bottom of Figure 15. 

The number of free parameters in the network depicted 

in Figure 15 is calculated as follows. Each neuron has 11 

weights and 1 bias so 12 free parameters. There are 72 

neurons in the middle layer and 72 in the output layer. 

Thus, the total number of free parameter is (72+72)*12 = 

1728. Note that this is 18 times greater than the 96 free 

parameters of the dual-network. Thus, this experiment is 
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analogous to fitting a polynomial whose order is 18 times 

greater than the first. 

The following experiment was conducted to see the 

performance of the single stage network described above 

(that might have been adopted if the neural network system 

had not been configured based on the model proposed in this 

research.) The evaluation was on a 1-in-8 criterion, with 

the threshold being set at 0.5 and 90% of the maximum output 

(a=0.9) for the lower and upper bound, respectively. 

Results. Table 9 shows the PG of the 3-layer network, 

trained with the 72-dimensional input and output vector. 

Table 9. Accuracy of the single stage 
network (1-in-8 criterion) 

Test set 

A B c 
l PG 62 62 63 62 1 

The restricted connectivity was such that each node was 

connected to 5 nodes on either side of the corresponding 

node in the previous layer (refer Figure 15) . This was done 

so that the system will resemble the dual network in its 

pattern of connectivity. The connectivity was restricted to 

5 on either side to keep the number of free parameters low. 

As it can be seen from Table 9, the PG of the single stage 

network is 15% lower than that of the dual-network (77%) . 
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A second experiment was conducted with the connectivity 

restricted to 4 nodes on either side, to see if reducing the 

number of free parameters had any effect on the PG of the 

network. Since the connection was reduced to 4 on either 

side, the number of free parameters in the system was 

(72+72)*10 = 1440, which is 16% lower than that of the 

previous network which had 1728 free parameters. Table 10 

shows the results of the experiment. 

Table 10. Accuracy of the single-stage network with 
different connectivity (1-in-8 criterion) . 

Test set 

A B c 
I PG 65 64 63 64 J 

From Table 10, it can be seen that reducing the number 

of free parameters by 16% resulted in a marginal (2%) 

increase in the PG of the network. Still, the PG is 13% 

lower than the one obtained using the dual-network. 

From the above two experiments, it is clear that the 

single-stage network does not possess good generalization 

capabilities, and that dual network approach is indeed 

preferable in increasing the generalization capability of 

the network. It can also be seen how the dual-network 

paradigm reduces the number of free parameters of the 

system, thus making it conducive for better generalization. 

Note that theoretically there may exist some architecture 
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for the single-stage network that might produce results 

comparable to the dual-network paradigm. It is impossible 

to try out all the possible networks, as it is infinite. 

Hence, based on this evidence only, it is concluded that the 

dual network does help in increasing the generalization 

capability of the neural network. 

It can also be seen that the single-stage network does 

not afford any explanation as to why the PG is not any 

higher than it is, unlike the dual-network where the 

function and efficiency of each stage is known. This 

explicit credit assignment capability that the dual-network 

affords is important for the modeler, as it points out areas 

for improvement. 
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CHAPTER V 

CONCLUSIONS 

From these experiments, the following can be concluded. 

1. It is possible to use a neural network-based 

system to model the decision processes of experts and create 

a system which performs the same task. 

2. The model of information processing that was 

developed based on the "elimination by aspects" principle is 

a viable model to base systems upon that mimic the "choice 

class" of decision problems (like the one considered in this 

research) . 

3. The dual-network approach developed based on the 

cognitive behavior of humans provides the following four 

advantages when modeling the "choice class" of decision 

processes: 

a. Close conformity with a heuristic 

(elimination by aspects) used by humans. 

b. Explicit "credit assignment" capability to 

the system that is created based on the model. 

c. Isolation of problem space into lower and 

higher level decision making modules giving an 

opportunity for the modeler to study the performance of 

each stage separately and optimize its performance. 

57 



d. Considerable flexibility in data 

representation and manipulation at each stage of the 

decision making process. 

4. Dynamic thresholding is a powerful and useful tool 

in dealing with the decisions of multiple experts. 

5. Dynamic thresholding yields better results than 

the traditional static thresholding commonly used. 

6. The initial abstraction provided by the 

integration of the input is important to the overall 

performance of the neural network. 

Directions for future research 

This research has focused in modeling the "choice" 

class of decision processes. Further efforts in modeling 

decision processes could focus on an approach to model the 

"prediction" and "diagnosis" class of decision processes. 

The model proposed in this research could be modified to 

suit the above problems by using a hybrid neural expert 

system, where some explicit rules are embedded in the system 

to deal with "diagnosis" situations, where a set of 

parameter values triggers a predetermined action. 

The form of input representation used in this research 

was tailored to suit the problem. However, the idea is that 

information has to be integrated based on the way humans 

would integrate it in order to provide the vital input 

abstraction required for the neural network to learn the 
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domain as quickly as possible. Thus, a different form of 

information integration scheme may be developed, or better 

still an initial stage may be added that detects the 

relation between key components of the information. For 

example, it may be possible to allow the network to figure 

out a way to integrate the information pertaining to the 

average distance and total number of targets in the sector. 

Again, the trade off comes when it is desired to cut down 

the number of free parameters in the system. 

Further research in modeling decision processes could 

focus on systems that incorporate neural networks and some 

form of embedding of rules into the system, along the lines 

of hybrid expert neural systems. This research addresses 

the credit assignment problem that was pointed out by Rose 

(1990) as one of the issues in the learning module of hybrid 

systems, and provides a possible solution to the problem. 

Further research may concentrate on the integration issues. 

The reader is referred to Hillman (1990), where a three

stage process for achieving integration is presented. Tirri 

(1991) demonstrates how expert systems rule conditions may 

be implemented using neural networks, and Rose (1990) has 

demonstrated that it ~s possible to combine the strengths of 

the different paradigms and create a system that is better 

than a system created using only one approach, by creating a 

hybrid system for legal information retrieval (refer to 

Appendix D) . 
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Thus, the attempt made in this research to model the 

"choice" class of decision process may be extended to the 

"prediction" and "diagnosis" classes by the use of hybrid 

systems that utilize a priori knowledge. 
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APPENDIX A 

FUNDAMENTAL CONCEPTS OF HUMAN 

DECISION MAKING AND 

COGNITIVE SCIENCE 
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This material introduces the reader to certain 

fundamental concepts of human decision making and issues of 

cognitive science germane to this research. 

Concepts of human decision making 

Decision making is a diverse field ranging from the 

routine and swift to the complex and time consuming. There 

are a variety of methods through which one may arrive at 

solutions for the problem under consideration. Because of 

the wide variety of methods, there has been a never ending 

search for a way to model the decision process adopted by 

humans, so that an artificial system may be used in place of 

a human. Wickens (1984) defines models as "theoretical 

representations of systems that specify the major components 

of the system, and the interaction among them." The 

objective of human performance models is to predict the 

performance of humans in a system. Wickens (1984) also 

divides the realm of human performance models into two 

branches, namely: 

(1) predictive modeling, 

(2) expert modeling. 

Predictive modeling deals with the prediction of the 

performance of humans when put in a system. It is important 

in the sense that an evaluation of a system can be made 

before it is actually built and tested. Expert modeling 

(the topic of this research), on the other hand, concerns 
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the modeling of expert performance (Anderson, 1981 cited in 

Wickens, 1984). Expert models try to predict the actions of 

an expert to a particular problem. The decisions made by 

experts are the outcomes of complex mental operations that 

the brain performs on information perceived from the 

environment, and based other information that is stored in 

long-term memory. 

Various models of information processing have been 

proposed by a number of researchers. Wickens (1984) drawing 

from the efforts of a number of previous investigators, 

proposes a general model for human information processing 

(Figure 16), which gives a broad view of the flow of 

information and the interaction of the information with 

various cognitive resources. 

Short-term 
sensory store 

Stimuli~----~----~~ 

Attention Resources 

Percep
tion 

Long-Term 
Memory 

Feedback 

Working 
Memory 

Execution 

Figure 16. A model of human information processing . 
(Wickens, 1984) 
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The model of information processing depicted in 

Figure 16 shows the basic sequence of steps that a human may 

carry out upon perceptions. According to the model, the 

flow of information ~s moving from the initial reception to 

the final execution of action. However, Wickens (1984) 

points out that the above sequence is heavily influenced by 

other factors such as expectancies, short- and long-term 

memory, as well as the outcome of previous decisions. 

The flow of information in the model shows that 

decision making is a complex interaction of the assessment 

of the present (based on perceptions) and the memory of past 

situations (based on experience in the domain) . Since 

assessment of the situation, and memories of past situations 

are highly subjective, there is tremendous variation in the 

nature of decision making. 

Categories of decision-making. Decision-making can be 

classified into three categories based on its nature: 

Choice, Diagnosis, and Prediction (Wickens, 1984). The 

following is a definition of the three classes of decision-

making based on Wickens (1984) . 

Choice deals with the situation where the decision 
maker is supposed to select one of the elements from a 
number of elements that are physically present or 
represented and that differ in certain ways from one 
another. 

Diagnosis deals with situations where the decision 
maker must link various stimuli presented to him, frame 
some hypotheses regarding the problem and decide on 
one, based on some reasoning aided by the cues offered 
by the stimuli. 
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Prediction, deals with situations where the 
decision maker is supposed to predict the future state 
of a system based on present parameter values. 
(Wickens, 1984, p. 21) 

The three categories discussed above, are not 

independent of one another. Wickens (1984), in elaborating 

on the three classes, states that diagnosis and choice are 

interrelated. He illustrates how a power plant operator has 

to first diagnose one of two or more possible malfunctions, 

and upon diagnosis, make a choice among the available 

options to deal with the problem. Tactical decision making 

involves an assessment of the existing situation, predicting 

its state in the near future and selecting an action from 

the options available. Thus, it can be seen that the three 

classes of decision making (choice, diagnosis, and 

prediction) are interrelated depending on the problem in 

question. 

In all these classes of decision making, humans tend to 

avoid when possible, optimal but cognitively demanding 

decision making strategies, in order to reduce the cognitive 

load (from the work of Rasmussen, 1981; Mehle, 1982; and 

Lusted, 1976 cited in Wickens, 1984)). When faced with a 

number of alternatives, humans often employ a simplifying 

heuristic, "elimination by aspects," to reject certain 

options from consideration (Wickens, 1984) . This 

elimination by aspects is based on a few critical attributes 

that are used in the choice of what to eliminate and what 

not to eliminate. Tversky and Kahneman (1974) (cited in 
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Wickens, 1984) talk about two heuristics that come into play 

before and after the initial "elimination by aspects," that 

further aid the decision maker in simplifying the task. The 

two heuristics are representativeness and availability. 

Representativeness refers to "the extent to which a set of 

observed symptoms is physically similar to or representative 

of a familiar hypothesis which is true" (Wickens, 1984). 

Availability refers to "the ease with which instances or 

occurrences [of a hypothesis] can be brought to mind" 

(Tversky and Kahneman, 1974 cited in Wickens, 1984) . 

Wickens (1984) says that the heuristics of availability and 

representativeness often work. He also says that if they 

did not work, people would not employ them as heuristics. 

The next section discusses certain cognitive issues that 

have to be considered apart from the aforementioned aspects 

of human decision making. 

Certain cognitive issues 

As the aim of this project is to model the cognitive 

behavior of humans under dynamic situation, an understanding 

of the cognitive issues involved in the perception and 

encoding of spatial information is imperative. The 

preceding section dealt with general information processing 

theories. Attention is now focused on the field of 

cognitive science. Margolis (1987) classifies the field of 

cognitive science into two, namely 
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(1) cognitive statics 

(2) cognitive dynamics. 

Where, "cognitive statics is one in which the repertoire of 

cues and patterns governing responses can be taken as fixed. 

Cognitive dynamics is one in which the repertoire of cues 

and patterns is changing" (Margolis, 1987, p. 141). Here, a 

person has to grasp a novel pattern or see a pattern adapted 

to a novel kind of context so, the scenario and semantic 

effects are contained in a broader notion of how habits and 

experience in the domain influence the responses in ways 

that are outside conscious control. 

It is desired to be able to account for such judgments 

~n terms of a cognitive model. The problem is to see how, 

within a community of people with comparable qualifications 

and all sharing basic cognitive processes common to the 

species, some see things in a different new way that 

ultimately proves to be superior. Hence we seek to define a 

model that will grasp the underlying theory of judgment and 

tune itself to whatever commonalty that exists in the 

decision making process, between people with similar 

qualification and experience. Endsley (1990) provides an 

excellent discussion about the theory of human decision 

making in dynamic situation, and also discusses how the 

perception of a situation (situation understanding) 

contributes to the decision taken. As decision makers will 

select decisions on the basis of their perceptions of the 
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situation, accurate and complete situational understanding 

is necessary for effective decision making in a dynamic 

environment. 

This situation understanding (henceforth called as 

situation awareness or SA) is then the key feature that 

decides the suitability of a decision to a particular 

situation. The following ~s a definition of SA that best 

captures the meaning. 

"Situation awareness is the perception of the elements 

in the environment within a volume of time and space, the 

comprehension of their meaning, and the projection of their 

status in the near future" (Endsley, 1987, p. 12). 

From the above definition, it is apparent that SA is an 

important element in decision making in a dynamic 

environment as this is what allows the experts to perform 

situation classification. Klien, Calderwood and MacGregor, 

(1989) propose a model for decision making under highly 

stressful conditions, called Recognition-Primed Decision 

making (RPD) that places a strong emphasis on the 

recognition of a particular situation as typical or 

familiar, in the decision making process. 

In their work with firefighters and tank platoon 

commanders, they found that experts rarely considered 

various options before making a decision. Instead, their 

ability to handle situations depended on their skill in 

classifying a problem or situation as familiar. This form of 
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decision making which is based on classification of a 

problem based on experience is called recognition primed 

decision making (RPD). Figure 17 depicts the RPD model. 

Experience the situation in a 

Reassess 
Situation 

Seek more 
information 

No 

context 

No 

Recognize the situation 

Goals 
~~-Expectancies 

Cues 
Actions .r----1 

Imagine Action 

Yes but 

Figure 17. 

Implement 

Recognition primed decision (RPD) model . 
(Klien et al., 1989) 

According to the RPD model, a reasonable decision may 

be made without evaluation of various alternatives, by 

drawing upon past experiences and familiarity in the domain . 

Hence, this model emphasizes the importance of siutation 
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awareness. The mental model (a conceptual model of the 

system, formed by the decision maker from experience with 

the system) of the system formed by the decision maker makes 

the task of acquiring situational awareness easy, as mental 

models have expectancies associated with various situations. 

"In interfacing with the environment ... people form 

mental models of themselves and of the things with which 

they are interfacing" (Norman, 1983) . Mental models are 

naturally evolving models. Through interaction with the 

target system, people formulate mental models of that 

system. These models need not be technically accurate but 

they must be functional. It is based on these mental models 

that humans interact with the system. A major purpose of 

the mental model is to enable a user to predict the 

operation of a target system (Norman, 1983) . 
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APPENDIX B 

APPROACHES TO CREATING AI SYSTEMS 
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This material deals with the approach taken by the AI 

community in creating systems that try to mimic human 

behavior, and also about the drawbacks of the different 

approaches. The merits and demerits of connectionist 

architecture (neural networks) is discussed. A more 

comprehensive treatment of the fundamentals of neural 

computation may be found in Appendix C. 

Conceptual models to physical models. 

The conceptual model depicted in Figure 16 (Appendix 

A), serves to give a general understanding of the issues 

involved, but is not really a model that can be implemented 

in a man-made system. The way the decision making process 

can be modeled will be discussed in this section. 

As the goal is to model human intelligence, it falls 

into the realm of "Artificial Intelligence" henceforth 

referred to as AI. Chandrasekaran (1990) talks about the 

paradigmatic confusion in AI, and states that "there is 

really no broad agreement on the essential nature or formal 

basis of intelligence and the proper theoretical framework 

for it" (p. 14). 

Schank (1990) says that "the question of what AI is all 

about probably does not have only one answer" (p. 4) . He 

attacks the problem by listing some features that one would 

expect an intelligent entity to have. They are 

communication, internal knowledge, world knowledge, goals 
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and plans, and creativity. He also discusses at length the 

~ssues that must be addressed by an AI system. Schank 

(1990) says that of all the issues, the most important one 

is learning, and concludes that, "an AI program that does 

not learn is no AI program" (p. 12). From the above 

discussion, it is reasonable to assume the existence of a 

wide range of theories about AI and what constituted a 

proper approach to creating an AI system. The next section 

deals with some of the theories that gained prominence. It 

also talks about the reason why they failed to make a 

significant impact in the field of AI. 

AI theories 

This discussion ~s based on Chandrasekaran's (1990) 

discussion on neural networks and artificial intelligence. 

The role of cybernetics. Weiner (1948) (cited in 

Chandrasekaran, 1990) laid some of the foundations of modern 

feedback control, and cybernetics was one of the first 

fields to embrace the theory. Weiner (1948) (cited in Rose, 

1974) defined cybernetics as the science of "control and 

communication in the animal and machine" (p. 78). The most 

important characteristic of the cybernetic approach is that 

it considers the total system, with all its interacting 

elements as one inseparable unit. In this respect, in most 

cases it denies the validity for a complete solution 

obtained by optimizing a component part separately. The 
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approach insists that the analysis be comprehensive and 

simultaneous (Robinson and Knight, 1972) . Cybernetics 

provided an approach for incorporating adaptive capability 

into a system, by feedback of information. Since adaptive 

capability was considered to be the most important attribute 

of an AI system, cybernetics became a popular approach. 

However, the role of cybernetics in AI declined because it 

did not address the issues of cognition and perception 

(Chandrasekaran, 1990) . An excellent treatise on the 

relationship between cybernetics and artificial intelligence 

is provided by Robinson and Knight (1972), where it can be 

seen that the focus of cybernetics was on the mathematical 

side of modeling information processing, rather than the 

cognitive side. 

Theory of automata. This theory attempted to provide a 

mathematical foundation for intelligence, by modeling the 

brain as an automaton. McCulloch and Pitts (1943) (cited in 

Chandrasekaran, 1909) proposed a model for an artificial 

neuron. The neuron model developed by McCulloch and Pitts 

was based on highly simplified considerations of the 

biological neuron. Although the neuron was extremely 

simple, it had considerable computing power, in the sense 

that it had the ability perform basic logic operations 

(Chandrasekaran, 1990) . However, the role of automata in AI 

gradually reduced as "what AI needed was not theories about 

computation but theories which were descriptions of 
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particular computations, i.e., programs that embody the 

theory of cognition" (Chandrasekaran, 1990, p. 16). 

Neural networks. Using neural networks was another 

approach to seeking intelligence. This approach attempted 

to model the human brain by looking at neurons and networks 

of neurons (neural networks) as the means of information 

processing. "Its [origin] can be traced to Hebb's work 

(Hebb, 1949) ... who proposed a dynamic model of how neural 

structures could sustain thought, how simple learning 

mechanisms at the neural level could be the agents of higher 

level learning at the level of thought" (Chandrasekaran, 

1990, p. 16). 

Minsky and Papert (1969) (cited in Chandrasekaran, 

1990) demonstrated the inadequacies of perceptrons, and it 

is often considered as the reason for the loss of interest 

in perceptrons. Chandrasekaran (1990), points out that the 

lack of powerful representational and representation 

manipulation tools were also the major contributing factors 

"for the failure of all this class of work namely 

perceptrons, neural nets, and statistical classification -

to hold center stage in AI" (Chandasekaran, 1990, p. 17). 

Pattern recognition. Pattern recognition is a class of 

work mainly statistical in nature (refer to Keinosuke, 1972, 

or Duda and Hart, 1973, for a review) . The basic feature of 

pattern recognition was that it saw no difference between 
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the problem of recognition and classification and developed 

a number of algorithms for classification. 

Banerji (1976) talks of a data-structure which can 

learn simple relationships from examples of input and 

output. The structure that he developed was predicated on 

the belief that purely algebraic or structural-linguistic 

constructs are inadequate for handling descriptions which 

depend on complex relations in the objects to be classified. 

It is to be noted that classification is the main focus 

here, and not cognitive modeling. It is interesting to note 

that while pattern recognition concentrated on 

classification of existing patterns in to one or more pre

established groups, it gave no thought to the way humans 

performed the same thing. As a result, the gulf between 

pattern recognition and classical AI expanded to a point 

where the two became separate fields. 

Chandrasekaran (1990) discusses how the need for more 

flexible representation is felt when the problem becomes 

more complex. This is supported by the statement of Laskey 

et al. (1989), "increasing attention is being devoted to 

formalisms for representing and processing uncertainty in 

automated reasoning systems" (p. 536). 
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Knowledge representation 

Representation of knowledge ~s one of the problems in 

creating an AI system. As pointed out by Chandrasekaran 

(1990) the need for powerful representation and manipulation 

tools is felt as one tries to model complex systems. 

Laskey, Cohen and Martin (1989), in talking about 

representing knowledge, say that "increasing attention is 

being devoted to formalisms for representing knowledge in 

automated reasoning systems" (p. 536) . Various techniques 

were developed to deal with this problem. Burns, Winstead, 

and Haworth (1989) talk about semantic nets as paradigms for 

both causal and judgmental knowledge representation. Burns 

et al. (1989) define semantic nets as a "network of nodes 

connected by labeled and directed arcs that indicate the 

direction and nature of the associations between the nodes" 

(p. 59). Burns et al. (1989) present a semantic net for 

reasoning qualitatively. They tried to integrate 

associative knowledge with causal knowledge to facilitate an 

unified knowledge representation. 

It can be seen that there exists a wide range of 

approaches and philosophies as to what constitutes a viable 

approach to create AI systems. All the above mentioned 

approaches failed to provide a solution to the problem of 

creating a true AI system, as they were lacking in certain 

key features like learning ability, representational power 

and a host of other deficiencies unique to each approach. 
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Expert systems 

Expert systems is a relatively new concept. The 

acceptance of expert systems is due in large measure, to 

various contributions by the AI community coupled with the 

highly successful promotion of the expert systems approach. 

Heuristic programming was treated as expert systems by the 

AI community in the 1950s. Heuristic rules or heuristics 

for short are rules that are developed through intuition, 

experience, and judgment. When one or more heuristics are 

combined with a procedure for deriving a solution from these 

rules, a heuristic program is the result. 

Primary enhancements brought to heuristic programming 

from the AI community are not trivial. For example, the 

separation of the inference process from the knowledge base 

(heuristics) resulted in the ability to focus effort more 

intensely toward the development of the knowledge base 

model. 

As stated above, while some may trace expert systems 

back to 1950s (in the form of heuristic programming), the 

major thrust in the field was in the 1980s. The major 

player behind the interest in AI and expert systems in the 

early 1980s was the Department of Defense (DOD) and, in 

particular, DARPA (Defense Advanced Research Projects 

Agency), which supported advanced research in the field and 

promoted it. The following discussion about the components 
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of an expert system is based on Badiru's (1992) treatment of 

the subject. 

Components of an expert system. The knowledge that is 

represented in an expert system must be in a form that is 

conducive for a computer to store, retrieve and process. 

This means that there must be clear distinction between the 

data, knowledge, and the basic control structure that draws 

on the data and knowledge to find a solution to a particular 

problem(Badiru, 1992). Badiru (1992) talks about the 

different levels in an expert system, as follows. 

(1) Knowledge base: This consists of problem 
solving rules, procedures and intrinsic data relevant 
to the problem domain. 

(2) Working memory: This refers to task specific 
data for the problem under consideration. 

(3) Inference Engine: This is a generic control 
mechanism that applies the axiomatic knowledge in the 
knowledge base to the task-specific data to arrive at 
some solution or conclusion. (Badiru, 1992, p.19) 

It is easy to see that the knowledge base is a very 

important component of an expert system, as the expert 

system draws an inference based only on the knowledge 

represented in the knowledge base. Hence it is "the nucleus 

of the expert system" (Badiru, 1992, p. 19). The knowledge 

base contains the heuristic rules, system protocols, and 

various facts that an expert may use to arrive at a 

decision. It is basically the place where the knowledge of 

an expert is stored for use, at a later problem solving 

stage. "The development of a functional expert systems 

usually centers around the organization of the knowledge 
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base [where the human knowledge is represented]" (Badiru, 

1992, p. 19). In order to represent human knowledge in a 

knowledge base, the knowledge has to be extracted from 

experts. The next section deals with certain issues 

relevant to the problem of knowledge extraction or 

elicitation. 

Extracting human knowledge. 

"The process of eliciting and encoding human expert 

knowledge for machine use [is called Knowledge Engineering]" 

(Lehner and Adelman, 1989, p. 433) . According to Lehner and 

Adelman (1989), "knowledge engineering has been perceived to 

be the major bottleneck in expert system development" (p. 

433) . Many approaches have been put forward by various 

researches for knowledge engineering. The main features of 

the various approaches are discussed below. What is 

presented is only a brief outline of the key features in 

each class of approach, based on Lehner and Adelman's (1989) 

treatment of the subject in an IEEE Transactions on SYSTEMS 

MAN AND CYBERNETICS SPECIAL ISSUE ON PERSPECTIVES IN 

KNOWLEDGE ENGINEERING. 

Classical approach. In this approach, "knowledge 

representation schemes and elicitation procedures are 

generally based on experience and case studies" (Lehner and 

Adelman, 1989, p. 433). This approach is the most obvious 

one and various techniques have been proposed to increase 
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the efficiency of such an effort. Because this approach 

deals with the experience of experts and case studies, an 

anthropological approach was propounded by Forsythe and 

Buchanan (1989) . 

Forsythe and Buchanan (1989), while discussing a 

technique of knowledge elicitation, say that "artificial 

intelligence has drawn heavily on linguistics and 

psychology, it has paid less attention to the neighboring 

discipline of anthropology and qualitative sociology" (p. 

436) . According to them "recognition of the common ground 

between anthropology and artificial intelligence is just 

beginning to emerge" (Forsythe and Buchanan, 1989, p. 437). 

They used anthropology in two ways first, anthropological 

field methods were used to gather information about 

communication during the knowledge acquisition process. 

Second, some of the same methods deemed appropriate were 

used in the process of knowledge engineering also. For 

example, ethnographic methodology might be used during the 

knowledge elicitation process. In this technique the 

knowledge engineers would go with the experts for a certain 

period of time and participate in their activity as 

observers. This would allow the knowledge engineer to 

observe the expert in action and probably pick up certain 

informal uncodified information that the experts are not 

aware of themselves (Forsythe and Buchanan, 1989) . 
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Once this stage is past, the interview stage comes, 

where the knowledge engineer asks specific questions in 

order to probe the decision making strategy adopted by the 

experts. Forsythe and Buchanan (1989) provide valuable 

pointers in interview methodology, for increasing the 

success of knowledge elicitation and analysis, which are 

listed below. 

(1) Relating to the expert as a person and not 

treating him like a data bank. Forsythe and Buchanan (1989) 

say that "[it is important to maintain a balance between 

eliciting knowledge, obtaining information] and 

acknowledging the expert as a person and a professional" (p. 

438) . 

(2) Over- and under-direction during the knowledge 

elicitation process. Over-direction is the condition where 

the knowledge engineer steers the response of the expert by 

curtailing his freedom of expression, and under-direction is 

the condition where the knowledge engineer has no control 

over the course of the discussion. Forsythe and Buchanan 

(1989) say that 

knowledge engineers must find a middle ground 
between deciding upon an approach and a list of 
questions before hand, and being completely open to 
changing approach on the basis of what the interviewee 
says and does. Similarly they must consciously weigh 
the cost in time and efficiency of letting a loquacious 
expert carry on at will, versus the probable cost in 
good-will (and possibly data) of interrupting 
repeatedly to keep the expert on course. (p. 438) 
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Thus, the classical approach to knowledge elicitation 

focuses on analyzing case studies and interviewing experts. 

The anthropological technique adopted by Forsythe and 

Buchanan discusses about a way to elicit information but not 

about representing the information thus it helps the process 

of knowledge engineering at the elicitation stage. Cross 

and Price (1989) discuss about an approach for both 

eliciting and encoding of knowledge. Cross and Price (1989) 

provide the framework for a conceptual structures approach 

for acquiring and managing knowledge. "Conceptual graphs 

achieve a powerful semantics by expanding on Schank's 

conceptual dependency graphs to directly represent 

arbitrarily complex relationships using case relations" 

(Cross and Price, 1989, p. 516). Conceptual graphs provide 

two important advantages in that it provides flexibility of 

representation and considerable speed in data retrieval 

(Cross and Price, 1989) . 

It can be seen that the methods discussed above help at 

various stages of the knowledge engineering effort, But as 

Forsythe and Buchanan (1989) say "extracting knowlege from 

human experts can be slow, inefficient and frustrating for 

expert and knowledge engineer alike" (p. 435). They also 

say that the "lack of good high-level tools for knowledge 

acquisition is a serious problem" (Miller, 1987, cited in 

Cross and Price, 1989, p. 435). 
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Psychology-based knowledge elicitation. This approach 

attaches importance to the basic psychology underlying the 

decision making process. In this sense, this approach tries 

to find out how the human solved the problem, instead of 

just trying to find out find out the rules that led to the 

solution. "In this approach, knowledge representation 

schemes and elicitation procedures are based on a broader 

understanding of the psychology of human expert problem 

solving and decision-making" (Lehner and Adelman, 1989. p. 

433). Noble (1989) discusses schema based knowledge 

elicitation for planning and situation assessment aids. 

"Schema theory was pioneered in the 1930s by Bartlett who 

believed schemata are subconscious mental structures that 

are formed from previous experience in the domain, and 

knowledge and used to process new information" (Noble, 1989, 

p. 474). Noble (1989) used a schema-based knowledge 

elicitation tool that 

Enables an expert to represent his understanding 
of situations as a hierarchy of schema-like 
templates. Each template models a class of 
activities, it specifies the participants in these 
activities, the events to be performed by each 
participant, and temporal and logical 
relationships between events. (Noble, 1989, p. 
482) 

Noble illustrates his approach by modeling military 

operations as templates. The template described, 

represented expert knowledge about how air-strikes are 

normally conducted. This template which describes the 
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situation for attacks could be used in an expert system. 

Noble concludes by saying that further research is necessary 

in knowledge representation schemes. 

Klien, Calderwood, and MacGregor (1989) talk about 

critical decision method for knowledge elicitation. "The 

CDM is a retrospective interview strategy that applies a set 

of cognitive probes to actual nonroutine incidents that 

required expert judgment or decision making" (Klien et al., 

1989. p. 464). In order to use CDM, an incident is 

selected, that called for the expert's knowledge to make a 

decision. Then the expert is asked to give a brief 

description of the situation. This is followed by a 

semistructured interview to learn more about the decision 

making process. The CDM tries to strike a balance between 

two popular methods of knowledge acquisition namely: 

(1) verbal protocol (Unstructured), and 

(2) interview (Structured) . 

A limitation of CDM (which relies on verbal reports) 

noted by them was that "it is important to note that verbal 

reports [do not adequately represent] people's cognitive 

processes, and that people can misinterpret their own 

decision making strategies and goals" (Klien et al., 1989. 

p. 471). 
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Algorithmic approach. Rouse, Hammer, and Lewis 

(1989) applied algorithmic approaches to capture human 

skills and knowledge. The overall idea of algorithmic 

approach is to capture human skills and knowledge in terms 

of input-output relationships. Rouse et al. (1989) state 

that the most crucial step is choosing a form of 

representation for the input-output relationship. They 

define three parameters of importance to the approach, which 

are 

( 1) variables, 

(2) relationships among variables, 

(3) parameters within relationships. 

They point out that 

The choice of variables would seem to be 
straightforward: whatever measurable entities are 
associated with the behavioral phenomena of 
interest are also chosen as the variable to be 
studied. This choice is not easy when the primary 
concern is with the mechanisms underlying behavior 
and not the behavior itself. (Rouse et al., 1989, 
p 0 559) 

An important risk that goes with the identification of 

variables is that it is possible to end up with a model of 

relationships among the wrong variables (Rouse et al., 

1989) . Once the variables are selected, the relationships 

among them are represented as a set of linear equations that 

relate inputs to outputs. Rouse et al. (1989) acknowledge 

valiant (1984) (cited in Rouse et al., 1989), who 

demonstrated how some of the expressions are tractable in 
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polynomial time. But, as Rouse et al. (1989) rightly point 

out, "while Valiant's work demonstrates the existence of 

polynomial time algorithms to solve certain problems, it 

leaves open the question whether such algorithms exist for 

more complicated expressions" (p. 566). 

Connectionism 

Having discussed some of the main approaches taken so 

far in the AI community, attention is now turned to 

"connectionism." Most connectionist theories in AI share 

the idea that the representation of information is based on 

the weights of connections between elementary processing 

units called neurons (Chandrasekaran, 1990) . Connectionist 

theories follow a method of learning where the current state 

of the system is adjusted by adjusting the weights of 

connections, in search of the right region (in a 

multidimensional space) for the particular problem. 

Chandrasekaran (1990), lists some of the properties of 

connectionist architecture that are worthy of note and 

explains why it is viewed as an alternative to other 

systems. 

(1) Parallelism: Connectionist models are 
intrinsically parallel and in most implementations 
massively parallel. 

(2) Distributedness: Representation of 
information is distributed over the network in a very 
specialized sense, i.e, the state vector of the weights 
in the network is the representation ... " 
(Chandrasekaran, 1990, p. 21-22) 
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Chandrasekaran (1990) drawing from the work of Dreyfus 

(1979) (cited in Chandrasekaran, 1990), says that "human 

recognition does not proceed by combining evidence about 

constituent features of the pattern but uses a holistic 

process" (p. 22). Wickens (1984) also says that information 

processing is holistic in nature. Hence connectionist 

architecture are thought to be the alternative to the 

traditional symbolic paradigm. Chandrasekaran (1990) 

drawing from the work of Smolensky (1988) (cited in 

Chandrasekaran, 1990) says that 

Because of the continuous space over which the 
weights take values, the behavior of the network ... , 
tends to be smooth over the input space. 
(Chandrasekaran, 1990. p. 22) 

Connectionist approaches need the problem to be reduced 

to input-output pairs so that the system may learn to map a 

set of input to a desired output. This means that it is 

required to separate the essential elements of a problem and 

transform it into input-output pairs. Chandrasekaran 

(1990) talks about Marr's pioneering work on the method of 

information processing analysis as a way of separating the 

essential elements of a theory from problems associated with 

implementation. According to Marr (1982) (cited in 

Chandrasekaran, 1990), the first step is to identify a 

function that takes in an input and produces an output that 

can be translated to a decision. This involves the 

specification of the nature of the inputs and outputs and 

the kind of information that the function needs to process. 
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The next step is the definition of an information processing 

theory that performs the role of this function. Actual 

algorithms may be used to carry out the information 

processing theory. Chandasekaran (1990) says that the 

implementation of the IP theory can also be done 

connectionistically. If it is possible to create a 

connectionist system that can learn to perform 

satisfactorily in a reasonable amount of time, then the 

connectionist approach can avoid most of the problems 

(knowledge engineering and representation) associated with 

traditional approaches (Chandrasekaran, 1990) . 

Connectionist approaches are not without drawbacks. One of 

the main problems with connectionist systems is the "credit 

assignment problem." Chandrasekaran (1990), in an excellent 

discussion of connectionism, says that 

The fundamental problem of complex learning is the 
credit assignment problem, i.e., the problem of 
deciding what part of the system is responsible 
for either the correct or incorrect performance in 
a case, so that the user knows how to change the 
system. Connectionism represents the variation in 
a system as a multidimensional space of parameters 
and the process of learning is a search process in 
that space for a region that corresponds to the 
right structure for the system. (p. 26) 

Since the information is in the form of a mapping, it is 

very difficult to assign credit to various connectionist 

modules in an AI system. The credit assignment problem 

raised by Chandrasekaran is probably the single most quoted 

drawback of neural networks. Rose (1990) also says that the 
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problem of credit assignment is a major deterrent to the use 

of connectionist modules in hybrid systems. 

Although one may be led to believe that the neural 

network will learn the domain just by looking at sample 

input-output pairs it is not so. The abstracting ability of 

a connectionist system shared by all its components namely 

input representation, network configuration, and the 

learning process itself. Chandrasekaran (1990) says that "a 

significant part of the abstractions needed is built into 

the architecture of the network, and the choice of the 

inputs" (p. 26). This means that the network has to learn 

only the remaining unknown relationships. 

So far, the various approaches to knowledge engineering 

have been discussed. The vast divergence in opinions and 

perspectives regarding the approach to create an expert 

system, and the drawbacks associated with each lends 

credence to what Lehner (1989) said, "Knowledge engineering 

has been percieved as a major bottleneck expert system 

development" (p. 433). It does seem that connectionist 

architecture obviates the need for a massive knowledge 

engineering effort as it follows a "learning by example 

paradigm," where the network learns the underlying knowledge 

of the domain that it is trained for automatically, by 

looking at input-output pairs, the information abstractions 

being shared by the input representation, the architecture 

of the network, and the learning process itself. 
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APPENDIX C 

THE FUNDAMENTALS OF NEURAL NETWORKS 
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This section introduces the reader to the fundamental 

concepts of connectionist architecture or neural 

computation. 

Fundamental concepts of neural networks 

This section discusses the fundamental concepts 

underlying neural computation, following the presentation of 

Zurada (1992) . 

"Artificial neural systems, or neural networks, are 

physical cellular systems which can acquire, store, and 

utilize experiential knowledge" (Zurada, 1992, p. xv). The 

knowledge contained in a neural network is present in the 

form of a stable mapping, where different inputs are mapped 

to stable output states. What this means is that if the 

problem to be solved can be reduced to a set of input-output 

pairs, the neural network will learn to map a particular 

input to a particular output. 

A neural network's ability to perform computations is 

based on the computing capability of simple computational 

elements (Neurons) . The computation in a neural network is 

done by these basic processing elements connected in a mesh 

of arbitrary complexity. The neurons that make up a neural 

network are often referred to as nodes. Neurons form a 

summing and nonlinear mapping junctions. In some cases they 

may be considered as threshold units that fire when their 

total input exceeds certain bias levels. Neural networks 
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are usually arranged in layers of nodes, and the neurons in 

the layers may be connected with other neurons in a complex 

fashion. In fact, choosing a particular type of connection 

for a neural network is important for reducing the number of 

free parameters (weights) in the system. Each connection's 

strength is expressed by a numerical value called a weight, 

which can be modified based on various training algorithms. 

Figure 18 shows a possible architecture of a back

propagation network. The architecture presented is by no 

means the only possible one. The nodes may be 

interconnected in an arbitrarily complex fashion to suit the 

problem that is to be solved. 

Outputs from network 

Nodes 

Output layer Weights 

Hidden layer 

Input Layer 

Inputs to network 

Figure 18. General layout of a neural network. 
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Biological neurons/Artificial models. The human brain 

consists of approximately 1011 computing elements called 

neurons. They communicate through a connection network of 

axons and synapses having a density of approximately 104 

synapses per neuron. A neuron can receive two types of 

input namely excitatory (if it aids in the firing of the 

neuron) or inhibitory (if it hinders the firing of the 

neuron) . "A more precise condition for firing is that the 

total excitation should exceed the inhibition by the amount 

called the threshold [bias] of the neuron" (Zurada, 1992, p. 

29). Thus, a neuron will fire when the total of its input 

exceeds the bias. 

A neural network is a dense network of neurons that are 

interconnected. The signals that each neuron releases are 

then fed to other neurons based on the connection pattern 

adopted. Even though the above discussion is extremely 

simplified from a neurobiological point of view, it is 

valuable for gaining an insight into the principles of 

"biological computation." 

The general schematic of an artificial neuron 

consisting of processing node and synaptic connections is 

represented in Figure 19. 
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X1 

X2 
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Xn ~o----------~ 
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Synaptic Connection 

~Neuron's processing node 

Figure 19. General schematic of an artificial neuron 
(Zurada, 1992) 

These elementary processing elements may be 

interconnected in a network (hence the name neural network) 

to perform complex nonlinear mapping. 

Neural networks have the ability to learn mappings of a 

function simply by being trained on examples of the 

function. Simplistically, this property can be thought of 

as the ability to abstract. To train the neural network, 

all that is required, are input-output pairs (the actual 

responses of the system to various input) . The learning is 

an iterative process, where the neural network looks at the 

input-output pairs, and adjusts the weights in order to map 

the inputs to the outputs. The abstraction capability of 

the network is divided between input representation, network 

architecture, and the learning process itself. 

Training the neural network. The neural network is 

trained using a popular learning algorithm called "error 

back-propagation training algorithm" (refer to Lippmann, 

1987, for an algorithmic treatment). The algorithm is a 
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gradient descent search procedure, by which the weights of 

the neural network are adjusted in search of the global 

optimum (by minimizing the total sum of squares of the error 

over all training patterns), where error is defined as the 

difference between the output of the neural network and 

desired output. The minimization criterion is represented 

as "~*SSE", where SSE is the sum of the squared error (over 

all the training patterns) . There is no guarantee that the 

neural network will converge to the global optimum. The 

rate at which the search progresses is determined by a 

learning factor which can be modified to suit the particular 

.domain. After training, the network is usually tested with 

: input that it has not been trained with. 

Generalization and overfitting. The performance of the 

network is expressed as percent matched, and is usually 

referred to as the generalization of the network. It is 

defined as the percent probability of the network in 

predicting correctly the output (assumed to be discrete) of 

the system (that it has been trained to replace), for a 

particular input. A popular technique for improving the 

generalization of a neural network, is to incorporate a 

weight decay factor during training. Too many weights (free 

parameters) make it easy for the network to fit the noise of 

the training data and thus fail to generalize well to new 

cases. This problem is called overfitting. The weight 

decay approach attempts to minimize the value of weights 
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that are not contributing to the learning process. The idea 

is to put a small decay factor by which all the weights 

decay in each iteration of the training process. Note that 

without the weight decay, the process was one that minimized 

the sum of squares of the error. But with the weight decay, 

the process becomes one that minimizes a value that is equal 

to "~*SSE + ~*SSW" where "~" represents the weight decay 

factor, and SSW denotes the sum of the squared weights. 

Thus, the process now becomes one that minimizes the total 

sum of squares of the error and the sum of squares of the 

weights. 

In the long run, only those weights which are of 

importance (whose decay is dominated by the weight 

adjustment of the training algorithm) will have a 

significant magnitude, and the unimportant weights will 

approach zero (Weigend et al., 1990). This approach 

attempts to find a network with the least number of weights 

to learn the domain, or in other words, it reduces the 

number of free parameters in the system. It is analogous to 

finding the polynomial of the least order to fit a 

particular data set. 

Restricted connectivity. Restricted connectivity is a 

technique usually employed in configuring a neural network's 

connections. It is done when it is desired to cut down the 

number of free parameters in the system, and when it could 

be justified that the restriction was based on some 
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characteristic of the input data. What it means is that all 

the neurons in a layer are not connected to all the other 

neurons in the adjacent layers, but to only selected 

neurons. This selection is based on certain characteristics 

of the data that justifies such a connection. Figure 20 and 

Figure 21 illustrate the technique of restricted 

connections. 

Output 
Input 

Figure 20. Fully connected neural network. 

Output 

Input 

Figure 21. Neural network with restricted connectivity. 

In Figure 21, it can be seen that all the neurons in a 

layer are not connected to all the neurons in the previous 

layer. This type of architecture is called the restricted 

connectivity architecture. Please note that the 

architecture depicted in Figure 20 and Figure 21 is for 

illustrating the idea of restricted connections only, and 

does not depict the architecture for the networks used in 

this research. 
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APPENDIX D 

HYBRID SYSTEMS 
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Hybrid systems integrate neural nets and expert systems 

in a single system. Expert systems are typically domain

specific in the sense that they function well when the 

problem is well defined. Neural networks have a broad 

response capability as it operates in multidimensional 

space. Expert systems take a very long time to create, 

while a neural network can be created to produce acceptable 

results in a much less time (Hillman, 1990). On the other 

hand, the output of an expert system can be readily 

interpreted while the output of a neural network cannot. 

It can be seen that both paradigms possess properties 

that are desirable in a AI system. A hybrid system attempts 

to create a system by invoking the specialty of each of its 

component systems. 

Suitability of hybrid systems 

Rose (1990) discusses certain aspects of a problem that 

serve as motivating factors for a hybrid solution. They 

are: 

(1) A priori knowledge: It is important to note that 

a neural network is an associative learning paradigm 

(learning by experience). However, if the modeler has some 

knowledge of how the problem is solved, the associative 

learning process may not be the best solution because no use 

is made of the knowledge already at hand. 
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(2) Learning new relationships: A neural network is 

typically used to learn previously unknown relationships in 

the data. If the system has to first learn already known 

aspects of the problem it is a waste of time and effort. 

Rose (1990) in discussing the problems associated with 

hybrid systems says that 

Hybrid systems face two problems not found (or 
found to a lesser extent) in their single-paradigm 
counterparts. First, the symbolic and associative 
components in a hybrid system must be able to 
communicate. Second, if learning is to be supported, 
credit must be assigned to each component. (p. 279) 

He suggests a way to overcome the communication problem 

by delegating one set of tasks to each component. This 

approach however has limitations in that it may be 

applicable only to tasks where such delegation is feasible. 

An important drawback of the delegation approach pointed out 

by Rose (1990) is that "the components cannot benefit from 

each other's information content when solving their 

individual tasks" (p. 279). 

The SCALIR System. The Symbolic and Connectionist 

Approach to Legal Information Retrieval (SCALIR) system 

developed by Rose (1990) demonstrates the feasibility of 

creating a hybrid systems. SCALIR uses an approach where 

the system learns the domain simultaneously. Learning is 

not delegated only to the neural network part, but also to 

the other symbolic part using an innovative technique (Refer 

to Rose, 1990) . The instability associated with such a 
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training procedure was effectively dampened by making both 

the components compete for the same resources (Rose, 1990) · 

Research is also underway in devising a method for 

implementing expert system rule conditions by neural 

networks (Refer to Tirri, 1991) . Hybrid systems have 

attracted numerous researchers Caudill, 1990; Narazaki and 

Ralescu, 1992; David and Pao, 1992; and Fu, 1989, to name a 

few. Further research, and application results are 

necessary to substantiate the various ideas put forward by 

these researchers, and develop a general approach to the 

creation of hybrid systems. 
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