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Abstract 

True artificial intelligence implementations in modern video games are a rarely 

seen occurrence. Most reliable sources say that the reason for this has to do with the 

unreliability in non-deterministic domains and poor performance. In this research, we used 

a well-known decision algorithm, minimax, in an attempt to focus on both of these issues 

while still providing emergent intelligence to the system. 

Minimax has existed since 1928, and has been proven sound in games of perfect 

information such as chess, or checkers.  We refer to these games as deterministic domains 

in which every action has a known resulting outcome.  We will look to extend minimax to 

non-deterministic domains through the use of expectiminimax. 

The result of this research was that the minimax and variant expectiminimax 

algorithm were both applicable in a commercial game domain, providing both acceptable 

performance and emergent intelligence in both deterministic and non-deterministic 

environments.  
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Chapter I 

Introduction 

Motivation 

While the video game industry has boomed and bloomed over the past decade to 

an extremely respectable $61 billion dollars in sales in 2015 (DiChristopher 2016), the 

artificial intelligence, henceforth known as AI, techniques being used are far from the 

forefront of cutting edge.  In a 2015 gamasutra.com article, one AI developer stated that 

his current use of AI implementations are based mostly around “AI techniques that were 

well-known in the 1970’s” (Graft 2015). The problem for most AI developers is that game 

AI needs to fit a commercially proven  set of experience expectations.  In situations where 

we employ tactics to produce emergent intelligence, like machine learning and decision 

algorithms, this proves especially difficult.  Assume a game designer wants to see a certain 

type of AI behavior repeated more often.  The developer can’t simply step back to the code, 

change a few settings and ask if that is satisfactory. They must now go back to their data 

set, and attempt to retrain the agent to see if they can produce this type of requested 

behavior.  Therefore, if we wish to introduce more modern AI techniques into modern 

video games, the proposed techniques must produce accurate and repeatable results that 

can be designed around. This is highly important to me as I feel games are as much a 

teaching and learning tool as they are a source of entertainment. Being able to produce 

more accurate simulations of environments and agents that can adapt to them allows a more 

analytical way of studying real world scenarios before they happen. Examples of this 
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include combat, medical, and space simulations, all of which have very heavy 

representation in the video game market. Being able to more succinctly represent them 

allows for more efficient study of probable outcomes and a higher quality of response to 

these scenarios when they occur in the real world.  

Problem Statement 

With AI implementations needing to produce reliable, repeatable behaviors and at 

the same time show emergent intelligence, the architecture of any AI must be highly 

testable, and elaboration tolerant.  A majority of games that exist are driven by player 

decisions, and thus to give the player a more organic environment it would be preferred 

that the agents within these games perform decisions in the same way.  The minimax 

algorithm has a long proven track record of successful implementation in zero-sum turn 

based games.  A decision making algorithm like this has the potential to allow for emergent 

intelligent behavior from AI agents with a more hand tuned controllable heuristic to help 

produce the desired repeatable behaviors. There are a few challenges facing the use of the 

standard minimax algorithm in a production level environment due to the potential 

performance loss in complex decision making. In its standard use environments, minimax 

is used in games like chess and checkers, because these games are usually deterministic in 

nature. While there are many deterministic modern games, a very large portion of the 

market is non-deterministic. At the same time, due to the maturity of the algorithm overall, 

some performance optimizations do exist to help with the flexibility and elaboration 

tolerance of the algorithm. The problem I attempt to address within this paper is: can 

minimax perform at an acceptable level of both accuracy and performance in a non-

deterministic modern game environment? What is meant by this is, can we arrive at a 
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decision from the AI’s point of view in which a reasonably intelligent decision was made 

in under 2-3 seconds? 

Overview 

This paper consists of five chapters which began with the introduction.  The second 

section will cover background information related to the current state of the art for AI 

within the video game industry, the minimax algorithm, and a specialized variation of this 

algorithm known as expectiminimax.  In the third section of the paper we will discuss the 

system that was implemented to perform the research related to answering our problem 

statement.  In this section we will discuss three prototypes that were designed for this 

purpose as well as the work that led to the initial framework for these prototypes. We will 

also evaluate the performance of two of the prototypes.  Section four consists of the 

implementation process in which we will discuss how this system was implemented, what 

pitfalls were discovered, as well as any tricks or better practices we found along the way.  

The final section will cover conclusions that were rendered from this project as well as any 

future work that was identified throughout this process. 
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Terms 

NPC is an acronym used interchangeably for non-player controlled or non-player 

character when discussing various interactable objects in video games. 

Game State, or State for short, is a term that will be used to discuss the state of the 

game as it exists at a certain point in time within the game.  The particular composition of 

a game state will vary from game to game, but from any game state an individual who 

understands the game will have complete knowledge of the game and should be able to 

describe exactly what is going on at that time in the game.  

Reachable is a term used to describe the scenario in which a path exists between 

two tiles and every tile in said path can be reached from the previous. 

 Kiting, a combat tactic where one combatant, A, attempts to keep another, B, at a 

controlled distance.  This distance is usually beyond B’s attack range, allowing A to attack 

freely. 

 HP, is an acronym used interchangeably for hit point, or health point, which is a 

value that represents the life of a unit, or character within a video game. 
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Chapter II 

Background 

State of the Art 

Artificial intelligence systems within video games has been a very volatile and 

constantly changing environment since their inception.  At this point the average gamer 

has over 13 years of experience playing video games consistently as a hobby, and as a 

result expects each new game to come packed with new challenges, and a smarter AI 

system to deliver those challenges.  For the better part of the past few decades the AI of 

most video games was made up of what is commonly referred to as “smoke and mirror” 

implementations.  These are hard coded, rule based AI’s that really weren’t very intelligent 

but used clever tricks and cheats to appear to be much smarter or challenging than they 

really were. As an example and testament to this, consider game developer Bungie and 

their critical success with the Halo series.  A direct quote from two of the games 

developers/designers Chris Butcher and Jaime Griesemer was: “If you’re looking for tips 

about how to make the enemies in your game intelligent, we don’t have any for you we 

don’t know how to do that, but it sounds really hard” (Champandard 2007), their advice 

was focus on the illusion of intelligence.  They went on to say that through extensive 

playtesting their test audience confirmed that by making an AI agent “physically” stronger 

the user is given the illusion that the agent is more intelligent (Champandard 2007).   

Game modification via the player base, commonly referred to as modding, has been 

a very mainstream tactic for game developers for some time. In recent years, game modding 
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has become so mainstream that many game companies have been looking at ways to 

monetize this both for themselves and the mod creator. This allows a game developer a few 

benefits. First it offers the developer a form of crowd sourced developer work to see what 

features the player population likes the most so they may implement them in their product. 

Additionally it simply makes the player base happier and more tied to the game by allowing 

them to express their own creative ideas on a game as a work of passion. Looking into 

games where the AI is exposed for modification by players, like Age of Empires II, we can 

see a very simple rule based API was provided to allow player creation of custom AI 

scripts.   

One combat AI from a highly downloaded player modification called The Duke has 

the following excerpt as a part of its attack AI. 

(𝑑𝑒𝑓𝑟𝑢𝑙𝑒 

(𝑐𝑎𝑛 − 𝑡𝑟𝑎𝑖𝑛 𝑎𝑟𝑐ℎ𝑒𝑟 − 𝑙𝑖𝑛𝑒) 

=> 

(𝑡𝑟𝑎𝑖𝑛 𝑎𝑟𝑐ℎ𝑒𝑟 − 𝑙𝑖𝑛𝑒) 

) 

(𝑑𝑒𝑓𝑟𝑢𝑙𝑒 

(𝑐𝑎𝑛 − 𝑡𝑟𝑎𝑖𝑛 𝑠𝑘𝑖𝑟𝑚𝑖𝑠ℎ𝑒𝑟 − 𝑙𝑖𝑛𝑒) 

=> 

(𝑡𝑟𝑎𝑖𝑛 𝑠𝑘𝑖𝑟𝑚𝑖𝑠ℎ𝑒𝑟 − 𝑙𝑖𝑛𝑒) 

) 

This script is fairly straight forward.  It consists of two rules, the first pertaining to 

archer training, the second handles skirmisher training.  We will go over the first rule line 

by line. The first line, (defrule, simply implies we are about to define a rule for the AI. The 

next line, (can – train archer – line), is more like a criteria check or boolean regarding our 
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ability to train an archer.  The arrow symbol, =>, is a transition from facts to actions, and 

the final line, (train archer – line), implies train the archer now.  So reading the entire rule, 

it simply states that if we have the ability to train an archer, do so.  The second rule implies, 

after we have trained an archer, if we have the capabilities, train a skirmisher. 

While there is nothing wrong with a rule based AI, they are not generally very 

robust, nor do they tend to offer a very organic experience to players or, in the case of 

science, a very accurate simulation of what might occur.  Often times modern AIs even 

resort to “cheating” in order to accomplish their tasks.  By this what is meant is that an AI 

may, for example, simply request a player’s position from the game engine rather than 

using complex human like “sensors” to locate the player.  They may be given advantageous 

positions or resources to allow them to better compete with the player.  Often times these 

types of tactics are used as a method of improving performance or as said above, giving 

the appearance of intelligence where none exists. 

Within more recent years, however, AI has been substantially improving.  While 

scripting (hard coding) behavior is still the most common application, pathfinding and 

navigation have seen vast improvements.  AI controlled resources can now be observed 

avoiding obstacles, traps and areas in the same manner that a player would.  These 

sometimes go as far as to avoid or induce collisions with other non-player controlled 

resources (NPC).  Other areas of growth include combat AIs that now effectively hunt the 

player rather than statically remaining in an area and being in either an offensive or 

defensive mode.  By hunt, I am not simply referring to the NPC directly seeking the 

player’s position and attempting to attack them, but instead we mean hunting by sight and 

sound, inspecting the environment for things such as foot prints, footsteps, torch light etc.  
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This change to AI behavior greatly increases game complexity, forcing players to consider 

new methods for how to approach situations with enemies. 

The concept of emergent AI has also begun being explored much more in games 

like Creatures, Black & White, and other titles in this genre.  In a game like Creatures, the 

AI “learns” through choices and actions its master, the player, performs (Champandard 

2007).  This was one of the first implementations of machine learning in games that was 

popular and widely accepted.  The game was very much ahead of its time and used neural 

networks as well. While this is definitely a step in the right direction, it should be taken 

into consideration that the changes to behavior that these constructs “learn” are really 

chosen from a small pool of possible choices and once again really we are dealing with 

more of an illusion of intelligence than actual intelligence.  What we would like to have 

happen is, in situations where an AI needs to make a decision, it uses the same fundamental 

rules and constructs that a player would for making said decision.  Not only should this 

occur, but we would like the decisions it makes to be reasonably intelligent so as to feel 

more organic and deliver an appropriate player experience.  For this we will look at the 

decision based algorithm Minimax. 

Minimax 

Background of Minimax 

 Minimax is a decision algorithm that was formulated for two-player zero-sum 

games, such as, chess and proven sound in 1928 by John von Neumann (von Neumann 

1928). The goal of minimax is to minimize the loss for a worst case scenario, and it was 

intended to cover both the scenarios in which players alternate turns for making moves and 
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scenarios in which players are allowed to move simultaneously (von Neumann 1928).  

Popular applications of this algorithm have been seen in games such as Tic-Tac-Toe, 

Chess, Checkers and other games of this nature; which are commonly referred to as games 

of perfect information as it is possible to see all possible moves. These games are therefore 

deterministic in nature.  

In its simplest form, when given a game state, the minimax algorithm should return 

the appropriate move for an AI opponent to make on their turn. The algorithm itself usually 

consists of four main functions and additional helper functions. The highest level function, 

which we are referring to as minimax, has the signature:  

𝑚𝑖𝑛𝑖𝑚𝑎𝑥: 𝑆𝑡𝑎𝑡𝑒 → 𝐶ℎ𝑜𝑖𝑐𝑒 

 The minimax function returns the actual decision for the AI.  It does this by calling 

the value function on each possible successor from the current state. The value returned by 

the value function is stored, along with the relevant action, in a dictionary.  The maximum 

key-value pair is the action that is chosen. 

The next level of execution is the value function.  This function is the work horse 

of the minimax algorithm and its signature is as follows: 

𝑣𝑎𝑙𝑢𝑒: 𝑆𝑡𝑎𝑡𝑒 → 𝐹𝑙𝑜𝑎𝑡 

A full description of the value function will be given later in the chapter discussing 

Implementation. A very short description of this function is that it takes a state, and based 

on certain rules returns a float value representing the score of the state. The final pieces of 

the minimax algorithm are the successor and successors function. These functions are very 

similar, successor takes a state and an action and as discussed before will return the 
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resulting state.  Successors instead will return a list of all possible resulting states from the 

current state. Their signatures are as follows: 

𝑠𝑢𝑐𝑐𝑒𝑠𝑠𝑜𝑟: 𝑆𝑡𝑎𝑡𝑒 × 𝐴𝑐𝑡𝑖𝑜𝑛 → 𝑆𝑡𝑎𝑡𝑒 

𝑠𝑢𝑐𝑐𝑒𝑠𝑠𝑜𝑟𝑠: 𝑆𝑡𝑎𝑡𝑒 → 𝐿𝑖𝑠𝑡 < 𝑆𝑡𝑎𝑡𝑒 > 

Along with these four cornerstone functions will be a group of helper functions that 

will vary between games and implementations.   

Putting Minimax to Use 

Minimax behaves much like the human thought process when playing a game. Let 

us consider Tic-Tac-Toe as an illustration of this behavior.  In a game of Tic-Tac-Toe each 

player takes a turn placing their token on the board.  On your turn, you will generally 

attempt to play your piece in such a way that you are setting yourself up to win or, at 

minimum, not lose.  Your opponent will attempt to do the same thing, and as a part of these 

moves you will consider what move your opponent will make when planning yours. What 

is really happening is your brain is building a tree and it is looking at the individual nodes 

and leaves of that tree to determine what set of moves will provide you with an optimal 

outcome.  Our minds happen to be fantastic at doing this because as we consider the various 

potential moves, we disregard branches of the tree that we deem irrelevant without putting 

too much thought into it. This allows our minds to apply the search for an optimal outcome 

very efficiently.  Minimax does the same thing. With the aforementioned functions, a 

decision tree will be traversed until we arrive at the end of the game.  From the leaf nodes 

of this tree we can see whom the winner of the game will be and the algorithm will work 

its way back up the branch of the tree assigning values to each node based on a provided 
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heuristic.  The algorithm will then choose the maximum value at nodes in which it is the 

AI’s turn, and minimum values at nodes in which it is the Player’s turn.  This choosing of 

minimum and maximum values is of course where the algorithms namesake comes from. 

The idea behind it is that by choosing the maximum values on the AI’s turn and the 

minimum values on the player’s turn we are allowing the assumption that both opponents 

play perfectly as a worst case scenario and perform our choices based on this assumption. 

When it is the AI’s turn to choose a move, the top level minimax function is called 

and provided with the current state of the game which we will refer to as state S.  The 

minimax function will then choose an action, which we will refer to as A, which is available 

in S.  State S and action A are now passed into the successor function where a new state, 

S1, will be returned.  S1 is the state resulting from executing action A in state S. This process 

will be repeated for each possible action in state S. Each of the resulting states S1 … Sn, 

where n is the number of possible actions, is then passed into the value function one at a 

time.  

Within the value function the state that has been passed in, which we will refer to 

as Svalue, will be checked to see if it satisfies a base case.  The base case is typically 

something indicating the game is over such as a three-in-a-row in Tic-Tac-Toe.  If Svalue 

does meet this base case, the function returns either a very large float value or a very small 

float value depending on whom the winning player is. If Svalue, does not meet the base case 

criteria, the algorithm will assign a value to the current state in an accumulator using some 

heuristic to assign the value.  Often times this heuristics is one of the helper functions.  At 

this point, a list of successor states for Svalue will be created by passing Svalue to the 

successors function. The value function is then recursively called on each of these 
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successor states Svalue_1 … Svalue_n, where value n is the number of successors that exist for 

Svalue. The final float values for each successor that is returned at each level of the recursion 

is stored in a list and depending on the opponent whose turn it is, either the maximum value 

in this list or the minimum will be returned to the level of recursion above this level until 

the recursion terminates completely.  At this point minimax now has the value for each 

possible choice it can make from S, and it will return the maximum choice as the preferred 

move for the AI. 

With this very simplistic outline of minimax an AI can be made for a game like 

Tic-Tac-Toe that is provably unbeatable, and yet the moves for the game are not hard 

coded.  It evaluates the board and its opponents move to make the best possible move it 

can based on the given heuristic.  For Tic-Tac-Toe we can consider it a game of perfect 

information because the list of all possible states can be computed in an acceptable period 

of time.  This means we can use a simple brute force technique with the AI.  However, 

consider for a moment that in Tic-Tac-Toe there exists a total of 26,830 states (Bottomley 

2001), what if we consider a game like Chess or Go?  Looking at chess specifically if we 

ignore the 50-move draw option and 75-move forced draw, there are an infinite number of 

moves (not states).  By the 10th move in chess the total number of possible positions is 

69,352,859,712,417.  How then can we begin to apply minimax to games of this 

complexity? 

Minimax applied in domains of higher complexity  

Minimax is certainly still viable in games like Chess and Go however it requires a 

small amount of manipulation to the standard techniques.  Directly speaking, we must now 

limit the depth of the tree that we allow the algorithm to search when it is calculating the 
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best possible move.  This depth is the number of choices we will look ahead before we 

make a decision for the current state.  I use the term “choices” instead of the term turns for 

a specific reason.  In some games more than one choice may be made in a single turn, and 

minimax will be needed to evaluate each of these choices.  Assume that in a particular 

game two choices are made per turn.  A minimax search with a depth of three turns will 

take significantly longer to traverse and return data than a search based on three choices.  

The counter effect of this is that the deeper we search, the more accurate the information 

that is available to the AI becomes.  This, however, also translates to a higher cost in 

performance the deeper the AI searches. A depth search of three versus a depth search of 

six can be a time difference of less than 1 second compared to one taking over a minute 

respectively. In order to handle this change from brute force to depth controlled searching 

we must change one of our signatures slightly. The value function is, as was earlier stated, 

the workhorse function and it employs recursion to do its job.  It is this recursive search 

that we must limit in depth; doing so means our new value function signature is as follows: 

𝑣𝑎𝑙𝑢𝑒: 𝑆𝑡𝑎𝑡𝑒 ×  𝐼𝑛𝑡 → 𝐹𝑙𝑜𝑎𝑡 

The value function takes, as the signature says, a state and an int. It first checks if 

the active unit in that state happens to be dead.  If the active unit is dead, and the active 

unit happens to be the human player, then a score of 100 is returned as this is a win for the 

AI.  If instead the active unit is dead, and it happens to be the AI, a score of -100 is returned 

as this is a loss.  These two conditions represent the base case.  The next thing checked is 

if we have reached our maximum depth through recursion. This is represented by the int 

that was passed to the function.  If we have reached our maximum depth then we will return 

the value of the current state, otherwise we will add the value of the current state to an 
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accumulator and continue the recursive decent.   The recursion happens through the use of 

the successors function.  We call the value function on each of the successors to the current 

state, and finally, when we have finished our recursion and looked at each successor up to 

our maximum depth, we will begin choosing the minimum and maximum values of each 

node as we exit the recursion, moving back up the tree.  With this change our simple 

minimax algorithm is now ready for more complex domains, but we still have to be wary 

of how deep we allow it to search as the line between acceptable performances and 

unacceptable is a very fine.  The problem is, as stated above, the deeper we go the more 

accurate our choices become at the cost of performance, so we must consider methods to 

directly approach this two fold issue allowing us to maximize the depth. 

Improving performance 

Various methods exist that may be implemented to attempt to improve the 

performance of minimax with little potential damage to the accuracy of the results.  It 

should be noted that these were not implemented in the prototypes we will be discussing; 

however, for the sake of completeness it seemed important to include these as they are 

definitely part of what would be done in future work.   

Zobrist hashing is a hash function construction that implements transposition 

tables, which are a special kind of hash table that is indexed by a board position (Zobrist 

1970). They are used to avoid traversing the same nodes of a tree more than once as often 

times we have already calculated the results of this node. This form of caching would allow 

a direct increase to the speed of the search with minimal damage to the accuracy of results. 

Opening books are a direct call to a data source such as a database or flat file in 

which there exists a store of every possible opening move and the counter to that move.  
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This is a potentially viable method for well known, and well documented games where this 

type of information is available.  The advantage here is that this will reduce branching 

factors as the opening moves take the longest to search due to the number of branches they 

must traverse.  

One of the most popular techniques is alpha-beta pruning.  This is an adversarial 

search used to stop completely evaluating a move when at least one candidate move is 

shown to be lower valued than a previously examined one.  This can lead to entire branches 

of a tree being removed from the evaluation giving a considerable speed up in our decision 

search.  The method is referred to as alpha-beta because like minimax two values, alpha 

and beta, are maintained.  These two values represent the maximum score the maximizing 

player is assured of and the minimum score the minimizing player is assured of respectively 

(Wikipedia 2016).  Additional improvements to alpha-beta pruning that can be reviewed 

for future work are selective search enhancements like ProbCut and Multi-ProbCut (Buro 

1994). 

Heuristics improvements also have the potential to considerably improve the 

performance of minimax.  Ordering heuristics, for example, can be used in a game like 

chess to make sure that moves that take pieces are examined before moves that do not.  

This would work hand-in-hand with alpha-beta pruning to improve the number of alpha-

beta cut offs and eliminate greater portions of the search tree.  The same could be said for 

Zobrist hashing by looking back at moves in the tables that are already known and already 

scored highly. 
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Non-deterministic domains 

Thus far the examples we have looked at have been for deterministic domains. For 

these domains the rule set is very simple: “doing x results in y every time”.  What happens 

when we change that, ever so slightly, to say: “doing x has a chance to result in y”.  These 

non-deterministic domains pose a potential problem for the basic minimax algorithm. In 

reality any game in which a decision tree can be drawn has the potential to make use of the 

minimax algorithm, but we may need to once again introduce some enhancements to it. 

For this we will turn to a special form of minimax referred to as expectiminimax. 

Expectiminax 

Expectiminimax, like its predecessor minimax, uses a decision tree to score and 

arrive at the best possible decisions at a given game state. Its variation is that it works for 

non-deterministic domains in which outcomes may depend on chance, such as a dice roll, 

as well as a combination of the player's skill. In addition to "min" and "max" nodes of the 

traditional minimax tree, a new “chance” node is introduced which is usually considered a 

“move by nature”.  These chance nodes take into account the expected value of a random 

event occurring. In game theory terms, an expectiminimax tree is the game tree with 

perfect, but incomplete information (Russell and Norvig 2010). 

In order for us to use this variation we must now perform a calculation for the 

expected value of a given state. Expected Value is defined as, a predicted value of a 

variable, calculated as a weighted average of the possible values that the variable can take 

on, each value being weighted by the probability that the variable assumes that value (Ross 

2007). 
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Expectation is a heuristic governed by the Law of Large Numbers and is dependent 

upon the long run average.  Expectiminimax is not a perfect algorithm for all scenarios and 

thus it should not always be applied.  Consider a game in which there is a massive win 

scenario, but the cost to play will cost you exactly everything you have.  Say a game costs 

$50,000 to play, but if you win, you win $1,000,000,000. It’s definitely worthwhile to play 

this game because the payout far exceeds the cost of a loss, but not if the cost of the loss is 

everything you have and thus you only get to play once. 

To help further understand expected value consider a dice rolling game in which 

you score 200 points every time you roll a 1 on the die on a six sided die; however, you 

lose 50 points every time you roll anything else.  This is not a good game to play as it has 

an expected value of -8.333 across all possible rolls. 

𝐸(𝑥) = ( 
1

6
× 200 ) + ( 

5

6
 × (−50 )) 

This expected value can be used to reason about the state resulting from a non-

deterministic action. Keeping in mind that expectiminimax is a specialized version of 

minimax all things we have discussed previously in terms of performance optimization still 

apply.  So now we have laid the groundwork to not only handle games of higher 

complexity, but non-deterministic games as well.   
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Chapter III 

System Description 

Types  

Before we look at the individual prototypes involved in this project, we will first 

discuss the types that are universal to all three prototypes. While I claim these are universal, 

there are a few slight variations in these basic types between the implementations we will 

discuss; however, the names and abstract object that they represent remains the same across 

each implementation.   

Point - A point is a pair of integers representing an x, and y location. 

𝑃𝑜𝑖𝑛𝑡 𝑃 =  𝑛𝑒𝑤 𝑃𝑜𝑖𝑛𝑡(0,0), represents the Point at the intersection of x = 0, y = 0.        

Tile - A tile is the smallest unit of a game board. Each tile is a Point, and an elevation value. 

𝑇𝑖𝑙𝑒 𝑇 =  𝑛𝑒𝑤 𝑇𝑖𝑙𝑒((1,2),0) , represents the Tile at Point (1, 2) and elevation 0. 

Board   - A board is a collection of tiles representing the game board and a string 

representing the board name. 

𝐵𝑜𝑎𝑟𝑑 𝐵 =  𝑛𝑒𝑤 𝐵𝑜𝑎𝑟𝑑("𝑏𝑜𝑎𝑟𝑑𝑁𝑎𝑚𝑒", 𝐿𝑖𝑠𝑡 < 𝑇𝑖𝑙𝑒 >  𝑇), represents the Board with 

name “boardName” consisting of a List of tiles T.                

Unit - A unit is an object consisting of: 

 string Name    -   “UnitName” 

 int ID, a unique identifier for each unit that is placed on the gameBoard. 
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 int HP, a unit’s current hit points. 

 int MaxHP, a unit’s maximum hit points. 

 int Range, a unit’s maximum attack range. 

 int Speed, a unit’s maximum MovePts, and their ability to land hits. 

 int MovePts, the number of tiles a unit may move. 

 int Damage, the maximum damage that can be done by a unit on a successful 

attack. 

 int EvMod, a unit’s evasion modifier.  This is used in calculating successful hits 

versus misses. 

 int MitMod, a unit’s mitigation modifier.  This is used in calculating fully 

mitigated, half mitigated, and non-mitigated hits on a target. 

 tile Location, a unit’s location on the Game Board. 

 string Alive, a string representation of the unit’s current status as "Alive", "Dead", 

or "Banished".   

𝑈𝑛𝑖𝑡 𝑈 =  𝑛𝑒𝑤 𝑈𝑛𝑖𝑡("𝑆𝑤𝑜𝑟𝑑𝑠𝑚𝑎𝑛", 1,10,1,1,3,1,3, ((1,1)0), ”𝑎𝑙𝑖𝑣𝑒”), represents the 

Unit “Swordsman” with ID 1, HP 10, Range 1 etc... 

It should be noted the Unit type has a change to its location property in the second 

prototype. The Location property was changed to an int. The reason for this change will be 

explained in a latter section.  Also the MaxHP and MovePts properties are not directly set 

because they take their original values from HP and Speed. 

Army - An Army is a collection of units and a boolean Priority. 
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𝐴𝑟𝑚𝑦 𝐴 =  𝑛𝑒𝑤 𝐴𝑟𝑚𝑦(𝐿𝑖𝑠𝑡 < 𝑈𝑛𝑖𝑡 >  𝑈, 𝑓𝑎𝑙𝑠𝑒), represents the Army defined as the 

collection of units U.     

Action - An Action is an object consisting of a string action, tile location. 

𝐴𝑐𝑡𝑖𝑜𝑛 𝐴 =  𝑛𝑒𝑤 𝐴𝑐𝑡𝑖𝑜𝑛("𝑎𝑡𝑡𝑎𝑐𝑘", 𝑇𝑖𝑙𝑒), represents the Action A attack targeting Tile. 

State - A State is a collection of Armies and a Board. 

𝑆𝑡𝑎𝑡𝑒 𝑠 =  𝑛𝑒𝑤 𝑆𝑡𝑎𝑡𝑒(𝐿𝑖𝑠𝑡 < 𝐴𝑟𝑚𝑦 >  𝐴, 𝑔𝑎𝑚𝑒𝐵𝑜𝑎𝑟𝑑), represents the State S 

consisting of the list of Armies A, and a gameBoard configuration. 

With these types, going forward, we can now discuss the rules of the prototypes. 

The rules are also fairly simple, they read as follows: 

𝐴 𝑔𝑎𝑚𝑒 𝑤𝑖𝑙𝑙 𝑏𝑒𝑔𝑖𝑛 𝑤𝑖𝑡ℎ 2 𝑢𝑛𝑖𝑡𝑠 𝑎𝑢𝑡𝑜𝑚𝑎𝑡𝑖𝑐𝑎𝑙𝑙𝑦 𝑝𝑙𝑎𝑐𝑒𝑑 𝑜𝑛 𝑎 𝑔𝑎𝑚𝑒 𝑏𝑜𝑎𝑟𝑑 𝑜𝑓 𝑠𝑖𝑧𝑒 5 𝑥 5. 

𝐴𝑟𝑚𝑦 1 𝑐𝑜𝑛𝑠𝑖𝑠𝑡𝑠 𝑜𝑓 𝑎 𝑠𝑤𝑜𝑟𝑑𝑠𝑚𝑎𝑛, 𝑎𝑛𝑑 𝑡ℎ𝑖𝑠 𝑖𝑠 𝑡ℎ𝑒 𝑝𝑙𝑎𝑦𝑒𝑟’𝑠 𝑎𝑟𝑚𝑦. 

𝐴𝑟𝑚𝑦 2 𝑐𝑜𝑛𝑠𝑖𝑠𝑡𝑠 𝑜𝑓 𝑎𝑛 𝑎𝑟𝑐ℎ𝑒𝑟 𝑎𝑛𝑑 𝑡ℎ𝑖𝑠 𝑖𝑠 𝑡ℎ𝑒 𝐴𝐼’𝑠 𝑎𝑟𝑚𝑦. 

𝐴𝑟𝑚𝑦 1 ℎ𝑎𝑠 𝑝𝑟𝑖𝑜𝑟𝑖𝑡𝑦 𝑡𝑜 𝑎𝑐𝑡 𝑓𝑖𝑟𝑠𝑡. 

𝑂𝑛 𝑎 𝑝𝑙𝑎𝑦𝑒𝑟𝑠 𝑡𝑢𝑟𝑛 𝑡ℎ𝑒𝑦 ℎ𝑎𝑣𝑒 𝑡ℎ𝑟𝑒𝑒 𝑝𝑜𝑠𝑠𝑖𝑏𝑙𝑒 𝑎𝑐𝑡𝑖𝑜𝑛𝑠: 𝑚𝑜𝑣𝑒, 𝑎𝑡𝑡𝑎𝑐𝑘, 𝑜𝑟 𝑝𝑎𝑠𝑠. 

𝐴 𝑝𝑙𝑎𝑦𝑒𝑟’𝑠 𝑢𝑛𝑖𝑡 𝑈 𝑚𝑎𝑦 𝑚𝑜𝑣𝑒 𝑡𝑜 𝑎 𝑛𝑒𝑤 𝑡𝑖𝑙𝑒 𝑇 𝑖𝑓 𝑡ℎ𝑒 𝑓𝑜𝑙𝑙𝑜𝑤𝑖𝑛𝑔 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛𝑠 𝑎𝑟𝑒 𝑚𝑒𝑡: 

𝑇 𝑖𝑠 𝑟𝑒𝑎𝑐ℎ𝑎𝑏𝑙𝑒 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒 𝑈’𝑠 𝑐𝑢𝑟𝑟𝑒𝑛𝑡 𝑇𝑖𝑙𝑒, 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑈’𝑠 𝑠𝑝𝑒𝑒𝑑 𝑠𝑡𝑎𝑡, 

𝑇 𝑖𝑠 𝑢𝑛𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑, 

𝑈 ℎ𝑎𝑠 𝑒𝑛𝑜𝑢𝑔ℎ 𝑚𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑝𝑜𝑖𝑛𝑡𝑠 𝑡𝑜 𝑚𝑜𝑣𝑒 𝑡𝑜 𝑇. 

𝐴 𝑝𝑙𝑎𝑦𝑒𝑟’𝑠 𝑢𝑛𝑖𝑡 𝑈 𝑚𝑎𝑦 𝑎𝑡𝑡𝑎𝑐𝑘 𝑎 𝑡𝑖𝑙𝑒 𝑇 𝑖𝑓 𝑡ℎ𝑒 𝑓𝑜𝑙𝑙𝑜𝑤𝑖𝑛𝑔 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛𝑠 𝑎𝑟𝑒 𝑚𝑒𝑡: 
𝑇 𝑖𝑠 𝑟𝑒𝑎𝑐ℎ𝑎𝑏𝑙𝑒 𝑓𝑟𝑜𝑚 𝑈’𝑠 𝑐𝑢𝑟𝑟𝑒𝑛𝑡 𝑇𝑖𝑙𝑒, 𝑏𝑎𝑠𝑒𝑑 𝑜𝑛 𝑈’𝑠 𝑟𝑎𝑛𝑔𝑒 𝑠𝑡𝑎𝑡, 

𝑇 𝑖𝑠 𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑, 

𝑈 ℎ𝑎𝑠 𝑛𝑜𝑡 𝑎𝑡𝑡𝑎𝑐𝑘𝑒𝑑 𝑦𝑒𝑡. 

𝐴 𝑝𝑙𝑎𝑦𝑒𝑟’𝑠 𝑢𝑛𝑖𝑡 𝑈 𝑚𝑎𝑦 𝑝𝑎𝑠𝑠 𝑎𝑡 𝑎𝑛𝑦 𝑡𝑖𝑚𝑒, 𝑎𝑓𝑡𝑒𝑟 𝑈 𝑎𝑡𝑡𝑎𝑐𝑘𝑠 𝑡ℎ𝑒𝑦 𝑎𝑟𝑒 𝑓𝑜𝑟𝑐𝑒𝑑 𝑡𝑜 𝑝𝑎𝑠𝑠. 

𝐴 𝑝𝑙𝑎𝑦𝑒𝑟 𝑚𝑎𝑦 𝑚𝑜𝑣𝑒, 𝑎𝑛𝑑 𝑡ℎ𝑒𝑛 𝑎𝑡𝑡𝑎𝑐𝑘;  ℎ𝑜𝑤𝑒𝑣𝑒𝑟 𝑡ℎ𝑒𝑦 𝑐𝑎𝑛𝑛𝑜𝑡 𝑑𝑜 𝑡ℎ𝑒 𝑖𝑛𝑣𝑒𝑟𝑠𝑒. 

𝐴 𝑝𝑙𝑎𝑦𝑒𝑟 𝑤𝑖𝑠ℎ𝑖𝑛𝑔 𝑡𝑜 𝑚𝑜𝑣𝑒 𝑡𝑜 𝑎 𝑡𝑖𝑙𝑒 𝑑𝑖𝑎𝑔𝑜𝑛𝑎𝑙 𝑓𝑟𝑜𝑚 𝑡ℎ𝑒𝑖𝑟 𝑢𝑛𝑖𝑡’𝑠 𝑐𝑢𝑟𝑟𝑒𝑛𝑡 𝑡𝑖𝑙𝑒 𝑚𝑢𝑠𝑡 ℎ𝑎𝑣𝑒 2 

 𝑎𝑣𝑎𝑖𝑙𝑎𝑏𝑙𝑒 𝑚𝑜𝑣𝑒𝑚𝑒𝑛𝑡 𝑝𝑜𝑖𝑛𝑡𝑠 𝑡𝑜 𝑐𝑜𝑚𝑝𝑙𝑒𝑡𝑒 𝑡ℎ𝑖𝑠 𝑚𝑜𝑣𝑒. 

𝑈𝑝𝑜𝑛 𝑝𝑎𝑠𝑠𝑖𝑛𝑔 𝑡ℎ𝑒 𝐴𝑟𝑚𝑦 𝑤ℎ𝑜 ℎ𝑎𝑑 𝑝𝑟𝑖𝑜𝑟𝑖𝑡𝑦 𝑖𝑠 𝑔𝑖𝑣𝑖𝑛𝑔 𝑝𝑟𝑖𝑜𝑟𝑖𝑡𝑦 𝑡𝑜 𝑡ℎ𝑒 𝑛𝑒𝑥𝑡 𝐴𝑟𝑚𝑦 𝑖𝑛 𝑡ℎ𝑒 𝑙𝑖𝑠𝑡 𝑜𝑓 𝐴𝑟𝑚𝑖𝑒𝑠. 

𝐼𝑓 𝑎𝑡 𝑎𝑛𝑦 𝑡𝑖𝑚𝑒 𝑎 𝑈𝑛𝑖𝑡’𝑠 𝐻𝑃 𝑓𝑎𝑙𝑙𝑠 𝑡𝑜 0 𝑜𝑟 𝑏𝑒𝑙𝑜𝑤 0, 𝑡ℎ𝑒 𝑈𝑛𝑖𝑡 𝑖𝑠 𝑐𝑜𝑛𝑠𝑖𝑑𝑒𝑟𝑒𝑑 𝑑𝑒𝑎𝑑. 
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𝑊ℎ𝑒𝑛 𝑎𝑙𝑙 𝑈𝑛𝑖𝑡𝑠 𝑖𝑛 𝑎𝑛 𝐴𝑟𝑚𝑦 𝑎𝑟𝑒 𝑐𝑜𝑛𝑠𝑖𝑑𝑒𝑟𝑒𝑑 𝑑𝑒𝑎𝑑, 𝑡ℎ𝑎𝑡 𝐴𝑟𝑚𝑦 𝑖𝑠 𝑐𝑜𝑛𝑠𝑖𝑑𝑒𝑟𝑒𝑑 𝑑𝑒𝑎𝑑. 

𝑇ℎ𝑒 𝑙𝑎𝑠𝑡 𝐴𝑟𝑚𝑦 𝑎𝑙𝑖𝑣𝑒 𝑖𝑠 𝑐𝑜𝑛𝑠𝑖𝑑𝑒𝑟𝑒𝑑 𝑡ℎ𝑒 𝑔𝑎𝑚𝑒 𝑤𝑖𝑛𝑛𝑒𝑟. 

Game Description 

This system is an implementation of the minimax algorithm and its extension 

algorithm expectiminimax, applied to a game environment with commercial game 

standards.  What is meant by this is, prior to attempting to implement an AI of this nature 

a fully playable board game was designed for two players.  This game was designed as a 

table top turn-based strategy game, with a focus on offering new types of mechanics into a 

well-defined gaming genre. Specific importance has been placed on the game being fun to 

play.  When designing this game the AI’s implementation was not taken into consideration, 

nor was it designed to be translated easily from a board game to a computer based game. 

Upon completing this task a subset of the board game was implemented as a 

playable C# game, complete with graphics by Josh Archer and myself.  It was again created 

as a two player game; however, when attempting to implement the minimax AI system, 

henceforth known as the AI system, it was decided that the implementation was not stateful 

enough. Originally all actions that would affect the state were done through click events 

and the state itself was very large and difficult to work with.  While it would be possible to 

simulate these click events from the stand point of an AI doing them it would have been a 

reoccurring battle throughout the life cycle of that particular program. To modify that 

architecture would have required a considerable amount of reworking. This rework was 

deemed beyond the scope of this project.  A more minimalized version of the game was 

designed with a simplistic rule set and an emphasis on its statefulness, while still 

maintaining the original board game rules and precepts. The idea was that if this game 
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could be created as a purely text based game that separated state interactions cleanly from 

user I/O it would be much easier to expose the game state for AI usage in a complete form.  

After the modification to a more stateful design a naively designed version was completed, 

this version being the Standard Minimax Prototype or SMP version. I call it naïve because 

there were several very basic mistakes made in the architecture of this prototype which 

were not only costly in terms of performance but in implementation time.   

While the SMP version was for all intents and purposes complete, work began on 

implementing the ExpectiMinimax Prototype or EMP version.  With the EMP version, we 

have the same UI, but we have a few tweaks that have been implemented.  We will discuss 

those changes in the next section. The fundamental difference between the SMP model and 

the EMP model is that we have now introduced the chance for an attack to not only miss, 

but also to be mitigated. This means the game is no longer deterministic in nature. As the 

outcome of any attack is unknown, and random. 

There were definite differences between the performance levels of each prototype; 

however, these differences were more from changes architecturally than algorithmically.  

We will discuss the measured results more in latter sections 
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Chapter IV 

Implementation Process 

Prototype 1 – Standard Minimax 

The UI for the game is very simplistic, consisting of two drop down boxes, one for 

choosing actions, one for choosing tiles, an execute button to confirm the actions and a 

dialogue box for printing out the resulting game states.  

 

Figure 1- Standard Minimax Prototype UI 

I began by first making a simple version of the game, again for two players, in 

which every action had a direct effect on the state, and all information came from the game 

state.  As I was doing this I realized that a Unit’s Speed and HP properties were going to 

need both static and variable variants of themselves.  The reason for this was very simple, 
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if a unit gets hit its HP needs to decrease. Since a unit’s Speed determines how many tiles 

are reachable as we move from tile to tile, the Speed of the unit needs to be reduced.  The 

problem that arises here is that the original value of HP and Speed need to be maintained 

in order to perform other calculations in which they are used.  Therefore, the addition of 

two new properties was made: MaxHP and MovePts.  MaxHP and Speed are static values, 

they never change, while HP and MovePts are both variable values that change as needed 

to represent the cost of the unit performing actions. I then created the Automation class.  

The purpose of this class was simply to automate the repetitive tasks of starting a game for 

testing purposes by allowing me to hardcode in a set of units, armies, and a game board. 

Normally all these objects would be setup either by user input or being read in from a data 

source of some form.  The next thing that needed to be implemented was a breadth first 

search class to allow for quicker and more effective checking of reachable tiles for both 

movement and attacking.  This brought to light another glaring mistake in the Unit object 

class design with the Unit’s Location property; however this mistake wouldn’t be fully 

resolved until the next prototype version.  In the SMP version we allowed this to be a Tile, 

this meant that every time a unit changed locations a new Tile object was assigned to the 

unit to represent where it was on the game board.  The problem here is that Tile object was 

not the same Tile object that existed within the game board’s list of Tiles.  Therefore doing 

comparisons and checks on the Occupied property of a Tile would fail miserably.  This led 

to a poorly performing work around to check Tile occupancy and was a major factor in the 

poor performance of the breadth first search.  

At this point the game was playable and the performance issues weren’t truly 

noticeable yet because it was simply a two player game. No heavy decision making was 
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being done by the AI. It was time to implement the minimax algorithm and in doing so the 

performance issues finally came began to reveal themselves. Along with the performance 

issues showing up another ugly beast reared its head. In C#, when working with objects, 

deep copies of objects are not made by default.  Therefore when we say: 

𝑆𝑡𝑎𝑡𝑒 𝑐𝑢𝑟𝑟𝑆𝑡𝑎𝑡𝑒 = 𝑔𝑒𝑡𝑆𝑡𝑎𝑡𝑒( ); 

𝑆𝑡𝑎𝑡𝑒 𝑡𝑒𝑚𝑝𝑆𝑡𝑎𝑡𝑒 = 𝑐𝑢𝑟𝑟𝑆𝑡𝑎𝑡𝑒; 

The resulting state stored in tempState is not a deep copy of currState, it is a 

reference to currState. What was needed was a constructor in the State object class that 

allowed for a deep copy to be made.  This constructor would looks like the following:  

 

Figure 2- SMP Deep Copy Constructor 

With this new constructor we can now get a deep copy of the state by using the 

following code: 

𝑆𝑡𝑎𝑡𝑒 𝑡𝑒𝑚𝑝𝑆𝑡𝑎𝑡𝑒 = 𝑛𝑒𝑤 𝑆𝑡𝑎𝑡𝑒(𝑐𝑢𝑟𝑟𝑆𝑡𝑎𝑡𝑒); 

This does not fully resolve the problem however.  If you look at the screen shot 

you’ll see we are doing something very similar to the GameBoard and Armies properties 

of a State.  This is because the same type of deep copy constructor had to be made for every 

object all the way down the rabbit hole.  Units, Tiles, any object that is a part of the state 
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must have a deep copy constructor that gets used when we are attempting to make a deep 

copy of the state.  This is significantly easier if the objects are serializable.   

With these changes, I was able to implement the AI class with the functions we 

have discussed above into the SMP version.  The task to allow the AI to take over and 

begin play was solved by adding a conditional statement that checked if the AI army had 

priority at the start of the game, and after each player turn.  In the cases that it was the AI’s 

turn, the program would then request the move to be made by calling the top level minimax 

function as described above.  Once this function returned, the AI would execute its move 

in the same way a player does, and we check to see if it is still the AI’s turn. If it is, the 

process described previously is repeated otherwise the player is allowed to make their next 

move.  

In this prototype, when using a depth of 3 for the minimax search, an almost instant 

choice from the AI was observed.  The AI chose, with its first move, to move out of the 

player’s range and attack. Changing the depth to 6, the same result in terms of the choices 

is seen, but there is a definite increase in the time it takes to make these decisions.  The 

time taken is roughly 1 second or less. At a depth of 7, the time to make the decision 

increase to around 10 seconds. At a depth of 8, decision time jumps all the way up to 35 

seconds.  We also now begin to see a spike in CPU usage of roughly 5-10% while the AI 

is “thinking”.  After a check of the profiler provided by Visual Studio 2015, the primary 

culprit was discovered to be the breadth first search class. It is important to note that these 

numbers are being generated from the initial move sequence only, and board setup was 

specifically done in such a way to allow all possible choices to be valid. This means the 
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complexity of the tree has been maximized and no optimization techniques have been 

applied.  Also it is important to realize this is only a 1 vs 1 scenario.   

 

Figure 3- SMP AI Class 

The signatures for minimax, value, successor, and successors, are already known.  

The other two functions are helper functions.   

The getActions functions takes a state and returns all possible actions within that 

state, its signature is as follows:  

𝑔𝑒𝑡𝐴𝑐𝑡𝑖𝑜𝑛𝑠: 𝑆𝑡𝑎𝑡𝑒 → 𝐿𝑖𝑠𝑡 < 𝑠𝑡𝑟𝑖𝑛𝑔 > 

The heuristicRating function takes a state, and returns the floating point value of 

that state based on evaluation metrics we have established. Their signatures are as follows: 

ℎ𝑒𝑢𝑟𝑖𝑠𝑡𝑖𝑐𝑅𝑎𝑡𝑖𝑛𝑔: 𝑆𝑡𝑎𝑡𝑒 → 𝑓𝑙𝑜𝑎𝑡 
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The breadthFirst class we see in Image 2, is used to determine what tiles are 

reachable for attacking and moving. This class was one of the earliest identified for 

performance improvements; however, that is not currently within the scope of this project. 

The heuristic that is used in this version checks three things when determining the value of 

a state: 

  
𝐴𝐼 𝐻𝑃 %

𝑃𝑙𝑎𝑦𝑒𝑟 𝐻𝑃 %
 

 Is the AI unit is within the Player unit’s attack range? 

 Finally, is the AI unit is at its own maximum range to the Player unit? 

If the AI unit is within the Player’s attack range, the state loses some value, if it’s 

at its own maximum range the state gains some value, these two modifications are then 

summed with the quotient result of the HP based division. The result of this arithmetic is 

the given value for a state with the exceptions of a state in which one unit is considered 

dead.  In that scenario the returned value of the state is ±1000 depending upon which unit 

died. 
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Prototype 2 – Expected Minimax with Static Expected Value 

Part of my goals with this implementation was to optimize areas of identified short 

comings in the architecture.  One of the first corrections was to change the Unit Location 

property which was discussed prior. Instead of the Location’s type being a Tile, I changed 

this to be an Int.  This value would now be used as an index value into the Board objects 

Tile list.  This meant that when reasoning about a Unit at Tile {1,1}, it was no longer an 

abstract Tile with a location of X = 1 and Y = 1 but the actual Tile in our Board’s Tile list 

with location X = 1 and Y = 1.  This in turn, returned the functionality of the Occupied 

property of Tiles, making comparisons and evaluations of actions involving Tiles much 

easier and faster.  Since every action with the exception of the pass action requires a Tile, 

this means all actions.  It also improved the performance of the breadth first search class 

because it allowed the removal of additional validation functions inside of the class used 

for validating tile occupancy.   

The first algorithmic change that needed to be made was in the successor function.  

The reason for this is that we no longer simply want to consider the result of an attack. 

Instead, we must now consider the result of an attack in conjunction with the randomness 

that now exists in the environment due to mitigation and avoidance. If we look at the 

difference between the successor function from the SMP and EMP functions we see there 

is a slight difference as the EMP function now has a special condition if the action happens 

to be an attack. 
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On the left in Image 4 is the original successor function, and on the right the 

expectiminimax successor function. 

 

Figure 4- SMP vs EMP Successor Function 

In both functions we create a deep copy of the state, this is imperative in order to 

keep the integrity of the initial state S intact. The big difference here is that in the new 

successor function, if the action happens to be ‘attack’ we call expectiExecute instead of 

execute.  The difference between these two is a fairly simple one.  If execute is called with 

the action of attack, the attack is actually done and we apply damage, whereas with 

expectiExecute we evaluate the state using the expected damage value. The expected 

damage value is calculated using three functions: expectedDamage, avoidance, mitigation. 

Because of the way the expected damage is calculated, it is a static value in this 

prototype as nothing ever causes a change to accuracy or to mitigation, which are the 

random factors within this environment. Adding different units of different types could 

cause this variance or, as will be discussed in the next section, adding in abilities that 

provide boosts can do this. 
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As stated previously, attacks now needed to take into account the aforementioned 

avoidance and mitigation values. These two values are necessary in the calculation of the 

expected damage value for any attack.  

  The function avoidance takes a Unit as an argument and returns a double, it has 

the following signature: 

𝑎𝑣𝑜𝑖𝑑𝑎𝑛𝑐𝑒: 𝑈𝑛𝑖𝑡 → 𝐷𝑜𝑢𝑏𝑙𝑒 

The actual function reads as follows: 

 

Figure 5- EMP Avoidance Function 

To calculate sumVal we consider the roll of a 20-sided die, commonly called a d20.  

In the table top version of the game this roll is performed by the target of an attack.  We 

consider 1 and 20 to be a failed roll and a perfect roll respectively.  A failed roll means that 

the attacking unit hit the target unit, while a perfect roll means the attacking unit did not 

hit the target, and no other calculations are needed. These two rolls cancel each other out 

when calculating our expected value for avoidance so we ignore them. For the other 

possible rolls 2 through 19 represented by the for-loop, a calculation is performed. We take 

the proposed face of the die as i, add that with the target unit’s evasion modifier stat.  If 

that value is greater than the attacking unit’s accuracy plus its speed, then we increment 
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the accumulator sumVal by 1. Once we have gone through each of the possible dice rolls, 

the total value of sumVal is divided by 20 which represents the total number of die faces.  

This value represents the expected value of avoidance across all possible rolls and is 

returned. 

Mitigation is calculated very similarly, but there are some differences. The first 

difference is more of a contextual difference.  This roll in the table top version is considered 

to be done by the attacking unit. The higher the roll the better for the attacking unit. Like 

the avoidance function, a d20 roll will be accounted for on the mitigation calculation.  

Similarly a 1 and a 20 are considered failure and perfect.  This leaves 2 through 19 as the 

possible rolls.  The other difference is that instead of simply viewing a hit as a success or 

fail, as we could with avoidance, mitigation offers a bit more complexity. There are three 

levels of mitigation possible.  The levels are no mitigation, allowing full damage through 

to the target. Half mitigation allowing half damage through, and full mitigation resulting 

in no damage to the target.  This means that when a unit in the game chooses to attack not 

only is there a chance they miss, there is also a chance they hit and do no damage at all.  

This introduction of randomness is important from an algorithmic stand point as it defines 

not only why we need expectiminimax, but it is also important from the fun stand point as 

this is the part of the game that is up to the player’s skill and chance. 

The function mitigation takes a Unit and returns a list of Doubles, it has the 

following signature:  

𝑚𝑖𝑡𝑖𝑔𝑎𝑡𝑖𝑜𝑛: 𝑈𝑛𝑖𝑡 → 𝐿𝑖𝑠𝑡 < 𝐷𝑜𝑢𝑏𝑙𝑒 > 

The mitigation function reads as follows: 
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Figure 6- EMP Mitigation Function 

As you can see there are three accumulators instead of one.  This is to account for 

the three potential levels of mitigation. The mitigation threshold takes the target unit’s 

mitigation modifier and subtracts out the attacking units accuracy.  From here the 

mitigation threshold is compared to the potential die rolls of 2 through 19 represented by i.  

If i is greater than the mitigation threshold represented by mitThresh, then we increment 

the no mitigation accumulator represented by hitNoMit.  If instead i happens to be less than 

mitThresh, but greater than or equal to half of mitThresh, then the half mitigation 

accumulator represented by hitHalfMit is incremented.  For any other values, we consider 
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the result to be full mitigation and the respective accumulator hitFullMit is incremented. 

Finally, just like with avoidance, each accumulator is divided by the total number of die 

faces to show its expected value across all die rolls, and the results are added to a list called 

mitList which will be used as a part of the final expected value calculation.   

Now with the necessary expected values for avoidance and for mitigation, the 

expected damage value for any attack can be calculated.   

The function expectedDamage takes a Tile as an argument and returns an Int, it has 

the following signature: 

𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑𝐷𝑎𝑚𝑎𝑔𝑒: 𝑇𝑖𝑙𝑒 → 𝐼𝑛𝑡 

The expectedDamage function that performs this calculation reads as follows:  

 

Figure 7- EMP expectedDamage Function 

Tracing the activity of this function it can be seen that we are taking each of the 

previously calculated mitigation values and multiplying them by avoidVal.  The avoidVal 

variable represents the probability that a hit is avoided.  This allows us to take into account 

the chance for avoidance in the two cases where damage was done. The outcomeProb list 



Texas Tech University, Joe Dan Davenport, August 2016 

  

35 

 

contains three elements, but we are only interested in the first two as they are the only ones 

that represent the probability of a hit in which damage is done. Therefore outcomeProb[0] 

represents the probability of a hit in which avoidance has been considered and no 

mitigation to damage occurred, and outcomeProb[1] represents the probability of a hit in 

which avoidance has been considered but only half damage was done.  If we take these 

probabilities and multiply them by the attacking units damage stat and damage stat divided 

by two respectively, then sum these values together we get our actual expected damage and 

can return this for use in rating the value of our states. 

With this step complete, the transition from SMP to EMP was more or less 

complete.  A few other code cleanup tasks were done and two small features were added 

as quality of life improvements for testing. The first thing added to this version was the 

output of all important game dialogue that is sent to the text box for the user while the game 

is played, to a text file for later review.  The second addition was a semi-automated game 

mode where the game could almost play itself.  This mode is not complete and would fall 

into the category of future work.  The implementation was now runnable and produced the 

desired acceptable results.   

At depths of 3 – 7 we see fairly similar if not identical results to the SMP 

implementation. At a depth of 8 we begin to see something very promising, in this 

implementation it only took 15 seconds compared to 35 seconds under the SMP version. 

At a depth of 9 SMP took over 2 minutes, whereas the EMP version took exactly 1 minute 

to arrive at its decision. 

While the results above at higher depths are not yet quite acceptable for a 

production level game, and we are still only considering 1v1 scenario, the low amount of 
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optimization that went into producing what appears to be a 100% performance increase 

speed wise is very promising. Also the results found at the lower depths of 3 – 7 were 

acceptable and produced the desired behavior. Couple that with what appears to be no loss 

in accuracy, and it would seem we are moving in the right direction. Once again, it must 

also be kept in mind that we are considering only the very first moves of the game here as 

those will generally be the most expensive moves to calculate, and the board configuration 

has been manipulated to force consideration of all possible moves. We do not have to 

evaluate attacks if no unit is in range to be attacked.  While I do not show the numbers for 

the subsequent moves in this game, many games were played through to the end and the 

successive decision making of the AI did get somewhat faster as the game went on and 

reaching actual leaf nodes became possible from the allowed depth. 

As stated earlier, and as can be seen from the way the value is calculated, expected 

damage will be a static value for the AI in this implementation.  This means we could have 

only calculated it one time and further increased performance slightly, but that would make 

it far less elaboration tolerant.  This should also help to illustrate the reasoning behind the 

claim that in a non-static implementation where factors are introduced that can affect things 

like accuracy, speed and mitigation, it is very likely we would see further intelligent 

behavior emerge from this algorithm. This type of implementation would be the next 

prototype to be produced and falls into the category of future work. 

Results 

The desired results from this experimentation were, obviously, answers to the initial 

problem statement with regards to performance and non-determinism; however, a 
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secondary goal was also to see a level of intelligence emerge from the AI. As far as 

performance goes, a more side by side comparison of SMP vs EMP can be seen in the 

following chart which relates the time differences across various search depths. 

 

Figure 8- SMP vs EMP Time to Depth Comparison 

The emergent behavior also was apparent in both the SMP and EMP versions of 

the game.  In both scenarios the Archer would attempt to kite the melee fighter around the 

board striking blows as it moved corner to corner.  This is very important because there 

was no hardcoded rule, nor behavior added in to tell the Archer to do this.  Instead the 

agent’s behavior was a direct result of evaluating states using the aforementioned 

heuristics. Additional testing also showed the Archer would pursue the Swordsman if the 

Swordsman attempted to run away from the Archer.  While in pursuit the Archer would 
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still maintain maximum range for its attacks. The introduction of additional units, variance 

in unit types, additional abilities and attacks also leave open potential for further 

intelligence to appear but those will be discussed more in the future work sections. 
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Chapter V 

Conclusion & Future Work 

Conclusions 

The initial question that we sat out to answer with this project was: 

“Can minimax perform at an acceptable level of both accuracy and performance in a non-

deterministic modern game environment?” 

Based on the results seen in such a small change to the implementation, there is 

significant reason to suspect optimization techniques would be very effective in this 

domain. While the speed up between SMP and EMP was expected, the magnitude of the 

observed speed up was very surprising.  Slight changes to the overall game architecture 

could also lead to greater performance speed ups.  As far as accuracy goes, the current 

heuristics have had greater impact on the accuracy of results for the AI’s choices than actual 

depth has.  If a more optimal heuristic is put in place, or possibly the use of intermediate 

heuristics, it is possible the need for a higher depth for accuracy could also be reduced. 

These suspicions, in my opinion, are backed up by the evidence I have noted between the 

performance levels of the two current implementations.  Minor changes to the unit object, 

the breadth first search class, and the rating heuristic gave a significant speed up across all 

depths of the minimax decision search.  The only algorithmically variant between the SMP 

and EMP versions was the change to the successor function, beyond that both still follow 

the primary rules of minimax.  The original successor returned the state S1 resulting from 

executing action A in state S; where S was the current state, and A was an action available 
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in that state. The modified successor used in the EMP version instead returned to the 

expected state Se1, from executing action A in state S; where S was the current state, and A 

was an action with name ‘attack’. Emergent intelligent behavior was observed and that is 

significant in terms of a commercial based game architecture for the previously mentioned 

reasons. 

Future Work 

Future work – EMPV 

As has been identified throughout the paper, there is a substantial amount of future 

work I would like to do within this problem domain.  The next step, I believe, would be 

the completion of the third prototype expected minimax with variable expected values.  

This implementation would allow us a better study of the results of actual randomness on 

a minimax based system. 

Future work – Search Optimization 

  With that being implemented, I would like to employ some of the optimization 

techniques that were discussed Background section of the paper. The ones I would 

prioritize are Zobrist hashing, and alpha-beta pruning.  I feel these two techniques would 

provide the biggest return in terms of performance gain.   

Future Work – Stress Testing & Experimentation 

At that point, I would want to begin bringing in a larger number of AI units and 

player units to see how well the system handles each unit calling the algorithm. This would 

allow us to stress test the performance of the system more heavily.  It is possible if there is 

a significant performance loss due to larger numbers of units we could look into another 
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one of the optimization techniques like ProbCut or Mult-ProbCut to short circuit the 

decision making process with a slight sacrifice to accuracy.  The idea of this would be the 

possibility of using minimax in a real-time situation.  I don’t see many possibilities for this 

algorithm to be run in parallel at the moment but using short circuiting there are some 

possibilities of looking at executing it with partial knowledge. If for example the algorithm 

began executing with only the knowledge of the location of enemy units with no regard to 

the AI’s own unit positions then there are some potential parallel applications that could 

occur.  
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