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           ABSTRACT          

 

 Explicit Implicit Domain Decomposition (EIDD) is a class of globally non-

iterative, non-overlapping domain decomposition methods for the numerical solution of 

parabolic problems. 

 

 In this thesis we investigate the cache performance of an alternating EIDD 

method (AEIDD). The AEIDD method is implemented on uni-processor machines with 

consideration mainly to reduce one type of cache misses and theoretical analysis 

conducted for the cache performance of the cache efficient implementation.  
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CHAPTER 1                            

                                           INTRODUCTION   

 

 The overall performance of an application is dependent upon the speed of the 

processor as well as that of the memory. The difference in performance speed between 

the processor and the memory system is called the speed gap. The rapid advancement in 

processor speed compared to a relatively much slower increase in memory speed has led 

to an ever-increasing speed gap. To reduce this speed gap, another memory called the 

cache was introduced between the processor and the main memory. 

 

             The cache is a smaller, faster memory which stores copies of the data from the 

main memory. Data transfers between the cache and the main memory are in  units of 

cache lines, which in different designs ranges in size from 32 to 128 bytes. Each location 

in each memory has an index, which is a unique number used to refer to that location. 

The index for a location in main memory is called an address. Each location in the cache 

has a tag, which helps to identify the index of the datum in main memory which has been 

cached. 

 

 When the processor wishes to read or write a location in main memory, it first 

checks whether the datum of that memory location is in the cache. This is accomplished 

by comparing the address of the memory location to all associated tags in the cache that 

might contain that address. If the processor finds that the memory location is in the cache, 

a cache hit would occur, otherwise a cache miss would occur. In the case of a cache hit, 

the processor immediately reads or writes the data in the cache line. The proportion of 

accesses that result in a cache hit is known as the hit rate and is a measure of the 

effectiveness of the cache. 

 

As long as most memory accesses are to cached memory locations, the average 

latency of memory accesses will be closer to the cache latency than to the latency of main 

                                                                           



memory. Latency can be defined as a time delay between the moment a memory 

operation is initiated, and the moment it is completed. 

 

  The delay involved in accessing a data item from the main memory is much 

higher than the one that occurs when accessing the data item from the cache memory. 

When a cache memory is introduced a new delay occurs due to the traffic between main 

memory and the cache but such traffic between the cache and the main memory are 

infrequent and hence in average the time lost due to these delays is much less compared 

to the time lost due to delays when accessing data items directly from the main memory. 

It is not possible to completely eliminate this delay, due to the traffic between the cache 

and the main memory when a cache miss occurs and such a delay is much more time 

consuming than a cache hit and hence to improve memory performance we need to 

minimize the number of such delays. 

 

 There are two solutions to this problem. The first involves a major hardware 

restructuring of the cache memory, for example we can make the cache memory larger 

and faster. Another solution to this problem is to improve the hit ratio of the algorithm. 

This is a software based approach and is getting increasing attention in software and 

compiler optimization. This thesis uses the software approach.  

 

 The purpose of our study is to measure the cache performance of a Domain 

Decomposition Algorithm. Explicit Implicit Domain Decomposition (EIDD) is one such 

class of algorithms. The EIDD is a class of globally non-iterative, non-overlapping 

domain decomposition methods used to compute the numerical solution of parabolic 

problems originally proposed for parallel computers. They are highly efficient for each 

time step. We aim to measure the cache performance of an alternate AEIDD method 

which is one of the EIDD methods with high algorithmic simplicity and computational 

efficiency, whose locality and the resulting cache performance are the targets of 

investigation in this thesis. Our experimental study uses a cache performance 
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measurement tool called Performance Counting Library (PCL). Using the PCL, number 

of cycles, cache misses and cache hits occurring due to the implementation of the AEIDD 

method on different processors will be obtained and analyzed. 
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CHAPTER 2                            

      CACHE ORGANIZATION AND CACHE PERFORMANCE  

 

2.1   Motivation 

 

The most important parts of a computing system are the processor unit and the 

memory unit. The speed of any computational task is determined by the speed of both the 

Processor and the Main Memory. If either of the two components is much slower than the 

other then the net result is a slow computation.  

  

 There is an ever-expanding speed gap between the processor and the memory 

speed. With a large speed gap, often a program stalls waiting for the memory more than 

doing useful computations. This is illustrated in Fig. 2.1. 

 

 

 
 
 
  Main 
Memory 
 

 
  Central 
Processing 
    Unit 

Processor Speed [Fast] - Memory Speed [Slow] = Speed gap 

 
                                                 Fig. 2.1   Speed Gap I 

 

 

 

With the widening of this speed gap, there is a need to increase the memory 

access speed.  
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2.1.1 Increasing Main Memory Speed 

 

An obvious but impractical method of reducing the speed gap is to increase the 

main memory speed and make it in sync with that of the processor. This involves a 

massive hardware restructuring, expensive and is not very likely that the main memory 

speed can match that of a processor. 

 

2.1.2 Using Cache Memory 

 

            A cost effective way to reduce speed gap is to use cache memories. A cache is a 

smaller, faster memory, which typically stores frequently used data. It is not possible to 

eliminate the speed gap completely but using a cache memory it is possible to reduce the 

average speed gap considerably. By how much the speed gap is reduced depends upon 

the hardware details as well as the memory reference pattern of the software. This is 

illustrated in Fig. 2.2. 

  

 

 
 
 
  Main 
Memory 
 

 
  Central 
Processing 
    Unit 

   Cache  
  Memory 

                        A Reduction in Speed Gap  

 

                                                            Fig. 2.2   Speed Gap II 
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2.2 Cache Block Size 

 

When a data item is accessed from the main memory, a block of data is 

transferred from the main memory to the cache memory, and a cache block is also called 

a cache line.  

 

A typical cache block size ranges from 32 bytes to 128 bytes. When 128-byte is 

chosen for the block size, a 256 KB cache memory is divided into (256KB/128) or 2K 

blocks. This number is also called as the Cache Capacity example : when an integer x  of 

4 bytes is accessed from the main memory. A block of size 128 bytes containing x is 

retrieved from the main memory and stored in a cache block. 

 

2.3       Memory Cache Mapping 

 

Cache Mapping is the process of allocating the address in the cache to the 

memory address it serves. All mapping functions can be classified as Set-associative 

mapping. 

 

2.3.1 N-Way Set Associative Mapping 

 

With an n-way Set Associative mapping the cache is divided into several sets 

where each set contains n cache lines. Each block in the main memory is mapped to a 

certain set in cache. 

  

  An n-way Set Associative Cache with S sets has n cache lines in each set. 

Memory Block B is mapped to set ‘B mod S’ and may be stored in any of the n cache 

lines in that set. The L2 cache of Pentium 4 uses 8-way set-associative mapping.  
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2.3.2 Direct Mapping 

 

When each set in a set-associative mapping has only one block, the mapping is 

called direct mapping. 

                        

2.3.3 Fully Associative Mapping 

 

In a set-associative mapping when the cache has only one set, the mapping is 

called fully associative. In this case, a cache line can store the contents of any memory 

block. Table 2.1 tabulates the properties of the different mapping techniques. 

  

                            Table 2.1  Properties of different cache mapping techniques 

                         

  Cache Type           Hit Ratio     Search  Speed 

Direct Mapping Good Best 

Fully Associative Mapping Best Moderate 

N- Way Set Associative 

   Mapping, N > 1 

Very Good, Best as 

N Increases 

Good, Worse as N 

Increases 

 

                        

 

2.4  Replacement Algorithms 

 

                  In an n-way set associative cache, if all n blocks in a set are filled, then data in 

one of the blocks must be replaced, when a new block from memory is to be brought in. 

The most common replacement algorithms are: 

 

Random - The location to be replaced is chosen at random from all n of the cache 

locations within the set determined by the mapping. 
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First in, first out (FIFO) – In this method the block stored for the longest duration in the 

cache is replaced. 

Least recently used (LRU) – In this method the block which was used least recently is 

replaced. 

 

 

2.5 Cache Misses 

 

2.5.1 Cold Misses  

 

When a block is accessed for the first time, a cold miss occurs. It is impossible to 

avoid all cold misses because when a data block is accessed for the first time, it does not 

exist on the cache memory and hence the block has to be retrieved from the main 

memory. 

 

2.5.2 Conflict Miss  

 

When the distance between two items in the main memory satisfies the following 

condition, then the two items could map to the same set in the Cache. This is illustrated in 

Fig. 2.3. 

 

  
In Fig. 2.3 C denotes an integer constant. If C > 0, the two data items are in 

different blocks in the Main Memory and map to the same set in the Cache Memory. This 

C x [ Cache Size ( Number of Blocks ) ] 
 
                Associativity 

   Fig. 2.3 ( I ) Conflict Miss Condition 
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could l  the 

tem with 4 GB main memory, 256 KB cache memory, 128 bytes per block 

ould have a total of 2K cache blocks. Consider a 2-way set associative mapped cache. 

 

ariables satisfies the following condition C x 2K/2 = CK blocks, they are mapped to the 

same se  as in 

from the main 

emory is mapped to a set in the cache memory. Similarly when the data item X2 is 

accesse t in the 

 the set has to be 

placed by the new block. This leads to a potential conflict miss. Similarly accessing X4, 

X5,…X strated 

ead to a potential conflict miss. A Conflict miss is illustrated with the help of

following example. 

 

Example 1  

 

A sys

w

Now from the above given data and figure ( I ) if the distance between two 

v

t. Assume that a program accessing a set of data items in a looping structure

figure ( J ) such that the distance between the variables X1, X2,…Xn are multiples of 

1024 blocks. Whenever a data item x is accessed, an entire block of data items of size 

128 bytes is mapped from the main memory to the cache memory. 

 

When the data item X1 is accessed the block containing X1 

m

d the block containing X2 from the main memory is mapped to the same se

cache memory. At this point both the blocks in the set are full.  

 

Now when data item X3 is accessed, one of the blocks in

re

n will cause the eviction of one of the 2 blocks in the cache set. This is illu

in Fig. 2.4. 
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The set can contain two data blocks at any time. The first time the program 

executes, during the first iteration a cold miss occurs for accessing each of X1, X2,…Xn 

since th  the 

 

e data blocks are accessed for the first time. But when Xn is accessed during

first iteration X1 is already evicted from the cache so that at the end of the first iteration 

the cache set contains Xn-1 and Xn. During the second iteration when X1 is accessed, the

conflict miss occurs because X1 was evicted from the cache during the first iteration. 

This miss is called conflict miss. 

 

2.5.3 Capacity Miss 

 

A capacity miss occurs when a set of data items is accessed from the main 

emory and the number of data blocks accessed is greater than the entire cache size 

 

ssociative mapping is assumed for the cache. 

 

m

We illustrate capacity misses using the following example in which fully 

a

Loop    [ 5 Times ] 
   Access X1  
   Access X2 

  

   Access X3  
                 . 
                 . 
                 . 
    
   Access Xn
End Loop 
 

           Acces items in a looping structure  
                                      Fig. 2.4 ( J ) 

sing n data 
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In this example, n data items X1, X2,…Xn need to be accessed and we ass

that X1, X2,…Xn are in N different memory bl

ume 

ocks. When the number of cache blocks is 

qual to the number of the data items mapped from memory, no capacity miss occurs. 

This is 

data 

, access of data items X1 to Xn 

ring a set of N blocks each containing the corresponding data item into the cache. This 

is illust

e

illustrated in Fig. 2.5. 

 

 
        Main Memory      [ Memory Mapping ]         Cache Memory (Block)  

                                                   Fig. 2.5  Capacity Miss I 

 

Since when a data item x is accessed from main memory, a block of 

containing the data item x is mapped to the cache memory

b

rated in Fig. 2.6. 

. 

 

 

          X1 
 
          X2 
 
          X3 
 
           . 
 
           . 
 
          Xn-2 
      
          Xn-1 
 
          Xn 

         X1  
 
                          X2 
 
X3           
 
                            . 
           
                            . 
 
                                   Xn-2       
      
                                   Xn-1         
                                   
       Xn 
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          X1 
 
          X2 
 
          X3 
 
           . 
 
           . 
 
          Xn-4 
      
          Xn-3 
 
          Xn-2 

         X1  
 
                          X2 
 
X3           
 
                            . 
           
                            . 
 
                                   Xn-4       
      
                                   Xn-3         
                                   
       Xn-2 

          Xn-1 
 
          Xn                   Xn-1 

 
                                                Xn 

 
Main Memory        [ Memory Mapping ]         Cache Memory 

                                                  Fig. 2.6  Capacity Miss  

 

 If the number of data items accessed is larger than the number of cache blocks a 

capacity miss might occur. In the above case if the number of cache blocks is N-2, then 

the access of Xn-1 will evict X1 if LRU is implemented, since there is no space in the 

cache memory and the data in one of the blocks must be displaced for the new data. This 

leads to a potential capacity miss. If the program need to access X1 later, this eviction 

causes a capacity miss of the later access of X1. 
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2.6   Techniques to Improve Cache Performance 

 

The methods to improve cache performance can be broadly classified into 

hardware and software techniques. In the following, we list some general software 

techniques. 

 

 2.6.1 Padding 

 

The condition for a conflict to occur is determined by the distance between the 

two variables in the memory. 

 

 If two variables x and y belong to different blocks in the main memory and the 

distance between them satisfies condition in figure I, then the two variables map to the 

same set in the cache memory. This could lead to a potential conflict miss. 

 

One way to avoid a conflict miss is to alter the distance between the two variables 

in the cache memory so that the condition in figure I is not satisfied.  

In example 1, for  variables X1, X2,.. Xn. If we add an extra space, the distance between 

them is altered hence they do not map to the same set. This avoids a conflict miss from 

occurring.  

 

2.6.2 Tilling  

 

 Tilling is a technique used to reduce capacity miss occurring in the cache 

memory. A capacity miss typically occurs when a set of data items is accessed from the 

main memory and the number of data blocks accessed is greater than the entire cache 

size. Some capacity misses can be avoided by rearranging the order of memory accesses. 

Such rearrangement of memory accesses is called tilling, which is the main technique 

utilized in this thesis for cache efficient implementation. 
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  CHAPTER 3 

   THE AIEDD – A COMPREHENSIVE STUDY AND IMPLEMENTATION 

 

 Many commercial systems involve periodic recording and analysis of data. These 

systems occur in a variety of industries. Examples are the weather, stock exchange, 

space, and intelligence gathering. These industries involve constant monitoring of data 

which is ever changing and the collection and analysis of this data can be extremely 

critical.  

 

 Some of these systems are governed by a type of time-dependent partial 

differential equations. Recently Zhuang introduced the Alternating Explicit Implicit 

Domain Decomposition method (AEIDD) for simulating large scale dynamic systems 

governed by time dependent partial differential equations. The AEIDD was originally 

invented to solve large problems on parallel computers, proven to be excellent to 

compute complex tasks involving parallel processing . AEIDD has been found to be 

highly efficient also for small scale tasks performed on uni processor machines in that the 

method can be used to increase the efficiency of memory cache and in turn improve the 

processing speed by reducing capacity cache misses. In this thesis we will investigate 

AEIDD method for its cache performance. 

 

The problem AEIDD targets occupying a spatial domain. For example in weather 

forecasting, the spatial domain is the region on which the weather forecast is to be 

predicted, and weather conditions like temperature and pressure are solution of the 

governing equation the AEIDD solves for. 

 

3.1 Mathematical Representation  

 

This thesis presents an implementation of the AEIDD method for the numerical 

solution of parabolic equation. Ω is the spatial domain, and A is the spatial operator 

                14



which becomes a matrix when the equation is discretized for computer simulation. 

Computer simulation requires discretizing the continuous domain into a set of discrete 

sampling points on which the solution of the equation is to be solved for.                        

 

      ∂u(t,x) 
                  =  Au(t,x),  x ε Ω, t ≥ 0 
         ∂t 
 
       u(t,x)   =  0,           x ε ∂Ω, t ≥ 0 
 
       u(0,x)   = u0(x)      x ε Ω 

 

 Let us consider a discrete spatial domain with 512 x 512 uniformly spaced grid 

points. This means that the number of sampling points of the entire domain is ( 513 )2 ,the 

total number of interior grid points or sampling points is ( 511 )2 . For example this 

domain is decomposed into 4 x 4 equal sized squares such that each sub-domain having 

512/4 x 512/4 grid points as in fig 3.1. 
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Ω M,1                     Ω M,N 
 
 
 
 
 
 
Ω 1,1                       Ω 1,N 

    Spatial Domain     Sub-Domains 

    Domain 

Decomposition 

                                                          

Domain Decomposition    

 

   512 x 512 Grid 

Boundary 
Internal Sampling Points 

     4 x 4 Sub Domain 

 Sampling Points in a Sub Domain 

Domain Decomposition of a spatial domain into M x N sub domains 
                                                        Fig. 3.1 
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 A sampling point is a location at which the equation of the solution is to be 

computed for each time step. So the data set size of the computer simulation is 

proportional to the number of sampling points and usually there are more than just one 

attribute associated with each sampling point, eg the solution at the current time step and 

the next time step would contribute two attributes, some other parameters in the equation 

like altitude of the location in the weather equation. When each sampling point is 

associated with ten attributes, the total number of data sets is ten times the number of 

sampling points, as illustrated in the following figure for a domain with 512 x 512 grid 

points. 

 

                             Data Sets = 10 Arrays of ( 513 )2     

        
                   Total Number of Data Sets = Number of Variables 
                                      x Number of Sampling Points 
 
                   Data Sets = 10 x ( 513 )2 

 

 

 

 

 

 

 

In our case where there are ( 513 )2  sampling points and where each sampling 

point is associated with ten attributes we can say that the total number of data sets is ten 

times the number of sampling points.                                             

 

 The AEIDD is a domain decomposition method, where the spatial domain as in 

the figure 3.1 is decomposed into M x N sub domains. We denote by B all the interface 

boundary sampling points except the intersection points of interface boundaries, and 

denote by IB all intersection points of interface boundaries, and denote by S all sampling 

points inside sub domains. This is illustrated in Fig. 3.2. 

 

                17



 
  

    Sub Domains = 16 

Sub Domain 
 
Interface 
Boundary 
 
 
    Point 
Sub Domain  

 
                                                          Fig. 3.2 Terminology  

 

The AEIDD method is for simulating time dependent system, where the 

simulation time period is divided into a certain number of time steps ( say one simulation 

time step is ) and the AEIDD method computes the solution of the next time step based 

on the solution of current time step. Its procedure for computing the solution un+1 at the 

(n+1) th timestep from the present n th time step is as follows: 

 

 Phase 1 (Prediction) Compute un+1/2 on the interface boundaries B using the forward 

Euler scheme. 

 

 Phase 2 (Subdomain computation)  Compute un+1/2 on the sub domains S and set IB of 

interface boundary intersection points using the backward Euler scheme, and then 

compute un+1 on the sub domains S using the forward Euler scheme.  
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Phase 3 (Stabilization)  Compute un+1 on the interface boundaries using the backward 

Euler scheme. 

 

3.2 The Cache Efficient Algorithmic Implementation of the AEIDD Method 

 

The cache efficient implementation of the AEIDD method is described in detail in 

this section. Before we present our cache efficient implementation, we point out some 

conditions on the order of computation imposed by the logic of the AEIDD method given 

in the previous section. 

 

Conditions 

 

Condition 1 - Before the sampling points in a sub domain can be solved all the sampling 

points on the interface boundaries enclosing the sub domain have to be predicted, i.e as in 

fig. 3.3 phase 2 on Ω1,2 can be executed only after  Phase 1 on neighboring boundary has 

been computed. 
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                         Ω1,2
 

Predicted Boundaries           Sub Domain to be Solved 

                                    Fig. 3.3  Condition 1 

 
Condition 2 - When the sampling points in a point sub domain are to be solved, the four 

interface boundary lines enclosing the point sub domain have already been predicted, i.e 

as in fig. 3.4. 
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   Predicted Boundaries      
                                       Point Sub Domain to be Solved 

 
                                                     Fig. 3.4  Condition 2 

 

Condition 3 - When the sampling points on a predicted boundary line are to be stabilized, 

the two point sub domains on either end of the line are already solved, and the 

computation on the 2 neighbouring sub domains has been completed i.e the computation 

of Phase3 on the indicated interface boundary in fig. 3.5 can be started only after the 

completion of the computation of Phase 2 on sub domains Ω M,2, Ω M-1,2 , and point sub 

domains P M-1,1 , P M-1,2 as in fig. 3.5 
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   P M-1,1           Ω M,2              P M-1,2  
 
 
 
                  Ω M-1,2 
 
 

 
                                       Fig. 3.5 Condition 3 

 
 

Implementation   

 

 The computation begins from the bottom most row and the left most sub-domain. 

In every step we check to see if every condition described in the previous section is 

satisfied. 

 

According to Condition 1, when the sampling points within a sub domain are to be 

solved, the sampling points on the enclosing boundaries should have been predicted. 

When we access the first sub domain, the sampling points on the interface boundaries are 

first predicted. We then solved the sampling points in the sub domain. We check for 

Condition 2 to see if the point sub domain could be solved. The Condition 2 is not 
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satisfied because the sampling points on the four interface boundaries enclosing sub 

domain have not been predicted. We check for Condition 3 to see if the sampling points 

on any boundary can be stabilized, but Condition 3 is not satisfied because the point sub 

domains on either end of a interface boundary have not been solved. The computation is 

illustrated in Fig. 3.6 where the sampling points in the interface boundaries enclosing the 

first sub domain are predicted and the sampling points in the sub domain are solved.  

                        

So after the computation on the left most sub domain in the bottom most row has 

omple

he 

has 

 
 
 
 
 
 
 
 
 
 
 

                                                                                                    

                                             Fig. 3.6  Implementation Step 1 

 

 

 

c ted, the second sub domain from the left will be accessed. We implement a left to 

right access of sub domains for the bottom most row of sub domains. In the second sub 

domain as per Condition 1 the interface boundaries are predicted. Since Condition 2 is 

not satisfied the point sub domains are not solved. Condition 3 is not satisfied because t

point sub domains on either end of the interface boundaries are not solved. Fig. 3.7 

illustrates left to right access, where after completion on all sub domains of this row 

completed the thicker interface boundaries indicate that they have been predicted and 

thinner interface boundaries are not predicted. 
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                                               Left to Right Access 

                                                   Fig. 3.7  Implementation Step 2 

Once the last sub domain in the bottom row has been reached, the computation 

in in the 

t 

ary. 

 

 

 

moves to the next row the row immediately above the bottom row. This time the 

computation is from the right to left as fig. 3.8 indicates. When the first sub doma

next row is accessed, the Condition 1 is checked and the sampling points on the interface 

boundaries enclosing the sub domain are predicted. Then the sampling points in the sub 

domain are solved. We check to see if Condition 2 is satisfied. We check to verify if any 

point sub domain has all the four interface boundaries enclosing it are predicted. The 

point sub domain satisfies Condition 2 and hence we solved the point sub domain. Nex

we check for Condition 3 and see that the two point sub domains on either end of the 

interface boundary have been solved. Since the two point sub domains are solved 

Condition 3 is satisfied and we stabilize the sampling points on the interface bound

We access the nest sub domain to the left of the present sub domain and repeat the above

steps. We access from the right most sub domain to the left most. Fig. 3.8 illustrates right 
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to left access, where crossed lines indicate that the interface boundaries are stabilized, the 

thicker lines indicate that they are predicted and thin lines they are not. 

 

 
 
 
 
 
 
 
 

                                                                  
 
 

 
                                               Right to Left Access 

 

                                              Fig. 3.8  Implementation Step 3 

 

 As the left most sub domain is reached, the next sub domain in the next row is 

accessed. In this row we check for Condition 1, Condition 2 and Condition 3. In this row 

we access sub domains from the right to left. After the final iteration all the sub domains 

would have been solved, all the point sub domains would have been solved and all the 

interface boundaries would have been stabilized. Fig. 3.9 and 3.10 illustrate this.  
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                                               Bottom to Top Access 

                                                    Fig. 3.9  Implementation Step 4 

                                                                             
 
 

                                                                              
 
 

                                                                              
 
 

                                                                             

 
                                             A completely solved Domain 

    Fig. 3.10  Implementation Step 5 
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 CHAPTER 4 

                                 EXPERIMENTAL RESULTS AND ANALYSIS 

 

The testing results of implementing the cache efficient AEIDD algorithm are 

presented in this chapter. The algorithm were implemented using the ‘C’ programming 

language and executed on two sun machines with different cache sizes 

 

4.1 Experimental Setup 

 

4.1.1 Software 

 

In this section a few important notations are introduced that will be utilized in 

explaining the implementation and analysis of this algorithm. Also this sections contains 

the testing parameters that we have used for our implementation 

Notation: 

NX Refers to the number of sampling points in the spatial domain in the ‘X’ direction. 

NY  Refers to the number of sampling points in the spatial domain in the ‘Y’ direction. 

NP Refers to number of sub-domains the spatial-domain is divided into. 

X0 Refers to the lower bound ‘X’ coordinate of the spatial domain. 

X1 Refers to the upper bound ‘X’ coordinate of the spatial domain. 

Y0 Refers to the lower bound ‘Y’ coordinate of the spatial domain. 

Y1 Refers to the upper bound ‘Y’ coordinate of the spatial domain. 

NT Refers to the number of simulation time steps. 

 

Testing conditions 

 

For this implementation, a time step (NT) of 800 has been used. The spatial 

domain is chosen to be [0, 10] x [0, 10] as in Fig. 4.1, where the pair of numbers in the 

parentheses is the coordinates of each corner of the domain. 
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                                                   Fig. 4.1 Spatial domain 

(0, 0) (0, 10) 

(10, 0) (10, 10) 

 

For this implementation, the number of sampling points along the ‘X’ and ‘Y’ 

directions are set to 400 that is NX = NY = 400. We choose NX, NY not to be a power of 

2 so that we can avoid conflict misses. The parameter that we will be changing in order to 

compare performance of the AEIDD algorithm is the number of sub-domains (NP) the 

spatial domain is divided into. In this implementation, results have been collected for NP 

= 1, 4, 16, 64 and 256. All the other parameters such as NT, NX and NY are kept the 

same so that uniformity is maintained.   

 

4.1.2 Hardware 

 

This algorithm has been implemented on two different machines with different 

cache sizes – dogwood and sweetgum. The specifications for these machines have been 

shown below. 

Sweetgum: 

Machine name: Sun Blade 1000 

Processor name: Ultra III 

Processor speed: 750 MHz 

Memory Size:  2 GB 

L2 Cache Size: 8 MB 
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Dogwood: 

Machine name: Sun Blade 100 

Processor name: Ultra IIi 

Processor speed: 550 MHz 

Memory Size:  512 MB 

L2 Cache Size: 256KB 

 

4.1.3 The Testing problem 

 

A time-dependent two dimensional partial differential heat equation is used to test 

the AEIDD algorithm. The equation is as follows 

ut = [(0.5 cos(x) + 1)ux] + uyy + (cos(x) +1)u 

where u = e-t sin(x) sin(y) 

Here ux is a first degree partial derivate of ‘u’ with respect to ‘x’, and uyy is a second 

degree partial derivate of ‘u’ with respect to ‘y’.  

 

4.2 Testing Parameters 

 

The AEIDD algorithm as implemented here specifically targets the L2 cache of 

processors. The number of cache hits and cache misses in the L2 cache along with the 

total number of cycles were measured using PCL. Our aim is to demonstrate that as the 

number of sub-domains (NP) increases, the performance of the AEIDD algorithm 

increases in terms of cache efficiency. The events that we measure using PCL are. 

PCL_L2CACHE_MISS  

PCL_L2CACHE_HIT 

PCL_CYCLES 
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4.3 Results 

 

We have collected data regarding the number of Level 2 cache hits and misses 

and also the total number of cycles for the sweetgum and dogwood machines. These 

results are collected for different values of NP = 1, 4, 16, 64 and 256. These results are 

presented in the following tables. Table 4.1 presents the number of cache hits, misses and 

cycles taken to execute the AEIDD algorithm for varying values of NP on the dogwood 

machine 

 

 

                                                     Table 4.1 Dogwood results. 

 
Number of sub-domains 1 4 16 64 256 

PCL_L2CACHE_HITS 10407013034 5281523175 5253169134 5199346135 5163834698 

PCL_L2CACHE_MISS 330008664 

 

201072785 

  

173271587 

  

57146501 

   

14457010 

  

PCL_CYCLES 303089568055 299898750099 

 

205994109178 

 

131506113100 

 

100010105364 

 

 

 

 

Similarly, the number of cache misses, hits and cycles are tabulated for the sweetgum 

machine in Table 4.2. 
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                                              Table 4.2 Sweetgum results 

 

Number of subdomains 1 4 16 64 256 

PCL_L2CACHE_HITS 45364081233 11173813519 11125820526 10859497404 10331727389 

PCL_L2CACHE_MISS 439670082 

 

87009509 44872044  

 

31783508 

 

20478254 

 

PCL_CYCLES 155308956805 140898440096 

 

101994109198 

 

78150611399 

 

60010100304 

 

 

The results collected are plotted below in Fig. 4.2. 
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                               Fig. 4.2  Cache misses on dogwood 
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From Fig. 4.2 it is clear that as the number of sub-domains increases, the number 

of cache misses decreases substantially. This happens because as we increase the number 

of sub-domains, a larger part of the data set of each sub-domain can fit within the cache. 

This reduces the number of cache misses substantially since the spatial locality is much 

improved.  

  

Since the number of cache misses decreases, the numbers of cycles to execute the 

AEIDD algorithm should also decrease, which is supported by the testing results in table 

4.2 and Fig. 4.3.  
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                               Fig. 4.3  Cycles on dogwood 

 

The graphs corresponding to the sweetgum machine are shown below. Sweetgum 

shows similar performance patterns to dogwood. The performance of sweetgum is better 

                32



than that of dogwood. This might be attributed to the fact that sweetgum has a larger 

cache than does dogwood. The performance of the sweetgum machine is illustrated in the 

following Fig. 4.4.  
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                           Fig. 4.4 Cache misses on sweetgum 

 

Sweetgum has a more drastic performance enhancement. This is because when we 

divide the domain into 4 or 16 sub-domains, a larger part of the data set of each sub-

domain fits into the cache. This is because the size of the sweetgum cache is larger. This 

performance enhancement extends itself to the number of cycles. This is illustrated in 

Fig. 4.5. 
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                                Fig. 4.5  Cycles on sweetgum 

 

From the above analysis, it can be noted that the performance of all three 

implementations improve with increasing NP. 

 

High operation count per data item means high number of accesses to each data 

item. If between two consecutive accesses to a same data item, the data item has not been 

evicted out of cache, then low cache misses for accesses to  that data item will result. 

The idea of the cache efficient algorithm is to ensure that for a large subset of the data 

items associated with a sub domain, each data element in that subset will not be evicted 

out of cache between the first and last accesses. 
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When domain is not partitioned then each array associated with the domain is 

larger than the cache size, then for each array, between a pair of forward and backward 

sweeps many data items of the array will be evicted. 

 

Thus, if we divide the domain into sub domains so that each sub domain is small 

enough for all data associated with it to be able to fit in the cache, then cache misses can 

be reduced considerably. This is exactly what is achieved in this algorithm. 
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CHAPTER 5 

                       CONCLUSION 

  

 In this thesis we carried out the algorithmic implementation of the AEIDD 

method and achieved good cache performance. 

 

 We conducted theoretical analysis and provided reasoning for the cache 

performance of the implementation. Testing was carried out on different machines and 

the cache misses occurring recorded using the Performance Counting Library ( PCL ) to 

support the analysis.  
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