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ABSTRACT  

 The ownership of smart devices such as smartphones and smartwatches has 

drastically increased. These devices come equipped with a broad range of sensors which 

are considered to be benign by the operating system and, therefore, are not protected by 

standard permissions which guard other vulnerabilities such as the user’s location and 

camera access. 

 In this work, we show that the gyroscope and accelerometer – two of the sensors 

considered to be benign – can be used to drive a privacy attack that stealthily maps out a 

user’s private space with high accuracy. In particular, we show that a mobile app with 

access to this data can leverage it to analyze a user’s step execution dynamics, turn 

operations, and general body movement activities and then methodically combine this 

information to map out paths and landmarks in protected spaces, such as houses. The 

landmarks, in this case, would include sitting areas, bathrooms, kitchens, etc., while paths 

are the walkways such as corridors or hallways within the space. The combination of this 

information provides a detailed representation of the private space. Using a dataset of 26 

users who executed a number of activities around the Computer Science department and 

a combination of classification, regression, and distance matching techniques, we show 

this privacy attack to generate maps whose Normalized Hausdorff Distance from the 

ground-truth is as low as 0.1159. 

 The attack has significant security implications for tightly guarded spaces, such as 

areas of military significance like the Pentagon and other military installations, since it 

provides functionality analogous to a poor man’s camera given its ability to provide 

visuals of the relative locations of key landmarks based on devices that may not typically 
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be barred from these facilities. Even in domestic settings such as homes, the attack could 

still be a threat; a tool for stalking or reconnaissance by bad actors who only require that 

the relevant app be installed on their target’s device.  
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CHAPTER I 

INTRODUCTION 

 The number of people who own smartphones has been steadily growing for 

several years, with the majority of Americans now owning one. Accompanying this 

steady growth is the more recent growth of the adoption of Wearable Smart Devices such 

as Smartwatches. Both Smartphones and Smartwatches come equipped with an ever-

growing array of sensors such as Accelerometers, Gyroscopes, and Magnetometers. 

However, unlike many other features, such as access to the Camera, the Microphone, or 

Location, the inertial motion sensors on the user’s device are not protected by Android 

Permissions. This means that any application on the user’s device – from chat apps made 

by multibillion-dollar companies to simple games made by a single individual – can 

access the device’s sensor data, without the user’s permission or knowledge. Thousands 

of new apps are added to the Google Play store every day, and that number continues to 

grow. Combine this with the equally strong growth in Cloud Computing Services and the 

potential for a malicious entity to gather unprotected sensor data on thousands of 

individuals becomes very real.  

 

Figure 1: A system prompt to the user for permission to access their device’s location. 
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 Prior research has shown it is possible to use data gathered from the sensors on a 

user’s device for indoor localization, tracking a user’s path through an interior space 

where GPS would usually be too inaccurate to be useful [1]. Furthermore, it has also been 

shown that sensor data can be used for activity recognition, revealing information about 

what the user is doing, even when they are not directly using their device [2]. This, 

combined with the unprotected nature of these sensors, creates a significant privacy issue, 

where information can easily be gathered on the user without their consent. 

 The natural question then follows: does the unprotected sensor data available 

from mobile smart devices present a potential security and privacy vulnerability? Is it 

possible for a malicious entity to aggregate a user’s sensor data in order to gain 

information about them without their knowledge? 

In this work, we show that it is possible to leverage combined Smartphone and 

Smartwatch sensor data, namely from the Accelerometer and Gyroscope sensors, in order 

to map an unwitting user’s movements through a private space, such as their home and 

office, allowing a malicious data analyst to create a floor map of the area without the 

user’s knowledge. 

Our contributions are as follows: 

• We illustrate that data collected from a smartphone’s accelerometer and 

gyroscope can be used to track user heading and steps taken by a user, 

allowing a malicious agent to track the user’s position as they move 

through an area.  
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• We show that a user’s smartwatch can be used to perform activity 

recognition via the use of the same sensors and that this can be used to 

reveal additional information about the user’s surroundings. 

• We combine step counting, user heading, and activity detection to reveal 

that a floor plan can be accurately mapped via the use of unprotected 

sensor data. 

The remainder of this thesis is organized as follows: In Chapter 2, we will give an 

overview of the work related to our own. In Chapter 3, we will discuss the methodology 

of our research, including the experimental overview and a detailed description of the 

data collection process. In Chapter 4, we will detail and thoroughly analyze the models 

and methods which were used in the process of gathering our results. We will also 

discuss the method through which the final maps are created. In Chapter 5, we will show 

the results of our experiments. Finally, in Chapter 6, we will have a discussion of the 

results, considerations, and a final conclusion.  
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CHAPTER II 

RELATED WORK 

2.1 User Localization 

 Tracking the location of a user, whether indoors or outdoors, using sensors or 

other methods has long since been used for a broad number of use cases. This is known 

as user localization, localization being a term borrowed from the field of robotics where it 

refers to determining the position of a mobile robot in a coordinate system. GPS covers 

the outdoor scenario in most cases, except for some dealing with extremely small sensors 

[3], but in indoor scenarios, such as traversing through the interior of a building, GPS 

systems are often too weak, sporadic, or inaccurate to be of much use. In this case, a new 

methodology must be used. Different techniques for indoor localization have been 

proposed, each with their own benefits and their own drawbacks. Most commonly, these 

involve some form of signals – other than GPS – or Personal Dead Reckoning.  

Wireless Signal based localization can be broadly divided into two subsections: 

that of Model-based localization and that of Wi-Fi fingerprint-based localization. 

Leveraging a Wi-Fi network detector at a known position and then calculating the 

received signal strength from different nearby access points, and variations on this 

technique, are one option, but these require significant setup [4]. Another option explored 

was creating a large database of Wi-Fi fingerprints for a building by collecting wireless 

signals in known areas throughout the area [5]. However, both techniques require 

significant overhead, both in equipment, knowledge about the location, and time spent in 

setup. This makes them impractical for an attack-based scenario. 
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An alternative to the signal-based localization which avoids the high costs of 

infrastructure installation and maintenance is Personal Dead Reckoning, or PDR. In most 

cases, PDR works by estimating the user’s direction of travel, or heading, and the 

occurrence of their footsteps via the use of one or more sensors. In most cases, this 

includes an Accelerometer, but can also include a Gyroscope or Magnetometer.   

The overall technique for PDR is fairly uniform across multiple different systems. 

Early system and sensor design were often impractically large, involving a full body 

setup mounted onto the user’s back [6].  

As sensor sizes decreased, more practical systems were developed. With smaller 

sensors came Inertial Measurement Units (IMUs), which allowed for sensors to be 

mounted on different locations on the wearer’s body, such as their foot, allowing for 

more accurate measurements of step count and stride length [7]. Eventually, it was shown 

that the sensor module could be placed within the user’s pocket, a much more reasonable 

use case compared to a full body system or having it mounted in a fixed location, with 

reasonable accuracy still retained, although the stride length accuracy suffers [8]. 

However, these past systems all utilized specialized sensors. Eventually, with the 

advent of smartphones and their accompanying integrated sensors, work shifted to the use 

of these sensors for the same purpose. Smart devices are appealing due to their relatively 

low cost and their prevalence of ownership.  

Leveraging the gyroscope and magnetometer, the user’s can be accurately 

estimated. Combined with step events and stride length estimation through the use of the 

accelerometer, accurate travel paths can be calculated [1]. However, in this past work, the 
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device must be held in the hand, in a steady position, to allow for accurate measurements. 

This is not a reasonable assumption for our use case, and, instead, the device will remain 

in the pocket for the duration of the experiment.  

Personal Dead Reckoning systems have the benefit of requiring little-to-no 

infrastructure required, but their drawback is the slow accumulation of error inherent with 

varying stride lengths and the inherent inaccuracies of sensors. This accumulation of 

error is known as “drift”, and is a major weakness for PDR systems, making them suited 

only for short distance travel. However, this use case fits our intended use well, as does 

the lack of necessary infrastructure, making PDR an attractive solution for our floor 

mapping system.  

In our case, we will leverage a PDR system, but rather than localizing a user or 

attempting to track a single path we will instead attempt to take a number of paths 

gathered from a user’s smartphone sensor data and convert them to a map or floorplan of 

an area.   

2.2 Activity Recognition 

 Activity Recognition is a rapidly growing area of research and industry focus. 

Substantial progress in sensor technology, specifically sensors which are small and 

require small amounts of power, have encouraged this growth with sensor-based activity 

recognition [9].  

 Early work for sensor-based activity recognition featured complex setups, 

involving multiple sensors located at different locations over the body. System setups like 

these leveraged simple classification models like Decision Trees and Naïve Bayes to 
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achieve relatively high accuracies across a broad range of activities [10]. Soon after, it 

was shown that single sensor systems could also achieve comparable accuracy to full 

body systems, with new studies evaluating the potential drawbacks of locating the 

sensors on different positions of the body [11], finding that the location of the device has 

a significant impact on classification performance. 

 Much like with localization, the advent of cheap smartphones and their 

accompaniment of sensors drove interest in using these onboard sensors for activity 

recognition. Due to their widespread ownership and their unobtrusiveness thanks to their 

small size and weight, smartphones are an attractive option for a number of applications 

such as personal biometric signatures, elderly care, and daily life monitoring [2]. 

 However, smartphones struggle to recognize certain activities, namely those 

which are hand-centric – such as typing, eating, drinking, or brushing teeth – due to their 

distance to the motion of the wrist performing these activities. This, naturally, led to the 

investigation of wrist-mounted sensors, in the form of smartwatches, which were shown 

to far outperform their smartphone counterparts in detecting these activities [12]. In this 

work, we leverage activity recognition through data collected by a smartwatch in order to 

provide additional context to our maps and to improve their accuracy. 
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CHAPTER III 

METHODOLOGY 

3.1 Experimental Overview 

 After receiving approval from the Institutional Review Board, we gathered data 

during three different sets of experiments. The procedures for each set of experiments 

will be detailed in further sections, but we will describe them briefly here.  

The first set, a preliminary proof-of-concept, consisted as follows: (1) We 

gathered data from users while they walked in a square and manually annotated the 

walking data when they were turning. (2) Users were asked to walk one hundred steps in 

a single direction. 5 participants took part in this initial set of proof-of-concept 

experiments.  

For the second set of experiments, a distance of 30 meters was measured and 

marked with orange visibility cones. Users were asked to carry the Smartphone in their 

left pocket and were instructed to stand a few steps before the marker designating the 

area collection would begin. Participants walked the premeasured distance and their steps 

were counted and recorded. This was repeated ten times for each user. 5 participants took 

part in this experiment.   

The last set of experiments, herein referred to as the Mapping Experiment, 

consisted as follows: (1) We asked the user to perform a number of simple activities 

which included walking, writing on paper, and washing hands. (2) Users were asked to 

traverse a series of rooms and perform activities from session 1 at predefined locations. 

Session 1 and 2 were performed on separate days. In total, 26 users participated in the 
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Mapping Experiment, with one user electing not to complete the second session, giving 

us 25 complete sets of data. 

3.1.1 Participant Recruitment 

We recruited undergraduate and graduate students from across campus for our 

research. Each participant was informed that they would be performing a series of 

activities and then provided with a consent agreement. After reading and signing the 

consent form and having any questions they may have answered, each participant was 

issued a unique and anonymous numerical identifier for their data. Participants were 

compensated for their time and were able to withdraw their consent at any time.  

A diverse set of participants volunteered to take part in our research. We had 11 

female and 15 male participants. 2 participants were left-handed, while the rest were 

right-handed. The height of individual participants ranged from 152 cm to 193 cm, giving 

us a very broad range of data we could expect during such activities as walking.  

3.1.2 Equipment 

 For activity recognition, we used an LG Urbane W150 Smartwatch. It has a 

sampling rate of roughly 60 Hz per sensor, though this number is not constant and can be 

higher or lower depending on usage and system load.  

 For step counting and orientation, we used a Samsung Galaxy S9 Smartphone. In 

our experiments, we had an average sampling rate of 100 Hz per sensor, though, again, 

this number is not constant and can vary [13]. 
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 Additionally, an HP ENVY m7 Notebook laptop equipped with a Logitech M310 

Wireless Mouse was used for certain parts of the Mapping Experiment that will be 

detailed in the next section.  

3.2 Data Collection  

3.2.1 Proof of Concept Experiments 

In this section, we describe in detail the data collection experiments for our proof 

of concept work, which was used to test the potential in our approach. The data of these 

experiments was later used to train the models for the Mapping Experiment. 

First, we asked participants to place the Samsung Galaxy S9 smartphone in their 

left pocket. We set a series of 4 cones in a square measuring 5 meters by 5 meters. 

Starting at one corner, we asked the participant to walk around the square at their normal 

walking rate. A second phone was provided and was carried in the hand of the 

participant. The participant was instructed to press and hold the appropriate button 

whenever they were making a turn which manually annotated their sensor data. The 

Smartwatch not used for this experiment. The mobile app used for this experiment is 

shown in Figure 2. 
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Figure 2: The Mobile App used during the Turn Recognition Experiments  

 The participant was instructed to make 10 complete circuits around the square of 

cones in one direction, then 10 in the opposite direction, resulting in 40 left turns and 40 

right turns. On a second day, this experiment was repeated to collect a testing set, but the 

participant was asked to complete only 5 circuits in each direction, resulting in 20 left 

turns and 20 right turns.  

Having two smartphones for this experiment resulted in two sets of data for each 

collection. The data collected by the device in the user’s pocket would contain the 

relevant sensor information which could be given to a machine learning model to identify 

turns, but was unlabeled, while the data collected by the device in the user’s hand would 

contain little sensor data of interest but had the relevant labels for the user’s turn 

direction, as provided by the user’s annotation. These could be combined by utilizing the 
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timestamp of each record in both sets of data, allowing the meaningful sensor data 

collected by the pocketed device to be properly labeled.  

Because both phones had slightly different system times, the data collected from 

each would need to be synchronized before they could be combined. This was done by 

comparing the timestamps of the initial records for both collections of data and 

subtracting the time difference, usually measured in seconds. Due to the nature of 

Android sensors, this could result in a very slight error in times, because data is only 

recorded when an update is detected by the sensors, but this would be to the tune of 

hundredths of a second, which is insignificant enough to be considered inconsequential.  

Next, the users were asked to carry the Galaxy S9 in their left pocket once again 

and instructed to walk forward across an open area in a straight line for one hundred 

steps. This was done twice, once in one direction, and once in the opposite direction, as 

two different sets of data. This was used to verify the accuracy of the step counting 

module, the results of which will be discussed in the next chapter. 

3.2.2 Stride Length Estimation 

 In order to estimate the distance traveled by a user while walking, we needed to 

find a way to estimate the average length of their steps. To do this, we marked out an area 

measuring 30 meters in length, with each end being marked by an orange visibility cone. 

Users were asked to place the Smartphone in their left pocket and walk from one cone to 

another while their steps were counted.  

Users began several steps back from the first cone so that they would be at a full 

walking pace once they made it past the first cone. Step counting began once they passed 
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the first cone and stopped once the user passed the second cone. Users were asked to 

continue past the second cone for several steps, to prevent them from altering their 

normal walking pace by slowing or coming to a hard stop at the second cone. This 

process was repeated ten times for each of the 5 participants.  

With a known distance traveled and a known number of steps taken for each 

participant, we can estimate the average length of the user’s steps.  

𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝑆𝑡𝑒𝑝 𝐿𝑒𝑛𝑔𝑡ℎ 𝑖𝑛 𝑐𝑒𝑛𝑡𝑖𝑚𝑒𝑡𝑒𝑟𝑠 =
30 ∗ 100 𝑐𝑒𝑛𝑡𝑖𝑚𝑒𝑡𝑒𝑟𝑠

𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑠𝑡𝑒𝑝𝑠
 

The accelerometer and gyroscope data collected during these experiments was 

used to train the Stride Length Regression model, which will be discussed in the next 

chapter.  

3.2.3 Mapping Experiments 

 Data collection for the mapping experiments was divided into two separate days. 

On the first day, participants were asked to wear the LG Urbane watch on the wrist of 

their dominant hand. The set of experiments was then described to the participants, and 

any questions they had were answered before the collection began. The app used for this 

section of the collection is shown in Figure 3.  
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Figure 3: The Mobile App used during both halves of the Mapping Experiments   

Each activity lasted five minutes in total. They are described in detail below. The 

order in which activities were performed varied from participant to participant.  

1. Writing on Paper – Participants were provided with lined notebook paper 

and a pen and were asked to copy a passage from George Orwell’s Animal 

Farm chosen at random and displayed on the HP Laptop.  

2. Typing on Computer – Participants were asked to type the same page as 

shown in (1) on the HP laptop. Though not part of the experiment, their typing 

speed was later calculated by dividing the number of words typed by the 

duration of the activity. On average, our participants had a writing speed of 45 
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words per minute (wpm), with a range of values from 20 wpm to 95 wpm. 

This large difference in individual typing ability means it will be interesting to 

see how well our classifiers perform on this task.   

3. Computer Internet – Participants were taken to the Wikipedia.org homepage 

on the HP laptop and asked to click Random Article, taking them to a random 

Wikipedia article. They were instructed to use the laptop’s USB mouse and 

the links available in the Wikipedia article to navigate to The University of 

Oxford’s Wikipedia article. Should they complete this task in under five 

minutes, they were to click Random Article and repeat the task for the 

duration of the time. They were not allowed to use the laptop’s keyboard for 

this task and were asked not to use the browser’s back button unless they 

accidentally navigated off Wikipedia by clicking on a citation.  

4. Phone Internet – Participants were asked to repeat the same experiment from 

(3), but on their personal smartphone. If the participant was unable or 

unwilling to use their own device, one was provided for them.  

5. Washing Hands – Participants were asked to wash their hands for five 

minutes. No further restrictions, such as the application or repeated 

reapplication of soap, were given to the participant, but they were instructed to 

wait until data collection had ceased to dry their hands. 

6. Brushing Teeth – Participants were provided with an individually wrapped 

single-use toothbrush and instructed to brush their teeth for the duration of the 

experiment.  
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7. Walking – Participants were asked to begin at the entrance to our 

department’s floor and walk to the end of the hall and back again for the 

duration of the experiment, at their normal walking pace. To avoid altering 

their walk cycle, the researcher stayed a distance back from the participant for 

the duration of time. 

8. Sitting – Participants were asked to take a seat and sit for five minutes. No 

further restrictions, such as how still they should be, were given. 

Data for the first day of experiments was only collected from the Smartwatch; 

data from the Smartphone was not considered in the analysis. 

 On the second day, participants were first walked through the experiment for 

clarity before beginning. For this experiment, users would repeat the tasks from the first 

day of collection, but for a duration of only two minutes, and were to walk between 

activities while the Smartphone and Smartwatch were still collecting.  

The participant was given the Galaxy S9 and instructed on how to begin the 

collection. The Smartwatch was once again placed around the wrist of their dominant 

hand. They were instructed to hit Start Sensors, and then place the device in their left 

pocket. When they were ready, the participant then walked to each room as instructed and 

performed the relevant activities at that location. The path traveled by the user, as well as 

the activities performed in each room, are summarized in Figure 4. 
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Figure 4: The path participants took for the second half of the Mapping Experiment.   

 Additionally, to simulate the effect of collecting data on the same user over 

multiple days, we had 3 users repeat the second day of data collection 25 times. By 

collecting data over the course of many days, it may be possible to combine the resulting 

maps in order to improve the accuracy of the maps overall.  

  

Phone Internet 

Internet

Writing on Paper Computer Internet Typing on Computer Washing Hands Brushing Teeth 
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CHAPTER IV 

DATA PREPARATION AND ANALYSIS 

 In this chapter, we will detail the processes which were used to generate 

meaningful features from the data collected during the different experiments and go over 

the analysis of feature importance and model performance. The majority of this process 

leveraged the Scikit-Learn [14] and Numpy [15] Python libraries.  

4.1 Feature Creation  

 Data collected from users comes in as raw accelerometer and gyroscope data. 

This data is very noisy, so before it can be used it must be cleaned and meaningful 

features must be generated from it for our models. 

 Activity Recognition, Turn Recognition, and Stride Length Estimation all utilized 

the same set of features generated from the raw data. The process for Step Counting will 

be discussed individually, as it is the only one which differs heavily from the other three.  

The first step for feature creation was to use a lowpass filter to smooth the sensor 

data and deal with outliers caused by hardware limitations and other issues. We then used 

sliding windows of a set size to split the data into chunks for feature creation. The 

window size for each experiment was chosen through experimentation, and the effect on 

model performance will be discussed in each section.     

 Feature extraction was based on the work described in [16], resulting in 182 

features for the accelerometer and the gyroscope, for 364 features in total, based on the x, 

y, and z components of each given sensor. Figure 5 shows the axes of a Smartphone and 

Smartwatch for reference.  
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Figure 5: The x, y, and z-axes of the Samsung Galaxy S9 and LG Urbane 150W devices. 

 The same features were used for all experiments, with the exception of Step 

Counting. However, for Turn Recognition, the models are tested both with and without 

the Accelerometer sensor’s data, to see how it impacts model performance.  

 After extracting features, we used the Scikit-Learn Feature Selection library to 

perform a KBest selection, using the Mutual Information Scoring Function to choose the 

top 60 features from our total feature count [17]. Table 1 shows the top fifteen features 

from the Accelerometer and Gyroscope data collected during the Activity Recognition 

experiment and their respective Mutual Information Scores. Only fifteen are shown for 

each sensor for the sake of space. 
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Table 1: The top-performing features extracted from the accelerometer and gyroscope 

data, ranked based on their individual mutual information score. 

Accelerometer MI Score Gyroscope MI Score 

Area Under the Curve of X 0.9242 Std Dev of Z 0.7326 

Mean of X 0.8105 Variance of Z 0.7326 

FFT of X 0.7946 Std Dev of X 0.6856 

Mean Power of X 0.7946 Variance of X 0.6854 

DST of X 0.7943 DCT of Z 0.6715 

Std Dev of Roll 0.7595 RFFT of Z 0.6712 

Variance of Roll 0.7586 FFT of Z 0.6692 

RFFT of X 0.7574 Mean Power of Z 0.6692 

DCT of X 0.7572 DST of Z 0.6678 

Area Under the Curve of Z 0.7402 Normalized Signal Magnitude Area 0.6644 

Variance of Z 0.7344 Mean Magnitude 0.6634 

Standard Deviation of Z 0.7343 FFT of X 0.6566 

Mean Roll 0.7183 Mean Power of X 0.6561 

Std Dev of FFT of X 0.7183 Area under the Curve of Magnitude 0.6538 

Std Dev of Power of X 0.6733 Power Spectral Density of X 0.6542 

    

4.2 Model Analysis 

 In this section, we will detail the Regressors which were tested for Stride Length 

Estimation and the Classifiers which were tested for Activity Recognition, Walking 

Detection, Turn Recognition, and Turn Detection. Although each has similarities, they 

will be discussed individually so their individual characteristics and results can be 

detailed.  

 Each of these models will play a part in the final map generation. Combined with 

the Step Counting which will be discussed in the next section, the Stride Length 

Estimation model will allow us to measure the distance covered by the user with each 

step they take during the mapping process. Using the Turn Recognition and Turn 

Detection models, we will then be able to orient the user as they travel around the area by 

updating their heading based on turns detected or recognized by these models. The 

Activity Recognition module will give additional context to the rooms visited by the user, 

allowing the attacker to guess at what type of room they may be in. For example, if hand 
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washing is detected in a room, but brushing teeth is not, that may likely be the kitchen, 

while if both activities are recognized, that is likely to be the bathroom. Finally, the 

Walking Detection model will allow us to improve the performance of the mapping 

overall, by allowing us to ignore detected steps and turns detected by the other models 

during a time in which they cannot occur. The full assumptions which allow this will be 

discussed in the maps section of this chapter.  

4.2.1 Activity Recognition 

Motivation: Activity Recognition allows an attacker to add additional 

information to the generated maps. With Activity Recognition, an attacker can analyze 

what a victim is doing at different locations of the map. This information yields 

additional details about the room or location that the user is currently at. It can tell an 

attacker where the user often uses their computer, for example, and where rooms such as 

their bathroom, kitchen, living room, and bedroom could be located with respect to the 

other rooms of the map.   

Models: We tested a number of different classification models provided through 

the Scikit-Learn Python library. Data from the 26 participants of Session 1 of the 

Mapping Experiment was used to train and test our models. Data for each activity, which 

was roughly 5 minutes in length per user, was split into training and testing data, with 

70% devoted to training and 30% to testing, resulting in roughly 728 minutes worth of 

training data and 312 minutes of testing data. 

We analyzed the following models: K-Nearest-Neighbors, Random Forest, and a 

series of Support Vector Machines (SVMs) with the following kernels: Linear, Poly, 
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RBF, and Sigmoid. Each model was tested with their default values (with the exception 

of Kernel choice for the SVMs). 

The data collected during these experiments needed to be divided into set window 

sizes to convert their continuous data values into single values, as described in the feature 

creation section. To find the optimal window size for this experiment, we tested dividing 

our data into windows from 1 second to 30 seconds in length, in 1-second intervals.  

Results: We used the F1 score, the average between precision and recall, as our 

metric for the quality of our models. For thoroughness, we tested both Micro and Macro 

averaging for the F1 scoring but found no difference between the two in our results. As 

such, we show only the Macro averaging results in Figure 6.  

 

Figure 6: Model F1 Score comparison for Activity Recognition. 
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As can be seen, the Random Forest model appears to be the most promising of 

those we tested, with a far higher F1 score than other models, especially at the lower 

window sizes. This is appealing because a smaller window allows for finer grain labeling 

of activities. We decided on using a window size of 3 seconds for the Activity 

Recognition, as it gave a good balance of accuracy and practicality. 

 Based on these results, we identified the Random Forest as the most viable model 

for Activity Recognition given our data. Figure 7 shows the Confusion Matrix generated 

by the Random Forest model on 3-second windows.  

 

Figure 7: The Confusion Matrix for the Random Forest Activity Model. 

This figure shows that virtually all activities have an accuracy of about 90 

percent, with the exception of Sitting, which is often mistaken for Computer Internet. 

This makes sense, given the Computer Internet experiment can cause users to sit still for 
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several seconds while trying to find the next link to click on in the article. However, we 

find overall that this model performs very well and will be used for the final map 

generation to give additional context to rooms visited by the user. 

4.2.2 Walking Detection 

Motivation: The Activity Recognition model works well for adding additional 

context to the areas which are visited by our user. Another model, however, can also be 

used to augment the performance of the maps by specifically targeting the walking 

activity. The particular assumptions which make this useful will be discussed in detail in 

the maps section of this chapter, but, in essence, an attacker can use the knowledge of 

whether their attacker is currently walking to limit when steps and turns are detected from 

their data, helping to fix mistakes made by the other models.  

 In such a case, it is desirable to have a small window size for dividing up the data. 

This is because we want to ensure that steps and turns are not missed when a user 

transitions from an activity other than walking to walking. However, we are only 

considering a two-class problem: either the user is walking or they are not walking. This 

binarization of the problem space may allow for models with smaller data windows 

which perform comparably to those with larger data windows on the full problem space. 

  Models: We first relabel our data as either “Walking” or “Other”. We then 

recreate our windowed datasets, but because we are only interested in this technique if it 

can provide similar performance with smaller windows, we test on a range of values from 

0.5 seconds to 5.0 seconds in 0.5-second intervals. The 4 windows above 3.0 seconds are 

there for clarity of performance but would not be considered options for a desirable 
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solution due to being longer than the existing window size for the Activity Recognition 

model. Again, we test the same models which were tested in the Activity Recognition 

task.  

 Results: Once again, we use the F1 score as the metric for our model’s 

performance. The results are visualized in Figure 8. 

 

Figure 8: F1 Score by Model of Walking Detection 

 These results show that we can recognize the walking task from smartwatch data 

accurately even on small window sizes. We choose to use the Random Forest model at a 

1-second window size.  

4.2.3 Stride Length Estimation 

Motivation: An attacker will want to be able to accurately estimate the distance 

traveled by their user during their traversal of an area. In other words, in addition to 
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counting the number of steps taken by their victim, they will also need to estimate how 

far each step took them.  

Models: Data from 5 participants was collected in the manner described in the 

prior chapter and was used to train and test our models. The average stride length, in 

centimeters, of each participant is shown in Table 2. Of the 10 walks conducted by each 

participant, 7 were used for training and 3 for testing. We tested the same models used in 

the Classification tasks, using their Regression based equivalents, again provided by the 

Scikit-Learn Python library. 

Table 2: The average stride length of the 10 walks performed by each participant. 

User Stride Length 

1 89.92 cm 

2 74.39 cm 

3 51.07 cm 

4 77.58 cm 

5 77.96 cm 

To find the optimal window size – one which balanced the need for accuracy with 

the need for the fine grain detail provided by smaller windows – we tested dividing the 

data into windows from 0.5 seconds to 5 seconds, in 0.5-second intervals, for 10 total 

windows. To measure model performance, we chose to use both the Mean Absolute Error 

(MAE) and Root Mean Square Error (RMSE) metrics [18].  

 Results: The results of data divided in these windows passed through our models 

is shown in Figure 9. Due to having a much higher RMSE and MAE – roughly an order 
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of magnitude higher – the SVM with the Sigmoid Kernel is not shown in the figure to 

prevent scaling making it illegible.  

 

Figure 9: RMSE and MAE against Window Size. 

 As can be seen, the Random Forest and KNN Regression models have the lowest 

error rates for both metrics tested. Next, we compare the R2 value – a standard metric to 

determine the “Goodness of Fit” in Regression Analysis – of each of our models at 

differing window sizes. This Coefficient of Determination value tells us what percentage 

of the variations in the data is explained by the independent variables in our model. A 

“perfect” value, where all variations are explained by our model, would be a value of 1. 

The results of this analysis are shown in Figure 10. Again, due to the Sigmoid model 

being an extreme outlier, its values are not shown to keep the graph readable. 
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Figure 10: Model R2 scores by Window Size.  

 Again, we see that the best performing models are the KNN and Random Forest. 

Based on its slightly better performance, we select to use the Random Forest model with 

a window size of 2 seconds for use in the final map creation. 

 4.2.4 Turn Recognition 

 Motivation: Once an attacker is able to estimate when and how far a user is 

traveling, they will also want to estimate their heading. They can do this by recognizing 

the turns taken by a user via the sensor data from their device.  

Models: Turn Recognition works and was tested very similarly to the activity 

classification models. The same classification models provided through the Scikit-Learn 

library were tested on a set of increasing window sizes. Window sizes from 0.5 seconds 

to 5.0 seconds, with 0.5-second intervals – for a total of 10 window sizes – were tested. 
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The Classification Models were trained on data from the proof of concept experiments, 

consisting of 40 left and 40 right turns, and tested on data from the second day of 

collection, consisting of 20 left and 20 right turns.  

We had the intuition that turns would be highly dependent on the Gyroscope 

specifically, and likely less impacted by the Accelerometer. Due to this, we tested each 

model and window size with data including and excluding the Accelerometer’s data. 

Results: The F1 Score was used as our measurement for model performance, and 

again no difference was found between the Micro and Macro averaging methods, thus we 

again show only the Macro scores. The results of this testing are shown in Figure 11. 

 

Figure 11: F1 scores for classification models used for Turn Recognition given different 

window sizes. 
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 Many of the models perform quite well on this data. At the top are the Linear 

SVM with Accelerometer Data excluded and the Random Forest with the Accelerometer 

data included. We choose to use a 2.0 second window size for turn recognition, trying to 

strike a similar balance as before, and due to its slightly higher performance again select 

the Random Forest classifier. An argument could be made to use a shorter window size at 

the detriment of accuracy, and the tradeoffs inherent with Window Sizes will be 

discussed further in the final chapter.   

4.2.5 Turn Detection 

Motivation: It is also possible that an attacker may have information about the 

user or building they intend to attack. Perhaps they have access to a general layout of the 

building, such as examining it via Google Maps or another service.  Perhaps the attacker 

has knowledge of the building’s layout beforehand and, instead of mapping the building, 

wishes to keep track of their victim’s actions during the day.  In such a case, the attacker 

may decide to use a Turn Detection model rather than a Turn Recognition model. 

 Instead of recognizing two different turn types, Left and Right, the attacker will 

instead attempt to just recognize when a turn has occurred. In this case, we convert our 

normal problem space from 3 features – Left, Right, and Forward – to just 2. This smaller 

problem space could allow for more accurate modeling, which, in turn, allows for shorter 

data windows, allowing for a better performing map at the end.  

Models: We test the same models as the Turn Recognition task, and we again test 

a range of window sizes from 0.5 to 5.0 seconds. We also test the models both with and 

without the accelerometer to examine its impact on model performance.  
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Results: Once again we evaluate our models based on their F1 score. The 

summary of these results is shown in Figure 12. 

 

Figure 12: F1 Scores for the Turn Detection Models. 

 Interestingly, we see that for the Turn Detection model, the Random Forest 

performs slightly better on the data without the accelerometer, unlike with the Turn 

Recognition Model. We see that the models perform better on this task than they 

performed on the Turn Recognition task. In Figure 13 we compare the F1 scores for the 

top 2 performing models from the Turn Recognition task to those of the Turn Detection 

task.  
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Figure 13: F1 comparison of Turn Detection and Turn Recognition 

 This shows clearly that the Turn Detection task is far easier than the Turn 

Recognition on the basis of model performance. Therefore, if Turn Detection is viable it 

is far preferable to Turn Recognition. In other words, if you can combine other sources of 

information, such as the shape of the building you’re attempting to analyze and can use 

that to guess at the direction of turns, you may have far better results than relying solely 

on the sensor data.  

In the experimental results chapter, we will analyze the performance of both these 

techniques in an experimental scenario. We choose to use the same window size, 2 

seconds, as the Turn Recognition module to more evenly compare their performance, but 

it could be possible to use a smaller window size if you expect a series of rapid turns. 

This will be discussed further in the final chapter.   

Detection vs Recognition F1 Scores 

F1
 S

co
re

 

Window Size (seconds) 

Linear SVM - Recognition 
Random Forest - Recognition 
Linear SVM - Detection 
Random Forest - Detection 



                                                                   Texas Tech University, Zakery Fyke, May 2019 

33 

 

4.3 Step Detection Technique and Analysis 

  For Step Detection, we leverage the same raw sensor data as the other 

experiments. The raw accelerometer data was first run through a Gaussian Low Pass filter 

in order to filter out noise and reduce the impact of outliers. Figure 14 shows the result of 

the low pass filtering.  

 

Figure 14: The raw accelerometer sensor data compared with the data after the 

application of a Gaussian Lowpass Filter. 

We then generate only a single feature, the Magnitude of the Accelerometer in all 

3 axes. This projection allows for the arbitrary position of the smartphone in the user’s 

pocket, allowing us to ignore the constrained placement of the device required by other 

PDR systems. The peaks in this time series data are indicative of steps taken by our users. 

We use the Python PeakUtils library in order to detect these peaks and collect their 

respective timestamps [19].  
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To evaluate the accuracy of our Step Detection technique, we conducted the 

second half of our proof of concept experiments: Users were asked to place the 

Smartphone in their left pocket and walk in a straight line for 100 steps, as counted by 

both the researcher and user. Their path was over flat, level ground and free of 

obstructions. This data was then run through our Step Detection algorithm. A total of 5 

users participated in this analysis. Figure 15 shows a visualization of this step counting. 

 

Figure 15: Visualization of the step counting module. 

Each of our 5 users was asked to complete the 100 step walk twice; once in each 

direction of travel. We found that across these ten sets of data, our step counting achieved 

an accuracy of 97.6 percent, indicating that it could make a very viable method for step 

detection.  
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4.4 Map Generation via Model Collaboration 

 In this section, we will describe the process of generating maps from the user’s 

data by combing all of the previously discussed techniques: Turn Recognition or Turn 

Detection, Walking Detection, Step Detection, and Stride Length Estimation. All of these 

models and techniques will be leveraged to collaboratively generate maps from the sensor 

data collected from the user’s devices.   

 First, we will establish and detail the metric by which we will determine the 

validity of generated maps and then we will discuss the method by which they are 

created.  

4.4.1 Map Performance Metric 

 In order to measure how well the generated maps represent the truth, we must 

define a performance measurement. Ideally, this measurement must be bounded between 

two values, and should accurately represent a concept of similarity between a generated 

map and the known ground truth.  

 The Hausdorff Distance is a common metric used in the fields of pattern 

recognition and computer vision for comparing the similarity of shapes [20]. The 

Hausdorff Distance is used to compare two sets of many coordinates and is, effectively, 

the longest distance you can travel from one point in a set to the closest point in the other 

set. Thus, the Hausdorff Distance is 0 when the two shapes being compared are identical 

and has no upper maximum. Therefore, we must establish an upper maximum before we 

may use this as our performance metric. 
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We first define the ground truth by measuring the ideal path followed by our 

participants during data collection. The dimensions of this path are shown in Figure 16. 

 

Figure 16: The approximate dimensions of the path traveled by users during the 2nd half 

of the Mapping Experiment. Measurements are in centimeters. 

 We represent this map as a Numpy Matrix, where a cell value of 1 indicates part 

of the map and null otherwise.  Our generated maps will likewise be represented as 

Numpy Matrices in this same fashion. For these matrices, each cell represents 10 

centimeters to lower the computational cost of representing them.  

 To calculate the Hausdorff Distance between two of these maps, their respective 

matrices are converted into a set of X, Y coordinates, where all X, Y pairs indicate a cell 

which has a value of 1. In other words, the full list of coordinates represents the full path 

which makes up the map.   

 In order to use the Hausdorff Distance as our performance metric, we must first 

establish a normalization of the values. We define this range of values from 0 to 1, where 

0 is a perfect match – two identical sets of coordinates – and 1 is the distance equal to the 

average of randomly created maps. In other words, a value of 1 or greater indicates that 

the path in question is just as bad, or worse, than randomly guessing. 
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 To get this average random value, we create a series of randomly generated maps 

which would be similar to an attacker making random guesses at the user’s movement. 

This process is shown in Algorithm 1:  

Generate_Random_Map(m, n, cell_count) 

// input: Matrix dimensions m x n, number of cells to traverse 

// cell_count 

// output: A randomly generated floor plan matrix 

grid = np.ones((m,n)) * np.nan 

mid = ceil(n / 2) 

row = m 

col = mid 

direction = “up” 

// The upper range is the longest length you expect a user to go 

// without turning. In our case, this is pulled from the 

// dimensions of the ground truth.  

change_direction = random.randint(1,321) 

directions = [“up”, “down”, “left”, “right”] 

for i in range(0, cell_count): 

 if change_direction <= 0: 

  change_direction = random.randint(1, 321) 

  direction = directions[random.randint(0,3)] 

 // Get next cell to travel to according to direction 

row, col = get_next_cell(row, col, direction) 

// Ensure we won’t walk off the matrix 

if row >= m or col >= n: 

 direction = flip_direction() 

 row, col = get_new_cell(row, col, direction) 

// A value of 1 indicates we have passed through this cell 

grid[row][col] = 1 

change_direction -= 1 

 return grid 

Algorithm 1: The methodology used to generate a random map.  

 Using this method, 500 maps were generated, and their Hausdorff Distances were 

computed. The average of these 500 distances was then calculated. This was repeated 5 

times, for a total of 2500 maps, to examine the stability of this average. We found it to be 

very stable, with a minimum average distance of 221.86 and a maximum of 228.83, with 

an overall average of 225.22. For simplicity, we define 225 as the value we will use to 

normalize the Hausdorff Distances of the maps generated on our user’s data as follows:  

𝑁𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 𝑀𝑎𝑝 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 =  min (
max (ℎ𝑎𝑢𝑠𝑑𝑜𝑟𝑓𝑓(𝑀,𝑇𝑟𝑢𝑡ℎ),ℎ𝑎𝑢𝑠𝑑𝑜𝑟𝑓𝑓(𝑇𝑟𝑢𝑡ℎ,𝑀)

225
, 1)   
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 Where M is a set of the X and Y coordinates of our generated user map and Truth 

is the set of X and Y coordinates of our ground truth representation matrix. In the case 

that the generated map M perfectly aligns with the ground truth matrix, the Normalized 

Map Distance will be 0, and in the case that it is as inaccurate or even less accurate than a 

randomly generated map, the value will be 1. We will use this performance metric to 

evaluate our maps in the Experimental Results chapter. 

4.4.2 Individual Map Generation 

To generate the maps from our user’s data, we follow a number of steps that are 

detailed in this section. The models previously described in this chapter were used to 

label data collected from the smartphone and smartwatch.  

The windowed smartphone data was run through the Turn Model to determine 

when the model believes the user made turns, and the raw smartphone data was passed to 

the Step Counting module in order to detect the steps taken by the user. Finally, the data 

from the smartphone was passed through the Stride Length Estimation to estimate the 

length of each step detected by the Step Counting module. 

The data collected from the Smartwatch was fed to the Walking Detection and 

Activity Recognition models and was used to give additional context and accuracy to our 

maps. Specifically, we made the following assumptions regarding activities and their 

relation to user localization:  

1. A user performing any activity other than walking is unable to take steps 

or change their current direction, i.e. a user typing on a computer is 

unlikely to also be turning or changing their location. 
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2. A user will not make a turn within 1 second of beginning an activity. This 

allows us to disregard turns which may be detected as a user moves to start 

an activity, such as a user turning their body to sit in a chair.  

3. Users will not rapidly and repeatedly transition between activities. In other 

words, a user will not use a computer for a few seconds, then begin 

walking for a few seconds, then begin using the computer again. This 

allows us to offset the occasional mislabeling of activities.  

4. If a user transitions from walking to any other activity type and then 

transitions back to walking – while still respecting assumption 3 – they are 

assumed to return in the opposite direction of travel taken to arrive at the 

activity. In other words, if a user is moving Left with respect to the map’s 

coordinate system and sits to use a computer and then returns to walking 

we assume they are now traveling Right, opposite of the direction traveled 

to arrive at the activity’s location. 

 With these assumptions in place, we detail the process to generate a single map as 

follows:  



                                                                   Texas Tech University, Zakery Fyke, May 2019 

40 

 

Generate_Map(raw_smartphone_data, raw_smartwatch_data, m, n) 

windowed_sp_data = window_data(raw_smartphone_data) 

windowed_sw_data = window_data(raw_smartwatch_data) 

// The timestamps and directions of all turns detected 

turn_stamps = get_turn_stamps(windowed_sp_data)  

// The timestamps of all steps detected. 

step_stamps = get_step_timestamps(raw_smartphone_data) 

// The timestamps and activities  

activity_stamps = get_activity_timestamps(windowed_sw_data) 

// Remove all steps and turns detected when not walking 

turn_stamps = trim_turn_stamps(turn_stamps, activity_stamps) 

step_stamps = trim_step_stamps(step_stamps, activity_stamps) 

// When to flip the direction, i.e. when a user changes from walking to  

// another activity and back again. 

flips = get_flips(activity_stamps) 

grid = np.ones((m,n)) * np.nan 

mid = ceil(n/2) 

row = m 

col = mid 

turn_index = 0 

flip_index = 0 

direction = ‘up’ 

for step in step_stamps: 

 if step > flips[flip_index]: 

  direction = flip_direction() 

  flip_index += 1 

 // Get the next turn. If this step comes after this turn 

 // increment the turn index and change direction 

 turn_stamp = turn_stamps[turn_index] 

 direction, turn_index = get_direction(direction,step,turn_stamp) 

       distance = get_distance(step) 

 // Get next cell.  

 row, col = get_new_cell(row, col, direction) 

 grid[row][col] = 1 

return grid 

Algorithm 2: The process used to take the raw smartphone and smartwatch data and 

generate a single user map. 

 With this process, we can create a single user’s map. The map is represented as an 

m x n matrix where a cell value of 1 indicates that cell is part of the user’s path.   
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CHAPTER V 

EXPERIMENTAL RESULTS 

 In this chapter, we will discuss the results of the Map Generation – covering both 

turn techniques used – and discuss how to further improve results through Map Stacking. 

5.1 Turn Recognition Maps 

The Turn Recognition technique assumes no knowledge of the target or the space 

we’re mapping. Therefore, we must attempt to recognize Left, Right, and Forward 

directions with our Turn Model. We discuss the results of this technique here.  

The Normalized Hausdorff Distance – our performance metric discussed in the 

Methodology Chapter – for each user is shown in Figure 17. A value of 0 indicates that 

the generated map is identical to the ground truth, while a value of 1 would indicate that 

the generated map is no better – or worse – than random. 

 

Figure 17: The Normalized Hausdorff Distances for each user using the Turn 

Recognition technique.  
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 On average the generated maps had a Normalized Hausdorff Distance of 0.4398, 

with the best performing map at 0.2068. Based on the range of values we’ve established, 

this indicates a large improvement over the randomly generated maps used to establish 

the metric. An example of a generated map is shown in Figure 18. Note that this map is 

not to scale, due to the size limitations of this document. The activity symbols are added 

after the map has been generated, at locations specified by the values in the matrix. 

Specifically, a number from 2 – 7 is assigned at a cell location indicating which activity 

was detected at that location. In the case of an activity already existing at that location, 

the number is overwritten, but a record is kept in a variable for later reference while the 

attacker is viewing the map.  

 

Figure 18: An example of a generated map with icons indicating activity locations added 

afterward. Due to space restrictions, the icons are placed next to the cells rather than 

directly on them. 

Phone Internet Writing on Paper Computer Internet Typing on Computer Washing Hands Brushing Teeth 
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 In Figure 19, we compare the same generated map from Figure 18 with the 

ground truth by directly overlaying the two maps. As we see, this technique is already 

capable of producing highly accurate maps of the user’s path. 

 

Figure 19: The best performing Turn Recognition map (red) laid over the ground truth 

(black).  

5.2 Turn Detection Maps 

 Here, we discuss the results of the maps generated via the Turn Detection 

technique. For this technique, we assume the attacker has some level of prior knowledge 

about the building and/or victim they are targeting. In this case, we need only recognized 

when a turn has happened, then provide what the direction is through our knowledge of 

the location.  

The Normalized Hausdorff Distances for this experiment are visualized in Figure 

20. Again, here a value of 0 would be indicative of a map which perfectly matches the 

ground truth and a value of 1 would indicate a map which is just as bad – or worse – than 

random guessing.  
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Figure 20: The Normalized Hausdorff Distance for each user using the Turn Detection 

technique. 

 For the Turn Detection maps, there was an average Normalized Hausdorff 

Distance of 0.3357, with the best performing map at 0.1159. This value is 0.1041 – 

roughly 10 percent – better than those obtained by the Turn Recognition technique, 

indicating that this approach may produce better results in some cases. A full comparison 

of the distances for both methodologies is shown in Figure 21.  
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Figure 21: A comparison of Normalized Hausdorff Distances between the two Turn 

Model Techniques.  

  As is shown, many of the users see considerable improvements in the accuracy of 

their maps under the Turn Detection method, though in some cases it performs roughly 

the same and in others it actually performs worse. On average, maps were improved by 

0.1041, with a maximum improvement of 0.4609 and a maximum negative impact of 

0.2553. This shows that, in most cases, if the attacker is able to use this method, it is 

desirable to do so. A comparison of the two maps with the largest improvements is shown 

in Figure 22. 
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Figure 22: A comparison of the two maps generated by the Turn Recognition (top) and 

Turn Detection (bottom) methods. Again, due to the size restrictions of this document, 

the maps are not to scale. 

 In this case, it seems the Turn Recognition model struggled not only to distinguish 

left and right turns, but it also identified more turns than actually occurred, confusing a 

forward window for a left turn. When the scope is narrowed to just identifying whether a 

turn has occurred, the map performance improves dramatically.   
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5.3 Map Stacking   

 Clearly, the previously discussed techniques yield a considerable improvement 

over random guessing for mapping a space using the user’s device. However, another 

technique can be used on top of this in order to further improve the results. Here we will 

describe this technique, narrowing our scope to the maps generated through the Turn 

Detection technique, as the concept is the same for both techniques. 

 A problem with analyzing only a single map from a user is that any outlier could 

have a significant impact on the accuracy of the map. For example, a mistimed turn, a 

missed turn, or a falsely detected turn early on in the mapping process can result in the 

rest of the map being completely off. This is an inherent problem with Personal Dead 

Reckoning techniques. However, if we collect data from the same user multiple times, 

such as over a number of different days, we can combine them in order to offset singular 

mistakes.  

 3 users repeated the second half of the Mapping Experiment 25 times to simulate 

data being collected on the same user for a number of days. If the correct number of turns 

are detected, there will be 5 total turns and 8 “branches” covered. There are more 

branches covered than turns because when the user walks into a room to perform an 

activity, that is one branch, and then they must exit the room, meaning a second branch. 

These branches are enumerated in Figure 23. For maps which have fewer than 8 

branches, we take however many are available, and for those with more than 8 we 

consider only the first 8.  
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Figure 23: The branches in a well-formed map. 

 For a well-generated map, we can take the average of each of these distances, 

generate a new map with these averages, and then compute the resulting Hausdorff 

Distance to see if the resulting averaged map is more accurate than the individual maps. 

We refer to this process as “Map Stacking”, as it takes many generated maps and 

combines their information together to produce a more accurate result. 

 First, we generate the 25 maps for each of the 3 users, for 75 maps in total. For 

each map, we then calculate its Normalized Hausdorff Distance for reference. We then 

find the distance for each branch of each map, average it with the same branch of the 

other maps, and finally use these averaged distances to create a single map. This map 

then has its own Normalized Hausdorff Distance calculated to measure its performance. 

In Figure 24, we show the results of this map stacking.  
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Figure 24: The Normalized Hausdorff Distances for the 25 user maps and the stacked 

maps. 
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large outliers created by missed or improperly detected turns, further improving the 

results.  
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CHAPTER VI 

DISCUSSION AND FUTURE WORK 

 In this final chapter, we will have a discussion on the impact of window sizes on 

the turn models, give a conclusion on the findings of our results, and finally detail the 

potential for future work in this area.  

6.1 The Impact of Window Size 

 We discussed briefly that the chosen window size can have a dramatic impact on 

the result of maps produced. This impact is strongest in the Turn Model, whether that be 

Turn Recognition or Turn Detection.  

The first impact of this is obvious: the attacker designing the model needs to 

decide on a window size which balances the accuracy of the model – how well it labels 

the turns – with the performance of the model – how many turns can it handle in a certain 

time span. In our case, we knew that the user would only be making a few turns and that 

these turns would not be coming rapidly. Due to this, we chose a window size of 2 

seconds. This means that we can handle turns as rapidly as every 2 seconds. This works 

for our use case, but in the case that a more rapid series of turns are expected a smaller 

turn size – at the possible detriment of accuracy – may be required. 

 However, there is a secondary effect of the turn window size. What the turn 

model actually says is, “In this __ second window, a turn occurred or did not occur.” In 

the case of recognition, this is the same, but with the added dimension of what direction 

the turn was in. Consider, then, if a turn were to occur almost at the exact end of a 2-

second window. The best the model can tell us is that there was a turn in that 2-second 
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window. We do not know exactly when the turn occurred, and therefore we must assume 

that all steps taken during that window came after the turn. Because 2 or 3 steps could 

happen each second before the turn, our turn could be prematurely detected. These steps 

will be considered to go in a different direction than what is accurate.  

 Due to this second effect, the smaller that we make the windows, the fewer steps 

that will be misclassified due to this turn lag. However, shorter windows were also shown 

to be less accurate, and so these two factors must be considered and balanced with one 

another. More advanced machine learning models along with a larger dataset may allow 

for the windows to be greatly decreased in size, allowing for more accurate maps overall.    

6.2 Discussion of Results  

 We have shown that the unprotected sensors on smartphones and smartwatches 

present a security and privacy vulnerability. We leveraged the data collected from the 

smartphone to accurately detect the steps taken by a user, estimate the length of each of 

those steps, and estimate the heading of the user during travel. We leveraged the data 

from the smartwatch to identify the activities undertaken by the user to both improve the 

performance of our maps and to add additional context to the areas visited by the user.  

 Our results are a significant improvement over just random guessing, as shown by 

the Hausdorff Distance metric which we used to measure their performance. The results 

indicate that it is viable to collect data both on individuals and through a cloud-based 

process on a group of people to gather information about private areas that they frequent.  
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6.3 Suggestions for Future Work 

 This area is promising and there are a number of different places where it can be 

further improved and pushed forward. We discuss these here.  

 One of the largest problems with Personal Dead Reckoning systems is that they 

accumulate errors over the duration of collection. This makes them viable only for short 

travel distances and short collection periods. A methodology for correcting these errors in 

some way would have a very large impact in this area. Such methods may include the 

application of deep learning, the incorporation of additional sensors to provide more 

information to the system allowing it to detect when an error is made, or more advanced 

map combination techniques which allow for individual paths to different locations to be 

combined while throwing out invalid paths.  

 A major source of errors for this type of work is the heading estimation. A single 

mistake can lead to a completely incorrect map. Two avenues may help with this 

problem: The application of advanced deep learning models may improve the overall 

performance of the Turn Models, making errors less likely. A more traditional orientation 

estimation method could also prove viable and also allow for floor plans which do not 

consist exclusively of orthogonal turns. Such a method could also relax the assumption of 

when to flip the direction of travel. Currently, we assume that the direction flips when a 

user completes an activity, but this may not always be correct. A third option could also 

be to combine these two methods, using a turn model for updates to orientation and a 

more traditional heading estimation methodology to make corrections and allow for turns 

which are not necessarily at 90-degree angles.    
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