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ABSTRACT 

 

The design and implementation of an automated diagnostic tool for Cervical 

Intraepithelial Neoplasia (CIN), a detectable and treatable precursor pathology of uterine 

cervical cancer, is being considered. The pathological configurations and implications of 

CIN are researched, and the shortcomings of current screening and diagnostic procedures 

for CIN are analyzed. An image processing framework is then developed to automate the 

detection and characterization of abnormalities due to CIN in cervicographic and 

colposcopic images of the cervix.  

The problem of translating a digital image of the cervix into clinical decisions is 

broken down into six modules – 1) cervix Region of Interest (ROI) segmentation, 2) 

Specular Reflection (SR) removal, 3) AcetoWhite (AW), Columnar Epithelium (CE) and 

Squamous Epithelium (SE) segmentation, 4) classification of AW sections, 5) 

segmentation of mosaicism and punctations, and 6) assessment of disease severity. 

Algorithms based on mathematical morphology, and clustering based on Gaussian 

mixture modeling in a joint color and geometric feature space, are used to segment macro 

regions, like the cervix ROI, SR, AW, CE and SE regions. The performances of the 

cervix ROI segmentation and AW segmentation algorithms are evaluated by comparison 

with ground truth segmentations of expert graders.  

The classification of vascular abnormalities, such as mosaicism and punctations, 

is modeled as a texture classification problem, and a solution is attempted by 

characterizing the neighborhood gray-tone dependences and co-occurrence statistics of 

the textures. Texture content-based retrieval of similar regions, using a seed region, is 

also presented as an alternative to unsupervised classification of regions. The precise 

segmentation of mosaicism and punctations from textured regions using Gaussian 

modulated rotating structuring elements and Gaussian matched filtering are also 

demonstrated. A thorough analysis of the inter-grader variability between experts in 

resolving the AW region and grading images containing vascular abnormalities is also 

presented to compare the performance of the automated segmentation methods presented 

in this research.  
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         The most significant contribution of this work is the development of a unified 

framework for a fully automated diagnostic system for CIN, and it is the first such 

attempt addressing the feasibility of such a system. In the past, research has been devoted 

to the detection of one or more specific abnormalities (AW, mosaicism or punctations) 

but not of all of them. The model presented in this research provides a sequential 

framework for translating digital images of the cervix into a complete diagnostic tool, 

with minimal human intervention.  In its current form, the research presented in this work 

may be used to aid physicians to locate abnormalities due to CIN and decide the best 

areas for a biopsy. The methodologies and framework presented in this work promise 

deployment of a fully automated diagnostic system for CIN, especially suitable for 

resource-poor regions. 
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CHAPTER I 

INTRODUCTION 

 

The purpose of this dissertation is to address the issues involved in the 

development of an automated diagnostic system for Cervical Intraepithelial Neoplasia 

(CIN) and to design a frame work for such a system. In this chapter, the motivation and 

implications of this work are discussed, and the problems and goals for this work are 

defined. The chapter concludes with a brief description of the organization of the 

remainder of this manuscript.  

 

1.1 Motivation 

Cervical cancer is the third most common form of cancer in women, affecting 

over 9700 women in the United States and 493,000 women worldwide every year [1, 2], 

resulting in over 274,000 fatalities. Cervical cancer develops slowly and has a detectable 

and treatable precursor condition known as dysplasia, neoplasia or CIN. CIN can be 

detected through screening of women at-risk and treated to prevent the development of 

invasive cancer [3]. The most common cervical cancer screening tool is the Papanicolaou 

(Pap) smear test, which has reduced cervical cancer incidence and mortality by 70% 

when properly implemented [4]. However, the true sensitivity of conventional Pap smear 

has been reported to be as low as 51% [5], requiring multiple annual screenings to detect 

CIN, making it impractical to implement in resource-poor regions.  

Optical tests, such as Visual Inspection with Acetic acid (VIA), cervicography 

and colposcopy [6, 7] that employ visual examination of the cervix are becoming 

increasingly popular as diagnostic tests. In these tests, healthcare professionals study the 

cervix at about one minute after application of 5% acetic acid (VIA). An area of 

suspected tissue around the cervix opening known as the Acetowhite (AW) region and 

other vascular abnormalities may appear. A permanent cervicography or colposcopy 

record of the cervix is often made at this time, in the form of a microfilm or digital image. 

The severity of the abnormalities is assessed either from the direct visualization or from 
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the recorded image. Hence, the quality of the assessment is heavily dependant on the 

expertise of the physician. Even in expert hands, although the sensitivity to differentiate 

normal and abnormal lesions has been shown to be as high as 96%, the specificity has 

been shown to be very low at 48% [8]. A biopsy of abnormal regions, located using one 

of the optical tests, is usually performed to confirm the presence of CIN. Because the 

locations are currently determined manually, they are prone to significant uncertainty 

owing to subjective variability and, often, lack of skilled personnel [9, 10].  

As visual examination methods become more quantitative through the 

incorporation of digital image acquisition and analysis, it will become increasingly useful 

to apply medical image processing techniques to automatically and efficiently process 

this data in order to accurately identify and characterize the abnormal regions of the 

cervix. Accurate automated systems will also eliminate subjective variability, improve 

reliability and repeatability of diagnosis, and also help in accurate archival of diagnosis 

for posterity. Such a system would enhance the power of existing colposcopes and would 

make them immediately useful in resource-poor regions of the world, where skilled 

experts are scarce. 

 

1.2 Problem Definition and Goals 

The principal problem addressed in this dissertation is that of building an image 

processing framework for automated identification and segmentation of pre-cancerous 

lesions in digital images of the cervix. In order for the designed system to meet current 

needs, the system should satisfy the following design goals. 

1. Accuracy – In any medical diagnostic system, accuracy is of prime importance. An 

inaccurate diagnosis leads to enormous mental trauma for the patients and wasted 

time and resources for the clinicians. Hence, the abnormalities identified should be as 

accurate as possible. 

2. Objectivity – A significant problem with human expert graders is the subjective 

variability between them. The designed system should provide objective and 

repeatable results. 
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3. Human intervention – In order to be applicable in resource-poor regions where skilled 

personnel are limited, the designed system should operate with minimal, if any, 

human intervention. 

4. Speed – A problem faced by physicians using sophisticated colposcopic devices, 

fitted with high resolution cameras, is that the images rendered on the display are a 

heavily sub-sampled version of the original high resolution image. The physicians 

tend to miss abnormalities not visible at the displayed resolution. If fast methods for 

locating these abnormalities are available, the physicians could “zoom-in” to the 

regions marked abnormal by the system. The system should provide its diagnosis in 

reasonable time, on the order of a few minutes or faster. Hence, the designed system 

should operate at least in near-real time so that results are available while both the 

patient and physician are still present.  

5. Robustness – The designed system should be robust enough to accommodate typical 

variations in lighting conditions, and scaling and other geometrical transformations, 

in the images processed. In addition, systems should be able to seamlessly 

accommodate advancements in imaging modalities and newer algorithms for 

automated segmentation. The user interface should be robust enough to accommodate 

users with varying degrees of expertise and should allow expert users to input useful 

information that may be used to improve the accuracy of the diagnosis. 

Thus, an automated diagnostic system should provide fast, accurate and objective 

diagnosis results, in addition to being inexpensive for applicability in underprivileged 

regions.  

The principal goals or objectives for this work may be summarized as follows. 

1. To develop a unified image processing framework to identify and characterize the 

abnormalities due to CIN in a manner that requires minimal expert supervision. 

2. To develop and test algorithms that may be used to segment and characterize each 

kind of abnormality observed in CIN. 

3. To evaluate current expert grading methods used to obtain ground truth 

segmentations and assessments.   
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In this work, it is assumed that digital images of the cervix are available from a 

cervicographic or colposcopic device, and only the algorithmic aspects of the framework 

used for processing these images are addressed. 

 

1.3 Contributions and Overview of the Dissertation 

The most significant contribution of this work is the development of a unified 

framework for a fully automated diagnostic system for CIN. This work is the first such 

attempt at addressing the feasibility of a comprehensive automated diagnostic system for 

CIN. In the past, research has been devoted to the detection of one or more specific 

abnormalities like AW, mosaicism or punctations, but not all of them. The model 

presented in this research provides a sequential framework for translating digital images 

of the cervix into a complete diagnostic tool, with minimal human intervention.  Specific 

algorithms to identify and characterize each kind of abnormality are also contributed. A 

more detailed list of contributions is presented in the concluding chapter. 

The remainder of this dissertation is organized as follows. Chapter II introduces 

the biological background required to understand the rest of this report and to put the 

results of this work in perspective. The chapter introduces the anatomy of the cervix, the 

causes for CIN, screening and diagnostic methodologies available for detecting CIN, the 

pathological abnormalities that may be observed while diagnosing CIN, and the general 

protocol for grading those abnormalities. In chapter III, the framework for an automated 

system for the detection and characterization of CIN is established. The chapter begins 

with a discussion on the difficulties involved in designing a fully automated system to 

detect the abnormalities due to CIN and proceeds to review existing literature that 

address one or more aspects of detecting those abnormalities. The shortcomings of the 

existing approaches are then discussed to make the case for a new framework. The block 

diagram of the proposed automated system is then presented, and the chapter concludes 

with a discussion on the datasets used to test the various modules of the system. 

Chapters IV and V describe the exact algorithms used in each module of the 

system and the results obtained at each step of the process. In chapter IV, the 
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segmentation of the macro features are addressed. The methods discussed in this chapter 

include algorithms to segment the cervix Region of Interest (ROI), which is the region of 

the image containing the pathologically significant cervix lesions, from the entire 

colposcopic image of the cervix, morphological methods for the removal of Specular 

Reflections (SR) and segmentation of the AW region from the cervix ROI, and Gaussian 

Mixture Models (GMM) for segmentation of the cervix ROI into AW, Columnar 

Epithelium (CE) and Squamous Epithelium (SE) regions. Results are presented to show 

the viability of the presented schemes. An analysis of the inter-grader variability in the 

ground truth segmentations is also made. Segmentation of micro features like mosaicism, 

punctations and other vascular structures are taken up in chapter V. The problem of 

finding these abnormalities is treated as a feature classification problem in a textural 

space. The chapter describes the texture features used, algorithms used to extract these 

texture features, the classifiers used to label the AW regions as AW only or textured 

regions containing additional vascular abnormality, and methods to segment mosaic and 

punctation structures from the textured regions. A discussion on the inter-grader 

variability in grading mosaicism and punctations is also presented. Finally, chapter VI 

presents conclusions from this work and provides some suggestions to translate this work 

into a completely automated diagnosis system for CIN.   
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CHAPTER II 

BACKGROUND 

 

Before dealing with the problem of automated detection of bio-markers, which are 

features that can be used to measure the progress of the disease, it is essential to 

understand the anatomy of the cervix, its normal appearance, and the surface changes due 

to CIN. It is also important to know the screening and the diagnostic procedures available 

for detecting CIN. This background will help us in understanding the imaging techniques 

available and the quality of the images we can expect from these techniques. We also 

must understand the various abnormalities of the cervix, the ones that are important in 

CIN, and how the abnormal lesions are graded. In this chapter, all the above issues are 

addressed, and the clinical and pathological background required in understanding this 

dissertation is developed. 

 

2.1 Anatomy of the Cervix 

The fibrous lower region of the uterus is called the cervix [4]. The cervix connects 

the uterus to the vagina and keeps the walls of the vagina lubricated [11]. The cervical 

mucous, produced by the walls in the cervical canal, constantly flows down the canal, 

preventing bacteria, which could otherwise lead to Pelvic Inflammatory Disease (PID), 

from entering the uterus. The cervix varies considerably in size and shape but is typically 

cylindrical, about 3 cm in length and 2.5 cm in diameter, increasing to up to 10 cm in 

diameter during childbirth. The external os marks the point at which the cervical canal 

opens into the vagina. The tissue lying outside of the external os is described as 

ectocervical, while the tissue inside the canal is said to be endocervical.  

The epithelium covering the cervix is essentially of two types. The pink, smooth, 

epithelium that is devoid of any distinct features is called the Squamous Epithelium (SE). 

The second type of epithelium is called the Columnar Epithelium (CE). The CE is a 

single-cell layer, mucous-producing, tall epithelium between the endometrium and the SE 

[6]. The CE matures into the SE by a normal physiologic process called squamous 
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metaplasia. Generally, there is also a clear line of demarcation between the endocervical 

tissue and the SE, which is called the Squamocolumnar Junction (SCJ), and the region 

between the original SE and the current SCJ is called the Transformation Zone (TZ). 

Figure 2.1 shows a colposcopic image of the cervix indicating CE, SE and SCJ. Ideally, 

the SCJ should be situated at the external os so that the SE lies on the ectocervix and the 

CE lines the canal. However, in most women this is not the case. The deviation from this 

ideal configuration is the starting point for a chain of events that may eventually lead to 

invasive cervical cancer [4].  

 

 

Figure 2.1 Colposcopic image of the cervix indicating major regions 

 

2.2 Cervical Intraepithelial Neoplasia 

 Unlike most other forms of cancer, cervical cancer is caused by a virus called the 

Human Papilloma Virus (HPV), which is a group of more than 100 viruses [12]. About 

40 of these are transmitted during sexual activity. While most of them are automatically 

treated by the body, some strains may lead to cervical cancer. Cervical cancer develops 
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slowly and has a treatable pre-cursor known as dysplasia or neoplasia [3]. The term 

Cervical Intraepithelial Neoplasia (CIN) was suggested as a replacement for the 

confusing dysplasia/carcinoma in situ (CIS) terminology used previously. The term CIN 

is usually followed by a number, 1, 2 or 3, indicating the degree of severity, with 1, 

corresponding to mild dysplasia, being the least severe, and 3, corresponding to severe 

dysplasia or CIS, being the most severe. CIN 3 indicates the onset of invasive cancer. 

Three interrelated terms are often used to describe and differentiate normal and abnormal 

SE, which, along with nuclear abnormalities, are the principle factors used to describe the 

gradations due to CIN [4].  

1. Differentiation – This term refers to the process in which the squamous cells become 

fully functional as a flattened layer.  

2. Maturation – This term is closely related to differentiation and characterizes the 

changes seen in the normal SE as we go from the basal, or bottom-most, layer to the 

superficial, or top-most, layer. A mature squamous cell will show good 

differentiation.  

3. Stratification – This characteristic is a necessary consequence of maturation and 

differentiation and refers to the manner in which the epithelium is layered as 

progressively more mature and flattened cells when we traverse from the basal to the 

superficial layer. 

In CIN 1, there is usually good maturation, and the nuclear abnormalities are 

minimal and mostly restricted to the deeper layers of the epithelium.  However, some 

nuclear abnormalities may persist on the surface, making the cytological recognition of 

CIN 1 possible. Figure 2.2 shows typical microscopic images of cells affected by CIN, 

after H&E staining to enhance contrast around the nuclei. The images were obtained at a 

magnification of 128. The increased nuclear abnormalities in the deeper layers of the 

epithelium, due to CIN 1, are immediately noticeable in figure 2.2(a). The superficial 

layers show good maturation. In CIN 2, nuclear abnormalities are distinctly visible and 

extend more towards the surface than in CIN 1. Also, maturation is present only in the 

upper half of the epithelium. The effects of CIN 2 are shown in figure 2.2(b). In CIN 3, 
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differentiation and stratification may be completely absent, or restricted to only the 

superficial region of the epithelium, and the nuclear abnormalities extend through all the 

layers of the epithelium. The effect of CIN 3 on nuclear abnormalities is evident in figure 

2.2(c). In general, CIN 2 and CIN 3 are considered to be precursors of invasive 

carcinoma, while CIN 1 may also be related to other non-malignant HPV related changes.  

 

   
(a) CIN 1 (b) CIN 2 (c) CIN 3 

Figure 2.2 Typical appearance of cells affected by CIN  

 

2.3 Screening and Diagnostic Procedures for CIN 

The Pap smear is the most commonly used screening test for CIN. Multiple failed 

Pap smears over a period of time, usually 2-3 years, lead to a referral for a diagnostic 

procedure. Three diagnostic procedures are available for CIN. They are Visual Inspection 

with Acetic acid (VIA), cervicography and colposcopy and biopsy [6, 7]. Although the 

first two are listed as diagnostic procedures, they are used mostly as intermediate 

procedures and are almost always followed by a biopsy to confirm the presence and 

severity of CIN. These procedures are explained in detailed below.  

1. Pap smear – The Papanicalou smear or Pap smear is the most common screening 

procedure available for CIN. In this procedure, the superficial regions of the cervix 

are analyzed under a microscope for abnormalities. A spatula or a brush is swept 

across the cervix, ensuring that regions of the external os and the cervical canal are 

included. The collected sample is spread evenly on a glass slide and fixed by 

immediately flooding the slide with polyethylene glycol. The fixed slide is then sent 

to a cytologist, who observes the slide under a microscope and records any nuclear or 

epithelial abnormalities. 
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The Pap smear is widely used and has been shown to reduce cervical cancer 

incidence and mortality by 70% when properly implemented [4]. However, it suffers 

from poor sensitivity due to the fact that abnormalities in the early stage of CIN, 

especially CIN 1, do not show up on superficial regions of the cervix, which are the 

only regions used for screening. Studies have shown the sensitivity of the test to be as 

low as 51% [5], requiring multiple tests over a period of several years to achieve good 

sensitivity and then to refer the subject to a diagnostic procedure. This factor makes 

implementation of the Pap smear difficult in underdeveloped countries, or even rural 

regions of developed countries, where yearly health check-ups are not very common. 

Also, the procedure is somewhat unpleasant, making many women shy away from 

taking the test. 

2. Visual Inspection with Acetic acid (VIA) – In this diagnostic procedure, 3% to 5% 

acetic acid is applied on the cervix. The acetic acid causes swelling of the columnar 

epithelium and abnormal epithelium and coagulation of the nuclear proteins, thereby 

preventing light from passing through the epithelium. This cellular change causes the 

abnormal epithelium to turn white, and this tissue is referred to as the AcetoWhite 

(AW) epithelium. The higher the nuclear density, the more intense the whiteness will 

be, due to the higher concentration of nuclear proteins. The degree of acetowhiteness 

is the single most important indicator of CIN. The effect of the acetic acid wears off 

after approximately 30 to 40 seconds, before which the physician visually inspects the 

cervix for abnormalities. Other visual inspection tests include the Schiller’s Iodine 

test and the saline technique. The acetic acid test is the most widely used, especially 

when the VIA is followed by colposcopy or cervicography. 

3. Colposcopy and cervicography – Colposcopy and cervicography are methods used to 

optically enhance the abnormalities observed in VIA and to provide means to record 

the observed abnormalities [13]. Colposcopy refers to the observation of the cervix, 

after the application of VIA, using a colposcope. The colposcope is a binocular 

microscope with a magnification up to 40, and focal length ranging from 125 µm to 

400 µm depending on what the practitioner finds comfortable [4]. The colposcope is 
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fitted with a light source, which is usually a halogen or tungsten lamp or a fiber optic 

cable, and is mounted on a freely moving stand or attached to the side of an 

examination table. Most modern colposcopes are also equipped with a still or video 

camera to capture and permanently record the observations. Such systems employ a 

beam splitter to split the light between the camera and the binocular system. Figure 

2.3(a) shows a modern colposcopic system. A typical high resolution colposcopic 

image is shown in figure 2.3(b). The quality of the camera and the dexterity of the 

colposcopist dictate the quality of the image that may be obtained from a colposcope. 

With modern digital cameras, it is possible to obtain very high resolution pictures that 

may be used to identify exact locations for biopsy. 

Cervicography was introduced as a new diagnosis method in 1981 by Stafl. The 

method combines the principles of colposcopy with non-invasive photography into a 

compact handheld device known as the Cerviscope
TM

. Figure 2.4(a) shows the 

construction of a Cerviscope. The Cerviscope is a monocular device and is a little 

more than an expensive 35 mm camera with inbuilt radial flash, fixed f-number, 

exposure time and focusing. A photograph of the cervix, after the application of 

acetic acid, is taken using the Cerviscope, and after photographic development, the 35 

mm image is projected onto a screen. The subsequent enlarged image is viewed and 

interpreted by a colposcopic expert. Although the quality of the projected image is 

claimed to be comparable to direct colposcopic visualization, studies have shown a 

high false-positive rate for cervicograms. Figure 2.4(b) shows a typical 

cervicographic image. 
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(a) (b) 

Figure 2.3(a) A modern colposcope (source: [4]) (b) High resolution colposcopic image. 

  
(a) (b) 

Figure 2.4(a) The Cerviscope
TM

 (source: [4]) (b) An example cervicographic image 

   
(a) (b) (c) 

Figure 2.5 Steps in a biopsy (a) Punch biopsy (b) immediately after punch biopsy (c) 

After application of Monsel’s solution to curb bleeding (source: [4]) 
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4. Biopsy – Biopsy is a diagnostic procedure in which a part of the suspected region is 

surgically removed to allow microscopic examination of the tissue. The biopsy is the 

most invasive of all methods described here and is always done if the colposcopist 

chooses to treat the CIN by destruction [4]. The regions for the biopsy are chosen by 

VIA or by colposcopic observations of the cervix. During a biopsy, a layer of the 

epithelium is extracted using a sophisticated forceps, placed in a container with a 

fixative like formalin (solution of formaldehyde in water) or Bouin’s fluid 

(formaldehyde, acetic acid and picric acid) to prevent auto digestion of the tissue, and 

sent to an expert pathologist for assessment. According to the shape of the specimen 

tissue obtained, the biopsy may be classified as a punch biopsy, cone biopsy or wedge 

biopsy. The punch biopsy is the most commonly used colposcopic biopsy and 

produces a fairly flat layer of epithelium, which curls into a convex surface after 

fixation. Figure 2.5 shows the sequence of steps in a biopsy. Although biopsies are 

the most effective way to confirm the presence of CIN, the locations for biopsy are 

currently determined manually, which leads to significant uncertainty due to 

subjective variability and often due to lack of skilled personnel [5, 9, 10].  

 

2.4 Colposcopic Observations 

Colposcopy is the most commonly used diagnostic procedure for CIN. Apart from 

being non-invasive, colposcopy and cervicography also provide a permanent record of 

the observations in the form of a digital or film photograph. This imagery provides the 

unique opportunity to introduce medical image processing techniques that could help 

reduce uncertainties due to subjective variability. To apply these techniques, however, it 

is important to understand the abnormalities that may be observed during a colposcopic 

evaluation.  

1. AW change – AW change is the most important of all colposcopic features, because 

all manifestations of CIN, unless covered by keratin, will show some degree of 

acetowhiteness [4]. However epithelial changes other than CIN may sometimes cause 

acetowhiteness and must be confirmed by a biopsy. As stated previously, regions of 
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high acetowhiteness correlate with regions of higher nuclear density, caused usually 

by CIN. Figure 2.6 shows a colposcopic image of the cervix with the important 

regions annotated. The regions bounded by blue contours are the AW regions. 

2. Mosaicism – Mosaicism is an abnormal pattern of small blood vessels suggesting a 

confluence of chicken-wire reddish borders forming a textured mosaic pattern [6]. 

The vessels are arranged parallel to the surface, enclosing a vascular field which may 

be small, large, round, regular or irregular in shape. The Intercapilliary Distance (ID) 

is the distance between vessels or the space encompassed by the mosaic vessels. 

While in the normal SE the ID measures between 50 to 200 µm, the average ID 

increases with increasing severity of CIN, progressing from about 200 µm in CIN 1, 

called fine mosaicism, and reaching about 450 to 500 µm in CIN 3, to form what is 

referred to as coarse mosaicism. In figure 2.6, the mosaicism is annotated in green.  

3. Punctations – Punctations are fine to coarse red dots due to stippled capillaries, seen 

end on. Punctations are often confused with hairpin-like capillaries. However, unlike 

punctations, these are usually diffuse and are more closely spaced. Both mosaicism 

and punctations are usually observed inside the AW region. Punctations are annotated 

in turquoise in figure 2.6. 

4. Vasculature – Vasculature is the name given to irregular vessels forming abrupt 

patterns that appear as commas, corkscrews or spaghetti. The vessels in vasculature 

form no specific patterns, unlike mosaicism or punctations, but often indicate an 

abnormal lesion.  

5. Leukoplakia – Normal or metaplastic SE is usually devoid of keratin. This tissue may 

sometimes contain keratin, resulting in a white appearance.  This condition is referred 

to as Leukoplakia. It is dissimilar to AW change, because those regions appear white 

even before the application of acetic acid and do not change color after the 

application of acetic acid. 

6. Vaginocervicitis – Vaginocervicitis is an infection of the lower genital tract, caused 

by Sexually Transmitted Diseases (STDs), injury or cancer, leading to the 

inflammation and appearance of ‘strawberry’ spots [14, 15]. Vaginocervicitis may 
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lead to abnormal pap smears, and when STDs are strongly suspected, it is 

recommended to treat them before a biopsy is performed. 

7. Traumatic erosion – Traumatic erosions are usually caused by insertion of the 

speculum, vigorous Pap smears, and irritants such as tampons and diaphragms [6]. 

8. Atrophic epithelium – If the estrogen stimulus to the SE is withdrawn, the epithelium 

becomes thin and atrophic. It is only a few cells thick and causes the nuclear 

cytoplasmic ratio to increase. Whereas in CIN, this ratio increases due to increase in 

number of nuclei, in atrophic epithelium, this ratio increases due to the decrease in the 

amount of the cytoplasm [4]. Atrophic epithelium also leads to abnormal pap smears 

and colposcopic findings. Colposcopists often prescribe estrogen for 2 to 4 weeks 

before a colposcopy in order to normalize the epithelium before the examination. 

9. Nabothian cysts – Nabothian cysts are areas of mucus-producing epithelium that are 

"roofed over" with the SE [6]. They are considered normal and do not require any 

treatment. In fact, they provide markers for the transformation zone since they are in 

squamous areas but are remnants of the CE. 

Abnormalities 5 thru 9 occur much less frequently than AW change or vascular 

abnormalities and are not usually the product of CIN. While some of these abnormalities 

are serious enough to warrant immediate treatment, others simply complicate the 

diagnosis of CIN. In figure 2.6 the cervix ROI is marked in red. The sections of the image 

outside this region are clinically insignificant. The featureless, smooth, pink epithelium 

that lies inside the cervix ROI, but outside other annotated regions, is the SE. The region 

inside the contour marked in yellow represents the CE. It should be noted that while such 

imaging is suitable for designing automated image processing techniques that could 

provide quantitative estimate and specific localization of the abnormalities, the 

colposcopist possesses greater flexibility at his disposal owing to the variable 

magnification provided by the colposcope. In theory, a cervicographic image is also 

supposed to provide the same level of detail as the colposcopic image shown in figure 

2.6. 
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Figure 2.6 A manually annotated colposcopic image of the cervix 

 

2.5 Grading Abnormal Lesions 

Before a biopsy is performed to confirm the presence of CIN, the lesions observed 

during colposcopy are visually graded to determine the most appropriate locations for the 

biopsy. In general, the following rules are used to grade the lesions [6]. 

a. Intense AW epithelium is considered more severe than mild AW epithelium. Also, 

AW areas that have sharp geographic borders and a dimension of thickness or 

roughness are considered to be histologically more severe than regions with vague 

and diffuse borders. The intensity of the AW epithelium depends on the degree of 

CIN and the time duration after the application of acetic acid at which the epithelium 

is observed. If the latter is fixed between observations, then a more intense AW 

indicates a more severe degree of CIN, possibly CIN 2 or 3. 

b. Regions with mosaicism are considered more severe than those with punctations, 

which in turn are more severe than those with no blood vessel pattern. Again, coarse 
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mosaicism or punctations are considered more severe than fine mosaicism or 

punctations. Atypical blood vessels usually indicate severe dysplasia or cancer.  

c. A “humped up” appearance of the cervix is considered more severe than the normal 

contours of the cervix. 

d. If the Lugol’s Iodine test is used, instead of or in conjunction with the acetic acid test, 

the Iodine-negative epithelium, which appears yellow, is considered more severe than 

the normal iodine reaction, which is usually dark blue or black. 

e. Leukoplakia may vary from something very innocuous to something as lethal as 

squamous cell carcinoma.  

The Reid Colposcopic Index (RCI) [16, 17, 18] is a more formal system for 

quantitatively grading the lesions. It uses a point system to grade the lesion margins, 

color, blood vessel pattern, and strong iodine-staining characteristics. Although it is more 

objective, it is not universally accepted as being better than classic subjective grading and 

hence is not in widespread use.  

 In this chapter, the anatomy of the cervix and the stages involved in the 

development of CIN were explained. The screening and diagnostic procedures available 

were described, and the abnormalities that may be observed during colposcopic 

observations were illustrated. Currently all colposcopic evaluations are made by experts, 

called colposcopists. While the manual evaluation is the most common form of diagnosis, 

its use is restricted to regions where experts are readily available. In the following 

chapters, the issues concerning the automation of the diagnosis process are taken up.  
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CHAPTER III 

AUTOMATED SYSTEM FOR DETECTION AND CHARACTERIZATION OF CIN 

 

In chapter II, the anatomical changes due to CIN on the surface of the cervix were 

detailed. If we assume that colposcopic and cervicographic images sufficiently capture 

the level of detail observed by a colposcopist, it is possible, at least theoretically, to 

design a fully automated computer vision system to detect and characterize all the 

abnormalities due to CIN. Ideally, we would like to emulate the analytical capability of 

an expert colposcopist. In practice, however, there are several impediments to developing 

a fully automated diagnosis system for CIN. In this chapter, the issues associated with 

developing an automated diagnostic system for CIN are presented. Current literature 

addressing specific issues in detection, segmentation and characterization of 

cervicographic and colposcopic images is reviewed. A computer vision system is 

proposed to overcome the inadequacies of existing approaches in achieving the goal of a 

complete system for automated diagnosis of CIN. The proposed system strives to achieve 

accurate diagnosis of CIN with minimal supervision. Finally, the datasets used to 

develop, train and test the system are discussed.  

 

3.1 Issues with Automation 

An ideal automated system should provide an image similar to figure 2.4, if not a 

more complete annotation including all types of abnormalities of clinical importance, 

given a raw cervicographic or colposcopic image of the cervix. However, the problem of 

automatic identification, segmentation and labeling of clinically significant regions is 

complicated due to several factors. 

a) Variability in image acquisition – Robust automatic identification and segmentation 

systems should be able to work effectively across a wide variety of images obtained 

from different sources. However, the two basic imaging modalities, cervicography 

and colposcopy, produce very different kinds of images that vary greatly in sharpness, 

resolution and range of color tones. Most colposcopic cameras also have manual 
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exposure control, leading to non-uniform lighting between images and very different 

ranges on their respective color histograms. In the case of cervicographic images the 

variations are far more severe. Most currently available cervicographic image 

datasets, including the dataset provided by the National Library of Medicine (NLM) 

for this research, have been obtained using a cerviscope, which by its manufacturer’s 

specification is a modified film camera. To obtain digital images suitable for 

automated processing, the microfilms have been scanned using a microfilm scanner. 

The digital images obtained from this process are severely devoid of sharp features 

because of the inherent low-pass filtering effect of the film camera and the resolution 

limitations of the scanner. These factors greatly increase the variability in the dataset, 

demanding the use of extremely generalized models to represent all types of images.  

b) Uneven shape of the cervix – The cervix in general has a convex shape, but the 

intricate features on the cervix surface, especially around the transformation zone, 

make the surface very uneven. The intricate nature of the cervix makes the separation 

of true features, like mosaicism or vasculature, from spurious features, like blood 

spots, difficult. The moisture on the surface of the cervix also causes direct reflection 

of the incident light used for imaging, thereby causing unnecessary Specular 

Reflections (SR). The application of acetic acid also causes the cervix to dehydrate, 

leading to additional surface moisture that greatly affects the image segmentation 

process.  

c) Lack of unique ground truth – The success of any automated system is measured by 

its ability to reproduce the results of a human grader. The accuracy of automated 

segmentation of the AW region is measured by how closely the segmented regions 

match the manually segmented regions marked by an expert grader. The accuracy of 

automated identification and segmentation of mosaicism and punctations is measured 

by how accurately the automated system identifies images as containing mosaicism 

and punctations and how accurately the system localizes these regions. However, the 

process of grading abnormal lesions is very subjective and extremely prone to inter-

grader variability. There seems to be no agreed standards in what specifically 
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constitutes a particular abnormality and how exactly the lesions are marked. For 

example, if a particular image contains two AW regions, one above and one below 

the os, one particular grader may draw one contour enclosing both the AW regions 

and the CE, while a second grader may draw two contours – one around each AW 

region, while yet a third may miss one of the AW regions entirely. This lack of agreed  

standards introduces a significant amount of uncertainty in what constitutes ground 

truth, thereby making it very difficult to design and test any automatic system. An 

experiment carried out on a set of 571 images graded for mosaicism and punctations, 

details of which are discussed in chapter 5, showed the inter-grader agreeability to be 

as low as 11%. 

d) Variations in scale – The distance between the camera optics and the anatomical 

features, or the focal length, essentially dictates the scale of the features imaged. 

There is usually no fixed distance between the two, leading to significant variations in 

the scale of the features between subjects, greater than would normally be expected 

between subjects. If we consider images obtained from different physicians using 

different imaging systems, then the difference in resolutions also affects the scale of 

the anatomical features. Thus, a generalized automatic system should be designed to 

take account of the variations in scale, which makes the system design extremely 

complicated, with no fixed scale reference available. 

e) Biological abnormalities – As discussed in chapter 2, several epithelial abnormalities 

less severe than CIN may appear very similar to the abnormalities observed in CIN. 

For example, Leukoplakia causes the surface to appear very similar to the AW 

epithelium. While the physician making a decision based on the direct colposcopic 

observation may be able to readily note the difference, as the regions affected by 

Leukoplakia remain white before and after the application of acetic acid, it may not 

be possible to make that decision based on a single colposcopic image obtained after 

the application of acetic acid. Other factors like injuries to the cervix during child 

birth or biopsies, and blood or puss on the surface of the cervix, may change the 
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morphology and appearance of the cervix to cause significant problems for automatic 

detection by introducing regions very similar in appearance to CIN-related regions. 

 

3.2 Literature Review 

While the design and implementation of a generalized segmentation tool for 

labeling colposcopic and cervicographic images is extremely complicated and tedious, it 

is possible to obtain reasonable solutions if certain assumptions are made about the 

variations caused by the aforementioned factors. Perhaps due to the complexity of the 

problem, research in this area has been very limited. Nevertheless, researchers have 

attempted to solve the problem of automatic identification, segmentation and labeling of 

one or more lesions in images of the cervix, with varying degrees of success. A slew of 

currently available literature is due to researchers at the medical image processing 

laboratory at Tel Aviv University, Israel. While the ultimate goal of their research is to 

extract visual information for use in content-based image retrieval systems, the means to 

that goal involves automatic segmentation and labeling of cervix lesions. In [19, 20, 21, 

22, 23, 24], the authors address several of the problems associated with automatic 

segmentation of cervical lesions. 

Specifically, in [19, 20, 21] the authors use principles from [25] to detect the CE, 

SE and AW regions as individual “blobs” on the cervix images. The problem of 

segmenting the CE, SE and AW regions is treated as a probability density estimation of 

multi-dimensional Gaussian mixtures, where each Gaussian in the mixture corresponds to 

a region that is to be segmented. The feature vectors used are a combination of color 

features from the Lab color space and a texture feature based on the number of similarly 

oriented gradients in the neighborhood of each pixel at an appropriate level of scale. In 

[22], the authors address the problem of removing SR utilizing intensity, saturation and 

gradient information. The method works by first identifying coarse regions that contain 

SR, refining the SR region by probabilistic modeling and segmentation, and finally 

propagating the surrounding color information to fill the SR regions. In [23], the authors 
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address the same problem using the generalized Expectation-Maximization (EM) 

algorithm. 

In [22], the authors try to solve an important problem of automatically finding two 

anatomical landmarks, the cervix boundary and the os. The authors use the curve 

evolution functional for fast edge integration, as suggested in [26], to find the cervix 

boundary, while the os detection is based on a measure of concavity of the gray-level 

intensity function. Automatic location of the os is a significant step forward in automatic 

segmentation, because it eliminates an implicit assumption that the center of the image is 

at, or at least is very close to, the center of the image. In [27, 28], the authors present a 

boundary searching snake approach that uses image gradients and region features from 

images formed by a multiresolution Gaussian pyramid. The authors claim 91% accuracy 

in delineating the transformation zone. Perhaps the only available work, outside of the 

Computer Vision and Image Analysis Lab (CVIAL) at Texas Tech University, that 

considers the classification of mosaic, punctations and other capillary structures in the 

cervix is [29]. The authors propose an approach based on extracting oriented linear 

structures on cervix images by morphological opening using a set of Rotating Structuring 

Elements (ROSE), generating the joint and marginal density function of the length and 

orientation of the extracted line segments, and using a set of 24 texture features extracted 

from the probability density functions to classify image sections. The authors claim a 

classification accuracy of 87.03% with leave one out classification on manually 

segmented cervical lesions containing mosaic, punctations and other capillary structures. 

All the aforementioned methods have been designed either for cervicographic or 

colposcopic images of the cervix. Recently, researchers have also been exploring 

alternative imaging methods that provide additional information about CIN. In [30], the 

authors attempt to capture information in specific wavelengths using Multispectral 

Digital Colposcopy (MDC). The device obtains multispectral autofluorescence and 

reflectance images of the cervix in the 330 to 360 nm and 440 to 470 nm ranges at 10 and 

20 nm bandwidths. The authors claim that the performance of the MDC is superior to that 

of traditional RGB cameras attached to colposcopic devices. Another recent advancement 
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is the application of laser scanning confocal microscopy to detect the subcellular 

morphology and biochemical changes in epithelial cells [31]. While these new optical 

technologies hold great promise, they are currently being tested only as adjunct 

technologies to traditional colposcopy and cervicography, and it may be several years 

before they are put to widespread use. 

 

3.3 Shortcomings of Existing Approaches 

While each of the aforementioned works present unique perspectives and 

fundamentally sound approaches to solve specific problems, they are not without 

shortcomings; some more severe than others. In [19, 20, 21], while the authors claim 

excellent segmentation results, each of the three papers use a slightly different approach, 

either with the combination of features used to form the feature vectors or with the way 

the Gaussian mixtures are modeled, leading to ambiguity in making a decision about the 

best model to use. In [19], the authors use a hard threshold for the contrast of the texture 

feature to separate the CE region from the SE and AW regions and model the AW-SE 

segment as a mixture of two Gaussians in the Lab color space. The hard threshold makes 

the segmentation image-dependent, leading to poor robustness. The assumption that the 

CE is the only non-textured region, with the AW and SE regions are smooth and devoid 

of texture, may not be completely valid in most cases. For example, mosaicism is usually 

observed in the AW region and is identified by its heavy mosaic texture. While the 

authors fix the problem of the hard threshold in [21] by modeling the textured and non-

textured regions as a mixture of two Gaussians in the contrast-of-texture space, the 

segmentation is still based on the assumption that the CE is the only textured region 

observed. Interestingly, in [20] the same authors do not rely on this assumption, but 

model the regions slightly differently in a 4-D [L, a, b, contrast-of-texture] space, leading 

to an ambiguity in the choice of an appropriate feature for segmentation. Also, the 

validation set for these algorithms consists exclusively of cervicographic images, and 

their effectiveness on colposcopic images must be tested before they can be generalized. 

In [22], where the authors address SR removal, a hard threshold of 0.15 is used for the 
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gradient magnitude to obtain a coarse set of SR pixels. It remains to be seen if the same 

hard threshold can be used if the validation set includes colposcopic images. In addition, 

using the pixels with large intensity gradients, even as a coarse estimate, implicitly 

assumes that SR occurs as small objects with very small area. This may not always be 

true, in which case only peripheral pixels will be detected as SR.  

The snake-based TZ detection presented in [27, 28] covers only a very small 

portion of the entire problem. While detecting the boundary of the TZ is very useful, 

since roughly 90% of the abnormalities occur inside the TZ, it is only one of the many 

important regions that must be identified. Furthermore, active contour models, as iterative 

evolution methods, tend to be time-consuming, and, as pointed out by the authors 

themselves, heavily dependant on the choice of the snake parameters. While [29] 

provides very effective methods to classify structures like mosaic, punctations and other 

capillary structures, a significant drawback of the method is that it uses manually 

segmented image sections containing the various structures to validate the classification 

scheme. The paper does not address the issues of obtaining these sections automatically 

and distinguishing between sections containing abnormalities from sections that do not 

contain any abnormalities. The paper also does not discuss the segmentation of 

punctations from within sections classified as containing punctations. Also, their results 

were validated exclusively on colposcopic images, which are generally of higher quality 

than cervicographic images. 

 

3.4 Proposed System 

 From the discussions in the previous section, it is clear that no comprehensive 

system for automatic segmentation of abnormal lesions of the cervix currently exists. 

While a fully automated system for diagnosis of CIN would be the perfect solution to 

extend the functionality of existing colposcopes and would make them readily usable in 

regions lacking trained personnel, building such a system is extremely complicated due to 

the factors mentioned in section 3.1. In this section, a comprehensive system for 

segmenting and labeling abnormal lesions in images of the cervix is proposed. The 
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proposed system is designed to operate with minimal supervision, with provisions to 

eventually convert it into a completely unsupervised mode of operation.  

 Figure 3.1 shows the block diagram of the proposed system. The process of 

translating raw image data into a thorough diagnosis of CIN is decomposed into six 

modules –  

1. Cervix region of Interest (ROI) segmentation  

2. SR removal  

3. AW, CE and SE segmentation  

4. Classification of AW regions  

5. Segmentation of mosaic and punctation and  

6. Assessment of disease severity.  

The cervix ROI is extracted from the raw colposcopic or cervicographic image of the 

cervix in module 1. In module 2, the SR, which adversely affects the following 

segmentation process, is removed. The segmentation of the cervix ROI with SR removed 

into AW, CE and SE regions takes place in module 3, while module 4 decomposes the 

AW region into tiles and classifies the tiles as AW only, mosaic or punctation tiles. In 

module 5, the mosaic and punctation are segmented from tiles containing mosaic and 

punctation, respectively. Finally, the severity of detected abnormalities is assessed in 

module 6. The controls for the modules are made accessible to the user through the user 

interface. The user interface also enables the use of knowledge derived from experts and 

previous diagnoses to be used through the archives and knowledge base block.  

 In the following chapters, the specific algorithms used for each module are 

discussed in detail. Techniques to alleviate some of the problems associated with existing 

approaches and some new algorithms to address issues not addressed in current literature 

are proposed. These new algorithms are extensions of work presented in several 

conferences [32, 33, 34, 35, 36], a journal [37] and master’s theses [38, 39, 40]. 
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Figure 3.1 Block diagram of proposed automatic diagnostic tool for CIN 

 

3.5 Description of the Datasets 

 The algorithms designed for each module were tested on both cervicographic and 

colposcopic images. The dataset consisted of 60 cervicographic images and 10 

colposcopic images. The cervicographic images were obtained by scanning the 35 mm 

slides, produced by the cerviscope, using a Nikon Super CoolScan 4000 ED scanner at 

2000 dots per inch (dpi). The resolution has been found to be sufficient for expert 

evaluation [41]. The images used to test each module were chosen based on the 

availability of ground truth information for each module. For example, to test the cervix, 

ROI segmentation and AW segmentation module, images from a set of 54 cervicographic 

images for which ground truth were marked by expert graders were used, while for 

testing the mosaic segmentation module, a smaller subset of images for which graders 

agreed on whether the image contained mosaicism were used. The cervicographic 

images, with corresponding ground truth, were provided by the NLM, while the 

colposcopic images were obtained from our collaborators Dr. Benny Phillips at The 

Texas Tech University Health Sciences Center and Dr. Daron Ferris at The Medical 
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College of Georgia.  One of the principal goals of this work was to evaluate the 

applicability of automated segmentation techniques to cervicographic images, which are 

generally of poorer quality than colposcopic images in terms of sharpness and contrast. 

Hence, the algorithms were primarily tested on cervicographic images, with examples of 

colposcopic images reserved mostly to demonstrate the applicability of the algorithms 

across imaging modalities and to show the superior quality of the colposcopic images. All 

experiments and algorithms were implemented in MATLAB
®
 7.0.4, release 14, service 

pack 2, on a system running an AMD
®
 Athlon XP 2GHz processor with 1 GB RAM.  
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CHAPTER IV 

SEGMENTATION OF MACRO FEATURES 

 

In this chapter, the segmentation of macro features from images of the cervix is 

addressed. Macro features are the cervix ROI, SR, AW, SE and CE. While the AW 

region is the single most important region for detecting the presence and extent of CIN, 

the cervix ROI must be extracted, and SR, which affects the AW segmentation process, 

must be removed before attempting to segment the AW region. The CE and SE regions 

are modeled as distinct regions during the AW segmentation procedure. The 

segmentation process of the three macro features constitutes the first three modules of the 

automated diagnosis system illustrated in figure 3.1. 

 

4.1 Cervix ROI Segmentation 

A colposcopic or cervicographic image of the cervix contains not only the major 

cervix lesions, but it may also include clinically unimportant features like the regions 

outside of the cervix and inside the inner thighs of the subject being imaged, subject and 

image labels like patient ID, date and time of recording the image, and even lab 

equipment or parts of the imaging device. Apart from hindering the segmentation of 

lesions of interest, these unnecessary features, which can easily occupy over half the 

image in area, also lead to a wastage of computational resources, and hence must first be 

removed before further processing. The approach used for ROI segmentation is a 

variation of the GMM-based approach presented in [21]. The features used to separate the 

cervix ROI from the unwanted regions are based on the facts that the required region of 

interest is a roughly circular section centered approximately around the center of the 

image and that it has a reddish hue. Hence, two features, d, which is the Euclidean 

distance of a pixel from the center of the image, and a from the Lab color space, 

representing the reddish hue of the pixels, are extracted from all the pixels in the image 

and clustered using the K-means algorithm to determine the initial cervix ROI. 
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4.1.1 Lab color space 

The Lab is an abbreviation that has been interchangeably used for both the CIE 

1976 L*a*b* and the Hunter L, a, b color spaces [42, 43]. In this work, the abbreviation 

Lab is used to indicate the CIE 1976 L*a*b* color space, and L, a and b are used 

interchangeably with L*, a* and b*, respectively. The Lab color space is considered to be 

the most complete color model, with the ability to represent all the colors visible to the 

human eye. The Lab color space is based on opponent-color theory, which assumes that 

the receptors in the eye perceive color as three opposite pairs, light and dark, red and 

green, and yellow and blue.  

The color space is organized as a cube with three axes L, a and b, as shown in 

figure 4.1 [44]. The L axis runs from top to bottom, and it has a maximum value of 100 

(top) corresponding to white and a minimum value of 0 (bottom) corresponding to black. 

The a and b values don’t have specific numerical limits. Positive a corresponds to red 

while negative a corresponds to green. Similarly, positive b corresponds to yellow and 

negative b corresponds to blue.  

 

 

Figure 4.1 Representation of color in the Lab color space 

 

The conversion from RGB color values to Lab color values is non-trivial and is 

defined only when standardized RGB, or sRGB, values are available. While the RGB 
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values are restricted to [0, 1], the inverse transformation from Lab to RGB is allowed to 

yield negative values for R, G and B, indicating colors that are impossible to represent in 

the RGB color space. Because the cervix images are already in the RGB color space, only 

the forward transformation from RGB to Lab is defined here. It is assumed that the RGB 

values available are actually obtained from a standard illuminating source and are hence 

sRGB values. The forward transformation is defined through an intermediate CIE XYZ 

color space [45]. The conversion from RGB to XYZ for a standard D65 illuminating 

source, which is an sRGB standard, is defined by  
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The transformation from XYZ to Lab is given by  
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where, X,Y and Z are the CIE XYZ tristimulus values, Xn, Yn and Zn are the tristimulus 

values for the illuminant, and f(t) is defined as 
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For a standard D65 source, the scaled (Xn, Yn, Zn) are given by (0.9504, 1.0000, 1.0889), 

scaled so that Yn is 1.  

 The Lab color space is a popular choice for representation of color, because it is a 

perceptually uniform color space. Perceptual uniformity implies that the Euclidean 

distance, or difference, between two colors in the Lab color space corresponds to the 

perceptual difference in color between the points. If (L1,a1,b1) and (L2,a2,b2) denote two 
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pixels in the Lab color space, the Euclidean distance, ∆E, between the color of the two 

pixels is given by 

                              2

21

2

21

2

21 )()()( bbaaLLE −+−+−=∆ .                                      (4.4) 

The perceptual uniformity of the Lab color space ensures that when pixels are grouped 

together based on the distance between their colors, the colors in each group will be 

similar. The pixels inside the cervix ROI have a reddish hue irrespective of the type of 

tissue or lesion it represents. This property of the cervix ROI is reflected in their high a 

values, which is one of the features used to separate the cervix ROI from the entire 

image. 

 

4.1.2 K-means clustering 

K-means clustering is a square-error clustering algorithm [46, 47]. It is a simple, 

yet extremely effective, algorithm for clustering features when the number of clusters is 

known apriori. The general objective of the algorithm is to classify the samples into a 

fixed number of clusters such that the square-error is minimized. Let there be exactly k 

clusters {C1, C2… Ck} and n patterns, or feature vectors, where n ≥ k, to be classified, 

such that each pattern is classified into only one of the k clusters. Let each cluster Ck have 

nk patterns. The mean vector m
(k)

, the center of the cluster Ck, is defined as the centroid of 

the cluster and is given by 
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where xi
(k)

 is the i-th pattern in cluster Ck.  The square-error for the cluster Ck is the sum 

of the squared Euclidean distances between each pattern in Ck and its centroid m
(k)

. This 

square error is also called the within-cluster variation and is given by  
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The sum of squared error (SSE) for the entire dataset containing K clusters is the sum of 

the within cluster variations, 
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The objective of the K-means algorithm is to minimize the SSE for a fixed value of K. 

The steps involved in clustering using the K-means algorithm are given below. 

1. Select an initial partition with K clusters and repeat the following steps until the cluster 

membership stabilizes. 

2. Generate a new partition by assigning each pattern to its closest centroid. 

3. Compute the new centroids of the clusters using Eq. 4.5, and compute the SSE using 

Eq. 4.7.  

4. Repeat 2 & 3 until the change in SSE between successive iterations is less than a 

predetermined threshold, or when a maximum number of iterations is reached. 

          The K-mean algorithm yields hyper-spherical clusters and works very well for 

compact clusters. The algorithm is usually very fast, with the speed determined by n, K 

and the dimensionality of the feature vectors. While the idea of rigid clustering, i.e. 

assigning each sample to exactly one cluster, may not always be the best answer, it is 

well suited for the purpose of coarse segmentation of the cervix ROI.  

 

4.1.3 Experimental procedure 

 Two features, the distance of each pixel from the center of the image, d(x,y), and 

the a value of each pixel in the Lab color space, a(x,y), are used to separate the cervix 

ROI from unwanted regions. The distance function, d(x,y), used to characterize the 

circular nature of the cervix ROI is the Euclidean distance function, given by 

                                                
2

0
2

0 )()(),( yyxxyxd −+−=
,                                               (4.8) 

where (x0,y0) are the co-ordinates of the center of the image. To characterize the redness, 

the a plane from the Lab color space is used. The RGB pixel values are assumed to be 

sRGB values and are converted to Lab values using the transformation given in section 

4.1.1. The a plane is smoothed to remove unnecessary details, especially inside the cervix 

ROI.  



Texas Tech University, Yeshwanth Srinivasan, May 2007 

 33 

The variations in this work from [21] are in the normalization methods for the 

data, the choice of K-means over the slower GMM-based clustering, and the 

morphological post processing methods. The a and d values of each pixel (x,y) are 

normalized as  
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where (µa, σa) and (µd, σd) are the means and standard deviations of the Gaussian fit to a 

and d, respectively. The normalized a and d values are aggregated into 2-D vectors and 

clustered using the K-means clustering algorithm into two clusters (K = 2). The cluster 

centroids are de-normalized, and the centroid with smallest d and largest a is labeled as 

the initial ROI mask. 

Even with an equal weight for the distance function, it is possible that the SR 

inside the ROI will be classified into the non-ROI cluster, as they have smaller values of 

a. Also, there may be other smaller regions outside the true ROI that are classified into 

the ROI cluster. To remove the spurious regions and fill in the holes left by the SR, the 

initial ROI mask is subjected to a sequence of morphological operations. First, the ROI 

mask is morphologically eroded using a 5x5 structuring element of all ones to separate 

spurious regions that are loosely connected to the true ROI object, and then the mask is 

dilated to restore the original shape of unconnected regions. The objects in the ROI mask 

are then labeled, and objects other than the single largest area are removed. The 

remaining object is then filled to obtain a solid mask without holes. This is the required 

ROI mask, IROIMask.  

In general, the assumption that the center of the image is close to the os, if not 

right on the os, is valid because the imaging device is focused on the center of the cervix, 

which is the os. However in certain cases the assumption may not be valid. It may be 

useful to design an automatic method to segment the os by using the fact that the os is 

always concave and modeling it using a geometric method of concavity as given in [48, 

24]. Alternatively, a trained physician or technician may also be allowed to select the 

position of the os, which may then be used as the origin for the distance function. 
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4.1.4 Segmentation results 

 Figure 4.2(a) shows a full cervicographic image, figure 4.2(b) shows the initial 

ROI mask before the morphological post-processing, figure 4.2(c) shows the ROI mask 

after morphological processing, and figure 4.2(d) shows the final cervix ROI, for a 

cervicographic image. Figures 4.3(a)-(d) show the corresponding images for a 

colposcopic image. It can be readily seen that the cervix ROI segmentation algorithm 

does a good job of extracting the coarse ROI while identifying and discarding 

unnecessary objects. Quantitative assessment of the ROI segmentation results are 

presented in the following sections. 

 

  
(a) Original cervicographic image (b) Initial ROI mask 

  
(c) Processed ROI mask (d) Segmented cervix ROI 

Figure 4.2 Cervix ROI segmentation for cervicographic image 
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(a) Original colposcopic image (b) Initial ROI mask 

  
(c) Processed ROI mask (d) Segmented cervix ROI 

Figure 4.3 Cervix ROI segmentation for a colposcopic image 

 

4.1.5 Affine registration for ground truth segmentation 

In order to verify the accuracy of the cervix ROI segmentation and AW 

segmentation routines, 54 cervicographic images, with corresponding ground truth 

segmentations marked by experts, were provided by NLM. The ground truth 

segmentation was marked as a set of individual points that could be connected to form a 

polygon. The ground truth points were marked on JPEG compressed images. The 

compression ratio for the JPEG images was between 45:1 and 50:1. The compression 

significantly reduces the time to load the images using NLM’s boundary marking tool, 

which the expert graders at NLM use to manually annotate cervix lesions. However, the 

compression process removes a significant amount of relevant detail information, and 

hence it may not be particularly suitable for automatic segmentation algorithms. To make 

problems worse, the uncompressed and rescanned TIFF images are of different geometric 

dimensions than the JPEG compressed images.  The TIFF images are 2891 x 1973 x 3, 



Texas Tech University, Yeshwanth Srinivasan, May 2007 

 36 

while the JPEG compressed images are 2400 x 1637 x 3.  The two different image 

formats were also obtained using different microfilm scanners, making the difference 

between the two images more complicated than simple translation and rescaling. Because 

the automated segmentation algorithms are tested on the TIFF images, the ground truth 

points on the TIFF images are desired. 

The geometric transformation between the JPEG compressed images and the 

uncompressed TIFF images is complicated, and manually registering the points on the 

two images or making expert graders mark the ground truth points on the lossless 

compressed images is extremely time-consuming and prone to significant errors. 

Designing a fully automated registration scheme to register the points on the two sets of 

images is also a non-trivial task. Under such circumstances the affine transformation 

offers an excellent compromise for small datasets.  

 

4.1.5.1 Affine transformation 

An affine transformation between two affine spaces X and Y is a bijection from X 

onto Y that maps m-dimensional subspaces of X onto m-dimensional subspaces of Y, 

maps parallel subspaces onto parallel subspaces and preserves affine coordinates [49].  In 

other words, any transformation that preserves collinearity and ratios of distances is 

called an affine transformation [50]. Thus, all points lying on a line in the original space 

X also lie on a line in the transform space Y, and the point corresponding to the mid-point 

of the line in X will still be the mid-point of the line in Y. Let (x, y) be the coordinates of 

points in the affine R
2
 space X and (u, v) be the coordinates of points in the affine R

2
 

space Y. The general 2D affine transformation that corrects for translation, rotation, scale 

and shear is given by [51] 

                                             








+















=









23

13

2221

1211

a

a

y

x

aa

aa

v

u

.                                          (4.10) 

While a13 and a23 represent translations along x and y directions, respectively, a11, a12, a21 

and a22 represent a combination of the rotation and scaling matrix and the x and y shear 

matrices. That is, 
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where s is the scaling factor, α is the angle of rotation, and a and b are the shearing 

factors along x and y, respectively. To solve for the 6 coefficients in Eq. 4.10, 3 sets of 

corresponding points are required.  

 

4.1.5.2 Experimental procedure and results  

For each of the 54 images for which the lossless images were made available, a 

set of 5 corresponding points were found on the JPEG compressed image and the 

uncompressed TIFF image. The points were chosen approximately from the top-left, top-

right, bottom-left, bottom-right and center of the image. An example of corresponding 

chosen points in the JPEG and TIFF images are shown in figures 4.4(a) and 4.4(b), 

respectively. Three of the five points were used to compute the affine transformation 

between the two images, while the other two points were used to compute the error of the 

affine transform. The affine transform computed was then used to transform the points on 

the polygon for the ground truth ROI and AW segmentation from those on the JPEG 

compressed image to that of the uncompressed images. An example of the transformed 

ground truth points is shown in figure 4.5. 

The error due to the affine transformation for each image was computed as the 

Euclidean distance between the manually selected points on the TIFF image, (u’, v’), and 

the point coordinates computed using the affine transformation of the corresponding 

points on the JPEG image, (u, v). The error is given by 

                                            22 )'()'( vuuuerror −+−= .                                              (4.12) 

For each image, the error was averaged over the two points that were not used to compute 

the affine transformation matrix. The average error for all 54 images was found to be 

3.23 pixels. For 50 of the 54 images the error was less than 5 pixels. For 3 of the 4 

outliers the error was over 10 pixels, indicating that a higher order polynomial 

approximation may be needed to transform the points from one image to the other. 

Nevertheless, the error was found to be less than 0.25% of the smaller image dimension 
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and 0.17% of the larger dimension of the 2891 x 1973 image for about 95% of the 

images, indicating the effectiveness of the registration approach used. The error for each 

image is tabulated in table A.1 in appendix A.  

 

4.1.6 Metrics for measuring segmentation accuracy 

 In order to evaluate the accuracy of the automatic cervix ROI segmentation, 

quantitative measures of segmentation accuracy are required. Two metrics, the Dice 

metric and the sensitivity metric, are defined for this purpose [52, 24]. If S and R 

represent the automatically segmented ROI and manually segmented ground truth ROI, 

respectively, then the Dice metric measures the fraction of the region common to both S 

and R with respect to the regions occupied by either S or R, while the sensitivity metric 

measures the fraction of the region common to both S and R with respect to the ground 

truth R. Mathematically, the Dice metric is given by 

                                                        
RS

RS
Dice

U

I
= ,                                                       (4.13) 

and the sensitivity metric is given by 

                                                    
R
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= ,                                                  (4.14) 

where U and I represent set union and intersection, respectively. Both the Dice metric 

and the sensitivity metric produce values in [0, 1]. The Dice metric indicates how 

“specific” the automatic ROI segmentation is in locating the cervix ROI. A Dice metric 

close to 1 indicates that the automatic segmentation algorithm locates exactly, and only, 

what is manually marked as the ground truth ROI. A sensitivity close to 1 indicates that 

the automatic segmentation identifies all the regions of the ground truth segmentation as 

the ROI, although, it may also include other regions of the cervix outside of the ground 

truth ROI. For a good automated system, high values for sensitivity and Dice are desired.  
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(a) JPEG compressed images with 5 manually marked control points 

 
(b) Uncompressed TIFF image with corresponding control points 

Figure 4.4 Compressed and uncompressed with 5 corresponding control points 
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(a) JPEG compressed image with the ground truth marked 

 
(b) Uncompressed image with ground truth points computed using affine transform 

Figure 4.5 Example result for transforming ground truth points from JPEG to TIFF image 
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4.1.7 Quantitative assessment of ROI segmentation accuracy 

 The accuracy of the automatic cervix ROI segmentation algorithm was evaluated 

using the Dice and sensitivity metrics with respect to the ground truth segmentations 

marked by expert graders on cervicographic images. Only images that had either ROI 

segmentation or AW segmentation or both marked by at least 2 graders were chosen, and 

the Dice and sensitivity metrics were obtained between the automatic segmentation 

result, S, and the manual segmentation for each grader, R. The polygon representing the 

ground truth ROI segmentation was filled to form the ground truth ROI mask, R. The 

best Dice and sensitivity from all graders were retained.  

 The average sensitivity and Dice metrics for the automatic segmentation, 

computed over 50 cervicographic images, were 0.994 and 0.512, with respective standard 

deviations 0.013 and 0.123. The nearly perfect sensitivity indicates that the automatic 

cervix ROI segmentation algorithm seldom misses a region marked by an expert as 

important, which is a very critical consideration in automated systems. The low Dice 

metric, however, indicates that the automatic segmentation tends to label some regions, 

considered insignificant by experts, as significant. The reason for the low specificity is 

primarily due to the similarity in color in the regions immediately surrounding the ground 

truth ROI, which leads to ambiguity in the automatic labeling process. Figure 4.6 (a)-(c) 

shows three cervicographic images with different Dice metrics. The ground truth 

segmentations due to the two expert graders are marked in red and green, respectively, 

while the automatic segmentation contour is marked in blue. It can be seen that the 

automatic segmentation always includes the ground truth segmentations. Exact Dice and 

sensitivity metric for all 50 images are shown in table A.2 in appendix A.   

 The accuracy of any automated system is measured by its ability to reproduce the 

results provided by experts. However, as mentioned in chapter 3, the discrepancy in the 

manual segmentation between graders makes the ground truth ambiguous. A quantitative 

estimate of the inter-grader variability in the manual cervix ROI segmentations is 

obtained by calculating the Dice and sensitivity metrics using the manual segmentation 

due to one grader as the ground truth segmentation, R, and comparing it to the manual 
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segmentation due to a second grader, S. For the same set of 50 images for which the Dice 

and sensitivity metrics for the automatic segmentation were computed, the inter-grader 

Dice and sensitivity metrics were also computed. The mean inter-grader Dice and 

sensitivity were found to be 0.631 and 0.725, with respective standard deviations 0.317 

and 0.355, respectively. While the Dice metric indicates a slightly better specificity 

between graders over the automatic segmentation, the sensitivity of the automatic 

segmentation is significantly better. The standard deviation of the automatic 

segmentation is also significantly smaller, indicating the pre-eminence of objective 

automated segmentation over subjective manual segmentation.  Exact inter-grader Dice 

and sensitivity metric for all 50 images are shown in table A.3 in appendix A.  

 

 
(a) Image name – 43014.388, Dice – 0.85, sensitivity – 0.987 
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(b) Image name – 39962.81, Dice – 0.749, sensitivity – 1 

 
(c) Image name – 42468.404, Dice – 0.34, sensitivity – 1 

Figure 4.6 Comparison of automatic ROI segmentation with ground truth segmentation 
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4.2 Specular Reflection Removal  

 Specular reflections (SR) occur due to the presence of moisture on the uneven 

cervix surface, which functions like mirrors that directly reflect the light from the 

illumination source. Thus, uneven parts of the cervix with high moisture content, which 

simply reflect the light from the source, appear as bright spots heavily saturated with 

white light, and these spots are referred to as SR. Apart from camouflaging the actual 

features, the SR also affect the subsequent segmentation routines and hence must be 

removed. However, while the bulk of the SR regions may be easily detected, the contours 

of the SR are often ambiguous, and it is not easy to determine the boundaries of the SR 

regions. At the same time, it is also important to ensure that the SR removal method does 

not remove too much or too little of the SR. If the SR removal method removes too little, 

then some very bright pixels remain after SR removal, skewing the subsequent AW 

segmentation algorithm. If the SR removal method removes too much, then it is possible 

that some of the interesting texture due to abnormal lesions will be lost.  

A simple and effective two-step process is proposed here to remove SR. The 

method is based on the observation that the non-SR pixels in the image are predominantly 

red, with low green and blue values in the RGB color space, while the SR pixels are 

heavily saturated with white light, with large values for all three colors in the RGB color 

space. In the first step, the SR pixels are identified using mathematical grayscale 

morphology. The process involves morphologically opening the RGB image, after 

conversion to grayscale, using a structuring element, SE, about as large as the extent of 

the largest SR. This operation has the effect of greatly smoothing the regions of the 

original image, I, that fit the structuring element, while generally smoothing the image as 

such. The image I here is the raw colposcopic or cervicographic image after the 

application of the ROI mask, IROIMask. If the opened image is Iopened, then subtracting it 

from I produces an image IFG that predominantly contains the foreground objects in I, 

which in this case is the SR. An adaptive threshold is found using the Otsu method [53], 

which selects a threshold, T, that maximizes the distance between the intraclass variance 

and the interclass variance. Mathematically, the sequence of operations can be written as 
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where o  denotes the opening operation.  

                                                    openedFG III −=
                                                          (4.16) 

                                         





 >

=
otherwise

TyxIif
yxI

FG
SRMask

0

),(,1
),(

                                               (4.17) 

 

The size of the structuring element is chosen adaptively by increasing it from 5x5 pixels 

to 25x25 pixels and choosing the smallest size at which the maximum [R, G, B] values of 

the residual non-SR pixels is less than [200, 200, 200]. A maximum size of 25x25 pixels 

was found to be sufficient to deal with the SR sizes encountered in the dataset. While the 

threshold fixed for the R, G and B values is a hard threshold, it was found to apply 

effectively to both colposcopic and cervicographic images. The adaptive selection of the 

structuring element size eliminates user intervention to manually fix the size of the 

largest SR observed in the image. 

In the second step, the SR pixels in I are first masked out using ISRMask to obtain 

ISRRem. Then the removed pixels in ISRRem are iteratively filled using non-zero pixels in 

and around the neighborhood of the remaining pixels. It is necessary to iterate the filling 

process, because during the first, or even the first few iterations, there may be SR pixels 

that are completely surrounded by removed SR pixels in the neighborhood size used. This 

final interpolated image is denoted ISRInterp. A neighborhood size of 5x5 pixels was used 

to sample the non-SR pixels around the SR removed regions.  

Ideally, the image I is the raw colposcopic or cervicographic image after the 

application of the ROI mask, IROIMask. However, in practice, the image I is chosen as the 

smallest rectangular bounding box that contains only the SE, CE, and AW lesions, and no 

other anatomical feature, like the inner walls of the legs and thighs of the subjects, that 

may have been included in the automatically segmented cervix ROI. While this may not 

be optimal from the standpoint of an automated system, the subsequent GMM model will 

produce inaccurate results if the image contains more than three distinguishable regions 

and hence is required until the cervix ROI can be located more accurately.   
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4.2.1 SR removal results 

 Figure 4.7 shows the results of applying the two-step procedure for removing SR 

from cervicographic and colposcopic images. Figure 4.7(a) shows a section of the 

cervicographic image obtained from the automatically generated cervix ROI using the 

aforementioned procedure. Figure 4.7(b) shows the SR removed image, obtained as a 

result of the first step of the SR removal process, and figure 4.7(c) shows the interpolated 

image. Figure 4.7(d)-(f) show a corresponding set of results for a colposcopic image.  

 It is evident from the images that the size of the largest SR in the cervicographic 

image is much less than that in the colposcopic image. Consequently, the adaptively 

chosen structuring element size for the cervicographic image was found to be 10x10 

pixels, while the structuring element size for the colposcopic image was found to be 

20x20 pixels. It can be seen that the regions with small SR can be more easily corrected 

than regions with large SR. The regions with large SR usually leave false contours after 

correction. The small, non-SR, high intensity AW regions that are incorrectly removed by 

the SR removal step are often restored during the interpolation step. While it is 

impossible to extract the texture underneath the SR regions using one viewing angle, the 

SR-corrected image looks visually more appealing than the original image. Subsequent 

analysis will not be applied to regions identified as SR; such regions are filled to assist 

visualization. 
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(a) Section of cervicographic image (d) Section of colposcopic image 

 

 
 

(b) SR removed (e) SR removed 

 

 
 

(c) SR removed and interpolated (f) SR removed and interpolated 

Figure 4.7 Results of SR removal on cervicographic ((a)-(c)) and colposcopic images 

((d)-(f)) 
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(a) SE size 5x5 pixels (b) SE size 10x10 

  
(c) SE size 15x15 pixels (d) SE size 20x20 pixels 

Figure 4.8 Effect of different structuring element sizes in SR removal 

 

The process of choosing the correct structuring element size is shown in figure 

4.8. It can be seen that a particular structuring element size removes SR roughly the size 

of the structuring element. This makes the adaptive choice of structuring element size 

very important, as the size of the SR varies between images. The optimal structuring 

element size in order to remove all the highly saturated pixels in the image shown in 

figure 4.8 was adaptively found to be 20x20 pixels.  
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4.3 AW, CE and SE Segmentation 

The segmentation of the AW region is probably the most important step in the 

automatic segmentation problem, because the AW is the most common abnormality 

caused by CIN. It is also useful to know the size and extent of the CE and SE regions in 

order to evaluate any abnormalities in the natural process of CE maturing into the SE. 

Two methods are proposed to obtain the regions, particularly the AW region. The first 

method is an edge detection-based approach, using techniques in mathematical 

morphology, developed in the Computer Vision and Image Analysis Lab (CVIAL) at 

Texas Tech University [37, 38], while the second method is based on GMM and is a 

variant of the method proposed in [20, 21, 24]. 

 

4.3.1 Segmentation using edge-based method 

The edge-based method is motivated by the manner in which trained physicians 

draw the contours. The method uses the Canny edge detector with a sequence of 

morphological operators to obtain the contour of the AW region. The inside of the 

contour is the required AW mask.  

 

4.3.1.1 Procedure  

To detect the AW contour, the SR removed image, ISRInterp, is first converted to 

grayscale, Igray. 

      
)3,,(21.0)2,,(59.0)1,,(3.0),( SRInterpSRInterpSRInterp yxIyxIyxIyxIgray ++=

               (4.18) 

A global threshold T is then computed using the Otsu method to transform the gray 

image Igray to a binary image Ibin. As previously noted, the Otsu method yields the 

threshold that maximizes the separation between inter and intra class variances and gives 

a general idea about the location of the AW region. 
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where T is such that  
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p is the histogram of the grayscale image with values in [0, L]. 

Regions disconnected from the central AW structure are removed by 

morphological erosion. The resulting mask is called Imask.  

                                               Ebinmask SEII Θ=
,                                               (4.23) 

where Θ denotes the erosion operation and SEE denotes a typical 3x3 structuring element 

consisting of ones. Other sizes may be appropriate for optimal results for specific 

applications. The mask Imask is superimposed over Igray, to get Icoarse, which restricts the 

following operational region.  

                                            
graymaskcoarse III *.= ,                                              (4.24) 

where ‘.*’ indicates a pixel by pixel product. This masking is very useful, especially 

when there are potentially influential regions outside the real AW region. The image Iedge 

is then subjected to a sequence of morphological operations to obtain the AW mask. First, 

Iedge is dilated using 4 linear structuring elements oriented along 4 different angles, 0
o
, 

45
o
, 90

o
 and 135

o
, to get Idilate.  

          
( )U 13590450 ,,, SEISEISEISEII edgeedgeedgeedgedilate ⊕⊕⊕⊕=

                       (4.25) 

where ‘U’ denotes the union operator, ⊕  denotes the dilation operation, and SE0, SE45, 

SE90 and SE0 represent linear structuring elements oriented at 0
o
, 45

o
, 90

o
 and 135

o
, 

respectively.  

The holes (black pixels) in Idilate are then filled, and spurious structures along the 

image border are removed to get Ifilled.  

                                       
)(lRegion_fil dilatefilled II =
,                                         (4.26) 
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where the ‘Region_fill’ function fills the black interior of a white boundary with white. 

Finally, a morphological closing operation is performed to get the final mask IAWmask, 

                                        EfilledAWmask SEII •=
,                                               (4.27) 

where •  denotes the morphological closing operation. The AW mask, IAWmask, is applied 

to ISRInterp, and the resultant image, IAW, contains only the segmented AW region, which 

may be used as the input for the following stage. 

                                         
III AWmaskAW *.=

.                                                  (4.28) 

For all these equations, ],1[ and ],1[ cR NyNx ∈∈ , where NR and NC are the number of 

rows and columns of the image, respectively. 

 

 

4.3.1.2 AW segmentation results  

 The results of the edge-based AW segmentation are shown in figure 4.9. Figure 

4.9(a) is the SR removed and interpolated cervicographic image section shown in figure 

4.7(c), while figure 4.9(b) is the image with the AW contours as detected by the edge-

based AW segmentation approach. Figures 4.9(c) and (d) show corresponding images for 

the SR removed and interpolated colposcopic image section shown in figure 4.7(f). It can 

be seen that the algorithm does a fair job of delineating the AW regions, albeit including 

some of the CE region, and producing some spurious AW regions in the SE region.  
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(a) SR removed cervicographic image 

section 

(b) Segmented AW region 

  

(c) SR removed colposcopic image section (d) Segmented AW region 

Figure 4.9 AW segmentation results using edge-based approach 

 

4.3.2 AW, CE and SE segmentation using Gaussian mixture models 

GMM are statistically mature methods of clustering. GMM work under the 

assumption that each d-dimensional cluster in a dataset may be modeled as a multivariate 

normal, or Gaussian, distribution. Hence, the complete dataset may be modeled as a 

mixture of these individual Gaussians. The problem of determining the clusters may then 

be posed as a problem of estimating the densities of the Gaussians. As opposed to rigid 

clustering, where a particular feature vector is assigned exclusively to one cluster, GMM 

offer greater flexibility by assigning probabilities of membership from each feature 

vector to every cluster.  
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4.3.2.1 Gaussian mixture model theory 

The basic idea with GMMs is that the probability density function of a d-

dimensional random variable can be expressed as a weighted sum of K d-dimensional 

Gaussians. Let X = {x1, x2, …,xN} be a dataset of size N, where xi are points on a d-

dimensional feature space. Then, the GMM assumption is that  
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where αj are the probabilities of occurrence of each Gaussian, or the prior probability, and 

µj and Σj are the mean and covariance matrix of the j-th Gaussian, respectively. For 

segmentation applications, because pixels in an image are allowed to belong to only one 

region, the maximum aposteriori probability is used to assign the feature vector 

corresponding to each pixel to a particular cluster. Hence, if the parameters of the 

Gaussians, µj and Σj, are known, then it is possible to cluster the feature vectors. 

However, in most real-world cases, this is precisely the unknown quantity to be 

estimated.  

Given the data, the likelihood of the parameters is given by  

                                        )|()|()|(
1

Θ=Θ=Θ ∏
=

N

i

ixpXpXL ,                                         (4.30) 

where Θ = {µ, Σ}, the parameters of the Gaussian mixture to be estimated. L is called the 

likelihood function and log (L) is called the log-likelihood function. Thus, the best 

estimate for Θ is given by  

                                            ))|((log(maxarg* XL Θ=Θ
Θ

.                                          (4.31) 

The Expectation-Maximization (EM) algorithm is a general method of finding the 

maximum-likelihood estimate of the parameters of an underlying distribution from a 

given dataset, especially when the data is incomplete or has missing values [54, 55]. The 

dataset X is assumed to be incomplete with missing or unobserved data Y. Then the 

parameters of the density function, Θ, are estimated iteratively through a sequence of 

expectation (E) and maximization (M) steps. In the E-step, the expected value of the 
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complete data log likelihood, log(p(X,Y|Θ)), is computed with respect to the unknown 

data Y, given the observed data X, as 

                                       )],|)|,([log(),( gg XYXpEQ ΘΘ=ΘΘ ,                                (4.32) 

where Θ
g
 is the current parameter estimate that is used to evaluate the expectation, and Θ 

are the new parameters that are optimized to increase the objective function Q. In the M-

step, the expectation computed in the E-step is maximized as 

                                                    

),(maxarg
g

Q ΘΘ=Θ
Θ .                                                (4.33) 

At the end of each iteration (1 E-step + 1 M-step), the likelihood function is calculated, 

and the process is terminated when the change in the likelihood function between 

iterations is smaller than a tolerance value or when a maximum number of iterations is 

reached. 

For a GMM with K d-dimensional Gaussians, with the density function given by 

(4.26), the E-step in (4.29) can be written as  

                  

),/())/(log(),/()log(),(

1 11 1

g
ij

K

j

N

i

ij
g

K

j

N

i

ij
g xjpxpxjpQ Θ+Θ=ΘΘ ∑∑∑∑

= == =

θα

,           (4.34) 

where θj = {µj, Σ j} are the parameters of the j-th Gaussian in the mixture. The M-step for 

estimating the parameters is obtained by taking the derivative of the log-likelihood 

function and equating it to zero, which gives the equations for the new estimates for the 

parameters as 
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Equations 4.35 to 4.37 simultaneously perform both the E-step and M-step, with the 

derived parameters in one iteration used as estimates for the next iteration [55].  

 The EM algorithm is modified in this application to incorporate the inter-

dependence of pixels in a neighborhood. Inter-dependence implies that pixels that lie 

close to each other should belong to the same cluster unless they are radically different 

from one another in the feature space. This idea is incorporated into the EM algorithm for 

density estimation by smoothing p(j|xi,Θ
g
), which are the membership probabilities 

estimated at the end of each E-step, using a 3x3 Gaussian smoothing kernel. 

 

4.3.2.2 Choice of features 

 Clustering using GMM splits the dataset into a predetermined number of 

maximally separated Gaussians. However, for the calculated clusters to be useful, the 

feature representing the data that are clustered must be appropriately and accurately 

chosen. The choice of appropriate features may be made by closely observing the images 

of the cervix. Once the cervix ROI is correctly chosen and the SR pixels are removed, the 

resulting image consists predominantly of three regions – CE, SE and AW. The CE 

region is the region immediately surrounding the os and is approximately near the center 

of the image. The CE region is bright red in color and is usually the darkest in the 

luminance plane. The AW region is the region immediately surrounding the CE region. It 

appears white or very pale pink depending on the intensity of acetowhiteness and is 

usually the brightest region in the luminance plane. The outermost region in the image is 

the SE region, which has a reddish hue usually between that of the CE and AW regions. 

 The choice of the three features is then based on the following three observations. 

1. The CE region has the darkest luminance, or the smallest luminance values, while the 

AW region has the brightest luminance, or the largest luminance values. 
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2. The CE region has a bright reddish hue, while the SE region has a pale reddish hue, 

and the AW region has a whitish hue.  

3. The CE, AW and SE regions are located one after the other, concentrically outward 

from the os. 

To characterize each of the three observations, three features were used. The difference in 

luminance between the three regions was characterized using the L, or luminance, values 

from the Lab color space, while the difference in reddish hue was characterized using the 

a values from the Lab color space. The distance of each pixel from the center of the 

image, d, was used as a third feature.  

In general, the three features chosen here provide better performance than any 

additional texture features as presented in [20, 21, 24] for two reasons. First, the 

assumption that the CE region is the only textured region was found to be invalid, 

especially for images containing mosaicism and other vascular structures. The features 

proposed here exclude this assumption. Second, the mosaicism and other vascular 

structures are usually visible inside the AW region, predominantly due to the enhanced 

contrast between the white AW epithelium and red blood vessels that constitute the 

vascular structures. The color of the vascular structures, i.e. the L and a values, is very 

similar to that observed in the CE region. However, in most cases, the vascular structures 

occur close to the outer periphery (region bordering on the SE region) of the AW region, 

making the distance feature much larger for pixels on the vascular structures than for the 

CE pixels, allowing the GMM a greater chance of clustering the vascular structures on 

the AW region than clustering them into the CE region. In order to prevent the distance 

feature from biasing the GMM to form concentric circles, the distance feature is weighted 

less than the L and a features. 

 

4.3.2.3 Experimental procedure 

  The SR removed image ISRRem from the previous stage is used as the input image 

to be modeled as a mixture of three Gaussians, with each Gaussian corresponding to one 

of three regions, CE, AW and SE. Only the non-zero pixels in the image, or the non-SR 
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pixels in the image, are modeled. The RGB image is converted to Lab color space using 

the procedure outlined in section 4.1.1. The L and a planes are smoothed using a 

Gaussian kernel to remove small details, and their values are normalized. For each pixel, 

(x,y), the distance from the center of the image, d(x,y), is calculated using Eq. 4.8. Each 

non-zero pixel in the image is then represented by a 3-D feature vector, [L(x,y), a(x,y), 

w*d(x,y)], where w is the weight for the distance function. The weight w should lie in [0, 

1]. If w is too close to zero, the covariance matrix may become non-positive, causing the 

density estimation to fail, and if w is close to one the GMM is biased towards creating 

concentric segments about the center of the image. For the cervicographic images in the 

dataset, a weight of 0.2 was found to be optimal.  

 The feature vectors from all non-zero pixels in the image are extracted and 

clustered into three clusters using the K-means clustering algorithm, as discussed in 

section 4.1.2, to determine the initial estimates of the weights, αj, means, µj, and 

covariance matrices, Σj, for each of the three Gaussians in the mixture. Using these initial 

estimates, the EM algorithm, given by Eq. 4.32 to 4.34, is iterated to determine the 

maximum likelihood estimate of parameters of the three Gaussians in the mixture. If 

there are N non-zero pixels in ISRRem, each pixel is assigned to one of three clusters, ck, 

for ck∈[1,2,3] and k = 1,2, …, N, such that ck is the index of the Gaussian corresponding 

to the maximum aposteriori probability given by 
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The other terms have the same meaning as in equation 4.29. 

 In order to label the clusters, the mean luminance and distance values are used. 

The AW region always has the brightest luminance, while the CE and SE regions may 

sometimes have very similar luminance. Thus, the cluster corresponding to the Gaussian 

with the largest L value is always labeled as the AW region. To split between SE and CE, 

the distances are used. The cluster corresponding to the Gaussian with the smallest mean 

distance from the center is labeled as the CE region, and the remaining cluster is labeled 

as the SE cluster. This labeling is the initial segmentation of the AW, CE and SE regions. 
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 Sometimes, due to the similarity in color, some pixels, or groups of pixels, in the 

CE region maybe assigned to the SE region, or vice versa. In order to correct for these 

misclassifications, the objects in the CE cluster are labeled from 1 to L, and the mean 

distance of each labeled object is found as d1, d2,…, dL. If dCE and dSE denote the mean 

distances from the center for the pixels in the initial CE and SE clusters, respectively, 

then the distance between the mean of each object, dk, and dSE is calculated. If this 

distance is less than the distance between dk and dCE, then the pixels in that object are 

reassigned to the SE cluster. A similar reassignment is also applied to the objects in the 

SE cluster. Such a reassignment attempts to preserve the uniformity inside clusters and 

prevents random classifications among neighboring pixels. The assumption here, of 

course, is that the initial segmentation misclassifies only a few pixels and that the dCE and 

dSE are close to the means for the correct classification. The label for each pixel after this 

reassignment represents the final segmentation for AW, CE and SE regions.  

 

4.3.2.4 Segmentation results 

 Figure 4.10 shows the segmentation results using the GMM-based method for the 

SR removed cervicographic image section shown in figure 4.7(b). Figures 4.10 (b) thru 

(d) show the segmented AW, CE and SE regions, respectively. In general, the segments 

obtained using GMM-based clustering correlate with visual perception. Quantitative 

metrics of correlation with the ground truth are presented in later sections. The AW 

region observed on the top-left corner of figure 4.10(b), detached from the central AW 

region, is very similar in color to the central AW region. Such regions are often referred 

to as being “opalescent” by experts. Opalescent regions are less intense AW regions and 

are clinically significant.  

 The estimated [L, a, d] mean vector for each region is shown in table 4.1. It can 

be seen that the values of the estimated feature vectors for each region are in agreement 

with the trends predicted in section 4.3.2.2 while making the case for choosing the 

features. While features L and d show good separation between regions, the range of the 

mean a values of the three regions is only 6, indicating the extremely limited color 
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contrast of cervicographic images, which significantly complicates the segmentation 

process. 

 

(a) SR removed cervicographic image 

section 

(b) Segmented AW region 

(c) Segmented CE region (d) Segmented SE region 

Figure 4.10 AW, CE and SE segmentation for cervicographic image using GMM 

 

Table 4.1 Estimated mean feature vector for AW, CE and  

SE regions shown in figure 4.10 

Feature ► 

Region ▼ 

L a d 

AW 126.09 147.49 142.04 

CE 67.44 142.41 119.09 

SE 101.44 148.41 143.31 
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Figure 4.11 shows segmentation results for the SR-removed colposcopic image 

section shown in figure 4.7 (e), and estimated mean feature vectors are shown in table 

4.2. The range of the mean a values between regions reflects the enhanced contrast of the 

colposcopic image.  

 

  
(a) SR removed colposcopic image section (b) Segmented AW region 

  
(c) Segmented CE region (d) Segmented SE region 

Figure 4.11 AW, CE and SE segmentation for colposcopic image using GMM 
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Table 4.2 Estimated mean feature vector for AW, CE and  

SE regions shown in figure 4.11 

Feature ► 

Region ▼ 

L a d 

AW 123.39 158.51 165.85 

CE 116.23 171.95 96.26 

SE 96.10 161.24 219.02 

 

4.3.3 Comparison of edge-based and GMM-based methods 

The two approaches proposed have both advantages and disadvantages. The 

GMM-based method has the capability to detect isolated regions of AW, and is especially 

useful in cases where there are multiple small AW regions distributed throughout the 

cervix. Although the edge-based method tends to enclose the outermost AW region, it 

may discard smaller AW regions. Also, the model-based approach provides estimates for 

the CE region as well, whereas the edge-based method extracts a region that includes 

both the AW and the CE regions. Because most vascular abnormalities are observed 

inside the AW region, the time taken to search for abnormal texture inside the AW region 

may be higher in the edge-based case as it includes the CE. However, the edge-based AW 

detector is much faster (seconds as opposed to a 1-2 minutes in the GMM-based case). 

Also, the edge-based approach may be intuitively closer to the manner in which trained 

physicians draw the contours, and hence it can give a reasonable estimate of the AW 

contour even if the variations in the images are too difficult to be characterized by the 

GMM. The issue of spurious edges may however be a serious problem in some cases, 

leading to invalid contours. The GMM-based method also scores over the edge-based 

method in its ability to segment multiple AW regions and also to provide a quantitative 

segmentation of the CE and SE regions. For these reasons, the GMM-based method was 

preferred over the edge-based method. The comparisons with ground truth segmentations 

were made with respect to automatic segmentation of AW, CE and SE regions obtained 

using the GMM-based method. 
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4.3.4 Comparison of automatic segmentation with ground truth 

As noted previously, the true effectiveness of any automated method is always 

measured by its ability to emulate human graders. While the inter-grader variability is 

still an issue, there are two other important grader anomalies that significantly complicate 

the comparison of automatic segmentation results with ground truth.  

1. There seems to be no universal rule set to annotate the ground truth AW 

segmentation. Consider the example cervicographic image shown in figure 4.12. The 

original image is shown in figure 4.12(a). The ground truth due to expert grader #1 is 

marked in blue, and the ground truth due to expert grader #2 is marked in red, on 

figure 4.12(b). The image has an intense AW epithelium and is one of the best images 

in the dataset in terms of perceptual contrast. Aside from the fact that grader #1 

terminated the contours well short of the actual edge of the AW epithelium, the 

manner of grading differs significantly between the two expert graders. The first 

grader marked the AW as a separate region, while the second grader included the CE 

region, and marked the contours outside the outermost AW edges. This problem of 

disagreement between graders about the exclusion or inclusion of the CE region along 

with the actual AW segment seems to persist throughout the expert grading process. 

2. The experts cannot seem to agree upon what constitutes AW. Consider the example 

shown in figure 4.13. Figure 4.13(a) shows a cervicographic image. The ground truth 

due to expert grader #1 is marked in blue, and the ground truth due to expert grader 

#2 is marked in red, on figure 4.13(b). There are clearly two distinct AW regions, one 

each below and above the os. Grader #1 completely missed the AW epithelium above 

the os, choosing to mark the AW contours exclusively around the lower AW 

epithelium. In some cases, two graders may even fail to agree on whether a particular 

image contains any AW epithelium. In such cases, one grader may draw an elaborate 

AW contour, while the other grader simply draws the cervix ROI contour and draws 

no AW contour.  

Unless the aforementioned problems are fixed, a fair comparison of the automatic 

segmentation results with the real ground truth is difficult to obtain.  
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(a) Original cervicographic image, 39857.347.png  

 
(b) AW annotated image, graded by two graders 

Figure 4.12 Demonstration of lack of universal rule for annotating AW regions 
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(a) Original cervicographic image, 39804.119.png 

 
(b) AW annotated image, graded by two graders 

Figure 4.13 Demonstration of lack of universal rule for annotating AW regions 
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Nevertheless, the accuracy of the AW segmentation is quantitatively measured 

using the Dice and sensitivity metrics, using the ground truth segmentation by the experts 

as baseline. The procedure to perform the comparison was devised to accommodate the 

aforementioned anomalies. For each image, 4 sets of Dice and sensitivity metrics were 

calculated for the automatic segmentation – automatically segmented AW vs. ground 

truth AW for grader #1, automatically segmented AW + CE vs. ground truth AW for 

grader #1, automatically segmented AW vs. ground truth AW for grader #2 and 

automatically segmented AW + CE vs. ground truth AW for grader #2.  

Table A.4 in appendix A shows the Dice and sensitivity metrics for the automatic 

AW segmentation for 16 cervicographic images for which the AW epithelium is clearly 

visible. These images contain no vascular abnormalities in the AW region. The average 

sensitivity is 0.779 and Dice is 0.639, indicating that despite the variations in color, 

contrast and textural appearance of images in the dataset, the unsupervised GMM-based 

model finds the AW epithelium with good sensitivity and reasonable specificity. The 

results are pretty impressive when compared with the inter-grader Dice and sensitivity 

given in table A.5 in appendix A. The average inter-grader sensitivity and Dice were 

found to be 0.558 and 0.525, respectively, indicating a high degree of variation between 

expert graders, even for images with pretty well defined AW epithelium.  

Sometimes, both expert graders draw poor AW contours, in which case the 

comparison with ground truth segmentations of both graders is meaningless. One 

example is shown in figure 4.14, where the contour shown in green, corresponding to 

automatically segmented AW regions, agrees best with the perceptually observed AW 

boundaries. The contour shown in blue is due to grader #1 and is clearly inaccurate. The 

contour shown in red is due to grader #2. While the red contour is significantly better 

than the contour drawn by grader #1, it still misses some significant AW regions. The 

best Dice and sensitivity for grader #1 in this case was found to be 0.049 and 0.049, 

respectively, while the best Dice and sensitivity for grader #2 was found to be 0.442 and 

0.452, respectively. The inter-grader Dice and sensitivity were found to be only 0.088 

and 0.089, respectively. The example emphasizes that, although the automatic 
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segmentation may be perceptually correct, the average Dice and sensitivity of the 

approach is weighed down due to the incorrect ground truth segmentations. Note that 

only the regions inside of the outermost green contour and outside of the smaller green 

contours are included in the AW segment. The second largest object marked by the green 

contours, around the center of the image near the os, marks the CE region, while the other 

small objects mostly line the removed SR regions. 

The presence of texture due to vascular structures, like mosaicism, further 

obfuscates the AW boundaries, both for the automatic segmentation and for expert 

graders. This is evident from the Dice and sensitivity metrics derived for 10 

cervicographic images in the dataset containing mosaicism. Table A.6 in appendix A 

shows the Dice and sensitivity metrics for the automatic AW segmentation, while table 

A.7 in appendix A shows the inter-grader Dice and sensitivity metrics. The average 

sensitivity and Dice for automatic segmentation were found to be 0.713 and 0.495, 

respectively. The corresponding inter-grader sensitivity and Dice metrics were found to 

be 0.486 and 0.457, respectively. 

 In this chapter, approaches to automatically segment the cervix ROI, SR, AW, CE 

and SE regions were presented. The difficulties encountered in designing and validating 

these methods were also discussed. The methods were compared to ground truth 

segmentation marked by expert graders. The inter-grader variability analysis was also 

carried out to show the lack of a unique ground truth and the difficulties in validating 

automated AW segmentation procedures. Even while operating in an unsupervised mode, 

under tremendous color, contrast and texture variation, the results presented show good 

promise for the applicability of an automated segmentation procedure for diagnosis. 
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Figure 4.14 Image 44471.2118.tif showing bad ground truth but good automatic 

segmentation 
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CHAPTER V 

SEGMENTATION OF MICRO FEATURES 

 

Segmentation of micro features due to CIN, such as mosaicism, punctations and 

vasculature are taken up in this chapter. These vascular abnormalities are often more 

difficult to detect and quantize than the macro features discussed in the previous chapter. 

The difficulties in identifying vascular abnormalities are also presented in this chapter. A 

quantitative assessment of the inter-grader variability in identifying vascular 

abnormalities is presented. Methods to segment mosaicism, vasculature and punctations 

from image sections containing the respective abnormalities are presented. Such methods 

are useful in estimating the inter-capillary distance in abnormal vascular structures. 

Finally, texture extraction and classification methods to automatically locate regions of 

the cervix containing vascular abnormalities are presented.  

 

5.1 Difficulties in Locating Vascular Abnormalities 

 Because vascular abnormalities manifest themselves only during later stages of 

CIN, colposcopy during early stages of CIN shows no vascular abnormalities. This means 

that only a fraction, usually about 1 in 10, of the colposcopic and cervicographic images 

contain vascular abnormalities. AW usually occupies a significant fraction of the image 

of the cervix, making it fairly easy to identify. In the case of vascular abnormalities, even 

in images containing the abnormalities, the abnormal vessel structures usually occupy 

very small regions of the cervix. For example, if the cervix ROI is tiled into 128x128 

blocks with 50% overlap along each direction, then, for the images in the dataset, an 

average of 150 tiles (≈ 704x1024 pixels image) per image was obtained. Of the 150 tiles, 

on average fewer than five tiles were found to contain vascular abnormalities. Combined 

with the fractional incidence of images containing vascular abnormalities, this 

corresponds to about 5 tile in over 1500 observed tiles. This fractional incidence makes 

the training for vascular abnormalities, and in turn their detection, very difficult.  In 

addition, spots of blood on the cervix appear very similar in color and texture to 
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punctations and vasculature, further complicating the delineation process. The problem is 

worse in the case of cervicographic images, where the digital images are obtained by 

scanning from microfilms. The scanning process results in a significant loss of high 

frequency, or edge, information, resulting in images with poor contrast. Figure 5.1 shows 

image sections obtained from the same cervicographic image. Sections shown in figures 

5.1(a) and (b) contain mosaicism, while the sections in figures 5.1(c) and (d) are AW-

only sections. The green plane of the image provides the best contrast, and the green 

planes of the images in figures 5.1(a)-(d) are shown in figures 5.1(e)-(h). For the 

mosaicism section in figure 5.1(a), the intensity values in the green plane lie in [59, 135], 

corresponding to an intensity range of 76. This range is comparable to the AW-only 

section in figure 5.1(c), for which the intensity values in the green plane lie in [65, 133], 

for an intensity range of 68. Similarly, the intensity range of the mosaic section in figure 

5.1(b) is comparable to that of the non-mosaic section in figure 5.1(d). This implies that 

the contrast in cervicographic sections containing mosaicism is only minimally higher 

than the contrast in AW-only sections, making the discrimination of lesions containing 

vascular abnormalities from the AW-only lesions very difficult. In fact, the dynamic 

range of the intensity values of the non-mosaic section in figure 5.1(c) is greater than that 

of the mosaic section in figure 5.1(b). Note that in the AW-only lesions shown, the 

dynamic range of intensities is largely due to noise.  

The problem of segmenting the vascular abnormalities was approached from two 

different angles. The first approach is a semi-automated method where the expert user 

chooses a small section in the image of the cervix, and the algorithm attempts to segment 

the mosaic structures or punctations, depending on what the expert user thinks the section 

contains. Because the algorithms incorporate the underlying structure of the vascular 

abnormalities, and do not simply use the intensity values, the algorithms provide a higher 

probability of segmenting the vascular structures despite the minimal separation in 

intensities with the background. The second approach is based on texture extraction and 

classification. In this approach, the cervix image is tiled into smaller sections, say of size 

128x128 pixels, and texture features are extracted from each tile. The features for 
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textured, i.e. tiles containing vascular abnormalities, and non-textured tiles, which 

correspond to AW-only tiles, are trained using known tiles and used to discriminate 

between novel textured and non-textured sections. The concept developed here is that the 

texture features extract higher order characteristics than simply using the intensity values. 

The texture features may also be used as a signature for each tile and used to select tiles 

containing similar texture based on a query tile. According to the system flow, presented 

in Figure 3.1, the texture extraction and classification step constitutes the fourth module 

and should precede the mosaicism and punctation segmentation step, which constitutes 

the fifth module. However, due to the aforementioned problems, especially with 

cervicographic images, the mosaicism and punctation segmentation is carried out on 

manually chosen regions. The texture extraction and classification methods presented are 

expected to perform better with colposcopic images, which tend to provide better contrast 

than cervicographic images. 

 

    
(a) Mosaicism #1 (b) Mosaicism #2 (c) Non-mosaic #1 (d) Non-mosaic #2 

    
(e) G plane of (a) 

– [59, 135] 

(f) G plane of (b) 

– [61, 119] 

(g) G plane of (c) 

– [65, 133] 

(h) G plane of (d) 

– [60, 106] 

Figure 5.1 Comparison of contrast in mosaic and non-mosaic sections 

 

5.2 Quantitative Assessment of Inter-Grader Variability 

Metrics to measure segmentation accuracy were introduced in section 4.1.6. 

Those metrics are derived from the overlap between segmented regions and may be used 

to estimate the accuracy of automated segmentation or the inter-grader variability in the 

segmentation. However, they may not be useful for measuring the accuracy of the 
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algorithms used to segment vascular abnormalities, because marking all the vascular 

structures or even the boundaries of regions containing vascular abnormalities is very 

difficult. The abnormalities are also interspersed throughout the image of the cervix, 

making the process of marking all the abnormalities in the image very difficult. Hence, an 

estimate of the inter-grader variability in assessing vascular abnormalities is made based 

on the agreement between graders on whether or not an image of the cervix contains a 

particular type of abnormality.  

 

5.2.1 Measures of inter-grader variability 

Several measures have been defined in the literature for measuring the inter-

grader agreement between two or more graders [56]. The Cohen’s kappa, κ, is a 

particularly popular measure for the case of multiple graders classifying their assessments 

into multiple categories. When subjects are graded by two graders with C nominal or 

categorical responses, the expected value of κ is defined as  
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where njj/n is the joint probability that both graders agree on the grade/category to be j, 

nj./n and n.j/n are the marginal probabilities, and n is the total number of subjects [56]. 

The justification for the terms is that the first probability, njj/n, summed over all C is the 

probability that two raters agree on the classification of a subject. The product of nj./n and 

n.j/n summed over all C categories is the probability that the two graders “agree on 

chance” and hence has to be subtracted from the first. The denominator results in a 

coefficient whose maximum value is one, which is attained when there is no 

disagreement between the two graders.  

For the case of C ordinal responses, 1 < 2 < … < C, the weighted kappa, κw, is 

used to measure the inter-grader agreement. The expected value of weighted kappa is 

given by 
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where the notations are the same as in equation 5.1. The weighted kappa differs from the 

unweighted kappa defined in equation 5.1 in that the penalty for disagreement between 

graders is based on the distance between the grades. For example, the misclassification of 

a grade 3 as grade 2 is considered less severe than its misclassification as a grade 1. The 

unweighted kappa is in fact a special case of the more general weighted kappa, wherein 

the penalty defined by (i-j) for the weighted kappa is the same for all disagreements in the 

unweighted case.  

 

5.2.2 Experimental procedure and results 

The goal of the experiments was to compute the agreement in grades assigned by 

expert graders to assess the severity of mosaicism and punctations. Mosaicism and 

punctation grades for 939 images were provided by NLM. The images were examined by 

20 graders, with 571 images graded by two or more. The graders assigned one of three 

grades – 0 if the image contained fine mosaicism or punctations, 1 if the image contained 

no mosaicism or punctations, and 2 if the image contained coarse mosaicism or 

punctations. Although this grading scheme was preferred by physicians, it was 

inconsistent if the grades were to be considered as ordinal responses. Hence the grades 

were reassigned as – 0 if the image contained no mosaicism or punctations, 1 if it 

contained fine mosaicism or punctations, and 2 if it contained coarse mosaicism and 

punctations. Under this reassignment, higher grades indicate a higher degree of 

abnormality. The grades were extracted from the first two graders for the 571 images 

with at least two grades. If a grader assigned grades for multiple regions in an image, the 

higher of the grades was used, as that region denotes the greatest severity of the 

abnormality.  

In the first experiment, the responses were treated as categorical data, and the 

unweighted kappa was calculated using equation 5.1. Tables 5.1 and 5.2 show the scatter 
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matrix of the responses for mosaicism and punctations, respectively. The entry in row i 

and column j of the scatter matrix indicates the number of images for which grader #1 

assigned a grade of j and grader #2 assigned a grade of i. The probabilities may be 

obtained by dividing each element of this matrix by n (= 571). The expected value of κ 

for mosaicism was found to be 0.183, while that for punctations was even lower at 0.081. 

Note that for the case when the responses are considered to be categorical, the κ will be 

unaffected if the original grades were used instead of the reassigned grades. If the 

responses were treated as ordinal responses and the weighted kappa calculated as in 

equation 5.2, the expected value of κw was found to increase to 0.31 for mosaicism and 

0.183 for punctations. Note that the scatter matrices remain the same as in tables 5.1 and 

5.2. 

  

Table 5.1 Scatter matrix for mosaicism grades 

 Grader #1 

 0 1 2 

0 260 75 17 

1 97 50 14 

 G
ra

d
er

  
#
2
 

2 19 18 21 

  

Table 5.2 Scatter matrix for punctation grades 

 Grader #1 

 0 1 2 

0 215 96 27 

1 97 59 10 

 G
ra

d
er

  
#
2
 

2 31 24 12 

 

In the final experiment, the grades were slightly modified to simply indicate 

mosaic or no mosaic (punctations or no punctations), dispensing with grader estimation 

of severity. All responses equal to 2 were converted to a response of 1 to simply indicate 

the presence of mosaicism (punctations). A grade of 0 indicated the absence of 

mosaicism (punctation) according to the grader. The scatter matrices in this case are 2x2 

matrices shown in tables 5.3 and 5.4, respectively for mosaicism and punctations. The 
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corresponding κ for mosaicism and punctations were found to be 0.213 and 0.087, 

respectively. For this case the weighted kappa is the same as the unweighted kappa. 

 

Table 5.3 Scatter matrix for mosaicism grades 

Grader 1 

 0 1 

0 260 92 

G
ra

d
er

 2
 

1 116 103 

  

Table 5.4 Scatter matrix for punctation grades 

Grader 1 

 0 1 

0 215 123 
G

ra
d
er

 2
 

1 128 105 

  

The relationship between numerical values for κ and the subjective agreeability 

between graders has been documented in [57] and is reproduced in table 5.5. It is evident 

that, irrespective of the assumptions made about the responses and the choice of measure, 

the inter-grader agreeability between graders is ‘slight’ to ‘fair’ at best. The low inter-

grader agreeability indicates a great degree of subjective variability between the graders 

pointing to an urgent need to reform the expert grading mechanism. The high inter-grader 

variability may also be due to the lack of sufficient detail in cervicographic images owing 

to the manner in which the digital cervicographic images are obtained. 

 

Table 5.5 Relationship between κ and agreeability between graders 

Kappa statistic Strength of agreement 

0.00-0.20 Slight 

0.21-0.40 Fair 

0.41-0.60 Moderate 

0.61-0.80 Substantial 

0.81-1.00 Almost perfect 

 

 

 



Texas Tech University, Yeshwanth Srinivasan, May 2007 

 75 

5.3 Segmentation of Vascular Abnormalities 

 In this section, methods for segmenting vascular abnormalities, like mosaicism, 

vasculature and punctations, are discussed. The algorithms attempt to segment the 

structure of the underlying abnormalities from sections chosen by an expert user. These 

algorithms help the expert in evaluating the inter-capillary distance, which is an 

important indicator of the severity of CIN, and obtaining a precise quantitative estimate 

of the extent of the abnormalities. For example, if a physician has to choose the best 

possible region in the cervix for a biopsy, the physician may select all the regions 

containing vascular abnormalities, use the algorithm to precisely segment the 

abnormalities, and use the region that contains the coarsest segmented abnormalities. 

 

5.3.1 Segmentation of mosaicism 

As pointed out earlier, the separation in intensities between the blood vessels 

forming the mosaic pattern and the background is too small to apply simple thresholding 

in order to segment the mosaicism. The mosaic segmentation algorithm proposed here is 

a variant on the commonly used vascular and network structure extraction method 

demonstrated in [58, 29, 39]. The algorithm attempts to extract the mosaic structure by 

modeling it as a union of oriented line segments. The oriented line segments are obtained 

by rotating a linear structuring element at fixed angles, called ROSE for Rotating 

Structuring Element [58]. Figure 5.2 shows eight oriented linear structuring elements 

used in the past to segment vascular structures from images of the cervix. The horizontal 

structuring element in figure 5.2(a) is 25 pixels long and 1 pixel wide and is rotated in 

increments of 22.5º to obtain the structuring elements shown in figures 5.2(b)-(h). 

Although the size of the image changes to accommodate the rotated structuring element, 

the length of the structuring element is the same in all the images. The image section 

containing mosaic structure is morphologically opened, using each of the eight 

structuring elements to obtain a set of eight filtered images. The eight images are 

combined by retaining only the maximum of all eight images at each pixel. The 
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combined image is then thresholded to yield a binary mask for the mosaic structure in the 

image section. 

 

 
Figure 5.2 Linear rotating structuring elements (ROSE) 

 

While the linear rotating structuring elements yield good segmentation results, 

they do not take into account the width of the vascular structures and the fact that the 

redness of the vessels taper off along either side of the center along the cross-section of 

the vessel. In the grayscale image, the latter effect results in an increase in brightness on 

either side of the center along the cross-section of the vessel. These shortcomings of the 

linear structuring elements may be alleviated by using Gaussian modulated rectangular 

rotating structuring elements. This formulation adds two extra variables. The width of the 

rectangular structuring element, w, may be adjusted to approximately reflect the width, in 

pixels, of the blood vessels. The standard deviation, σ, of the Gaussian filter may be used 

to indicate how rapidly the intensity tapers off on either side along the width of the 

vessel. The eight oriented Gaussian modulated structuring elements are shown in figure 

5.3. For the mosaicism images used in testing, w = 3 and σ = 5 provided the best results. 

Theoretically, assuming σ = 5 corresponds to about 99% of the pixels on the vessels lying 

within an intensity range of ±15 of the intensity at the center of the vessel. Results are 

provided in the next section comparing the performance of the linear and Gaussian 

modulated rectangular structuring elements for segmenting mosaicism. 
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Figure 5.3 Gaussian modulated rectangular structuring elements 

 

5.3.1.1 Experimental procedure and results 

 To segment the mosaic, or blood vessel, structures from regions of the image 

containing mosaicism, the user first locates the regions of the image containing the 

abnormal vascular structures. For each image section, the green plane of the chosen RGB 

image section is then extracted, because it provides the best contrast between the vessels 

and the background. The green plane of the image section then becomes the image to be 

processed, I. The blood vessels in I appear darker than the background. Because the 

succeeding morphological operations assume that the structures to be detected are 

brighter than the background, I is complimented to get Ic, so that  

                                                             IIc −= 255 .                                                       (5.3) 

The vessels in Ic appear brighter than the background pixels. However, the background is 

often noisy and uneven. The grayscale morphological top-hat transform helps to isolate 

objects in an uneven background [59]. The top-hat transform of Ic using a structuring 

element, SE, is given by 

                                                       )( SEIII ccTH o−= ,                                                  (5.4) 

where o denotes the morphological opening operation. The structuring element, SE, is 

chosen so that it is larger than the foreground objects to be detected, which in this case is 

the width of the vessels. A disc shaped structuring element of diameter 20 pixels was 
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used. The image ITH, which now contains the vessel structures in a fairly uniform 

background, is then convolved with the eight rectangular Gaussian modulated structuring 

elements. The eight filtered images are combined by retaining the maximum of all eight 

images at each pixel to obtain Ifil. If the eight structuring elements are given by SE0, 

SE22.5, …, SE157.5, then Ifil is given by 

                          ( )5.1575.220
),(

,...,,max),( SEISEISEIyxI THTHTH
yx

fil ∗∗∗= ,                              (5.5) 

where * denotes convolution. If the vascular segmentation using linear ROSE is desired, 

the structuring elements in the above equation are replaced by the corresponding linear 

versions, and the convolution is replaced by an opening operation. An adaptive threshold, 

T, is computed for Ifil using the Otsu method demonstrated in chapter IV, and Ifil is 

binarized using the Otsu threshold to obtain the mosaic mask, ImosMask, where  

                                   






 ≥

=
otherwise

TyxIif
yxI

fil

mosMask
,0

),(,1
),( .                                              (5.6) 

The vascular structure in the original RGB image section may be obtained by applying 

ImosMask to each plane of the image.  

 Figure 5.4 compares the vascular regions segmented using the linear ROSE and 

the Gaussian modulated rectangular structuring elements. Figures 5.4(a)-(e) show the 

original RGB section, the top-hat transformed complemented green plane of the image 

(ITH), the combined image after opening using ROSE (Ifil), the mask of the mosaic 

structures segmented (ImosMask), and mosaic structures segmented from the original RGB 

image by application of the mask. Figures 5.4(f)-(j) show the corresponding images using 

the Gaussian modulated rectangular structuring element, denoted as GMRSE. It can be 

seen that the linear ROSE filters produce a very good segmentation of the vascular 

structures in the image section. However, the GMRSE yield a much smoother 

segmentation of the regions and produces significantly fewer spurious regions. If the 

skeleton of the underlying mosaic structure is desired, the linear ROSE filter usually 

provide better answers as it tends to produce more discrete structures. 
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(a) Original 

section 

(b) After top-hat 

transform 

(c) After ROSE (d) Mosaic mask (e) Segmented 

mosaic region 

     
(f) Original 

section 

(g) After top-hat 

transform 

(h) After GMRSE (i) Mosaic mask (j) Segmented 

mosaic region 

Figure 5.4 Comparison of linear ROSE with Gaussian modulated rectangular structuring 

element 

 

 Figure 5.5 shows the segmentation of mosaicism from cervicographic images. 

Column (a) shows the original RGB sections, column (b) shows the corresponding top-

hat transformed complemented green plane, column (c) shows the segmentation result 

using the GMRSE, and column (d) shows the segmentation result obtained using linear 

ROSE. It can be seen that the GMRSE provides an excellent segmentation of the mosaic 

regions, despite the severe limitations of the cervicographic image. Segmentation results 

with some colposcopic image sections are shown in figure 5.6. The improved contrast in 

the colposcopic images is evident. 
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(a) Original (b) ITH (c) Segmented 

using GMRSE 

(d) Segmented 

using ROSE 

Figure 5.5 Segmentation of mosaicism from cervicographic image sections 
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(a) Original (b) ITH (c) Segmented 

using GMRSE 

(d) Segmented 

using ROSE 

Figure 5.6 Segmentation of mosaicism from colposcopic image sections 

 

5.3.2 Segmentation of vasculature 

 Vasculatures are irregular vessels forming abrupt patterns that look like commas, 

corkscrews or spaghetti. Unlike mosaicism or punctations, the vessels in vasculature form 

no specific patterns. However, the model based on the union of oriented line segments, 

used to detect mosaicism, may be used for detection of the twisted capillary structures 

due to vasculature. Consequently, the procedure outlined in section 5.3.1.1 for the 
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segmentation of mosaicism was applied to the segmentation of vasculature from image 

sections containing vasculature. Examples of segmentation of vasculature from 

cervicographic image sections are shown in figure 5.7. The columns in figure 5.7 hold the 

same meaning as in figures 5.5 and 5.6. Results for colposcopic image sections are not 

presented, because the available set of colposcopic images did not provide a suitable 

sampling of vasculature.  

 

    

    

    

    

    
(a) Original (b) ITH (c) Segmented 

using GMRSE 

(d) Segmented 

using ROSE 

Figure 5.7 Segmentation of vasculature from cervicographic image sections 

 

5.3.3 Segmentation of punctations 

Punctations appear as approximately circular dot-like objects with a heavy reddish 

hue on the RGB image, or as dark objects on the green plane. Because the shape and size 

of the objects are fairly uniform and known apriori, matched filtering using a template 

matching the shape of the object to be detected is used to accentuate these objects. 
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Punctations also have a tendency to occur in groups with no clear line of demarcation 

between two or more punctations. Matched filtering using a Gaussian template helps to 

increase the degree of separation between two close punctations because the detected 

objects are forced to be circular. Matched filtering is implemented as a convolution given 

by 

                                    
),(),(),( yxfyxGyxm ∗=

,                                               (5.7) 

where G(x,y) is a separable 2-D Gaussian kernel with σ = 10, which was found to 

adequately describe the variations in intensity around punctations in the samples used, 

f(x,y) is the input image, and m(x,y) is the matched filtered image. Matched filtering 

essentially serves two purposes: it increases the contrast around individual punctations, 

and it smoothes uniform regions. The resulting image, m(x,y), consists of dark 

punctations on a bright background.  

The distribution of the intensities in m(x,y) is then modeled as a mixture of two 

Gaussian probability density functions, as demonstrated in section 4.3.2, where one 

Gaussian predominantly models the variations in intensity of the punctations, and the 

other predominantly models the variations in intensity in the background. The maximum 

likelihood estimate of the parameters of the Gaussians in the mixture are obtained using 

the EM algorithm, and each pixel is assigned to one of two clusters, object and 

background, based on the maximum posteriori probabilities found using the estimated 

parameters. The density function with lower mean corresponds to the punctations, and the 

pixels with intensities having a greater probability of belonging to this density function 

are assigned a label ‘1’. The pixels with intensities having a greater probability of 

belonging to the density function corresponding to the background are labeled ‘0’. 

Because the estimation is done on a per image basis, the punctations will be detected 

irrespective of variations in illumination and image acquisition modalities, as long as the 

punctations appear darker than the background.  

Because only the intensity values are used to segment the regions, it is possible 

that dark objects that are not punctations are also labeled as punctations. It is also 

possible for speckled noise to be detected as distinct objects. These stray objects may be 
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removed by extracting unique features of true punctations and by training the algorithm 

to discard objects that fall outside the predicted bounds of these features. As previously 

stated, punctations occur as approximately circular objects, which means that the ratio of 

major axis length to minor axis length for ground truth punctations, denoted as RMM, 

must be close to 1. The RMM is simply a measure of the aspect ratio of a punctation. The 

RMM may be used to remove dark objects that are not approximately circular in shape. 

The bounds on the area of ground truth punctations may be used to discard speckled 

noise and objects that are larger than normal punctations.  

 

5.3.3.1 Experimental procedure and results 

To segment individual punctations within regions of the image containing 

punctations, the user first locates regions of the image containing the abnormalities. From 

each image section chosen, the green plane of the chosen RGB image section is extracted. 

The green plane of the image section then becomes the image to be processed, I. In I, the 

punctations appear as dark objects on a light background. The image I is preprocessed 

using anisotropic diffusion as suggested in [60, 61]. Anisotropic diffusion serves to 

smooth the inconsistent background, while preserving the edges that separate the 

punctations from the background. The preprocessed image, IPP, is then subjected to 

matched filtering using a Gaussian kernel with a support of 7. The support of the filter 

was chosen based on the size of punctations in the test image sections. The matched 

filtered image, IM, is then modeled as a mixture of two Gaussians, the parameters of 

which are estimated using the EM algorithm. Each pixel is then assigned to one of two 

clusters, object and background, with the density function with lower mean 

corresponding to punctations and assigned a cluster label ‘1’, and the background 

assigned a cluster label ‘0’. The image with the cluster labels assigned forms the initial 

mask for the punctations, IinitMask.  

The individual objects in IinitMask are then numbered from 1 thru N, and for each 

object I, two features, areai and RMMi, are calculated. For 50 ground truth punctations, 

the area was found to be in the range [5, 98], and the RMM was found to be in the range 
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[1.06, 3.07]. Objects outside this bound are removed to obtain the final segmentation 

mask for punctations, Imask. While the average (±σ) area and RMM are only 36.53±21.41 

and 1.65±0.5, respectively, the upper bounds are increased by the inclusion of two or 

more punctations that are clustered together and are detected as a single object. The 

higher upper bounds ensure a high sensitivity, while occasionally including some larger 

objects that may not be punctations. If a high specificity is desired, the upper bounds may 

be decreased by not including objects that consist of two or more punctations as ground 

truth punctations. The corresponding ranges in area and ratio for ground truth punctations 

in colposcopic image sections were found to be [9, 152] and [1, 3.41], respectively. The 

average (±σ) area and RMM were 34.21±22.42 and 1.55±0.51, respectively 

Figure 5.8 illustrates the importance of ground truth training. Figure 5.8(a) shows 

an image section containing punctations. The initial segmentation mask, IinitMask, is shown 

in figure 5.8(b), and the corresponding initial punctation contours are marked in figure 

5.8(c). Figures 5.8(d) and (e) show the final segmentation mask, Imask, and the 

corresponding contours after post-processing to remove false positive punctations. The 

post-processing removes most of the false positive objects due to speckled noise, dark 

non-punctation objects detected originally, and boundary effects of the filters used.  

Examples of punctation segmentation on cervicographic image sections 

containing punctations are shown in figure 5.9. Column (a) shows the original RGB 

sections, and column (b) shows the green plane of the images pre-processed using 

anisotropic diffusion. The matched filtered pre-processed images are shown in column 

(c), while columns (d) and (e) show the detected punctations before and after post-

processing, respectively. Despite the limited contrast and poor quality of the 

cervicographic images, the algorithm used detects most of the punctations in the sections. 

Results for punctation sections extracted from colposcopic images are shown in figure 

5.10. 
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(a) (b) (c) (d) (e) 

Figure 5.8 Illustration of importance of ground truth training for punctation segmentation 

 

     

     

     

     

     
(a) (b) (c) (d) (e) 

Figure 5.9 Punctation segmentation on cervicographic image sections  
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(a) (b) (c) (d) (e) 

Figure 5.10 Punctation segmentation on colposcopic image sections  

 

5.4 Textural Labeling of Abnormal Regions 

In this section, a framework for separating textured regions in the images of the 

cervix, specifically the regions containing vascular abnormalities, from non-textured 

regions is proposed. In general, of the three types of lesions found inside the cervix ROI, 

the SE is smooth and devoid of texture, while the AW and CE regions may or may not 

contain textures. The texture on the AW region is usually due to vascular abnormalities 

or blood spots, while the texture on the CE region is usually due to injuries on the cervix 

during child birth or other procedures, blood spots, infections and puss on the os. Probes, 
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swabs, and other metallic objects used during the examination, which happen to get 

imaged, may also appear as textured regions. Theoretically, if all the different textures in 

the cervix can be modeled, then they can be combined with the AW, CE and SE 

segmentations to provide a complete assessment of the abnormalities in images of the 

cervix.  

As is evident from the assessment of inter-grader variability in section 5.2, the 

task of classifying the textures in images of the cervix is non-trivial and prone to 

significant subjective variability, especially given the poor quality of cervicographic 

images. The textures to be modeled also vary greatly in shape, scale, intensity and color 

due to non-standard illumination, viewing directions, and natural variations between 

subjects. Several classic methods for texture analysis in the time domain [62, 63, 64, 65], 

frequency domain [66, 67] and wavelet domain [68] exist. The basic idea in these 

methods is to extract higher order features, in the respective domains, from training 

images and to use them to characterize texture in novel images. Texture analysis and 

segmentation methods based on filter banks have recently become popular [69, 70, 71, 

72]. The basic idea with these methods is to characterize a texture by its responses to a set 

of linear filters that are orientation- and frequency-selective. Researchers have reported 

over 95% classification accuracy with the filter bank-based methods for classifying 

standard textures imaged under controlled illumination and viewing angles. However, in 

[33] we have shown that the most accurate filter-bank based method [70] fails to 

characterize the complex textures observed in images of the cervix. 

Rather than focusing on exact methods to characterize the textures, the framework 

presented here attempts to combine texture features extracted from multiple methods and 

to determine the set of optimal features thru step-up regression. To demonstrate the 

framework, two classic methods [62] and [63] are used. The two methods are discussed 

in detail in the following sections. The features extracted using these techniques are 

combined, and the optimal set of features, based on classification accuracy using leave-

one-out testing on the training set, is found using step-up regression. For novel real-world 

cervix images, the image is tiled into smaller sections, and a linear Multi-Variate 
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Discriminant (MVD) classifier is used to distinguish between textured and non-textured 

tiles. The numerical values for the optimal set of texture features may also be used as the 

signature for each tile. The ingenuity of the framework stems from its expandability and 

ready integration with more accurate texture classification methods, as and when they 

become available.  

 

5.4.1 Texture features for characterizing regions of the cervix 

The features used to characterize the texture in images of the cervix are derived 

from [62] and [63]. Both methods have been used to characterize textures in a variety of 

imaging applications. The texture features derived in [62] are extracted from a matrix 

called the Neighborhood Gray-Tone Difference Matrix (NGTDM) and are proven to 

correspond to visually perceived texture characteristics. Henceforth, these features are 

referred to as NGTDM-based features. Because the NGTDM-based features correspond 

to perceptual attributes of texture, these features also help in quantizing the perceptual 

differences between different textures. The texture features derived in [63] are based on a 

matrix called the Spatial Gray Level Dependence Matrix (SGLDM), also called the Gray-

Tone Spatial Dependence Matrix, which measures the frequencies of gray level changes 

across the image. These features are henceforth referred to as SGLDM-based features. 

Unlike the NGTDM-based features, the SGLDM-based features do not correspond 

directly to visually observed textural characteristics but have been shown to provide 

features that adequately characterize the textures in the image for classification. 

5.4.1.1 NGTDM-based features 

The NGTDM, as the name implies, captures the variations of gray tones within a 

neighborhood. For a grayscale image I(x,y), the NGTDM is a 1-D matrix (or vector) 

where the i-th entry is the difference in gray level of a pixel with gray level i and the 

average gray level of the surrounding neighbors, summed over all pixels with gray level i. 

The NGTDM, s, is given by 
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where {Ni} is the set of all pixels having gray tone i, iA is the average gray-tone over a 

neighborhood centered at but excluding (x,y), and d is used to specify the neighborhood 

size W, where W = (2d+1)x(2d+1) pixels. Five features that correspond to perceptual 

attributes of texture are derived from the NGTDM. These features are coarseness, 

contrast, busyness, complexity and strength. 

 The coarseness of a texture is probably the most fundamental property of texture. 

Coarse texture implies that the basic patterns, or primitives, forming the texture are large 

and possess high local uniformity. The coarseness is computed as 

                                              









+

=

∑
=

hG

i

i isp

f

0

cos

)(

1

ε

,                                             (5.10) 

where Gh is the highest gray level in the image, pi is the probability of level i, and ε is a 

small number to prevent division by zero. The measure fcos is essentially the reciprocal of 

the normalized sum of the deviation of pixel gray levels from the neighborhood averages 

and is large for coarse textures where the gray level differences are small.  

The second feature extracted is the contrast. An image is said to have a high 

contrast if areas of different intensity levels are clearly visible. The contrast may be 

measured using 
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where Ng is the total number of different gray levels in the image. The fcon is a product of 

two terms. The first term is the average weighted squared difference between the 

different gray levels taken in pairs and characterizes the dynamic range of the gray levels. 

The second term is used to incorporate the effect of spatial frequency of changes in 

intensity on the contrast of the image, and it increases with an increase in local intensity 

variation.  
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 The busyness of a texture refers to the rapidity of changes in intensity from one 

pixel to another. A busy texture has a high spatial frequency of intensity changes. The 

busyness is measured as 
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In equation 5.12, the numerator is essentially a measure of spatial rate of change in 

intensity, while the denominator term is added to suppress the effect of contrast 

variations.  The complexity of a texture refers to the information content in a texture. 

High level of information content in images, like a large number of sharp edges, indicate 

a complex texture. Complexity may be measured as  
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High values of fcom indicate a high degree of information content. This measure is 

different from a direct entropy measure in that it takes the coarseness and contrast of the 

texture into account while calculating the information content.  

The final texture feature extracted from the NGTDM is the strength of the texture. 

A texture is said to be strong if the primitives comprising the texture are easily definable 

and clearly visible. The strength of a texture is given by 
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The numerator reflects intensity differences between adjacent primitives, while the 

denominator provides information about the size of the primitives. For a thorough 

discussion on the exact implications of each term and the interdependence of the features, 

please see [62].  

In the case where the five NGTDM-based texture features are used for textured 

regions from non-textured regions of the cervix, it is generally expected that the textured 

regions tend to have higher values for all the features than non-textured regions. An 

important parameter in the computation of the features is the neighborhood size, m x n, 

used to compute the NGTDM. Typical sizes for the neighborhood are 3x3, 5x5 and 7x7. 
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In this work, a square neighborhood of size 5x5 was used. Alternatively, three (or even 

more) sets of the five texture features may be computed at increasing neighborhood sizes, 

all of which may be used to classify the observed textures. 

 

5.4.1.2 SGLDM-based features 

SGLDM measure the frequency of co-occurrence of gray levels, i and j, at a 

particular distance d and angle θ, for i, j = 1, 2,…, Ng. Ng is the number of different gray 

levels in the grayscale image I. The angle θ may be 0
o
, 45

o
, 90

o
 or 135

o
, and a co-

occurrence matrix, P, is computed for each value of θ. For example, if I is a grayscale 

image, Lx = {1, 2,…, Nx} represents the horizontal spatial domain, and Ly = {1, 2,…, Ny} 

represents the vertical spatial domain, then the SGLDM at 45
o
 is given by 
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Matrices at three other angles of orientation, P(i,j,d,0
o
), P(i,j,d,90

o
) and P(i,j,d,135

o
), are 

also similarly calculated. The four co-occurrence matrices are normalized to get the 

corresponding joint probability distributions at a particular orientation, i.e.,  

                                                     RjiPjip /),(),( = ,                                                 (5.16) 

where R = NyxNx, the number of pixels in the image. Thirteen texture features, f1-f13, are 

extracted from each p(i,j), for a total of 52 features. The features extracted are angular 

second moment, contrast, correlation, sum of squares variance, inverse difference 

moment, sum average, sum variance, sum entropy, entropy, difference variance, 

difference entropy, and two information measures of correlation.  

Unlike the NGTDM-based features, the SGLDM-based features do not directly 

correspond to specific perceptual characteristics of texture but instead extract specific 

properties of texture that are useful in classifying different kinds of texture. In general, if 

the features are highly correlated across orientations, they may be averaged over the 4 

orientations to give a set of 13 average features. In this work, the average features were 

used. Another important parameter is the distance, d, at which the co-occurrence matrices 

are computed. Typical values for d range from 3 to 7. If the textures vary greatly across 
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scale, then the texture features may be computed at various d, and all the texture features 

may be used to represent the texture. In this work d, was fixed at 3, which approximately 

corresponds to the width of the blood vessels. Using a single d also restricts the number 

of features computed to 13, keeping the computation time to a minimum. 

The definitions for the 13 texture features used are provided here. For a detailed 

explanation please refer to [63]. The following notations apply to the definition of the 

texture features. The marginal probability densities are given by 
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The sum and difference probabilities are given by 
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The 13 texture features are: 

1. Angular second moment given by 
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2. Contrast given by 

                                               
















=

=−

= =

−

=

∑∑∑
nji

N

i

N

j

N

n

g gg

jipnf
1 1

1

0

2

2 ),( .                                           (5.22) 

3. Correlation given by 
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where µx, µy, σx, and σy are the means and standard deviations of px and py. 
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4. Sum of squares variance given by 
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5. Inverse difference moment given by 
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6. Sum average given by 
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7. Sum variance given by 
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8. Sum entropy given by 
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9. Entropy given by 
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10. Difference variance given by 
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11. Difference entropy given by 
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12. Information measure of correlation #1 given by 
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where Hx and Hy are the entropies of px and py, HXY is the joint entropy given by f9, 

and HXY1 is given by, 
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13. Information measure of correlation #2 given by 
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where HXY2 is given by 
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5.4.1.3 Discriminant analysis for classification 

Discriminant analysis seeks directions in a dataset that best discriminate the 

individual classes or groups contained in it [73, 74, 75, 76]. Given a dataset with one or 

more classes, discriminant analysis attempts to find the best feature or feature set to 

discriminate the classes. Let x denote a d-dimensional vector, x = [x1, x2, …, xd]
T
, where 

T denotes a transpose. Let there be n d-dimensional samples, x1, x2, …, xn, in a dataset D. 

In the simplest case that the dataset has two classes, ω1 and ω2, D may be split into D1 

and D2, with n1 and n2 vectors or samples, respectively, in each set. If the classes are 

linearly separable, then it is possible to define a d-dimensional hyperplane, g(x), that best 

separates the two classes of data,  

                                                 0)( wg
T += xwx ,                                                        (5.36) 

where w is a weight vector and w0 is a bias or threshold. If w and w0 are appropriately 

chosen, then the decision rule to separate the data into two classes may be written as  
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Vector w then becomes the normal to the hyperplane, w0 denotes the distance of the 

hyperplane from the origin, and the projection of x on w produces the best discrimination 

of the samples. In other words, the direction of w becomes the best direction for 

discriminating the classes. It is possible to derive more complicated surfaces for 

discriminating the data by adding higher order terms to equation 5.36. For example, a 
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quadratic discriminant function, with hyperquadric decision surface, may be represented 

by 
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The discriminant function, which defines the decision surface, is fully specified 

by w and w0. Hence, designing a discriminant classifier implies determining w and w0. 

There are several ways to determine w and w0, including Fisher’s linear discriminant, 

perceptrons, and Support Vector Machines (SVM). However, the most common approach 

to solving linear and quadratic multivariate discriminant functions is using Bayes’ 

theorem. Because we are interested in separating only two classes of data, textured and 

non-textured, the discussions are restricted to the two-class case. The classifier may be 

extended to more than two classes either by defining a decision surface to separate each 

pair of classes or by using a linear machine model [74]. The basic assumption in the 

Bayes model is that the samples in each class, ωi, i = 1,2, follow a multivariate normal 

distribution, with mean µ i and covariance Σi, i.e., 
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Given a set of samples x, we seek the most probable classification into the classes ωi. In 

other words, we seek argmax(P(ωi|x)) given P(x|ωi). This is obtained directly from 

Bayes’ theorem,  
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where P(ωi) is the apriori probabilities of the classes. Realizing that the denominator is 

simply a normalizing factor, using log of the probabilities, and substituting 5.39 in 5.40, 
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In order to minimize the classification error, we assign each sample to the class with the 

highest association probability. Equation 5.41 essentially becomes the discriminant 

function, 
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and x is assigned to the class ωi for which gi > gj, ∀ i ≠ j.  

Depending on the structure of the covariance matrices, we get different 

discriminant functions. As it is, equation 5.42 represents a quadratic discriminant 

function. If Σi is assumed to be same for both classes, and the pooled covariance matrix, 

Σ, is used, then the first term in equation 5.42 becomes a constant for both classes, and 

we get 
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The discriminant rule is simply a function of the Mahalanobis distance of the sample 

from the class centroids, )()( 1

i

T

i µµ −Σ− −
xx , and the class priors. This is the 

multivariate linear discriminant rule using Bayes’ theorem and is the decision rule used to 

classify textural and non-textural sections. 

 

5.4.1.4 Classifier training and testing 

The 11 cervicographic images in the dataset containing mosaicism were tiled into 

128x128 sections, and 40 sections, 20 containing mosaicism and 20 containing no 

mosaicism, were extracted. Some sections from both groups are shown in figure 5.11. 

While there was no dearth of non-mosaic sections, the number of tiles containing 

mosaicism was very limited. The leave-one-out testing strategy allows testing a classifier 

when only limited samples are available. In leave-one-out testing, the classifier is trained 

on all but one of the samples available and tested on the remaining sample. The process is 

repeated until every available sample has been removed from training and used as a test 

sample.  
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The 5 NGTDM-based texture features and 13 SGLDM-based features are 

extracted from the 40 mosaic and non-mosaic sections to form forty 18-dimensional 

feature vectors. The fundamental assumption made here is that the mosaic and non-

mosaic tiles differ in some or all the texture features sufficiently to allow separation 

based on the texture features alone. For example, sections containing mosaicism usually 

have greater contrast and appear both busier and finer than the textures in non-mosaic 

tiles.  The dynamic range of the texture features varies greatly, from 10
-6

 to 10
+6

, and they 

must be normalized to prevent the features larger in magnitude from dominating the 

features with small magnitudes. If x
U
 represents the un-normalized feature vectors, the 

normalized feature vectors, x, are given by, 
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where µ i and σi are the means and standard deviations of the i-th feature over the 40 

samples, and d is the number of dimensions of the feature vector (=18). A linear 

discriminant classifier, as discussed in section 5.4.1.3, is then trained on 39 of the 40 

samples and tested on the sample not used in training. This process is repeated for all the 

40 samples, with the classification result noted for each sample. The classification 

accuracy is then measured as the percentage of the total number of samples that are 

classified correctly. 

Experiments were performed to select the best set of features for classification 

and the optimal size of sections to be used. In general, as features are added, i.e., as the 

feature dimensionality increases, the classification accuracy tends to increase up to a 

maximum before it either stagnates or starts to wane. The waning may be due to either 

over-training the classifier for the limited number of samples available, or due to the fact 

that the new feature added may not be a good feature for discrimination. Figure 5.12 

shows the effect of increasing feature dimensionality on the classification accuracy for 

various tile sizes. The feature dimensionality is plotted against the classification accuracy 

for three tile sizes, 128x128, 64x64 and 32x32, at which the texture features are 

calculated. The following general trends may be observed from figure 5.12. 
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1. For the same number of features, the classification accuracy for a tile size of 128x128 

tends to be higher than the accuracy at tile sizes 64x64 and 32x32 in most cases. This 

bodes well for classifier design, as the time onus from feature calculation increases 

with decreasing tile size. The computation time for the 40 samples is ~10.4s for 

128x128 tiles, ~38.2s for 64x64 tiles and ~148.9s for 32x32 tiles. The system 

configuration for timed tests was described in section 3.5. 

2. The plot for tile size of 128x128 contains two peaks at 85% accuracy, at d=9 and at 

d=16. This is the best possible accuracy that may be obtained by using a linear 

discriminant classifier for the dataset used. While using fewer features may save time 

in calculating the features, as the number of samples increase, more properties of the 

texture may be required to discriminate textured and non-textured regions. It can be 

seen that an 85% accuracy may also be obtained by using d=7 on 64x64 tiles. 

However the computation time is significantly higher. 

Thus, the best leave-one-out classification accuracy obtainable, with the least 

computation time, is 85% using texture features computed on 128x128 tiles and a linear 

discriminant classifier. Ideally, the plots in figure 5.12 should be monotonically 

increasing functions, because, if the addition of a new feature does not improve the 

classification accuracy, the feature possesses poor discrimination ability for the dataset 

being used and hence may be discarded. The plot in figure 5.12, however, simply 

demonstrates the effect of adding the 18 features one by one in no particular order. The 

following section presents an improved strategy to select the features.  
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(a) Typical non-mosaic sections used in classifier training and testing 

     
(b) Typical mosaic sections used in classifier training and testing 

Figure 5.11 Mosaic and non-mosaic sections used in training and leave-one-out testing 

 

 
Figure 5.12 Effect of feature dimensionality and tile size on classification accuracy 

 

5.4.1.5 Improving classification accuracy using step-up regression 

The order of selection of the features contributes to the classification accuracy. 

Although the feature set used here consists of only 18 features that are quickly calculated, 

as more samples become available, other texture features may be added in the future to 

improve classification accuracy over the larger sample set. The procedure outlined in this 

section attempts to optimize the feature selection process and to improve the 

classification accuracy. The incremental feature selection procedure presented in the 
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previous section adds the NGTDM-based and SGLDM-based features in the following 

sequential order – 1. Coarseness, 2. Contrast, 3. Busyness, 4. Complexity, 5. Strength, 6. 

Angular second moment, 7. SGLDM Contrast, 8. Correlation, 9. Sum of squares 

variance, 10. Inverse difference moment, 11. Sum average, 12. Sum variance, 13. Sum 

entropy, 14. Entropy, 15. Difference variance, 16. Difference entropy, 17 Information 

measure of correlation #1, and 18. Information measure of correlation #2. This is simply 

the order in which the features are defined in [62] and [63] and this procedure is replaced 

by a feature selection based on step-up regression.  

The step-up regression starts by finding a single feature that provides the best 

classification accuracy. Features are then progressively added, one at a time, such that the 

combined feature set provides the best classification accuracy. In this manner, the 

smallest feature set that provides the best classification accuracy may be chosen. For the 

set of 40 samples, 20 mosaic and 20 non-mosaic, the step-up regression for feature order 

selection was applied while retaining the leave-one-out testing procedure. The results are 

shown in figure 5.13. It may be seen that for the same dataset and features, the specific 

choice of feature improves the best classification accuracy obtainable to 90%. The 

original feature numbers are also marked in the figure. The order in which the features 

are chosen gives an estimate of the order of importance of each texture feature. The fact 

that the two contrast features, SGLDM-based contrast and NGTDM-based contrast, are 

the first two features to be chosen indicate the importance of contrast in discriminating 

between textured and non-textured sections. The regression procedure applied to 64x64 

tiles are also shown in figure 5.13 for comparison. Note that the order of chosen features 

is different in this case (7, 1, 2, 3, 13, 16, 11, 10, 15, 5, 14, 4, 1, 6, 9, 12, 8 and18) and is 

not shown in the figure.  

It should be mentioned that the step-up regression strategy presented here is a 

simple and effective strategy for selecting the feature order, but it may not always be the 

best strategy. One method for improving the feature selection process may be to select 

features in groups of 2 (or more) instead of adding features one at a time. For example, in 

the case of 128x128 sections, the first two features chosen are features 7 and 2. It may be 
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possible that a different combination of features, say 2 and 3, may provide better 

classification accuracy but were not chosen because feature 7 was the single feature that 

provided the best classification accuracy. If the features were chosen two at a time, the 

problem of not choosing the best combination of two features could have been averted, at 

the cost of increasing the computation time. A confidence measure, like the classification 

error or the distances from hyperplanes, may also be included with each selected feature 

to evaluate the difference between choosing the best feature and the next-best feature. If 

the difference in confidence values between the best feature and the next-best feature is 

small in a particular combination, then the choice of the next feature to be added must be 

made with respect to both the features from the previous combination. 

 

 
Figure 5.13 Step-up regression for optimal feature order selection 

 

5.4.1.6 Classification of regions in novel images  

Novel images are either image sections or entire images that have not been 

included in the training set. In the previous section, the leave-one-out testing strategy was 

employed to show the performance of the classifier on unseen image sections. However, 

the problem of labeling all individual tiles in particular images is significantly more 
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difficult. Due to the issues presented in section 5.1, labeling of individual tiles is 

inherently prone to significant false positives due to the large bias in the proportion of 

non-textured to textured samples. Nevertheless, the problem of labeling individual tiles in 

images of the cervix in a completely automated manner is addressed here for the sake of 

completeness.  

The SR from the cervix images, cropped such that they contain only the three 

major regions, AW, SE and CE, are removed.  This cropped image is the same image 

used as input for the AW segmentation, and the SR removed image is interpolated to get 

ISRInterp. ISRInterp is then decomposed into 128x128 tiles with 50% overlap to form a set of 

m tiles. A linear MVD classifier trained on the 40 samples addressed in the previous 

section is then used to classify these m tiles into one of two classes – textured and non-

textured. Only the eight best features found through step-up regression, which provided 

the highest classification accuracy for 128x128 tiles, were used to form the texture 

feature vectors. The CE and SR pixels may be removed from the regions labeled as 

textured to form the final segmentation of textured regions of the cervix. The resulting 

regions contain the required mosaicism regions with some false positive tiles with similar 

textural content to the tiles containing mosaicism. Some research directions to alleviate 

the problem of false positives are provided in the following chapter. 

Figure 5.14 shows a typical labeling for textured regions in the cervix. The 

regions labeled as textured are shown in color. Figure 5.14(a) shows the initial labeling 

before the removal of SR and CE regions. The labeling includes the abnormal mosaic 

regions and tiles containing SR removed and interpolated regions. The latter regions have 

high textural content, usually even more than mosaicism, and are almost always labeled 

as textured regions. The SR and CE regions are masked out in figure 5.14(b) using the 

masks generated for the respective regions using procedures outlined in chapter IV. 

While the actual SR pixels are masked out, the remainder of the tiles containing the SR 

pixels persists. Alternatively, since no useful information will be derived from tiles 

containing any SR, a tile containing any amount of SR may be labeled as non-textured.     
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(a) Textured and non-textured sections (b) After masking out SR and CE regions 

Figure 5.14 Labeling textured and non-textured regions of the cervix 

 

5.4.1.7 Querying regions of the cervix 

The texture features extracted from each tile may also be used as a signature for 

the tile and used to extract tiles that look similar to a query tile. This feature may be used 

by physicians to locate abnormal regions on the cervix that are similar to one abnormal 

section chosen by the physician. The procedure used to query regions of the cervix is 

straightforward. The user is allowed to select a small, usually abnormal, region on the 

cervix, and specify the number, s, and size, NxN, of the similar tiles to be located, and the 

percentage overlap, p, between adjacent tiles. Let the chosen region be c. The cervix 

image is broken down into m NxN tiles with an overlap of (pN/100) pixels along each 

direction. Texture features are extracted from the m tiles. If NxN is chosen to be one of 

the standard sizes for which the order of features for best classification is known apriori, 

then only the texture features required for best classification are computed. For example, 

if NxN is 128x128, then only features 7, 2, 3, 14, 5, 9 and 12 will be computed.  

The center of the user-defined region c is calculated, and the tile containing the 

center is labeled the query tile, q. If Tq is the texture feature vector corresponding to 



Texas Tech University, Yeshwanth Srinivasan, May 2007 

 105 

query tile and Ti are the texture feature vectors corresponding to the remaining (m-1) 

tiles, then the Euclidean distances, Di, between Tq and every Ti are computed as 

                                                   ∑
=

−=
d

j

qjiji TTD
1

2)( ,                                                (5.45) 

where d is the dimensionality of the feature vector, and i = 1, 2, …, m-1. The distances 

are sorted, and the tiles corresponding to the smallest s distances are returned as the tiles 

most similar in texture to the query region.  

Figure 5.15(a) shows an SR interpolated image with the mosaicism region 

annotated. Figure 5.15(b) shows the result of a 10-Nearest Neighbor (NN) query with 

NxN = 64x64 and p = 50%. The tile size NxN was fixed to 64x64 in this case because the 

entire mosaicism section shown in figure 5.15(b) is less than 128x128 pixels in size. The 

center of the 64x64 query tile is marked by an ‘x’ in the figure. It can be seen that the 

three most similar tiles, i.e., the three NN tiles, clearly segment the rest of the mosaicism 

in the image. The distances between the query tile and the 10-NN tiles are shown in 

figure 5.16. Clearly, the distances between the query tile and tile #3, which contains 

mosaicism, is less than half the distance between the query tile and tile #4, where the 

textural variation is mostly due to the contrast difference between AW and normal 

regions, indicating the disparity in textural content between mosaic and non-mosaic tiles. 

Figure 5.17 shows another example to illustrate the isolation of regions based on 

similarities on the textures. Figure 5.17(a) shows the result of a 15-NN query on an image 

of the cervix where the query tile contains a very small SR removed and interpolated 

portion. All the resulting tiles are perceptually similar tiles in the sense that they have 

uniform backgrounds with a very small portion of the tiles replaced by very bright SR or 

very dark CE regions. Figure 5.17(b) shows the same image queried using a tile 

containing some very fine mosaicism. 

The examples indicate that the texture measures may be effectively used as 

signatures for regions of the cervix. In modern colposcopic devices, the resolution of the 

digital images recorded by the camera often exceed the resolution of the display device, 

and the physician therefore gets to see only a sub-sampled version of the image. In such 
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cases, the physician may choose to locate abnormal regions of the cervix based on a 

query region. If the texture measures are pre-computed for cervix image tiles, the texture 

signatures may be used for content-based image retrieval of images containing a certain 

type of abnormality.  

 

  
(a) Original image (b) Query results 

Figure 5.15 Querying for mosaicism abnormalities 
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Figure 5.16 Distances between query tile and the 10-NN tiles for the query shown in 

figure 5.15 

 

  
(a) Querying modest SR tiles (b) Querying fine mosaicism tiles 

Figure 5.17 Illustration of querying for different types of tiles 

 

In this chapter, methods for segmenting micro features, such as the vascular 

abnormalities, were presented. An analysis of the inter-grader variability in assessing the 

presence or absence of mosaicism and punctations was presented to illustrate the 
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subjective variability and inherent difficulty in isolating the micro textures. Solutions for 

isolating abnormal regions in the cervix were derived by characterizing the textural 

content of the regions. A step-up regression-based approach to finding the optimal feature 

set for classifying textured and non-textured regions was presented. A distance measure 

was also derived to compare textural signatures and extract regions of the cervix based on 

a query region. These methods show promise is isolating abnormal regions of the cervix 

and also in characterizing textural regions for use in content-based image retrieval 

systems.   
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CHAPTER VI 

CONCLUSIONS AND RECOMMENDATIONS 

 

In this chapter, the major contributions and accomplishments of this work are 

summarized. Based on the findings of this research, conclusions are drawn and some 

recommendations are made in order to achieve the goal of fully automated diagnosis for 

CIN. The chapter concludes with some directions for future research.  

 

6.1 Summary of Research Accomplishments and Contributions 

Some of the significant accomplishments and contributions of this research are 

summarized below. 

• A thorough review of the anatomy of the cervix, the pathological mechanism of 

development and proliferation of CIN, review of screening and diagnostic procedures 

for CIN, and a comprehensive list of abnormalities that may be observed during a 

colposcopy were presented in chapter II. This review is a comprehensive compilation 

of all the medical background required by a computer vision engineer to design an 

automated diagnosis system for CIN. 

• The issues associated with the design of an automated diagnosis system for CIN 

(chapter III) illustrate the limitations and design constraints for an automated system 

and provide a direction for correcting some of the anomalies in the acquisition of 

images of the cervix. 

• The most significant contribution of this work is the unified framework for a fully 

automated diagnostic system for CIN (chapter III), and it is the first such attempt 

addressing the need for such a system. In the past, research has been devoted to the 

detection of one or more specific abnormalities like AW, mosaicism or punctations, 

but not of all of them. The model presented in this research provides a sequential 

framework for translating digital images of the cervix into a complete diagnosis, with 

minimal human intervention.  
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• The inter-grader variability between experts in resolving the AW region and grading 

images containing vascular abnormalities were quantitatively evaluated (chapters IV 

and V). The high variability between experts demands immediate standards in 

evaluating the abnormal lesions and establishing a unique ground truth. The large 

inter-grader variability also explains the need for accurate automated methods to 

diagnose CIN. 

• The affine transformation procedure, presented in chapter IV, is a simple and 

effective procedure to transform the ground truth cervix ROI and AW segmentation 

marked on the JPEG compressed images to the geometrically larger uncompressed 

images.  

• Chapters IV and V present methods to model and label different types of normal and 

abnormal lesions in the cervix. In its current form, the algorithms may be used to aid 

physicians in locating abnormal lesions but require some minimal supervision. 

However, the algorithms presented cover the entire gamut of functionality required 

for a fully automated diagnostic system for CIN, and they may be combined to form 

such a system, albeit with some improvements. 

• The features used in the GMM to characterize the CE, SE and AW regions (chapter 

IV) are optimal in terms of the segmentation sensitivity. This feature selection 

process formalizes a previously ambiguous feature set to model the three major 

regions of the cervix. 

• The adaptive SR removal procedure presented in chapter IV makes the SR removal 

procedure fully automatic and adaptable to varying SR sizes.  

• The mosaicism and vasculature segmentation algorithm presented in chapter V are 

improvements over existing algorithms. A novel procedure for segmentation of 

punctations, based on matched filtering and GMM, has also been contributed. 

• The discrimination of the AW only and mosaicism regions based on the difference in 

their textural content (chapter V) is a novel method, and with sufficient training 

samples it can be used to accurately delineate vascular abnormalities. The retrieval of 

image sections containing similar textural content to a query tile finds applications in 
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content-based retrieval of cervix images from large databases, especially like the 

large database of 100,000 cervix images at NLM. 

• The step-up regression procedure presented in chapter VI provides a unique method 

for selecting the best texture features for discrimination. For large databases, which 

require a wide variety of texture features to adequately represent the intra- and inter-

class variations, a wide variety of texture features may be extracted and the best 

features for discrimination selected, thus providing the best trade off between feature 

dimensionality and discrimination accuracy.  

 

6.2 Conclusions and Recommendations 

The following are some of the conclusions that may be drawn from this research, 

and some recommendations based on those conclusions to improve the accuracy of 

automated diagnosis. 

• It is definitely possible to design, implement and test an automated system, that 

requires minimal or no expert supervision, to detect CIN. The techniques presented in 

this work provide evidence for the claim, and provides hope that such a system may 

be implemented and put to use in resource poor regions, where expert personnel are 

scant and casualties maximum. 

• Automated diagnosis provides objective and repeatable diagnosis, unlike current 

screening and diagnostic methods, which are prone to poor sensitivity and high inter-

grader variability. 

• Both cervicography and colposcopy help in creating a permanent record of 

colposcopic observations for posterity. A permanent record is very important for 

longitudinal analysis of subjects and for archival of patient records. Automated 

diagnosis adds the possibility of also archiving patient diagnosis. 

• The high inter-grader variability in determining ground truth AW segmentation and 

assessing mosaicism and punctation abnormalities lead to the conclusion that there is 

an immediate need to reevaluate the current expert grading procedure. Although a 

scanning resolution of 2000 dpi has been found to be sufficient for expert evaluation, 
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the poor inter-grader reliability indicates otherwise, and it may be worthwhile to 

evaluate the inter-grader variability for higher scanning resolutions. 

• The cervicographic images appear to provide sufficient contrast to automatically 

locate the AW region with reasonable accuracy. However, the contrast sensitivity 

obtained by scanning microfilms may not be sufficient to accurately locate micro 

textures, like mosaicism and punctations, when only limited training and testing 

samples are available. For the specific case of NLM’s 100,000 image database, it may 

be possible to accurately discriminate micro textures by designing more complex 

classifiers, contingent upon the availability of accurate ground truth information on a 

large number of images in the database. Again, it will be useful to see if the higher 

scanning resolutions provide better discrimination of textural regions. 

• Although the number of colposcopic images used was limited, the colposcopic 

images appeared to be sharper and to provide better contrast and a more vivid 

description of color than cervicographic images. The better contrast of colposcopic 

images is primarily because the digital data was obtained directly from the camera, 

bypassing the recording on film before rescanning. However, owing to the manual 

optics and adjustable camera mount, the colposcopic images were less standardized 

and showed greater variations in scale than the cervicographic images. 

• The conclusions for specific algorithms may be summarized as follows. 

o The cervix ROI segmentation algorithm presented provides a good estimate of the 

cervix ROI region with almost 100% sensitivity but must be improved for higher 

specificity. 

o The adaptive SR removal procedure removes hard thresholds on the size of the 

SR regions and makes the existing SR removal algorithm independent of the 

maximum SR sizes. 

o The GMM-based AW segmentation method provides excellent estimates of the 

CE, SE and AW regions and betters the results of the morphological edge-based 

segmentation method. 
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o The mosaicism segmentation algorithm presented in this work improves on the 

existing linear ROSE-based scheme. For the first time, the mosaicism 

segmentation algorithm has also been used to segment vasculature with good 

results. The new punctation detection algorithms presented in this work accurately 

detect and segment punctations. 

o The combination of textural features presented in this work adequately 

characterizes local textural content, and with sufficient samples for training and 

testing, they may be used to accurately extract regions containing mosaicism. The 

step-up regression procedure provides a means to add a variety of texture features 

to the system and to select the features that provide the best discrimination 

between textured and non-textured regions. 

• The texture-based querying may be used in modern colposcopic systems, where the 

resolution of the camera far exceeds the resolution of the display devices. In such 

systems, the physicians look at only a sub-section of the image at a time, and the 

texture-based querying may be used to retrieve abnormal regions from all parts of the 

image based on one selected region. 

• The algorithms presented in this work represent a significant step forward in the 

ultimate goal of building a fully automated system for the detection and 

characterization of CIN. 

 

6.3 Future Work 

In this work, the feasibility of an automated diagnostic system for CIN has been 

demonstrated, and the ground work for such a system has been laid. However, there are 

several radical and incremental improvements that may be implemented to increase the 

accuracy of the presented algorithms and to achieve the ultimate purpose of building an 

accurate cost effective diagnostic system for CIN. This section provides some pointers 

for future research. Some of these pointers follow from the recommendations made in the 

previous section. 
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• Standardization of imaging and grading procedures – Apart from the difference in 

physical attributes, imaging subjects in vivo is always prone to variations due to 

physical movement of the anatomical regions being imaged. While these variations 

are hard to control, other variations in the imaging process may be minimized by 

applying stringent controls on the image acquisition process. Some of the 

standardization procedures that may be applied include fixing the distance of the 

cervix from the camera, the magnification of the camera lenses and the camera color 

settings, applying color normalization for uniformity of color between images, using 

automated illumination controls, and using cross-polarized illumination to reduce SR. 

Another critical step in the future is to standardize the expert grading process by 

forming a thorough protocol to grade abnormal lesions in the cervix. Standardization 

would greatly reduce inter-grader variability and establish a true gold-standard 

against which the automated diagnosis may be compared. 

• STAPLE algorithm for estimating ground truth segmentation – The high inter-grader 

variability in marking the cervix ROI and AW regions was demonstrated in chapter 

IV. Even with strict guidelines and standardized grading procedures, it is nearly 

impossible to get perfect agreement between graders, which makes the ground truth 

segmentation ambiguous. If ground truth segmentation marked by more than two 

graders were available, then the STAPLE algorithm [77, 78] may be used to estimate 

the true ground truth segmentation. STAPLE is an acronym for Simultaneous Truth 

and Performance Level Estimation, and it uses the ground truth segmentation from 

multiple graders to compute a probabilistic estimate of the true ground truth 

segmentation. The accuracy of an automated segmentation algorithm may then be 

evaluated against the estimated true ground truth rather than comparing it with one 

grader or the other. It is expected that a combination of standardized expert grading 

procedures with the STAPLE algorithm to estimate the true ground truth will provide 

a good training and testing platform to evaluate the automated segmentation 

algorithms. 
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• Automatic registration of ground truth – The ground truth AW and cervix ROI 

segmentations for the cervicographic images are marked on JPEG compressed 

images, which are also of different geometrical dimensions than the uncompressed 

images. The affine registration process requires the user to select at least three 

corresponding points between the compressed and uncompressed images to compute 

the transformation of the ground truth segmentation. The point selection process may 

be automated by extracting control points on both compressed and uncompressed 

images, using something like a Harris corner detector, and finding the best matching 

corresponding points by matching neighborhoods around points using something like 

normalized cross correlation or mutual information. The geometrically larger 

uncompressed image may have to be sub-sampled to match the size of the JPEG 

compressed image. The affine transformation may also be replaced by a higher order 

polynomial fit to better represent the transformation between the two images. 

• Neural networks for textural classification – Two important, yet competing, factors 

for any classifier are classification accuracy and generalization ability. The classifier 

used in this work is a linear MVD classifier. The linear MVD classifier is easy to 

design and implement, and it has excellent generalization ability owing to the fact that 

the decision surfaces are hyperplanes. It may be possible to more accurately 

discriminate the test data by designing classifiers with more complicated decision 

surfaces, like quadratic MVD classifiers (hyperquadric decision surface), but these 

have been shown to have poor generalization ability and fail in cases where the novel 

samples are not very similar to the samples used in training the classifier. Multi-layer 

neural networks have been shown to extract complex decision surfaces to 

discriminate patterns in data without compromising significantly on the 

generalization ability. Instead of classifying regions into only textured and non-

textured regions, the neural network may also be trained to classify data into multiple 

categories, like blood spots, fine mosaicism, coarse mosaicism, AW only, etc. Such 

an elaborate classification will be very useful for automated disease assessment. 

Networks like the Kohonen Self-organizing Map (KSOM) additionally ensure that 
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similar samples are clustered into neighboring classes, which could also be 

tremendously useful in automated diagnosis. 

• User interface and integration with colposcope – The three external blocks in the 

system framework shown in figure 3.1 have not been discussed in this research. The 

user input and user interface blocks let the user control the operations of the 

remaining blocks and allow an expert user to provide useful information that may be 

used to guide the diagnosis. For example, an expert user may locate the os which may 

be used to center the distance function. The archives and knowledge base block 

allows past diagnostic and expert information to be used to guide the diagnosis of the 

current image. For example, the range of past color values observed for AW, CE and 

SE regions may be used to guide and validate the current segmentation of the 

respective regions. Images may also be clustered into more than three regions and 

only regions that follow certain color and texture characteristics may be combined to 

form one a particular region. This feature would be tremendously useful in 

discriminating “opalescent” regions from strong AW regions. Thus, these blocks 

bring a level of expert supervision that will benefit both semi-automated and fully 

automated diagnosis. Also, to achieve near real-time diagnosis, the colposcopic image 

acquisition process has to be fully integrated to the post-processing and diagnosis 

modules.  

• More data – While this may sound like a morbid cliché, for any automated system to 

gain acceptance, it has to be extensively tested on a range of datasets. A large dataset 

covers a greater range of possible variations, and hence a more comprehensive 

diagnostic system may be designed. Also, neural networks and other complex 

discrimination models require a large training set to adequately learn the association 

between input features and output classes. While NLM’s database of 100,000 

cervicographic images is sufficiently large to build and test such models, the progress 

in research will greatly depend on the ability to obtain good expert evaluation on a 

substantial subset of these images. The same argument also applies to colposcopic 

images. Currently, images are obtained only after the application of acetic acid. It 



Texas Tech University, Yeshwanth Srinivasan, May 2007 

 117 

may also be tremendously useful to obtain an image of the cervix before the 

application of acetic acid, or a video sequence recording the effect of acetic acid on 

the cervix from the instant before it is applied until after the acetowhiteness recedes. 

While it adds an additional issue of registering the images, or successive frames in the 

case of video, once registered, the color variations may be immediately extracted to 

reflect the change due to AW.  

In this conclusive chapter, the significant contributions and research 

accomplishments have been summarized. Based on the findings in this research work, 

conclusions were drawn and some recommendations to improve the accuracy of 

automated diagnosis of CIN were suggested. Several pointers for future research were 

also presented. These pointers provide some direction in implementing an automated 

system for the diagnosis of CIN and in achieving the ultimate goal of early non-invasive 

automated diagnosis of CIN. 
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APPENDIX A 

 

 Table A.1 shows the affine registration error for each image. Here, (X,Y) 

represents the coordinates of the manually selected ground truth points on the PNG 

image, and (X’,Y’) represents the coordinates obtained after the affine transformation of 

the corresponding points on the JPG image. Columns “Err 1” and “Err 2” represent the 

error between the (X,Y) and (X’,Y’) for two points, and “Avg. Err” is the average of “Err 

1” and Err 2”. Refer to section 4.1.5.2 for more details. 

 

Table A.1 Affine registration error 

Point 1 Point 2  Image 

Name X Y X’ Y’ Err 1 X Y X’ Y’ Err 2 Avg. Err 

'39804-119' 1650 1043 1638.2 1042.4 11.861 2786 217 2812.1 216.87 26.061 18.961 

'39857-347' 2780 141 2776.4 143.72 4.5056 1644 915 1646.5 913.99 2.6974 3.6015 

'39857-348' 2761 179 2761.3 181.38 2.3992 1548 1155 1549.1 1155.7 1.2636 1.8314 

'39861-292' 2770 119 2771.3 121.8 3.0831 1307 865 1306.4 865.18 0.60256 1.8429 

'39866-114' 2279 89 2277.5 91.285 2.7554 1640 954 1633.9 954.3 6.1243 4.4399 

'39876-25' 2815 208 2816.3 203.84 4.3582 1657 1578 1667.1 1560.3 20.345 12.352 

'39882-122' 2748 136 2751.7 141.97 7.0015 1061 1125 1063.9 1125.5 2.9836 4.9925 

'39962-81' 2777 141 2776.3 138.82 2.2877 1122 1372 1120 1369.6 3.1875 2.7376 

'40510-362' 2784 182 2781.2 179.2 3.943 1454 954 1451.5 953.35 2.5912 3.2671 

'40512-255' 2782 478 2785.7 478.56 3.7905 1430 800 1428.4 797.37 3.0763 3.4334 

'40739-158' 2782 148 2779 148.04 2.9732 1550 1045 1549.3 1044.9 0.67702 1.8251 

'40873-238' 2786 236 2782.9 239.29 4.5329 1289 1087 1284.6 1086.3 4.4491 4.491 

'40981-343' 2791 236 2788.7 237.51 2.7262 1653 825 1643.1 854.54 31.143 16.935 

'40982-376' 2779 246 2780.8 247.97 2.6361 1866 970 1862 976.85 7.9304 5.2832 

'41001-101' 2791 175 2791.9 178.97 4.0757 1697 909 1697.7 909.07 0.66932 2.3725 

'41119-451' 2730 124 2728.7 128.53 4.7201 1156 939 1155.6 940.19 1.2456 2.9828 

'41215-445' 2780 168 2780.1 168.89 0.88965 1201 1099 1200.4 1098.9 0.60421 0.74693 

'41248-517' 2786 148 2787.5 148.18 1.5499 1251 911 1251.2 912.57 1.5807 1.5653 

'41248-523' 2785 166 2782.7 167.5 2.7155 1746 991 1746.7 993.33 2.4246 2.57 

'41377-472' 2775 120 2771.5 123.38 4.8728 1361 794 1358.9 795.61 2.6575 3.7651 

'41432-459' 2792 171 2788.2 170.28 3.8492 1592 778 1588.1 775.96 4.4075 4.1283 

'41434-612' 2796 213 2794.9 214.05 1.5426 887 843 889.16 845.77 3.5172 2.5299 

'41436-479' 2397 97 2396.3 99.148 2.249 1518 766 1515.9 765.85 2.1006 2.1748 

'41484-518' 2681 81 2681.9 82.321 1.5908 1320 1332 1318.8 1333.9 2.2581 1.9245 

'41484-528' 2794 303 2797.2 303.54 3.2177 1339 930 1340.6 930.15 1.6269 2.4223 

'41493-643' 2735 441 2733.6 443.41 2.7927 1405 1136 1405.2 1136.9 0.88256 1.8376 

'41905-723' 2793 360 2794.1 361.58 1.9185 1098 777 1096.8 777.16 1.2296 1.574 

'41977-447' 2787 219 2782.7 216.96 4.7964 1531 1035 1528.3 1032.4 3.7492 4.2728 

'42030-418' 2790 308 2788.3 311.13 3.5819 1122 1289 1119.2 1286.8 3.589 3.5854 
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'42221-131' 2787 340 2787 341.1 1.0961 1346 1166 1346.3 1167 1.0749 1.0855 

'42308-34' 2790 250 2790.9 251.79 2.0086 1648 1138 1647.7 1137.1 0.93328 1.4709 

'42311-605' 2796 232 2795.6 234.15 2.1865 1646 944 1646.4 945.19 1.2647 1.7256 

'42376-141' 2782 127 2780 127.37 2.0082 1576 1048 1575.5 1047.1 1.0809 1.5446 

'42468-404' 2775 94 2776.2 94.984 1.5892 1577 778 1578.8 779.45 2.34 1.9646 

'42504-1352' 2800 191 2802.4 192.49 2.7843 1198 895 1200 894.99 2.0368 2.4105 

'42644-317' 2398 281 2395 282.94 3.5412 1507 1358 1505.9 1356.8 1.6029 2.572 

'42645-275' 2422 260 2422.2 260.5 0.52137 1460 1124 1458.9 1124.1 1.1268 0.82407 

'42682-676' 2795 162 2792.5 163.39 2.8646 1342 529 1343.6 530.26 2.0352 2.4499 

'42683-711' 2572 248 2573.2 248.26 1.1981 1338 1054 1335.5 1055.1 2.7598 1.979 

'42789-1277' 2578 91 2574.1 91.679 3.9754 1751 973 1752 973.37 1.0723 2.5239 

'42943-832' 2790 138 2791 137.32 1.2076 1438 861 1436.5 861.84 1.7631 1.4854 

'42943-834' 2299 72 2295.8 71.351 3.2185 1662 1149 1659.3 1148.9 2.7229 2.9707 

'43014-388' 2787 127 2786.5 129.6 2.6476 1526 922 1527.1 923.8 2.0955 2.3715 

'43660-849' 2782 286 2781.4 288.51 2.5904 1230 1037 1230.8 1038.5 1.6832 2.1368 

'43982-2228' 2782 217 2782.8 220.31 3.4133 1673 949 1672.2 950.08 1.3409 2.3771 

'44138-576' 2598 144 2596.5 143.77 1.5007 1156 536 1152.8 536.84 3.3423 2.4215 

'44421-2393' 2776 161 2776 159.07 1.9344 1381 1105 1380 1104.8 1.0514 1.4929 

'44471-2118' 2514 64 2515.4 68.09 4.3154 1085 935 1085.5 935.33 0.62795 2.4717 

'44471-2127' 2783 82 2782.1 84.505 2.6494 1672 897 1672.2 897.56 0.59506 1.6223 

'44522-2166' 2727 61 2724.1 63.57 3.9119 895 774 895.18 774.83 0.85315 2.3825 

'44580-835' 2771 118 2772.4 119.57 2.1136 1615 1338 1614.7 1337.4 0.63974 1.3767 

'44821-2363' 2783 128 2784 127.01 1.4168 1652 1173 1652.3 1171.8 1.1945 1.3057 

'44913-1881' 2736 73 2736.3 72.718 0.43298 1087 1057 1084.7 1055.2 2.957 1.695 

'44914-1905' 2787 166 2788.4 169.68 3.9357 1531 1173 1528.5 1174.2 2.791 3.3634 

          mean 3.230919 

          std. dev. 3.373223 

 

Table A.2 shows Dice and sensitivity for automatic cervix ROI segmentation with 

respect to ground truth ROI segmentation, marked by two expert graders, for 50 

cervicographic images. Details are provided in section 4.1.7. Table A.3 shows the inter-

grader Dice and sensitivity for the same dataset of 50 cervicographic images, the 

difference between that the comparison is between the segmentations due to two different 

expert graders as opposed to comparisons between automatic segmentation and the 

ground truth due to expert graders. Refer to section 4.1.7 for more details.  
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Table A.2 Dice and sensitivity for automatic ROI segmentation 

 Grader 1 Grader 2   

Image 
Name Dice Sens Dice Sens 

Best 
Dice 

Best 
Sens 

'39804.119' 0.64677 0.97179 0.61165 0.8977 0.64677 0.97179 

'39857.347' 0.49267 0.96161 0.43566 0.97721 0.49267 0.97721 

'39857.348' 0.42886 1 0.43776 1 0.43776 1 

'39861.292' 0.39292 1 0.42369 1 0.42369 1 

'39866.114' 0.4808 0.9998 0.54198 1 0.54198 1 

'39876.25' 0.39278 1 0.26838 0.99999 0.39278 1 

'39882.122' 0.47219 0.92927 0.45189 0.9999 0.47219 0.9999 

'39962.81' 0.74964 0.95616 0.43215 1 0.74964 1 

'40510.362' 0.51095 0.99775 0 0 0.51095 0.99775 

'40512.255' 0.72207 0.96821 0.74089 0.9796 0.74089 0.9796 

'40981.343' 0.24055 0.99999 0.61555 0.97776 0.61555 0.99999 

'40982.376' 0.66885 0.9273 0.67405 0.93281 0.67405 0.93281 

'41001.101' 0.4203 1 0.18524 0.99999 0.4203 1 

'41119.451' 0.57261 0.98534 0 0 0.57261 0.98534 

'41215.445' 0.62509 0.99836 0 0 0.62509 0.99836 

'41248.517' 0.40896 0.99405 0.71373 0.94546 0.71373 0.99405 

'41248.523' 0.55859 0.99641 0.50781 0.99949 0.55859 0.99949 

'41377.472' 0.63201 0.98535 0.57664 0.97103 0.63201 0.98535 

'41432.459' 0.34105 0.99999 0.43604 1 0.43604 1 

'41434.612' 0.39651 1 0 0 0.39651 1 

'41436.479' 0.63602 0.99798 0 0 0.63602 0.99798 

'41493.643' 0.40568 1 0.28048 0.99999 0.40568 1 

'41905.723' 0.52486 0.99972 0.42735 1 0.52486 1 

'41977.447' 0.55382 1 0 0 0.55382 1 

'42030.418' 0.48652 1 0.34892 1 0.48652 1 

'42221.131' 0.48709 0.98838 0.4651 1 0.48709 1 

'42308.34' 0.51345 0.9998 0 0 0.51345 0.9998 

'42311.605' 0.41028 0.99999 0 0 0.41028 0.99999 

'42376.141' 0.46776 0.94684 0.43434 0.91517 0.46776 0.94684 

'42468.404' 0.33997 1 0.22078 0.99999 0.33997 1 

'42504.1352' 0.35755 1 0.37462 1 0.37462 1 

'42644.317' 0.38202 1 0.36245 1 0.38202 1 

'42645.275' 0.58719 0.99992 0.59677 0.99183 0.59677 0.99992 

'42682.676' 0.37626 1 0.41415 1 0.41415 1 

'42683.711' 0.36937 1 0.34933 1 0.36937 1 

'42789.1277' 0.49471 0.99947 0.43942 0.99999 0.49471 0.99999 

'42943.832' 0.31644 0.9969 0.34923 0.99935 0.34923 0.99935 

'42943.834' 0.48894 0.99026 0.27153 0.99999 0.48894 0.99999 

'43014.388' 0.85023 0.91101 0.76142 0.98746 0.85023 0.98746 

'43660.849' 0.084563 0.99998 0.32697 1 0.32697 1 

'43982.2228' 0.41886 0.88979 0.42621 0.97012 0.42621 0.97012 
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'44138.576' 0.72815 0.96353 0.61117 1 0.72815 1 

'44421.2393' 0.43246 0.99942 0.44223 0.99277 0.44223 0.99942 

'44471.2118' 0.52977 1 0.30259 0.99999 0.52977 1 

'44471.2127' 0.53265 0.99881 0.48871 1 0.53265 1 

'44522.2166' 0.4466 0.99999 0.42224 1 0.4466 1 

'44580.835' 0.23682 0.99999 0.46155 0.98675 0.46155 0.99999 

'44821.2363' 0.39384 0.97575 0.34887 0.99749 0.39384 0.99749 

'44913.1881' 0.53046 1 0.35924 0.99999 0.53046 1 

'44914.1905' 0.57436 0.97088 0.40951 0.99999 0.57436 0.99999 

    Average 0.511842 0.994399 

    Std.Dev. 0.12356 0.01332 

 

Table A.3 Inter-grader Dice and sensitivity for cervix ROI segmentation 

Image Name ROI Dice 
ROI 
Sens 

''39804-119'' 0.82988 0.8736 

''39857-347'' 0.83926 0.98579 

''39857-348'' 0.92499 0.97111 

''39861-292'' 0.89105 0.97926 

''39866-114'' 0.87631 0.8814 

''39876-25'' 0.66736 0.9859 

''39882-122'' 0.84187 0.99004 

''39962-81'' 0.53234 0.53234 

''40510-362'' 0 0 

''40512-255'' 0.91104 0.95611 

''40981-343'' 0.37674 0.37674 

''40982-376'' 0.92963 0.96462 

''41001-101'' 0.44058 0.44058 

''41119-451'' 0 0 

''41215-445'' 0 0 

''41248-517'' 0.52374 1 

''41248-523'' 0.88649 0.89507 

''41377-472'' 0.87419 0.96628 

''41432-459'' 0.78225 1 

''41434-612'' 0 0 

''41436-479'' 0 0 

''41493-643'' 0.6772 0.68295 

''41905-723'' 0.7281 0.76425 

''41977-447'' 0 0 

''42030-418'' 0.70777 0.99234 

''42221-131'' 0.70288 0.85265 

''42308-34'' 0 0 

''42311-605'' 0 0 

''42376-141'' 0.87243 0.92005 

''42468-404'' 0.62597 0.63498 
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''42504-1352'' 0.89832 0.92496 

''42644-317'' 0.92714 0.98824 

''42645-275'' 0.92348 0.97444 

''42682-676'' 0.84954 0.87668 

''42683-711'' 0.86696 0.9554 

''42789-1277'' 0.86953 0.87783 

''42943-832'' 0.84713 0.96314 

''42943-834'' 0.54755 0.54755 

''43014-388'' 0.76514 0.76514 

''43660-849'' 0.25856 0.99996 

''43982-2228'' 0.80398 0.84528 

''44138-576'' 0.71381 0.74405 

''44421-2393'' 0.8688 0.91499 

''44471-2118'' 0.57106 1 

''44471-2127'' 0.88532 0.89962 

''44522-2166'' 0.84866 0.89307 

''44580-835'' 0.50318 0.50318 

''44821-2363'' 0.84692 0.99249 

''44913-1881'' 0.65777 0.98262 

''44914-1905'' 0.67918 0.99843 

Average 0.631482 0.725863 

Std. Dev. 0.317406 0.355491 

 

 Table A.4 shows Dice and sensitivity metrics for the automatic AW segmentation 

for 16 cervicographic images for which the AW epithelium is clearly visible. These 

images contain no vascular abnormalities in the AW region. Table A.5 shows the inter-

grader Dice and sensitivity metrics for the same set of images. Refer to section 4.3.4 for 

details. 
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Table A.4 Dice and sensitivity for automatic AW segmentation - 16 AW only images 

Image Name Grader 1 Grader 2   

 AW only AW + CE AW Only AW + CE   

 Dice Sens Dice Sens Dice Sens Dice Sens Best Dice Best Sens 

41432.459 0.70336 0.81444 0.80663 0.82603 0.69858 0.72893 0.63295 0.64935 0.80663 0.82603 

41484.518 0.70971 0.84585 0.56507 0.59163 0.75178 0.85874 0.53716 0.56474 0.75178 0.85874 

41484.528 0.42798 0.61662 0.42843 0.61599 0.46127 0.64521 0.4615 0.6443 0.4615 0.64521 

42308.34 0.59161 0.93501 0.82487 0.9494 0.59301 0.8877 0.73123 0.84702 0.82487 0.9494 

42468.404 0.50381 0.97262 0.55181 0.97293 0.53549 0.96255 0.58118 0.9577 0.58118 0.97293 

42504.1352 0.55969 0.63371 0.50131 0.54828 0 0 0 0 0.55969 0.63371 

42682.676 0.36509 0.39038 0.36538 0.39047 0.35931 0.38835 0.35892 0.3879 0.36538 0.39047 

42789.1277 0.47776 0.80137 0.43111 0.64178 0 0 0 0 0.47776 0.80137 

42943.832 0.56928 0.90873 0.68704 0.85237 0.52221 0.79547 0.5282 0.67666 0.68704 0.90873 

42943.834 0.63958 0.76083 0.73962 0.78563 0.64097 0.74555 0.7431 0.77189 0.7431 0.78563 

43660.849 0.6273 0.8378 0.5685 0.70021 0.20785 0.21135 0.16596 0.16813 0.6273 0.8378 

44471.2118 0.049163 0.049204 0.047336 0.047374 0.4428 0.4524 0.43178 0.43922 0.4428 0.4524 

44471.2127 0.71101 0.78659 0.71214 0.77232 0.66917 0.67548 0.64912 0.65232 0.71214 0.78659 

44522.2166 0.46833 0.84148 0.62003 0.86239 0.23006 0.33557 0.2227 0.29279 0.62003 0.86239 

44821.2363 0.70194 0.80418 0.68384 0.6844 0 0 0 0 0.70194 0.80418 

44914.1905 0.82174 0.86608 0.82176 0.86608 0.87321 0.94817 0.87322 0.94817 0.87322 0.94817 

        Average 0.639773 0.778984 

 

Table A.5 Inter-grader Dice and sensitivity for AW segmentation, 16 AW only images 

Image Name AW Dice AW Sens 

''41432-459'' 0.74029 0.76613 

''41484-518'' 0.83027 0.89362 

''41484-528'' 0.75008 0.85158 

''42308-34'' 0.84446 0.87593 

''42468-404'' 0.88146 0.90228 

''42504-1352'' 0 0 

''42682-676'' 0.41879 0.58624 

''42789-1277'' 0 0 

''42943-832'' 0.70041 0.77173 

''42943-834'' 0.93299 0.94495 

''43660-849'' 0.18803 0.18922 

''44471-2118'' 0.08819 0.089884 

''44471-2127'' 0.74915 0.75788 

''44522-2166'' 0.42848 0.44381 

''44821-2363'' 0 0 

''44914-1905'' 0.84987 0.86904 

Average 0.525154 0.558893 
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 Table A.6 in appendix A shows the Dice and sensitivity metrics for the automatic 

AW segmentation for 10 cervicographic images containing mosaicism. The inter-grader 

Dice and sensitivity for the same set of 10 images are shown in table A.7. The tables are 

described in section 4.3.4. 

 

Table A.6 Dice and sensitivity for automatic AW segmentation, 10 images containing 

mosaicism 
Image Name Grader 1 Grader 2   

 AW only AW + CE AW Only AW + CE   

 Dice Sens Dice Sens Dice Sens Dice Sens Best Dice Best Sens 

39857.347 0.50693 0.61121 0.40435 0.43564 0.52131 0.96124 0.84163 0.97509 0.84163 0.97509 

39866.114 0.4163 0.47868 0.32124 0.3532 0 0 0 0 0.4163 0.47868 

40512.255 0.38476 0.69177 0.33958 0.51848 0.11356 0.1191 0.083735 0.086368 0.38476 0.69177 

40739.158 0.43166 0.99057 0.43181 0.99055 0 0 0 0 0.43181 0.99057 

40981.343 0.42281 0.44455 0.44005 0.45438 0.45914 0.48475 0.47631 0.49386 0.47631 0.49386 

41248.517 0.48006 0.80422 0.47821 0.79815 0.34666 0.59248 0.34586 0.5887 0.48006 0.80422 

41434.612 0.43691 0.82335 0.43733 0.80718 0.47796 0.94315 0.49428 0.9443 0.49428 0.9443 

42221.131 0.41701 0.54579 0.22944 0.24644 0.50427 0.63867 0.25782 0.27456 0.50427 0.63867 

42376.141 0.28377 0.54146 0.62097 0.6837 0.092926 0.09394 0.050557 0.050856 0.62097 0.6837 

43014.388 0.25778 0.40898 0.24764 0.30877 0.29926 0.4308 0.24489 0.29227 0.29926 0.4308 

        
Average 0.49496 0.71316 

 

Table A.7 Inter-grader Dice and sensitivity for AW segmentation, 10 images containing 

mosaicism 

Image Name AW Dice 
AW 
Sens 

''39857-347'' 0.43901 0.44545 

''39866-114'' 0 0 

“40512-255'' 0.10029 0.10122 

''40739-158'' 0 0 

''40981-343'' 0.86513 0.88505 

''41248-517'' 0.77606 0.82204 

''41434-612'' 0.81081 0.84676 

''42221-131'' 0.69107 0.78428 

''42376-141'' 0.06522 0.065556 

''43014-388'' 0.71573 0.78269 

Average 0.457012 0.486301 

 

 


