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ABSTRACT

Ensemble Sensitivity Analysis (ESA) provides a framework for estimating the

impact of assimilating observations in a numerical weather prediction (NWP)

model. This, theoretically, allows for observation targeting, the gathering of

atmospheric observations at a specific place and time in order to improve the

forecast more than a static observational network would be able to. While ESA has

been shown to be useful for identifying atmospheric features to which a forecast is

sensitive, its utility as a targeting tool is still unknown. Part of the reason for this is

the mixed results field campaigns using it have found. The results of targeting

experiments using ESA may be improved by increasing the precision of the targeting

technique, as to this point dropsondes and radiosondes used are generally assumed

to take a vertical path through the atmosphere. To this end, a system for predicting

the path a weather balloon launched from any point on the surface using varying

winds from the TTU WRF ensemble (a convection-allowing NWP ensemble) and

varying rates of ascent (ROAs) is developed and tested. The paths the balloons take

through the atmosphere give a range of predicted ESA target values, which can be

used to gauge the probability a balloon launched from any point will observe a

target above any desired threshold. These hypothetical balloon trajectories are

shown to be more accurate than vertical paths and provide reasonable targeting

probabilities when verified against real balloons launched from the Amarillo

National Weather Service forecast office, AMA. Winds and targeting cases are taken

from an archive of TTU WRF ensemble runs from the Spring of 2016. In addition, a

climatology of these targeting cases is developed to investigate the behavior of

target values generally and how this may impact future targeting experiments.
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CHAPTER 1

INTRODUCTION

In the field of numerical weather prediction (NWP), it is well known that initial

condition errors can and do grow over time due to chaos (Majumdar 2016). Such

error growth is often large and very detrimental to forecasts, including predictions

of high-impact events such as severe convection. In order to mitigate this issue,

observations of the atmosphere are taken both at regular and irregular intervals and

assimilated into numerical models, improving initial conditions and reducing

forecast errors.

An observation is “targeted” when it is taken outside the normal regime of

observations in order to improve a forecast. Targeted observations are also called

“adaptive” observations because the timing and location of the sample can be

changed according to the situational needs. This process can be as simple as a

National Weather Service (NWS) forecast office launching an extra weather balloon

ahead of a severe weather event or as complex as using numerical methods to

predict where additional data would be most useful for various important forecast

aspects (Berliner 1999, Majumdar 2016, Hill et al. 2020). Such targeted

observations have been taken for many years, going all the way back to the 1940’s

with the U.S. NWS who deployed balloons from offices ahead of landfalling

hurricanes (Majumdar 2016).

More recently, the advent of NWP has allowed for targeted observations to

become more precise and perhaps more useful (Berliner 1999, Majumdar 2016).

Several methods of observation targeting use different approaches and principles to

predict where observations could most effectively be used to limit error growth. One

common method of targeting is through the use of adjoint model-based forecast
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sensitivity. If perturbation growth within a system is assumed to be linear and the

governing equations differentiable, the adjoint model can be used to estimate the

error growth from a base forecast state caused by any perturbation to the initial

conditions (LeDimet and Talagrand 1986, Errico 1997, Ancell and Hakim 2007).

Using this information, one could potentially design an observing strategy that

would sample the regions of fastest-growing error, thereby improving the forecast

once the targeted observations are assimilated. One disadvantage of this approach is

the lack of knowledge regarding the likelihood of error in the first place since it is

inefficient to target observations in areas where they are already correct even if error

growth would be large.

Other approaches use an ensemble framework to estimate the value of targeted

observations. Related to the adjoint sensitivity approach is ensemble sensitivity

analysis, or ESA. ESA can be used to predict the reduction in the ensemble variance

of a chosen forecast parameter caused by the assimilation of hypothetical targeted

observations (Ancell and Hakim 2007). ESA-based observation targeting has been

studied within both synoptic and mesoscale settings in recent years, and the results

have been mixed. The Mesoscale Prediction Experiment (MPEX), perhaps the

largest field campaign to utilize ESA targeting, found that ESA-targeted

observations improved forecasts in only some cases (Romine et al. 2016, Keclik et

al. 2017). Subjective targeting decisions and verification techniques which were not

directly related to the forecast aspects being targeted make interpreting these

results in the context of ESA effectiveness difficult. In an observing system

simulation experiment (OSSE) framework, Hill et al. (2020) found that the inherent

non-linearity of NWP (especially when moist processes are involved) and the impact

of individual assimilated observations being dampened by localization may limit the

usefulness of ESA-based targeting. However, Hill et al. (2020) did not attempt to
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study the impact those observations had on forecast error. Majumdar (2016)

suggests that continuing to refine targeting techniques and further examining

targeted observations for smaller atmospheric features, like those related to

convection, should provide more insight into how ESA and other targeting methods

may be used optimally.

In this study, the foundation for the design of an operational adaptive targeting

system is explored in light of past work regarding targeted observations using ESA.

In particular, this work aims to develop a targeting technique that considers targets

in a probabilistic way, incorporating uncertainty of the quantities that determine

the targets themselves. To aid in decision making in real time, the probability of

“hitting” a sufficiently sensitive portion of the atmosphere with a radiosonde from

any location on the surface is calculated by simulating balloon launches at a future

time in varying conditions. Additionally, ESA-based targeting values obtained from

WRF simulations of the Spring of 2016 are examined in order to define what makes

a target sufficient. This system uses daily ESA targeting from the TTU Real-Time

WRF Ensemble, a 4-km explicit-convection ensemble with 42 members, to generate

two-dimensional analyses of the probability that a single balloon launched from a

location on the surface will pass through a region of the atmosphere that is

sufficiently sensitive to observations. It is the intention of this study to examine

whether this unique probabilistic perspective will aid in future targeted observations

in the hopes that it will allow for a robust and precise investigation into the

relationship between ESA and forecast error reduction.

The outline of this thesis is as follows. Chapter 2 presents the history of

targeted observations (section 2.1), how these past results have been synthesized

into design choices regarding the targeting strategy explored in later sections (2.2),

and the mathematical derivation and explanation of adjoint and ensemble

3
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sensitivities (2.3). Chapter 3 details the methods used to gather data which helped

further inform decisions regarding the experimental design. Section 3.1 describes

the NWP system used, section 3.2 describes the ESA targeting strategy tested,

Section 3.3 outlines the calculation of the trajectory and target variances, 3.4 details

the targeting dataset used to generate a climatology of the Spring of 2016, 3.5

describes measures taken to reduce the computational workload of the system, and

finally section 3.6 outlines an example real-time system using the novel probabilistic

targeting strategy. Chapter 4 first examines the performance of the trajectory paths

(4.1) before moving onto the verification of the probabilistic targeting guidance

(4.2) and a summary of the target value distributions during the Spring of 2016

(4.3). Finally, chapter 5 summarizes the findings of this research and discusses how

the real-time targeting system will be used in the future.

4



Texas Tech University, Isaac C. Arseneau, August 2021

CHAPTER 2

BACKGROUND

2.1 Prior Research Using Targeted Observations

Targeting observations using some type of guidance to gather data beyond the

routine observational network to improve forecast initial conditions has been tested

in a variety of studies. One of the first large-scale experiments involving the

assimilation of additional observations into NWP forecasts was conducted

throughout the 1980’s in an attempt to improve forecast tracks of Atlantic

hurricanes. From 1982 to 1989, 14 cases involving targeted dropwindsondes released

into and around Atlantic tropical cyclones were examined (Franklin and DeMaria

1992). Data from these platforms, including measurements of pressure, wind,

temperature, and humidity, was assimilated into Vic Ooyama’s barotropic model

(VICBAR). In addition to the tracks obtained from VICBAR incorporating the

targeted dropwindsondes, control forecasts were generated without the integration

of that same data. Both the control and experimental runs assimilated routine

observations. The improvement to the forecast by including the dropwindsonde data

was calculated every 12 hours from initialization out to 60 hours. When the

post-processed dropwindsonde data were assimilated, the forecast tracks from

VICBAR were found to be significantly better than the control tracks. Through 36

hours, the mean improvement was over 10 percent. When the weighting of the

observations was manipulated to give the background less weight than the

dropwindsonde data, the forecasts were improved even more, yielding 14 to 15%

error reductions in the 24-36 hour forecast period. Subsequent analysis investigating

the value of the observations within different storm-track-relative quadrants showed

that sampling different portions of the storm could produce varying improvements.

5
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It should be noted that while the analysis was objective in these experiments, the

selection of observation locations was subjectively based on the tropical storm

location.

Encouraged by the results of Franklin and DeMaria (1992), similar experiments

were designed for other kinds of weather events that used more objective targeting

techniques. One such project was the North Pacific Experiment (NORPEX-98)

(Langland et al. 1999). NORPEX was a field campaign designed to test the

effectiveness of observation targeting over the Pacific for short-range winter weather

forecasting. Each day during the first two months of 1998, general targets for

dropwindsonde locations over the Pacific were chosen based on both the forecast

significance of the system being sampled and the sensitivity calculated for that

forecast. Two methods were used to calculate the sensitivity: a singular vector (SV)

and an ensemble transform (ET) method.

The primary model used in NORPEX to examine the impact of targeted

observations was the Naval Research Lab’s (NRL) Navy Operational Global

Atmospheric Prediction System (NOGAPS) model in four observational

configurations: a control analysis with neither dropwindsonde data (DROP) or

satellite-derived winds (SATWIND), an analysis using the DROP data, an analysis

using the SATWIND data, and an analysis using both DROP and SATWIND. In

this way, two very different observational platforms could be compared against one

another with regards to their value to winter weather forecasts. While the DROP

dataset involved fewer observations, those that were taken were more precise and

were available at all heights of the atmosphere. In contrast, the SATWIND dataset

contained many more, but geographically inconsistent, observations. The satellite

winds also had higher assumed error standard deviations at most levels of the

atmosphere (Langland et al. 1999).
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When each of the four configurations were assimilated and compared, the

results were mixed, a pattern seen in many subsequent studies of targeted

observations. 27 cases out of 45 possible operational days during NORPEX were

chosen to deploy the dropsonde observations based on the relatively high predicted

impact the additional data would have on the forecasts, leaving 18 days without

dropsonde observations. When verified the control forecasts for the 27 chosen days

had significantly higher error than the other 18 days, indicating that the objective

targeting techniques had skill in discriminating between more and less worthwhile

cases and targets. While the DROP dataset alone provided significant

improvements to the forecast on the order of a 10% reduction in error, similar

improvements were seen from the SATWIND dataset alone. Additionally, there was

essentially no difference in the forecasts generated with the SATWIND dataset and

the forecasts generated with both the SATWIND and DROP datasets. This

suggests that either the SATWIND dataset was already sufficiently sampling the

most sensitive regions of the atmosphere thereby rendering the DROP targeted

observations redundant or that the operational limits of the dropsonde deployment

strategy (dropped out of a plane) prevented the proper sampling of the key portions

of the atmosphere where the fastest growing errors were occurring (Langland et al.

1999). The authors further noted that better data assimilation techniques, such as

Kalman filters, may also improve the performance of targeted observations.

Importantly, it was also observed that the regions with the highest forecast impact

from the targeted observations was consistently the region that the targeting

guidance had been set up to verify for, further indicating that the objective

techniques could reliably predict relationships between the observation and forecast

parameters (Langland et al. 1999).

The findings of this research suggested that while objective targeting

7
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techniques have potential for improving forecasts, high-volume routine observational

platforms like satellites make further forecast improvements difficult. In order to

avoid being redundant, an effective targeting strategy may have to employ greater

precision and situational awareness. The results of NORPEX and other similar

studies such as the Fronts and Atlantic Storm Track Experiment (FASTEX) seemed

to suggest that targeting for synoptic features could be developed to be regularly

beneficial (Joly et al. 1997, 1999; Langland et al. 1999).

The NWS took interest in targeted observations via dropsonde data, and from

1998 through 2001 targeted observations generated from an ensemble transform

Kalman filter (ETKF) assimilation and forecasting system were tested through the

Winter Storm Reconnaissance (WSR) program (Majumdar et al. 2002). The ETKF

was used to predict where observations would show the largest variance reduction

for landfalling winter storms over the U.S. several days in advance. The resulting

targets were fed into several potential flight paths from multiple launch possibilities

to determine the most optimal flight strategies. Dropsondes were then deployed over

potentially sensitive regions along the chosen flight paths. The data were

subsequently assimilated into the NCEP ensemble forecast system to assess its

impact on the forecast error variance.

It was found by both Majumdar et al. (2001) and Majumdar et al. (2002) that

the WSR program targeting strategy could, as constructed, predict where significant

forecast errors were most likely to be reduced via targeted observations. It was also

shown that this information could be reliably and operationally conveyed to pilots in

the form of optimal flight paths. Some of the forecast improvements were observed

to provide an increase in lead time of nearly 12 hours (Majumdar 2016). Based on

this success, the NWS made the WSR program operational from 2001 onwards.

A little over a decade after WSR went online, the NWP landscape had changed
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significantly enough that testing was needed to determine if it was still useful

(Hamill et al. 2013). To this end, ECMWF forecasts during the winter of 2011 were

examined to determine whether impacts from the additional observations were still

substantial. Two ensembles were generated for each case (98 total), one containing

the regular stream of ECMWF data (NODROP) and the other containing, in

addition, the dropsonde data (CONTROL). Both used the ECMWF 4D-Var data

assimilation system. As this was a data denial experiment, the hypothesis was that

the NODROP forecasts would verify worse, showing that the dropsonde

observations were still worth collecting. Results were quite simple: across multiple

verification metrics and multiple verification regions, both fixed and dependent on

the forecast, there was no discernable impact from the assimilation of the dropsonde

data. Forecasts were equally likely to be better or worse when the dropsondes were

included, regardless of the forecast error variance for the event, and any differences

between the CONTROL and NODROP forecasts that did exist were very small. A

rapidly growing observational network, improved model physics, and enhanced data

assimilation methods all likely contributed to the reduction in forecast improvement

within the WSR program (Hamill et al. 2013, Majumdar 2016). Compounding the

above problems is the decoupling of the targeting method (ETKF) with the

assimilation technique used to ingest the targeted observations. Berliner et al.

(1999) presents a robust guide to circumvent many of these issues for modern

observation targeting, showing that a targeting strategy must consider 1) dynamical

error growth, 2) observational errors, 3) first-guess errors, and 4) targeting guidance

produced with the same system that will assimilate the targeted observations.

In 2010, the results of a long and exhaustive analysis of the Observing System

Research and Predictability Experiment (THORPEX) were presented by Galero et

al. 2010. During THORPEX, the value of global observations to forecasts was
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calculated based on their forecast impact and the downstream impacts on the

environment and economy. The value of each observation was calculated using an

adjoint technique, allowing for more detailed analysis of individual observation

types and their impact on global forecasts. Among many important findings, Galero

et al. (2010) note that the observation impact for any one type of observation (such

as radiosondes) depends not only on the observation type but also the model and

assimilation technique used. In other words, how the data influences the forecast

depends on both the data itself and how it is used to update the background state.

In some models the analysis was dominated by radiosonde observations, while in

others satellite observations were found to have a greater impact. More advanced

data assimilation techniques that involve the flow field when creating the

background error covariance field, like the Ensemble Kalman Filter (EnKF),

transport the information gained through an observation into the background field

in a physically realistic way. This means that individual observations in such a

system may potentially have more impact than in a simpler data assimilation

scheme if the portion of the atmosphere observed is sufficiently sensitive for the

given model system. However, more advanced data assimilation schemes also use

observations overall more efficiently, meaning that in data denial experiments for

global models (Kelly et al. 2007, Kutty and Wang 2015) the impact of not having

data over certain regions was reduced. Galero et al. (2010) also found that, despite

the differences in data assimilation techniques used in THORPEX, most

observations of all kinds individually had very little impact on the analysis. This

finding supports previous work on targeted observations (NORPEX, FASTEX,

WSR) where the impacts from the targeted observations were washed out by the

impact of the rest of the observational networks.

Based on the targeting foundation demonstrated in Berliner et al. (1999),
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adaptive sampling using ensemble sensitivity (ESA) (Ancell and Hakim 2007) was

developed. One of the larger studies evaluating the utility of ESA for predicting

where observations will improve forecasts was the mesoscale predictability

experiment (MPEX). Conducted during the Spring of 2013, MPEX employed a

variety of observation platforms in order to build a dataset that could be used to

test the predictability of convection in the US. Among these platforms were

dropsondes, mobile lidar, and multiple mobile balloon launching vehicles. Data were

gathered in a variety of pre-storm, potentially sensitive, and synoptically impactful

environments up to 48 hours before a severe weather event (Weisman et al. 2015).

When decisions were being made about deployment strategies in real time, ESA

targets from a 3km WRF ARW/DART ensemble were generated for consideration

but only heeded when they aligned with synoptic features that were subjectively

determined to be relevant to the event in question.

In Romine et al. (2016), the impact of the dropsonde data on the forecasts

generated during MPEX was analyzed. Unlike many previous observation impact

studies, the ensemble configuration used for assimilating targeted obs was the same

one used to determine the ESA targets in the first place, something that previous

authors (e.g. Langland et al. 1999, Hamill et al. 2013) have noted could be limiting

the usefulness of the targeted observations. A control ensemble (CNTL) and an

ensemble including the dropsonde data (DROP) was generated for each case, with

data being cycled continuously over the dropsonde mission time window. Here

cycling refers to the continuous assimilation of observations between forecast

initializations rather than the assimilation of a single observation at a single time

for a single forecast period. When the forecasts were verified, they were verified for

regions centered on the largest precipitation uncertainty. These verification regions

were not exactly the same as those chosen to generate the ESA targets.
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While, for most cases, there was some increase in forecast skill owed to the

inclusion of the dropsonde data, the amount of improvement was often small and

well below the daily variance in skill. In addition, there seemed to be no

relationship between the skill of the control forecast and the amount of skill added

by the dropsonde forecast. There are quite a few possible explanations for this

under-performance. Several noted by Romine et al. (2016) are that the background

errors may have been too large to be properly removed by only a few observations,

that the hourly cycling of observations resulted in an improvement to the

background forecasts that the dropsonde data had little to add to, and finally that

there were recorded biases in the dropsondes themselves, both with wind and

moisture measurements.

In addition to these issues, evaluating the performance of ESA on mesoscale

predictability from these results is difficult for a few reasons. During MPEX, the

most sensitive regions were not always the ones chosen for sampling. ESA was used

to influence sampling strategies, but only to highlight regions of synoptic features

that would then be sampled. When the forecasts were verified with and without the

targeted observations, they were verified for a region that was different than the

region that was used in the ESA targeting calculations. ESA uses the mathematical

relationship between individual points in the model both dynamically and

statistically. Thus, when a different set of model points is used to verify the impact

that the additional observations had, the relationship between the target value of

the samples and the observation impact is obfuscated. Finally, no attempt has been

made to directly relate the ensemble sensitivity of precisely what was sampled by

the MPEX dropsondes to the forecast improvement.

MPEX observations taken for shorter forecast periods in the pre-storm

environments were also examined. Surface-based radiosondes, or upsondes, have an
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advantage over dropsondes in the lower portions of the atmosphere because more

control can be had over what region they sample. Coniglio et al. (2016) found that

while in about half of the cases examined there were improvements to the

short-term ( 4-6 hour time window) forecasts for convection, about half did not

improve or even degraded the forecast. The reason for the lack of improvement from

half of the cases seemed to be tied to a poor sampling strategy, as in most of the

negative or neutral cases the convection occurred farther away from the sampling

sites than in the positive cases. This suggests that taking observations to improve

numerical forecasts without guidance from those numerical forecasts themselves may

not be the optimal route, even when the dynamic connection between the sampled

region and the forecast itself seems quite clear.

Another effort focusing on shorter forecast times was conducted in the springs

of 2016 and 2017, wherein the Collaborative Lower Atmosphere Mobile Profiling

System (CLAMPS) was deployed to observe the atmosphere in potentially sensitive

regions of the Great Plains (Coniglio et al. 2019). CLAMPS features an

Atmospheric Emitted Radiance Interferometer (AERI) and a Doppler Lidar (DI) on

a mobile platform that can be driven from location to location to optimize the

region of the atmosphere being sampled. When used together, the AERI and DI

measurements allow CLAMPS to generate atmospheric profiles of temperature,

moisture, and winds up to as much as 3 km (although, in most cases, the vertical

range was closer to 1.5 km). These profiles were then assimilated into an ensemble

to assess their impact on short range forecasts of severe weather, particularly the

early periods of initiation and storm evolution. ESA fields for targeting were

generated for forecast metrics of area-averaged column-maximum reflectivity in 2016

and maximum vertical kinetic energy in 2017 over 2-hour time windows.

The impact of these assimilated profiles on the ensemble was assessed for 12
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cases. In individual cases, the additional observations were noted to subjectively

improve the location and timing of relevant atmospheric features in the CBL (such

as the position of the dryline on May 25th, 2017). In this same case, it was observed

that a significant increase in convective probabilities (here % chance of a

neighborhood maximum of 35 dBZ) thanks to the targeted observations was

co-located with an observed supercell, and that regions where the convective

probabilities were reduced had no observed convection. While this was one of the

more ideal cases, this was a pattern that was observed generally – convective

probabilities were decreased in areas that were less likely to receive convection, and

vice versa. This pattern is also reflected in the Forecast Skill Score of each event.

Despite the positive impact the extra observations had on the forecasts, it was

not able to be shown that there was a relationship between the ESA target fields

sampled and the resulting forecast improvement. The lack of reliable target

verification could be for several reasons, including that they were not always able to

sample the maximum ESA target value, that the sampling strategy combined both

sensitivity and target fields subjectively, and that observations were cycled

continuously over several hours, despite the ESA targets being generated for a

specific time. Moreover, the CLAMPS platform takes observations with higher

uncertainty and much smaller vertical range than that of a weather balloon,

possibly further limiting the observation impact.

Considering the inconclusiveness of recent assessments of ESA for targeting of

convection in field experiments, Hill et al. (2020) used an OSSE (observing system

simulation experiment) framework to simulate the assimilation of ESA targeted

observations. 10 cases, all of plains dryline thunderstorm events from 2011 to 2013,

were examined using a WRF DART 3km nested ensemble (Anderson et al. 2009).

A separate WRF simulation was run to provide the “truth” field, both to verify the

14



Texas Tech University, Isaac C. Arseneau, August 2021

experimental ensembles against and to obtain observations from. In this way, the

variance reduction predicted by the ESA targets can be examined more directly and

with fewer competing degrees of freedom.

For each case, 10 statistically significant targets for response metrics of 3-hour

rainfall (RAIN) and area-mean DBZ (MDBZ) for observations of temperature and

pressure were chosen within the 3km domain, which covered Texas and Oklahoma.

The 10 chosen observation sites were at significant pressure levels (sfc, 850, 700, 500,

300 hPa), with one of each observation type being chosen at each level. At each

level 10 other sites were chosen randomly in areas that are not sensitive to compare

against. These locations were chosen 3 times for each case, each representing a

different lead time. Two assimilation experiments occurred for each case: one with

and one without localization. ESA targeting does not account for localization and

has thus its impact on the targeting results must be explored. Finally, the results of

these assimilation experiments were compared against the variance reduction

observed in parallel simulations which have a small random perturbation far away

from the region of interest applied to simulate noise.

The results of these forecasts showed that ESA is in fact a useful predictor of

forecast impact at varying lead times. Impacts to the ensemble mean values when

the non-sensitive observations were assimilated were uncorrelated, and the impacts

to the same values when targets were assimilated were statistically significantly

correlated. Variance reduction is less and less correlated as lead time increases, but

still statistically significant for the targeted observations. Employing localization

dramatically reduces the impact that individual observations have on both the

response mean and the response variance. This is to be expected as localization

dampens the impact any one observation can have the further away from the

observation site one is. Additionally, removing cases where the “noise” (forecast
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response from random small perturbations) washes out the forecast impact improves

predictions of mean value impact but does not seem to influence predictions of

changes to forecast variance at early lead times. Interestingly, this relationship does

not hold at longer lead times.

As a final experiment, one additional case was generated on a non-convective

day for a non-convective function (geopotential height at sigma level 25). This

dramatically improved ESA performance at predicting target impact for both the

value and the variance reduction, with nearly perfect correlations at hour 24. These

results indicate that, even at these short lead times, the non-linearity of moist

dynamics may be hindering the ability of targeting techniques that assume linearity

(as ESA and all adjoint-based techniques do) to predict the impact of a single

observation.

These findings show that the predictability of ESA targeted observation impact

is variable and subject to change depending on the localization factor used, the

potential for noise to influence the forecast, and the linearity of the chosen response

function. All these issues likely need to be addressed when building a dynamic

observation strategy if the goal is to consistently observe the atmosphere in

impactful ways.

2.2 Summary and Lessons Learned

Forecasting the evolution of nonlinear and chaotic perturbations is a complex

process, and one that is still not fully understood. Galero et al. (2010) suggest that

in global forecast systems verifying the full analysis grid the majority of the

observation impact comes not from a few observations with large impacts but from

many observations with smaller impacts. These findings indicate that a broad and

even redundant observation network is more practical and reliable than a fully
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dynamic network for global applications. The challenge for targeted observations,

then, is to determine what combination of forecast parameters (model, scale,

observation type, forecast scenario, targeting technique) might result in forecast

impacts that go well beyond the typically small impact any one observation has in

order to supplement the already broad observational network. It is not yet clear how

applicable the findings in Galero et al. (2010) are to ESA targeting, especially when

it is used for smaller verification regions. While it was found that most observation

impact comes from many observations which each contribute small amounts on a

global scale, individual observations in many targeting studies have been shown to

have an outsized influence on the forecast when compared to the expected impact

for a single observation, as predicted by the targeting strategy used. This seems to

be an unexpected result if large observation impacts were as rare for the synoptic

and mesoscale events in ESA targeting experiments as they are at larger scales.

Past targeting field campaigns have often focused on getting numerous observations

over a broad sensitive region (Langland et al. 1999, Majumdar et al. 2001; 2002,

Weisman at al. 2015) rather than trying to identify circumstances in which a few

well-placed observations will reliably reduce forecast variance and improve accuracy.

Real-time experiments using ESA that attempt to leverage more value from

fewer observations in predicting localized high-impact events have shown some

promise regarding improvements to convective forecasts (Romine et al. 2013, Torn

and Romine 2015, Coniglio et al. 2016). However, ESA’s ability to predict the best

location for forecast improvement remains unclear due to partially subjective

targeting strategies and limited assessment of the relationship between the sampled

target value and the resulting forecast perturbation. Hill et al. 2020 demonstrated

that the ability of ESA to predict the reduction in forecast variance is limited by

the non-linearity inherent in NWP, the impact of noise on the forecast, and the
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dampening effect of localization, all which must be taken into account with future

ESA-based targeting techniques.

Majumdar (2016) suggests that continued focus on convective-scale

predictability may be the best way to move forward. This seems especially prudent

considering the dominance of many small observations on observation impact in

global models (Gelaro et al. 2010). In addition, the authors assert that while the

results of targeting experiments in the past may have failed to show the utility of

observation targeting, they believe that this is simply because the best strategy for

proving that utility has yet to be found, and that such a strategy may require

researchers to deviate from past experimental design choices in creative ways. This

study seeks to take the lessons learned in past field experiments and use them to

construct a targeting method that is less subjective and more verifiable with regards

to the efficacy of ESA as a tool to predict forecast improvement. Increased precision

in the targeting strategy for upsondes, more strict constraints on what regions make

worthwhile targets, and increased precision in the location of data assimilation will

all be employed to create a dataset that should be useful for evaluating ESA. This

method, as well as analysis of ESA targeting cases from the Spring of 2016 that

informed the design of the method, are discussed in subsequent chapters.

2.3 Adjoint and Ensemble Sensitivity

Adjoint sensitivity estimates the error growth of any arbitrary perturbation

about a single forecast trajectory, provided the system is assumed to be

tangent-linear and differentiable (LeDimet and Talagrand 1986; Ancell and Hakim

2007). Calculating adjoint sensitivity requires the use of the tangent linear model

(TLM). A TLM must assume atmospheric processes are linear and differentiable.

Such a model is very difficult to properly construct when microphysical and other
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particularly non-linear processes are considered that are discontinuous in time and

are thus non-differentiable. The derivation of adjoint sensitivity (hereby referred to

as AS) leads to the following estimation of forecast impact given an initial

perturbation:

δJ =

[
δJ

δx0

]T
δx0 (2.1)

where J is a forecast aspect of interest, x0 is the initial condition vector, δJ
δx0

is the

adjoint sensitivity and δx0 is the perturbation to the initial conditions (LeDimet

and Talagrand 1986, Errico 1997, Ancell and Hakim 2007).

In contrast, ensemble sensitivity (ES) leverages the varying initial conditions

already used to generate ensemble forecasts to characterize the relationship between

the base state of the atmosphere and some function of the future forecast state.

Unlike AS, ES estimates the error growth from atmospheric structure defined

through ensemble covariance relationships. The form used here was first introduced

in Hakim and Torn (2008) for synoptic weather systems. ES is explicitly calculated

by performing a linear regression of the response function (J) and the state variable

x such that

δJe
δx0

=
cov(J, x)

var(x)
(2.2)

where δJe
δx0

is the ensemble sensitivity (Hakim and Torn 2008, Ancell and Hakim

2007). It is shown in Ancell and Hakim (2007) that the relationship between AS

and ES can be described by
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δJe
δx0

= D−1A
δJ

δx0
(2.3)

where A is the initial-time error covariance matrix and D is the variance matrix,

containing the diagonal elements of A and zeros in the off-diagonal locations. As A

approaches D (indicating no relationships among state variables), the ensemble

sensitivity equals the adjoint sensitivity. In a practical ensemble of limited size this

will never be true as the state variables in the initial analyses will always covary

leading to a rank-deficient estimation of A (Ancell and Hakim 2007).

Finally, in order to assess a hypothetical observation’s impact on the forecast

one can combine the EnKF data assimilation equations with equation (2.3) to yield

the predicted reduction in forecast variance of the chosen response function as in

Ancell and Hakim (2007):

δσ =
cov(J, x)2

var(x) + var(o)
(2.4)

Where δσ is the reduction in the variance of the response function and var(o) is

the observation error variance. The variance in o is usually obtained from the

manufacturer of the instrument being used for gathering observations. From (2.4),

we can estimate the reduction in response metric variance given the assimilation of

a single observation. In a probabilistic framework, such variance reduction is the

most appropriate measure of forecast improvement, and should increase the skill of

the mean forecast through the spread-skill relationship. The spread-skill

relationship arises from the process of assimilation itself - if the assimilation of an

observation into the analysis for a single member pulls the analysis closer to truth,
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then it can be assumed that the same process applied to all the members of an

ensemble would draw all members towards the true initial state of the atmosphere,

and thus the forecast spread will decrease and the forecast skill will increase. The

limitations of practical applications of ESA-based targeting for convective forecasts

reduce the accuracy of (2.4), especially with regards to the magnitude. These

limitations include not being able to account for localization, the non-linearity

inherent in convective processes (Hill et al. 2020), and the chaos seeding process

(Ancell et al. 2018). However, in a well-calibrated ensemble any reduction in

forecast variance or spread can be statistically assumed to increase the forecast skill.

An ensemble would be well-calibrated in this context when any forecast solution

from any one member is equally as likely as the rest of the solutions. Equation (2.4)

will be used to produce the targeting fields in this work.

21



Texas Tech University, Isaac C. Arseneau, August 2021

CHAPTER 3

METHODS

The goal of this study is to create the foundation for an observation targeting

system using ESA that allows for the calculations of both the ESA target field and

the probability of sampling targets using a single balloon launch from a mobile

platform. Such a system needs to ingest NWP forecasts in real time, calculate the

sensitivity-based targeting fields, and translate that data into objective targeting

instructions based on both balloon path probabilities and the targeting benefit

within the context of a prior climatology of targeting values. Once these aspects

have been addressed, a proof-of-concept can be demonstrated. The way these

various components of the system are developed and assessed are detailed below.

3.1 The Ensemble Forecast/Data Assimilation System

The NWP model used in this study for both real time and historical analysis is

the TTU WRF Ensemble, a WRF-ARW 3.5.1 configuration (Shamarock et al.

2008) with a nested grid to 4km resolution that covers most of the central US. Table

3.1 describes the system and its parameterizations in more detail, and the domains

are shown in Figure 3.1. As the real-time system needs several hours to compute

the necessary ESA fields, and the forecast must be allowed to run out to the proper

number of hours, the targeting system performs ESA on 18 to 48 hour forecasts

from 12z morning runs for observations taken at 00z that evening. Thus, the system

predicts the forecast variance reduction of a single balloon launch at 00z for a

forecast of convection the following day.
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Table 3.1. The TTU WRF Ensemble configuration.

Grid 12km (Outer) 4km (Nested)

WRF Version WRF-ARW 3.5.1 WRF-ARW 3.5.1
# of Members 42 42

# of Vertical Levels 38 38
Boundary Conditions Previous two Global Ensemble Forecast System 12km Grid

(GEFS) forecasts
Initial Conditions Data Assimilation Research Testbed (DART) 12km initial conditions

Ensemble Kalman Filter (EnKF)
Data Assimilated Cloud-track winds, Aircraft Communications N/A

Addressing and Reporting System winds and
temperatures, radiosonde winds, temperatures,

and dew points, and surface winds,
temperatures, pressures, and dew points

Assimilation Cycle Every 6 hours N/A
Land Surface Model Noah Noah

Microphysics Parameterization Thompson Thompson
Planetary Boundary Layer Scheme YSU YSU

Shortwave Radiation Scheme Dudhia Dudhia
Longwave Radiation Scheme RRTM RRTM
Cumulus Parameterization Tiedtke None; Explicit convection

Figure 3.1. The outer (12km) and inner (4km) domains of the TTU WRF Ensemble

3.2 Response Functions and Targeting Calculations

Ten response functions were used in this work. Each of the first seven response

functions produces a three dimensional target field for the same response region and
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six-hour time window (called the response box) and were chosen to cover a wide

variety of forecast measures and applications for ESA in convective forecasts, such

as rainfall rates and updraft helicity. The last three have a fixed response location

but use the same time range. All ten are listed in Table 3.2 along with their

abbreviations and descriptions. The first response function, convective initiation

time (CI), was chosen because of its separation from the extremely nonlinear

convective processes that start after initiation. Additionally, CI is a complex

multi-scale process that models often fail to forecast well (Weisman et al. 2008,

Romine et al. 2013, Keclik et al. 2017), making it a good candidate for forecast

improvement. The next six responses deal with measures of possible storm severity:

six hour rainfall, dBZ, and updraft helicity. Each of these has two aspects associated

with them, one dealing with coverage (number of points in the response region

above some threshold) and one dealing with the maximum value, both valid over the

6hr response time period. Finally, the last three response functions are for six-hour

rainfall averages within a fixed response region over a major Texas city (Dallas, San

Antonio, and Houston). This was done to examine how targeted observations might

be used to improve forecasts of events that are not only high impact because of the

weather they cause but also because of the region they impact.

Table 3.2. Response functions for the real-time system. All ”Daily” values are chosen
and shared between response functions for each case, while fixed values do not change.

Response Description Region Choice Time Choice

1 First model hour with greater than 40 column-maximum dBZ Daily Daily
2 Maximum column-max dBZ Daily Daily
3 Number of points with greater than 40 column-max dBZ Daily Daily
4 Maximum updraft helicity Daily Daily
5 Number of points with greater than 40 dBZ Daily Daily
6 Maximum 6-hour rainfall rate Daily Daily
7 Number of points with greater than 3 inches of 6-hour rainfall Daily Daily
8 Dallas-area average 6-hour rainfall Fixed Daily
9 San Antonio-area average 6-hour rainfall Fixed Daily
10 Houston-area average 6-hour rainfall Fixed Daily
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Target values for the 10 chosen response functions are generated using equation

2.4 for each of the four base variables which are measured by radiosondes: the

u-wind component (u), the v-wind component (v), the temperature (t), and the

mixing ratio (q). These base variable-targets are produced at a forecast time 12

hours after the 12z forecast initialization. The resulting values for all four base

variables have the same units for each response function as the base variable units

cancel out in (2.4), and can thus be directly summed if appropriate. The units

canceling is a result of the analysis units being present in the numerator and the

denominator, leaving the response function units squared as the units for each

target value.

3.3 Assessing Target Uncertainty

As observed in many previous studies (Torn and Romine 2015, Hill et al. 2016,

Torn et al. 2017), target fields for convection often contain features that are very

small, even if they are embedded within larger features. Balloons launched from the

surface can also travel great distances within the troposphere, making the

assumption of a vertical launch unrealistic and possibly detrimental to targeting

techniques for any one case and launch location. There are additional uncertainties

regarding the balloon path as well, as the targets are generated for a 12-hour

forecast, making the wind field uncertain. Finally, the rate of ascent (ROA) the

balloon experiences is variable with height and the average ROA varies by location

and case and is therefore also uncertain. One pairing of a reasonable ROA and wind

field may result in a balloon hitting and sampling a valid target, while another

pairing from the same ensemble forecast and launched from the same location may

not, especially if the target feature is small.

This issue is resolved by using the 12-hour forecast wind field from each
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member of the ensemble to generate forecast trajectories for a balloon that is

assumed to have a constant ROA between 3 and 7 meters per second from the

surface up to 10,000 meters above ground level (AGL). Winds from any grid may be

used, although in this case the 12km grid winds from the TTU WRF are used.

Hypothetical balloons are assumed to not experience any friction, and thus move

with the wind exactly. The range of ROAs includes 9 values between 3 and 7 meters

per second every half meter per second. For a 42 member ensemble like the TTU

WRF, this means that each surface location will have 378 possible balloon

trajectories. An example of this method is shown for a single case, member, and

location in Figure 3.2, where a set of hypothetical balloon trajectories with varying

ROAs launched from the Amarillo NWS forecast office (AMA) using the 12-hour

TTU WRF Ensemble forecast are compared to the actual 00z balloon launch from

that day.

To test the accuracy and spread of the trajectory calculations, all of the real

balloon launches from the AMA office were collected from the Spring of 2016 to

verify against. The balloon sounding data was acquired from the Iowa

Environmental Mesonet Rawinsonde Data Archive and contained not just the

balloon height but the bearing and range as well, allowing for the full

three-dimensional trajectory to be recovered. Some smoothing of these true

trajectories was required because of the coarse resolution of both the range (whole

statute miles) and bearing (whole degrees). Locations with consecutive repeating

ranges were averaged in space to a single point, making the trajectories easier to

work with when used later to verify against. An example of that smoothing process

is provided in Figure 3.3. ESA target fields from the 2016 dataset were then

interpolated to the actual balloon launches, allowing for the error in target values

predicted by the calculated trajectories to be compared to the “true” target values
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Figure 3.2. The predicted balloon paths using the 12-hour wind forecast of the May
26th 2016 12z WRF ensemble from the 42nd member, varying in ROA (colors), along
with the real observed balloon path from AMA (black).

hit by the real AMA balloon for each case. This error can the be further compared

to the error generated by an assumed vertical launch, providing a way to objectively

investigate the added value of the trajectory calculations.

Once the target field for any one case is interpolated to these trajectories, every

potential launch location now has a range of likely sampled target values for a

radiosonde launch, which can be converted into a percent confidence that a balloon

launched from that location will result in the sampling of a sufficiently high target

value. In order to be certain that any balloon launched will be one that samples

high target values, the third and final threshold is that the launch location must

have 90 percent or greater confidence that it will hit a target that meets the

previous two thresholds. Any launch location meeting these criteria implies that
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Figure 3.3. The 00z launch from AMA for 0529, with the original balloon range with
height in blue and the smoothed ranges in red.

there is very high confidence that a balloon launched from that location will hit a

target value that is both above the median target value and accounts for 15 percent

or more of the total forecast variance. The ability of this system to accurately

predict the real sampled target values is examined in the results both from a

dichotomous and probabilistic perspective.

The dichotomous perspective is achieved using the methods in Jollife and

Stephenson (2011), where for each case whether or not an event was predicted

and/or observed is examined. For this study, each response box, response function,

and base variable target value was considered a different case, and the threshold

values mentioned above are divided by four to reflect the separation of the four base
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variables into individual cases. This can be done because each of the four base

variables produce a distribution of target values that are of the same order of

magnitude, and the original thresholds were determined using the sum of all four

target fields for each case. The predicted target value is here found by taking the

median of the ensemble of predicted target values, and the observed target value is

found using the AMA balloon path. Cases in which the predicted event is in

agreement with what is observed (the predicted target value either does or does not

meet the threshold) are called hits (both yes) and correct negatives (both no).

Cases where the predicted value is a yes but the observed value is a no are called

false alarms, and cases where the prediction is a no but the observation is a yes are

called misses. The counts of these cases can then be used to calculate a variety of

statistics which aim to describe the skill the system has at predicting target values.

These calculations and their statistical significance are again taken from Jollife and

Stephenson (2011). For each, the variables a, b, c, and d represent the number of

hits, false alarms, misses, and correct rejections, respectively. The variable n

represents the total number of cases. Below, the following equations (3.1) through

(3.7) describe the statistics used. While many of these are standard verification

statistics, the Symmetric Extremal Dependence Index (SEDI) is used here as well.

SEDI was developed to combat the degenerative tendencies of the other statistics

when events are extremely rare and extremely common. In this case, SEDI is useful

because there are many correct negatives and not many hits. The closer the value of

SEDI is to one, the more skill a forecast system has (Jollife and Stephenson 2011).

Base Rate (s) =
a+ c

n
(3.1)
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Probability of Detection (H) =
a

a+ c
(3.2)

False Alarm Rate (F) =
b

b+ d
(3.3)

Accuracy (PC) =
a+ d

n
(3.4)

False Alarm Ratio (FAR) =
b

a+ b
(3.5)

Frequency Bias (B) =
a+ b

a+ c
(3.6)

Symmetric Extremal Dependence Index (SEDI) =
ln(F ) − ln(H) + ln(1 −H) − ln(1 − F )

ln(F ) + ln(H) + ln(1 −H) + ln(1 − F )
(3.7)

In addition to the calculation of these values, Jollife and Stephenson (2011) and

Wilks (1997) also describe a method for determining the statistical significance of

the differences between these values for two models and whether or not one is an

improvement over the other when the number of cases in the dataset is smaller than

desired, as is the case here. 1000 random samples of the original set of cases are

created with replacement and in the same size as the original set. For each of these

random samples the above statistics are calculated for both systems again. The

25th lowest and 25th highest differences out of all 1000 sampled represent the 95

percent confidence interval of the difference between the performance metrics of the

two systems. If that interval does not contain zero, then the differences are

statistically significant. This process is called bootstrapping.
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3.4 Targeting Climatology from the 2016 Severe Weather Season

In order to build a system that discriminates between worthwhile and

not-worthwhile launch locations, the general behavior and value distribution of

targets must be known. This variability of targeting fields is obtained in this work

by studying such fields in an archived dataset of TTU WRF ensemble runs during

the Spring of 2016. The dataset has a chosen response box each day (and in some

cases multiple per day, these are treated as separate cases for all but the final three

response functions) centered on thunderstorm activity somewhere in the central US.

These response boxes were chosen for the hazardous weather testbed to test

subsetting and sensitivity techniques in real-time. Figure 3.4 shows the first

response box chosen each day within the full dataset. More boxes (up to four in

total) were chosen for most days, following a similar pattern to those in Figure 3.4,

each with a unique spatial and temporal location. Three-dimensional ESA target

value fields are generated for each response function for each case, and then the

maximum in the vertical (up to 10,000 meters, roughly the height of the

tropopause) is taken. Target values represent the estimated variance reduction by a

single observation at a single level, thus the assimilation of the observation with the

maximum target value in the column can be assumed to reduce the subsequent

target values in the rest of the column significantly. It is further assumed that,

thanks to the strong covariance relationship between grid points in space vertically,

the column maximum is representative of the total target value of the column and

that any further target values for column observations after the assimilation of the

maximum will be orders of magnitude smaller. In this way, the target value for a

radiosonde launched from the surface can be estimated and assessed for a region

covering most of the Southern Plains appropriately. The distribution of all the

values achieved via this method for each response function as a function of the
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percent of the mean value across all cases was taken and analyzed. These

distributions were used to set two thresholds for what defines a worthwhile or

“valid” target, one at the median target value for each response function and

another at 15 percent of the daily variance. Additional thresholds used are

described where relevant in the results chapter. This dataset is used to examine the

relationship between target values in 2016 and geography, size of the response box,

distance to the response box, and daily forecast variance.

Figure 3.4. All of the first chosen response boxes in the 2016 dataset.

3.5 Techniques to Improve Compute Time in Real-Time

In order to cut down on compute time and storage space involving the

trajectory and targeting calculations, limiting the number of trajectories that have

to be calculated for each case was deemed necessary. Two actions to this end were
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taken: reducing the number of ensemble members used to get the wind fields and

reducing the complexity of the calculation for some of the trajectories.

To accomplish the first task, trajectories for all members and ROAs were

generated for each case in the 2016 dataset. Each gridpoint on the 12km grid was

considered a possible launch location. For each case, 5 locations were randomly

chosen, and the final x and y locations at the top of those trajectories for the

slowest ROA (3 m/s) were recorded. Then, the total variances of the x and y

locations across all members were calculated. Finally, subsets of the 42-member

ensemble were randomly chosen, including all sizes of subsets from one member to

41 members. This was done 200 times for each subset size. The variances of each

subset was recorded in the same way as the full ensemble, and it was further noted

how many times each sized subset contained several thresholds of percentages of the

full variance for both the x and y locations.

The goal of this exercise was to learn how few ensemble members could be used

while still being certain that the variance in the balloon path was representative of

the full ensemble. Only a single ROA was examined as the slowest rate of ascent

naturally results in the largest horizontal balloon variance. Figure 3.5 displays how

often several percent of total variance thresholds were met at each subset size.

Because roughly 31 members were needed to get 75 percent of the total horizontal

variance in 90 percent of the subsets, 32 was chosen as the number of random

members used in the real-time system. The first 32 members finished with their

12-hour forecasts are used in the real time system both to approximate a random

sample and also to maximize calculation efficiency.

With the number of members used cut down by ten, the second problem to

solve was the simplification of the trajectory calculation process. Consider a single

ensemble member, and the calculation of a variety of trajectories from a single
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Figure 3.5. Success rates for % of total variance thresholds for the location of the
balloon at 10,000 meters AGL using different subset sizes. The red line represents
the goal value of 90% success.

surface launch, as in Figure 3.2. At each vertical level, the trajectories for each

ROA spread out, getting further apart as their varying ROAs demand that they

stay in the layer for either longer or shorter amounts of time. If it is assumed that

at each level the wind field experienced by each trajectory among all ROAs is a

linear gradient in speed and direction between the fastest and slowest ROAs, then

the location at each level of the atmosphere of the other trajectories can be

approximated given only the ROA of the trajectory in question and the location of

the “exterior” ROA trajectories! This means that to get the full suite of possible

trajectories given varying ROA, one needs only to directly calculate two trajectories

for each location rather than 9, and the rest follow simply using the following

method:

First, we calculate the trajectories for each location for the exterior rates of

ascent, in this case 3 and 7 m/s. The other rates of ascent must then be scaled from

0 to 1, bounded at each end by the fastest and slowest rates of ascent, as in

equation (3.8)
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Scaled ROA =
ROA−Min ROA

Max ROA−Min ROA
(3.8)

The third step involves using a polynomial that describes the relationship between

the ∆x (or y) between the trajectory of interest and the fastest ROA and the ∆x

between the fastest and slowest ROA trajectories. Thus, for each level and ROA,

∆x is defined as the distance between the trajectory of interest at a level of interest

(xi) and the fastest trajectory and ∆x0 is defined as the distance between the

fastest and slowest trajectories.

∆x = xi − xfast (3.9)

∆x0 = xslow − xfast (3.10)

Because we have already calculated the locations of the fastest and slowest

trajectories at every level, the only unknown is ∆x, which itself contains only a

single unknown, the location of the trajectory of interest at the level of interest. It

was found by examining many cases and locations that the relationship between the

ratio of ∆x to ∆x0 is very well-described by the following 3rd degree polynomial:

∆x

∆x0
= f(k) = Ak3 +Bk2 + Ck +D (3.11)

k = 0.5 − Scaled ROA (3.12)

where the values of the coefficients A, B, C, and D are listed in Table 3.3. The

values of the coefficients were solved for at hundreds of randomly chosen locations
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Table 3.3. The coefficients used to solve for f(k).

A B C D

0.66702064 0.79965154 0.83248499 0.29680275

for 10 cases and then averaged to get the values listed here. Plugging (3.9) into

(3.11) and solving for xi, we find that for any level, ROA, and ensemble member of

interest:

xi = f(k)∆x0 + xfast (3.13)

yi = f(k)∆y0 + yfast (3.14)

(3.13) and (3.14) are trivial to calculate at each level of interest compared to a full

trajectory, as they no longer involve interpolating the wind field. The value of f(k)

varies only by the ROA and thus only needs to be calculated once for each ROA

being used for all launch locations and ensemble members. Additionally, ∆x0 is

simply the horizontal distance between the two already-calculated trajectories and

xfast is already known. The reduction in direct trajectory calculations cuts the

computing resources needed to get trajectories varying by ROA down significantly,

and results in estimated interior ROA trajectories that are nearly indistinguishable

from the originals, showing that the assumption of a continuous wind field above

each launch location is appropriate in this case.

3.6 Proof-of-Concept Real-Time Targeting System

Operationally, this system can be used to make decisions for targeting. An

example of a possible daily operational timeline using the TTU WRF Ensemble is

shown in Figure 3.6. Each day, the 12z TTU WRF Ensemble run can be analyzed

36



Texas Tech University, Isaac C. Arseneau, August 2021

using the methods described in the previous section to see if a viable target for 00z

that evening is within driving distance of the Reese Technology Center, where

TTU’s mobile balloon platform is stored. Here a viable target is a launch location

where a balloon launched from that location is highly likely to pass through and

sample a region of the atmosphere that has high ESA target value (above the

median 2016 value) and represents 15 percent or more of the total variance of the

forecast of the response function. The response box is chosen based on the location

of events in the 30 to 42 hour forecast range that are deemed to have high impact

(severe weather, flooding risk, etc.) and relatively low forecast confidence. This

could be done by a human operator or by an automated system which examines

possible response boxes and chooses the optimal shape and spatiotemporal location

according to the desired targeting strategy. Each response box occupies a 6-hour

time window, starting just before the CI time of most of the ensemble members.

The mobile sounding platform, the Ballooning and Observation Laboratory for

Thunderstorms (BOLT), has a roughly 2.5 hour radius around Reese to work with

once the time to prep BOLT is taken into account. A picture of BOLT in the field is

shown in Figure 3.7. During operations, if such a target is identified then BOLT is

deployed to that launch location and a sounding is taken. If no viable target is

within range, then no balloon is launched. The nature of this platform makes the

opportunities to get good cases more limited than in other studies of this nature

where multiple sounding platforms, dropsondes from planes, or even a mobile unit

that wasn’t tied to a single location like Reese were used. This makes the practical

considerations like probabilistic guidance from the trajectory analysis even more

useful for maximizing the potential observation impact, and could serve as an

example of how to make smaller and more affordable targeting systems like this one

viable in future projects.
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Real-Time Viable Target Thresholds:

1. Maximum trajectory target value must meet or exceed the median
Spring of 2016 target value for that response function

2. Maximum trajectory target value must meet or exceed 15% of the
response function variance for that forecast

3. 90% of the hypothetical balloon trajectories calculated for that
location must meet the previous two criteria

An example of the products this system is capable of producing on a daily basis

is shown below. This specific case was from the 10th of May 2021. The 12z TTU

WRF ensemble forecast identified a region of possible thunderstorm activity the

following afternoon over portions of central and eastern Texas. Of particular interest

was a cluster of storms with associated UH swaths which fire along a boundary to

the south of an ongoing cluster late in the afternoon. The guidance for these storms

produced by the ensemble is shown in Figure 3.8, taken from the operational TTU

WRF website. In addition to the TTU WRF forecasts, the SPC day two outlook for

Figure 3.6. The example daily timeline of the real-time targeting system. Objects
with a black outline represent decisions or actions that are effectively instantaneous.
Objects outlined in red are actions that occupy roughly the amount of time repre-
sented by their size.
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Figure 3.7. BOLT deployed to launch a radiosonde in far Eastern New Mexico.

this time period suggested that the risk of severe weather in this region may need to

be upgraded, but couldn’t be until the following day due to the mesoscale nature of

the event. Figure 3.9 shows the location of the chosen response box, which had a

temporal range of 30 to 36 hours from initialization (18z to 00z). Taking into

account both the numerical guidance and the SPC outlook, it was clear that this

region of the next day’s event would make a good candidate for targeting. By 21z,

the ESA fields had been calculated and interpolated to the balloon trajectories of

00z that evening, allowing for 2D fields of the probability a radiosonde hits a viable

target to be generated for each of the 10 response functions. Plots are generated

showing the distribution of these probabilities geographically and a text file is also

created such that the driving distance and time to each possible target can be
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quickly ascertained through any available GPS service. Figure 3.10 displays the

geographic distributions of viable target probabilities for response function 5, an

example of the precise targeting guidance this method can produce.

BOLT would not have been deployed for this day, as all of the response

functions had at least one of the three possible failure modes:

1. No launch location resulted in enough predicted trajectories
sampling an ESA target above the median Spring of 2016 target
value

2. No launch location resulted in enough predicted trajectories
sampling an ESA target above 15% of the forecast variance

3. No launch location which did meet both value requirements was
within driving range of the Reese Technology Center

While some potential launch locations did have enough maximum trajectory values

above the 15 percent variance threshold and were within the 2.5 hour driving range,

the target values for that day fell well below the median threshold. The maximum

near Roswell, NM, for example, has a value of roughly 64 m4/s4, while the median

2016 value for response function 5 is 1,955 m4/s4.
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Figure 3.8. Four plots taken from the TTU WRF real-time website to help determine
the location and timing of the response box. A) shows the probability that simulated
reflectivity is greater than 40 dBZ, B) shows the total precip standard deviation in
inches, C) shows the probability that 1-hour precip exceeds one inch, and D) is a
paintball plot of locations for each member that have a maximum UH of above 25
m2/s2.
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Figure 3.9. The chosen response box for the May 10th 2021 real-time case, from
forecast hour 30 to 36.

Figure 3.10. Results of the proposed real-time targeting system for the May 10th
case. A) shows the percent of hypothetical balloon trajectories with a maximum
target value above the median, and B) shows the same but for those above 15% of
the forecast variance for that case. Both show only the values for response function
5.

42



Texas Tech University, Isaac C. Arseneau, August 2021

CHAPTER 4

RESULTS

In the sections below, the accuracy of the trajectory calculations outlined in the

previous chapter is examined using recorded balloon launches from the Amarillo

NWS Forecast Office (AMA) during the Spring of 2016. First, the accuracy of the

balloon paths themselves is assessed, and then the value in ESA prediction against

an assumed vertical launch is explored. Finally, the functionality of the system from

a probabilistic perspective is verified as well.

4.1 Verification of the Trajectory Path Calculations

While it can be assumed that any prediction of balloon path that allows for

drift will outperform a system which assumes a vertical launch, such a prediction

should still be assessed for its skill. For each day within the Spring 2016 dataset,

the 00z (the ESA observation time) AMA balloon launch path was compared to the

launch paths predicted by the trajectory algorithm developed here which

incorporates ensemble member wind field and ROA uncertainty. Horizontal error

(the linear distance between the real balloon path and the trajectory path) at each

height was calculated, and the summed errors over these heights were compared for

each ensemble member used for the wind field and ROA. As with any ensemble

system, the goal is to capture the observed values within the envelope of ensemble

forecast uncertainty. Further, this analysis is meant to guide the appropriate use of

member and ROA uncertainty in an operational ESA-based targeting algorithm.

Figure 4.1 shows a case where the ensemble range well captures the AMA

balloon path, clearly suggesting a ROA of 5.0-5.5 m/s as the actual ascent rate.

While this does not necessarily mean that the observed balloon path was captured
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by this forecast, it does mean that for every member the best ROA (given that

member’s wind field and the calculations done to determine the balloon trajectory)

was within the range of ROAs used. As the ROA increases to infinity the trajectory

error will approach the error of a perfectly vertical launch, and as the ROA

decreases to 0 the trajectory error will increase to infinity as it never reaches the top

of the atmosphere. Thanks to these relationships, any relative minimum in the error

contained within the range of ROAs can be assumed to be the ROA with the most

skill for a given case and ensemble member wind field. In contrast to the first

example, Figure 4.2 displays an unsuccessful result where for many members the

fastest ROA of 7.0 m/s had the lowest error, meaning the best possible ROA for

that case may not be captured by the ROA range used.

The rate of occurrence that any one ROA has the lowest error for any given

case and member is shown in Figure 4.3. It is clear that, when verified against the

AMA balloons, it is most often the case that the best ROA is the fastest, or the

balloon that travels the least distance horizontally. While this may point to

underdispersion in the ROA range, it is also worth noting that there is another

factor which influences the error in the balloon path: the wind field. If the predicted

ensemble wind field for a certain case is inaccurate, then the entire field of predicted

balloon trajectories may be relatively inaccurate and the fastest ROA can become

the most skillful. An example of this behavior is shown for the May 14th 2016 case

in Figure 4.4 which shows a three-dimensional view of the trajectories for a single

member alongside the observed balloon path from that date. Here the TTU WRF

ensemble struggled to predict the location of a cold front, forecasting southerly

winds near the surface at AMA too long into the day in every member. When the

balloon was launched at AMA that evening, surface winds had already backed to

the north, meaning the true balloon trajectory stayed outside the spread of
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Figure 4.1. The summed horizontal error for all ensemble members for each ROA
for the AMA balloon launch on May 23rd, 2016. The best ROA for each member is
highlighted in orange.

predicted trajectories and the fastest ROA was recorded as the best. This can be

seen in the error analysis in Figure 4.5, which shows 7.0 m/s as the optimal ROA

for this case for most members. Figure 4.6, which shows the distribution of path

error between all ROAs alongside the average path error for the vertical launch,

shows a different result: the ROA with the lowest average error is 6 m/s, well within

the range of ROAs and close to what we expect given that NWS balloons are

intended to ascend at around 5 m/s. In fact, despite being the ROA with the most

cases where it has the lowest error, the average error at 7 m/s is higher than that at

5.5, 6, and 6.5 m/s. Thus, the underperformance of this system (specifically the

ROA range used) in individual cases can mistakenly attribute the errors to the
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Figure 4.2. As in Figure 4.1, but for May 16th, 2016.

range of ROAs, when in reality an inaccurate wind forecast (especially with regards

to wind direction) can lead to the fastest ROA appearing to perform the best

because it was simply the least wrong. In other words, the best ROA in these cases

are not the best due to skill in the forecast, but because of a lack of skill in the wind

forecast meaning the futher the trajectories are allowed to go, or the slower the

ROA is, the more horizontal error is accrued.

In 22.7% of the 2016 cases the best ROA was the fastest, and in only .1% of

cases was the best ROA the slowest. This distribution indicates that the skill of the

system may be increased if the ROA range were adjusted upwards to better fit the

NWS balloon behavior. The exact spread used in any real-time applications would

have to take into account the balloon behavior and filling procedure being used to
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Figure 4.3. A histogram of the ROA with the lowest horizontal error along the balloon
path for each case. Here each generated ensemble member is treated as a separate
case.

Figure 4.4. The May 14th 2016 AMA balloon launch (black) and the predicted
trajectories for ensemble member 11. The olive-colored trajectory (ROA of 7 m/s,
the fastest speed) is observed to be closest to the balloon.
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Figure 4.5. As in Figure 4.1, but for May 14th, 2016

determine a realistic and skillful range. Despite these issues, it is clear that this

system as configured has more skill in predicting balloon paths than an assumed

vertical launch. For every kilometer of vertical ascent, a vertical trajectory gains an

average of 1.506 kilometers of horizontal error. Taking the median trajectory

instead gives an average of 0.462 km/km of horizontal error gained, less than a

third. These results show that balloon paths can be predicted with some skill by an

ensemble system, and that a necessary component of that ensemble system is

varying rates of ascent.

In order to examine what kind of adjustment to the range of ROAs would be more

well-calibrated, the above experiment was repeated for a range of 3 m/s to 10 m/s.

Again, the ROA with the lowest horizontal error for each case and the average error
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Figure 4.6. Mean horizontal trajectory error for each case for each rate of ascent
(gray), the mean across all cases and members for each ROA (blue), and the horizontal
error for the vertical paths (red). Note that the vertical launch errors are only placed
at 2 m/s for the sake of clarity, a truly vertical path would imply an infinite ROA.

Figure 4.7. As in Figure 4.3 but for a larger range of ROAs.

for each ROA were recorded. It was found that nearly 90% of all cases had a best

ROA that was within the range of 4 to 8 m/s. This confirms the theory that the
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Figure 4.8. As in Figure 4.6 but for a larger range of ROAs.

best ROA was often not being captured by the previous range and the top end

needed to be extended. Additionally, removing the slower ROAs has a net positive

effect as the 3 and 3.5 m/s ROAs are not a much better approximation than the

vertical path. The best ROA counts and average errors for the fully extended range

are shown in figures 4.7 and 4.8, respectively. Using this new range of 4 to 8 m/s,

the RMSE of the horizontal error for the median trajectory is even further reduced

from 0.462 km/km to 0.347 km/km, a 25% error reduction. It is possible that this

system could be improved further by including the environmental vertical velocity

in the trajectory calculations. Further, it is clear that proper calibration of any

system which calculates the trajectory of an observing platform is a necessary step

to achieve desirable results.

4.2 Verification of Target Prediction and Probabilistic Guidance

While the accuracy of the balloon paths is of course important, even more

important and directly related to targeting strategies is the prediction of the ESA
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values a hypothetical launch location would be able to sample. This ability is first

assessed from a deterministic perspective using dichotomous verification techniques

outlined in Jollife and Stephenson (2011). Each response box, response function,

and base variable in the 2016 dataset was treated as a separate case, and the “true”

value was assumed to be the maximum ESA value (for a given response function

and base variable) along the AMA balloon path. The true value was then compared

to the median (maximum vertical) value predicted by the trajectories. For each

case, an event was considered to have occurred or been predicted to occur if the

ESA target value exceeded a certain threshold value. Thus, a case where the median

predicted target value of the AMA balloon is above the threshold, but the observed

target value is not, then the case would be counted as a false alarm, or predicted yes

and observed no in a dichotomous verification table. This threshold value was

determined using the technique outlined in Section 3 for this purpose.

The counts of each of the four possible categories for the trajectories are shown

in Table 4.1, and in Table 4.2 the same is done assuming a vertical balloon path.

One immediately evident result is when launching a balloon from a single stationary

location, the odds that a balloon will hit a large target value on any given day are

relatively low. Only 12.7% of all cases resulted in an observed valid target. This is

not to say that regular balloon observations do not regularly have large impacts on

the forecast, it is more accurate to say that the likelihood that some small region

and response function of the atmosphere is especially sensitive to a single radiosonde

observation is low. Despite the large number of correct negatives, there is a

non-negligible difference between the performance of the trajectories and the vertical

launches. Consider two hypothetical targeting systems for which both simply decide

whether or not to launch a balloon from a single location based on guidance from

either the median trajectory ESA value or the vertical launch ESA value. Using the

51



Texas Tech University, Isaac C. Arseneau, August 2021

trajectory-based targeting system would reduce the number of misses by 22 and the

number of false alarms by 15, significant values when only one in every 12 cases

produces a valid target. These improvements amount to an increase in valid targets

observed of 6.5% and a decrease in false alarms of 84.6%. In practice these would be

cases where the vertical launch system would either fail to hit a valid target because

a valid target was overhead but the launched balloon was led away from that target

by the winds, or because it would fail to recognize that, despite there not being a

valid target overhead, the winds would carry a launched balloon into one.

Table 4.1. Dichotomous verification table for the median trajectory-predicted ESA
value.

Observed Yes Observed No
Predicted Yes 321 4
Predicted No 19 2336

Table 4.2. As in Table 4.1 but for the ESA value predicted by an assumed vertical
launch.

Observed Yes Observed No
Predicted Yes 306 26
Predicted No 34 2314

Table 4.3 displays some statistics generated using the values in tables 4.1 and

4.2. The use of the trajectory calculations improved the accuracy by 1.4%, the

probability of detection (POD) by 4.4%, the false alarm ratio (FAR) by 6.6%, and

the SEDI by 2.1%. Each of these values is statistically significant at a 95%

confidence level. To further highlight the difference between the two hypothetical

systems, these statistics were calculated for a dataset where only cases in which 5%

to 95% of all of the target values were considered valid. Effectively, this filters out

the cases where nearly the entire target field was either above or below the

threshold, leaving us with cases where the discerning ability of both strategies can

be tested. Table 4.4 displays the statistics generated for these cases. The trajectory
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system here improves on the accuracy of the vertical launch by 4.3%, the POD by

2.8%, the FAR by 5.3%, and the SEDI by 4.0%. The improvements to FAR, SEDI,

and accuracy here are all statistically significant. Interestingly, the trajectory

system increases the bias by about 2% in both sets of cases (values closer to one are

lower), although the difference is not statistically significant in either.

Table 4.3. Deterministic verification statistics for the ESA target value predicted by a
vertical launch and the median of the trajectories, along with the difference. A more
detailed description of each metric is provided in the methods. Bolded difference
values are considered statistically significant for a 95% rejection level.

Verif. Metric Vert. Path Median Traj. Difference Difference Confidence Interval

Accuracy 0.9776 0.9914 0.0138 0.009 to 0.022
Bias 0.9765 0.9559 -0.0206 -0.070 to 0.028
POD 0.9 0.94412 0.0441 0.009 to 0.080
FAR 0.0783 0.0123 -0.066 -0.099 to -0.039
SEDI 0.9663 0.9873 0.021 0.010 to 0.037

Table 4.4. As in Table 4.3 but for only cases where 5% to 95% of all target values
in the full field for a given response box and function are considered valid targets.
Bolded difference values are considered statistically significant for a 95% rejection
level.

Verif. Metric Vert. Path Median Traj. Difference Difference Confidence Interval

Accuracy 0.9295 0.9722 0.0427 0.017 to 0.064
Bias 0.9879 0.9637 -0.0242 -0.075 to 0.024
POD 0.9274 0.9556 0.0282 -0.008 to 0.065
FAR 0.0612 0.0084 -0.0529 -0.084 to -0.023
SEDI 0.9465 0.9862 0.0397 0.018 to 0.067

For the two sets of cases described above the distribution of target value error

was also explored at each ROA for each response function compared to the vertical

path. These distributions are shown in Figures 4.9 and 4.10. The trajectories

consistently outperform the vertical launch at every ROA besides 3 and 3.5 m/s

when all cases are considered, and for some ROAs and response functions the

median target error for the trajectories is below the 25th percentile target error for
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the vertical path. When the cases are filtered to only contain target fields that are

more varied, the difference between the two became even more stark, as seen in

response function 3 where, at all ROAs above 4 m/s, the 75th percentile trajectory

error was less than the 25th percentile vertical path error. Another feature that can

be seen in both plots is the dramatic reduction in the range of errors seen as the

ROA increases to around 6 m/s, showing again that the slower the balloon travels

the more prone it is to large path error and thus large target error in some cases.

Figure 4.9. The distribution of target value error over AMA for response functions 2
through 10 (blue) compared to the same value for the vertical path error (gray). The
25th and 75th percentiles for each ROA are plotted as well. Response function 1 is
excluded because it had only 5 cases with non-zero target values.

In addition to the dichotomous and error verification, the necessity of varying

the ROA of the balloon trajectories was explored as well, this time from the

perspective of ESA target value verification. Cases were generated for each response
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Figure 4.10. As in Figure 4.9 but for only cases where 5% to 95% of all target values
in the full field for a given response box and function are considered valid targets.

box, response function, and base variable. For each case, the ensemble members

were ordered by the resulting predicted target value, and the rate at which each

rank represented the lowest predicted target value error against the AMA balloon

path was recorded. In Figure 4.11 the median target value among the varying ROAs

is taken, and in Figure 4.12 the entire ensemble of members and ROAs is

considered, with the counts binned into 42 bins so that the two can be directly

compared. On both figures, the black line represents the expected rate of occurrence

for each rank in a well-calibrated system. Both figures show signs of significant

underdispersion, with the middle ranks below the expected rates and the outer

ranks well over-represented. However, it is clear that the addition of the ROA

variance helps to reduce the underdispersion of the system, as the inclusion of that
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variability increases representation for the middle ranks and decreases

representation for the outer ranks.

Figure 4.11. The rank histogram for predicted vertical maximum ESA target value
with the median taken across the varying ROAs. The black dotted line indicates a
perfect distribution across all members.

Figure 4.12. As in Figure 4.11, but with the variation in ROA included by binning
every 9 predicted values back into 42 bins.

Finally, the performance of the probabilistic calculations were verified against

rates of occurrence to investigate the system’s discriminatory skill at a variety of
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Figure 4.13. Reliability diagrams for the predicted ESA values for each case. Here
each day, response box, and response function are considered separate events, and
the probabilities generated are for exceedance of the median and divisions of the
median value. For most cases at all exceedance levels the returned probabilities were
either 100% or 0%, and thus those cases have been binned separately. The remaining
predicted probability bins are as follows: 0 to 20, 20 to 40, 40 to 60, 60 to 80, and
80 to 100. Values above or to the left of the black line indicate that the forecasted
probabilities are lower than the observed frequencies and vice versa.

thresholds. In this experiment valid targets were determined by four varying

thresholds: the climatological median, and that value divided by 2, 4, and 8. For

each case, the probability that a launch from AMA yields a valid target is

calculated using the spread of predicted ESA values from the trajectories varying in

both ensemble member and ROA. Cases are shown in the following bins based on

their predicted probability of a valid target: 0%, 0% to 20%, 20% to 40%, 40% to

60%, 60% to 80%, 80% to 100%, and 100%. Each bin is then assigned a probability
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of occurrence based on the actual AMA balloon target values. Figure 4.13 shows the

resulting curve for each of the four valid target thresholds. For a well-calibrated

ensemble, the curve should closely match the 1:1 line shown in black. Values above

or to the left of the line show where the ensemble probabilities are too low, and

values below or to the right of the line show where the ensemble probabilities are

too high. At the median and half-median thresholds the ensemble of predicted

target values display conditional biases as they both are overconfident at lower

probabilities and underconfident at higher probabilities, although despite these they

both have skill as they follow the 1:1 slope well. The quarter-median threshold

yields consistent underconfidence at all probabilities, and the eighth-median

threshold yields similar results outside of probabilities around 50% and near 0 and

100%. The general pattern of underestimation is attributable to the previously

shown path and target value errors, which show that in many cases a few of the

trajectories may have very large deviations from the observed path and thus

contribute to lower than expected probabilities.

The data above clearly demonstrate that the balloon trajectory calculations

outperform assumed vertical launches, both in terms of path error and ESA value

prediction. Assuming a vertical launch puts field campaigns at risk of missing the

fine-scale features that ESA targeting tends to produce, and also limits their ability

to discriminate between seemingly similar target launch locations. This is especially

true for a mobile operation which has any number of possible launch locations to

choose from. When the probabilistic features are introduced the value added

increases even further, as the probability of hitting a certain target threshold

appears to have significant skill. Field campaigns using a technique like the one

described here would have much more information about how possible deployments

will interact with the flow field and thus the sensitivity field as well. To further
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Figure 4.14. The distribution of variances of target values over AMA for each response
functions 2 through 10 as a proportion of the 2016 median. Whiskers here show the
position of the 10th and 90th percentiles, and the orange line marks the median
variance. Response function 1 is excluded because it had only 5 cases with non-zero
target values.

illustrate this, the distribution of variances in the predicted target values for the

AMA trajectories is presented for each response function in Figure 4.14. The

variance of predicted target values often accounts for nearly 10 percent of the

median target value, more than enough to be the difference between a location

hitting a viable target (at whatever threshold is chosen) or not. For objective

observation targeting to become a viable method of improving operational forecasts

the forecast value added must be enough to justify its own existence, and one way

that could be done going forward is though probabilistic methods similar to the one

in this work.

4.3 Summary of the 2016 Targeting Cases and ESA Target Analysis

Another aspect of observation targeting that may be improved in future

experiments is design of the targeting system to maximize forecast impact taking
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into consideration the typical behavior and trends of the ESA target values

themselves. Here, a summary of the results of the 2016 ESA targeting cases used in

above analyses is provided that reveals a few important details that may be useful

for targeting endeavors in the future. In other words, a climatological examination

of targets is performed here to appropriately place future efforts in the context of

the typical range of targeting values. The climatology is limited in scope to the

Southern Great Plains so that more attention can be paid to the targeting features

therein.

First, the target fields are summed across the four base state variables and then

the maximum is taken in the vertical. The distribution of these values for each

response function are expressed as a proportion of the mean target value in Figure

4.15 and as a proportion of the forecast variance for each case in Figure 4.16.

Several important features for the target value distributions can be seen here,

including the strongly skewed nature and the ability for coverage response functions

(3, 5, and 7) (or NDBZ, NUH, and NRAIN) to give many target values of near zero.

The distributions of target values normalized by the forecast variance are much

closer to normal and are extremely similar to one another across each response

function. In addition, the median was between 9 and 13 percent for each

distribution. These values are important to consider because if the forecast variance

is much larger than the raw target value, then the assimilation of that value may

have no statistically discernible impact on the forecast. The similarity in the value

and shape of the distributions across all of the response functions indicate that this

is an expected distribution for most (if not all) response functions. and that roughly

ten percent of the case forecast variance is a reasonable threshold for determining

the significance of any given target value.

To examine the geographic distribution of the target values, the median raw
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Figure 4.15. The distribution of the target values over the entire domain for all cases
as a percent of the mean of each response function. The median value is highlighted
with a tick mark.

Figure 4.16. As in Figure 4.15 but for the target values as a proportion of the forecast
response variance.

target value is taken across all cases for each response function, 70 in total. For the

purposes of this exercise, response function 1 is not shown as there were too few

usable cases (5) for the results to be coherent. A Gaussian filter is applied to these

fields to remove the finer structures, which are assumed to be primarily driven by a

few individual cases rather than larger trends given the relatively low number of

cases being used. Figure 4.17 shows the geographic distribution of the median as a

fraction of the climatological mean response. Values above one indicate regions
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where the median value was greater than the climatological average and values

below indicate regions where the opposite was true. While there aren’t very many

clear features present in all of the response functions, there are two that stand out.

The first is that there is a high-value bias for all response functions near or what

can be assumed to be downstream of the Gulf of Mexico. This is not a very

surprising result, considering the Gulf is often the primary source of moisture for

spring convection in the Central US. The second primary feature is similar, a

persistent negative bias towards the Rocky Mountains. It is worth noting that this

Figure 4.17. The geographic distribution of the median target value over all the 2016
cases for each response function, summed over the four base variables. Values shown
are a proportion of the climatological mean for that response function, and the field
is smoothed using a Gaussian filter to remove noise. Response function 1 is excluded
because it had only 5 cases with non-zero target values.
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Figure 4.18. As in Figure 4.17 but for the base variable U.

bias is not limited to the Rockies themselves and extends nearly into Texas in some

cases. Attributing this directly to dynamics is more difficult than the Gulf, but the

persistence and co-location with a geographic feature that influences the evolution

of storm systems in the US lends this idea some weight. While targeting values in

any one case may not have clear connections to synoptic dynamics thanks to the

abstraction of the observation and analysis variance, it makes sense that those that

do are associated with large geographic features.

The next step in this analysis was to break down the geographic distributions

by base variable so that the above features can be investigated. The four base

variables are the four that are observed by the typical radiosonde: U wind, V wind,

mixing ratio (Q), and temperature (T). Figures 4.18 through 4.21 display these
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distributions in a manner similar to Figure 4.17. Now we can more clearly see the

connection the previously discussed biases and features have with the dynamics.

The positive Gulf bias and negative Rockies bias are present in the U and V fields,

although not as pronounced. The V field seems to have both biases more clearly

present. The Q field has the strongest signal of them all, with a clear positive bias

towards the Gulf with values decreasing radially away from the Gulf. Finally, the T

field shows the slight negative bias towards the Rockies, and has a positive bias

towards the Gulf that is much more pronounced over land than water. Given our

understanding of the Gulf’s role in moisture transport, these results make sense.

The strongest signal came from the variable that measures the moisture directly, Q,

and the U and V variables show this signal as well but not as pronounced because

Figure 4.19. As in Figure 4.17 but for the base variable V.
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Figure 4.20. As in Figure 4.17 but for the base variable Q.

they are less directly related to the moisture itself but still involved in the transport

process. The Gulf feature presenting the way it does for T makes sense as well, as

target values are influenced both by the sensitivity of the response function to the

base variable as well as the variance in the base variable itself. The variability in

temperatures between members is going to be much higher over land than water, so

the high sensitivity values likely present over the Gulf are moderated by the lower

variability.

These values were also plotted against a few different variables related to the

targeting process and especially the selection of response box. First is the target

value against the percentage of daily variance, shown in Figure 4.22 for all response

functions. Each point represents the maximum vertical target value at any given
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Figure 4.21. As in Figure 4.17 but for the base variable T.

point, and points above and to the right of the black line are considered viable

targets, being above both 15% of the daily variance and above the median value.

Varying percentile values for each case are highlighted as well, revealing that for

each day the distribution of higher values relative to the percentage of the forecast

variance they represent is consistent from case to case outside of a few outlier cases.

This pattern was observed for every response function. The outlier cases which

covered a higher percentage of the forecast variance also tended to have much higher

target values overall. What this Figure makes clear is that having a high forecast

variance is key to having a large number of possible targets to choose from on any

given day. While this may seem like an obvious result, it is important to note that

the forecast variance is a product of both the WRF simulations and the choice of
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Figure 4.22. Percent of total variance against raw target value for every surface point
for each case in the 2016 dataset for each response function. Values for each case at
each location are plotted in gray. The 50th, 75th, 95th, and 99th percentile value for
each case is highlighted, as well as a linear regression line for each percentile.

response box, and sometimes subtle changes to the response box could generate very

different target fields (as in Bednarczyk and Ancell 2015). In order to mitigate this,

it may be useful to consider multiple targeting boxes in the future, which work

together to generate a mean ESA field which can then be used for targeting,

knowing that target values which are sensitive to small response box variations have

been dampened.

To further investigate the relationship between the response box choice and

67



Texas Tech University, Isaac C. Arseneau, August 2021

Figure 4.23. Distance to response box vs. the vertical maximum target value with
percentile/median values binned every 100km highlighted.

target values, target values were compared against their distance to the center of

that case’s response box. Because of the lack of usable cases, response function 1

was excluded from this analysis. Figure 4.23 shows every point for every case for

response function 2. The black line again represents the viable target threshold, and

the 75th, 90th, and 90th percentile values for every 100km bin are highlighted.

While response function 2 has a clear positive relationship between distance and

target value, others like response function 4 (Figure 4.24) and response function 7

(Figure 4.25) had neutral and even negative relationships, respectively. When the

values are further broken down into the base variables rather than summed these

relationships hold, indicating that the relationship between target values and
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Figure 4.24. As in Figure 4.23 but for response function 4.

distance to the response box depends primarily on the response function. When the

target values are normalized by the case variance, these relationships are dampened

significantly or removed entirely, suggesting that case-by-case variance (and not

geographic variance for any one case) in target values is dominating the shown

relationships. For example, in any one case for response function 2, there was very

little relationship between the distance to the center of the response box and the

target value, but cases where the response box was further away from the region

being considered tended to produce higher values overall. There are several

confounding variables that may be playing a role here, including the geography of

the Central US and the synoptic dynamics at play for cases which tended to be
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Figure 4.25. As in Figure 4.23 but for response function 7.

farther away or closer that are beyond the scope of this work. In order to draw any

conclusions about specific relationships between the variables discussed above those

confounding variables must also be considered. Despite the necessary ambiguity,

important information can still be found within this data: it is even more clear from

these results that the choice of response box can have a profound impact on the

target fields, and that impact can vary depending on the response function being

considered. The relationship between target value and the size of the response box

was also examined, but no clear patterns could be established. Bednarczyk and

Ancell (2015) had also previously found that ESA in a single case could vary

dramatically depending on the size of the response box.

70



Texas Tech University, Isaac C. Arseneau, August 2021

Figure 4.26. The smaller domain used to examine the relationship between height
and target value.

The final perspective on the 2016 dataset investigated in this work was the

relationship between target value and height above ground (AGL). It was expected

that perhaps the heights of specific atmospheric features the forecast is traditionally

thought to be sensitive to (the low-level jet, for example) would generally have

higher target values than other levels. A smaller geographic subset of the dataset

was used for this purpose, one roughly centered over Lubbock, in order to examine a

more geographically homogeneous dataset. The new domain is shown in Figure

4.26. There was very little relationship between height and the mean target value

for any response function. When the target value was not summed across each base

variable, there were some features that stood out. Figure 4.27 shows the mean

values summed across the four base variables for response function 2, normalized by

the case mean, and figures 4.28 through 4.31 show the same data for each individual
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Figure 4.27. The distribution of total target values every 1000 meters AGL for re-
sponse function 2 over the smaller West Texas domain. Blue dots represent individual
values.

base variable. For response function 2, the U and V target values generally increase

with height, Q increases with height until about 4 km AGL, and T generally

decreases with height outside of a local maximum from 6 to 8 km AGL. While these

features are present in the data shown, they do not persist from response function

to response function. ESA targeting has been shown in the past to highlight

synoptic features, although the vertical distribution of these values from a

climatological perspective has not been studied in detail in past work. Smith and

Ancell (2017) found that when targeting for wind ramp events, there was a

relationship between target value and height although the response functions used

were focused on wind prediction and only a single case was examined. It is possible

that the variance in the location of key dynamic features washes out their enhanced
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Figure 4.28. As in Figure 4.27 but for base variable U.

target value over many cases. Given that predicted balloon trajectories tend to

become less accurate with height as wind speeds increase, further analysis of ESA

target structures with height may prove key to maximizing the accuracy of

probabilistic targeting systems like the one described above.
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Figure 4.29. As in Figure 4.27 but for base variable V.
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Figure 4.30. As in Figure 4.27 but for base variable Q.
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Figure 4.31. As in Figure 4.27 but for base variable T.
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CHAPTER 5

CONCLUSIONS

In previous work over the last several decades, observation targeting has been

tested using a variety of methods. The results of these past studies have been

mixed, with many providing evidence that observation targeting can improve

forecasts under the right circumstances, but none able to discern what those

circumstances were. One method which has been used recently with regards to

convective forecasting is based on ESA, which allows for target values that represent

the theoretical variance reduction to a forecast given the assimilation of a

hypothetical observation. Studies using ESA-based targeting have shown it to be

strongly linked to the atmospheric dynamics at multiple scales but have also shown

that the reduction in variance achieved when observations are assimilated is often

smaller than anticipated. Despite this, it is yet unknown how useful ESA may be for

identifying regions which, when observed, would significantly improve a forecast.

This study sought to investigate one aspect of past experiments that may have

held them back from observing consistent forecast improvement: the precision and

accuracy of the expected target value a particular field operation will sample. To

explore this, a system for predicting the path a radiosonde launched on a weather

balloon would take through the lowest ten kilometers of the atmosphere from the

surface was developed. This system ingested TTU WRF ensemble member wind

fields at 00z and, together with varying rates of ascent, returned an ensemble of

possible balloon paths and target values from any surface launch point. The range

of these paths could then be used to gauge how confident one could be that a

balloon launched from any point would observe a region of significance to the

forecast. Additionally, a climatology of ESA target values for ten response functions
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and four base variables during the Spring of 2016 was described, both generally and

in the context of the balloon trajectory calculation performance. It was

hypothesized that part of the reason for the failure of observation targeting

experiments in the past was a lack of precision in targeting methodology, and that

building tools that could be used in real-time to allow researchers to make

probabilistically informed decisions rather than subjective ones would allow for

greater insight into the usefulness of ESA-based targeting methods.

Predicted balloon trajectories were first verified against actual 00z radiosondes

launched from the AMA forecast office, both in terms of path and predicted ESA

target value observed. It was discovered that, in terms of horizontal error, the

slowest ascending balloon trajectories were likely to be a poor representation of the

balloon path while the fastest balloon was most likely to provide the best prediction

of the balloon path. The range of ROAs (3 to 7 m/s) was chosen to capture the

behavior of the NWS balloon, which are calibrated to ascend at roughly 5 m/s, so

this was unexpected. In several cases, it was noted that a poor wind forecast from

any one member, especially in the lower portion of the atmosphere, could “blow” all

of the trajectories off course, causing the fastest ascending (and thus spending the

least time at all levels) balloon to be, by default, the best. This hypothesis was

supported by the average horizontal error for each ROA, which was minimized at

5.5 to 6 m/s, not at 7. It was also shown that in terms of mean horizontal error the

trajectory calculations were a dramatic improvement over a vertical path, reducing

RMSE in the horizontal path error by nearly two thirds.

The calculated trajectories were then used to predict target values, and these

values were again compared to the vertical path. Using dichotomous verification for

the prediction of the balloon hitting a certain threshold value, the trajectories were

shown to be statistically significantly better than the vertical paths in several
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verification metrics, including accuracy, probability of detection, false alarm ratio,

and SEDI. This shows that not only do the trajectories improve the accuracy of the

expected target value, the spatial variance of target values is large enough that not

accounting for balloon drift can lead to substantially different target values being

observed than expected. If one is deploying a platform directly underneath a

localized maximum in the target field, then this can be assumed to be a difference in

the negative as the balloon is pushed away from its intended target with height. For

dropsondes, this problem may even be magnified if the path is not accounted for

because the observation platforms will be blown off-course the most at the start of

their descent where the highest wind speeds tend to be if a vertical descent is

assumed.

Finally, this system’s ability to produce probabilistic guidance for different

targeting thresholds was testing using reliability diagrams. The subsequent analysis

revealed that while the behavior varied for each threshold, the probabilities were

realistic overall and especially near the extreme low and high probability cases.

These results, especially in the context of the verification against the AMA balloon

launches both in terms of horizontal error and ESA error, suggest that trajectory

calculations with varying wind fields and rates of ascent are a significant

improvement to targeting methodology over assuming a perfectly vertical path.

This study also examined the behavior of the target values in space (in the

south-central United States) and their relationship with response box choices. In

terms of geographical distributions, taking the median of the target values in space

revealed a few interesting features. The first, and probably most prominent, is the

Gulf of Mexico, which has a persistent high-value bias for all nearby response

functions. When broken down by base variable, this feature is visible in all four

fields, especially the mixing ratio field where it dominates the distribution entirely.
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The U-wind and V-wind fields show a similar pattern but are more subtle, and the

T field shows high values over land near the Gulf but depressed values over the Gulf

itself. This is associated with the fact that the reduced forecast variance of T over

the Gulf is decreasing the target values for that base variable. Another feature that

was prominent for all response functions was a low-value bias over and near the

Rocky Mountains. While the Gulf feature makes physical sense due to its dynamic

connection with moisture transport, the Rocky Mountains and front range

producing lower target values is unknown. In all, these results indicate that

targeting work in the future using ESA may want to focus on a deployment region

that includes the Gulf of Mexico while staying away from the Rocky Mountains.

The target values were also compared against the percent of the variance for

any one case they were predicted to reduce, revealing how the target values have the

same general distribution about the forecast variance for each case. Besides the

percent of total variance, target values were also plotted against the distance to the

response box and the size of the response box. The relationship between target

values and their distance to the response box varied from response function to

response function, with some having seemingly no relationship at all and others

having either positive or negative relationships. These relationships were held across

the base variables as well for each response function. No such coherent relationships

could be established between the target values and the size of the response box. The

last relationship examined was between target value and height AGL, which showed

that there was no discernible relationship between the two.

Future work will focus on two primary aspects. The first will be using the

real-time system described in the methods to gather targeting cases which can be

used to assess the relationship between the target value sampled along the balloon

path and the resulting forecast improvement when the radiosonde data is
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assimilated. The second will be examining the relationships revealed by the

targeting climatology. Working out meaningful interpretations of target value

behavior is often difficult as the target value is a product of both the analysis

variance and the sensitivity, which is itself a product of the analysis variance and

the forecast variance. Thus, more focused work will be needed to identify and

interpret statistically and dynamically important structures in a variety of

convective scenarios. The more we understand how targets behave, the better we

can design the optimal mix of static and adaptive observing strategies to improve

forecasting and protect lives and property.
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