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ABSTRACT 
This dissertation presents the application of state-of-art image classification and 

object detection techniques to two projects in the areas of wildlife monitoring and cancer 

cell characterization. The following presents a summary of the problem statement, 

solution approach, and major contributions for each of the two projects. 

In the wildlife monitoring project, an automated vision system is proposed for 

animal detection in trail-camera images taken from a field under the administration of 

the Texas Parks and Wildlife Department. As traditional wildlife counting techniques 

are intrusive and labor-intensive to conduct, trail-camera imaging is a comparatively 

non-intrusive method for capturing wildlife activity. However, given the large volume 

of images produced from trail cameras, manual analysis of the images remains time-

consuming and inefficient. For this purpose, a two-stage deep convolutional neural 

network pipeline is implemented to find animal-containing images in the first stage and 

then process these images to detect birds in the second stage. The animal classification 

system classifies animal images with 93% sensitivity and 96% specificity. The bird 

detection system achieves better than 93% sensitivity, 92% specificity, and 68% average 

Intersection-over-Union rate. This dissertation also addresses post-deployment issues 

related to data drift for the animal classification system as image features vary with 

seasonal changes. This system utilizes an automatic retraining algorithm to detect data 

drift and to update the system when necessary. Moreover, two statistical experiments 

are presented to explain the prediction behavior of the animal classification system. 

These experiments investigate the cues that steer the system towards a particular 

decision. Statistical hypothesis testing demonstrates that the presence of an animal in 

the input image significantly contributes to the system’s decisions. 

The cell characterization study investigates the automatic detection and 

enumeration of circulating tumor cells in patient blood samples. Circulating tumor cells 

(CTCs) are invaluable biomarkers used in the early diagnosis and treatment of cancer. 

Microscopy images of isolated CTCs from patient blood samples are routinely acquired 

and analyzed for CTC detection and enumeration purposes. Due to the scarcity of CTCs 
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in the patient blood sample, their manual characterization is a challenging task that 

involves a series of tedious cell staining and labeling procedures and laborious manual 

identification of the cells. This study proposes an automated detection and enumeration 

system to alleviate the lag in the enumeration process. The core of this system is an 

efficient and accurate convolutional neural network (CNN)-based model that performs 

label-free detection of MCF-7 breast cancer cells, as a proxy to CTCs, in brightfield 

images. The MCF-7 detection model achieves above 99% sensitivity and specificity. In 

addition, the average Intersection-over-Union rate of the proposed detector is better than 

80%. For the training set generation, a fully automated workflow is presented that 

facilitates the efficient and easy labeling of brightfield images. Additionally, multiple 

experiments are designed and implemented to explore the prominent features that the 

CNN extracts and uses for distinguishing MCF-7 cells from white blood cells. The 

results of the experiments indicate that the designed CNN uses the size of the cell as the 

prominent distinguishing feature. Furthermore, if the size feature is eliminated, the CNN 

is still capable of extracting other features to distinguish MCF-7 cells, but with a 3% 

accuracy reduction. Finally, the robustness of the proposed MCF-7 detection model in 

the presence of various image intensity transformations is investigated. The results 

indicate that the F1-score of the detection model deteriorates by less than 0.2% in the 

presence of image intensity and contrast transformations. Therefore, the MCF-7 cell 

detection model has sufficient robustness with respect to variations in the intensity and 

contrast of the brightfield images.  
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CHAPTER I 

INTRODUCTION 
 

Machine learning is a prolific discipline in the field of artificial intelligence, 

which enables computers to complete a self-learn task without being explicitly 

programmed, based on the collected or observed data. Machine learning has served as 

an important driver for several technology breakthroughs over the past decade, 

including self-driving cars [1], applied speech recognition [2], effective web search [3], 

and robotics [4]. This dissertation investigates the applications of machine learning 

techniques, especially convolutional neural networks, in combination with image 

processing methods and contributes to the emerging field of explainability of 

convolutional neural networks. These applications are manifested through solving two 

challenging problems in the fields of wildlife monitoring and cancer cell analysis. 

The wildlife monitoring project focuses on the use of trail-camera images to 

study the species, population, and activity of animals in a certain region under 

surveillance. Trail-camera imaging is a non-invasive approach to record animal 

activities through image acquisition. Nevertheless, manual analysis of the acquired 

images is subjective, tedious, expensive, and time-consuming. This fact necessitates the 

use of an automatic system to facilitate and accelerate the image analysis process. The 

objective of this project is to employ machine learning and image processing techniques 

for developing an automated, self-maintained vision system that classifies and detects 

animal trail-camera images. 

The cancer cell characterization project explores automatic enumeration of 

circulating tumor cells (CTCs) in patient blood samples. Enumerating CTCs is an 

effective method for screening cancer progression and administrating a treatment plan 

for cancer patients. The label-free isolation of the CTCs in patient blood samples can be 

carried out employing a size-based refinement technique [5]. Microscopy images of 

isolated CTCs are then recorded for detection and enumeration purposes. However, 
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extremely low concentration of CTCs in the patient blood sample (e.g., 10-100 𝐼𝐼𝑇𝑇𝐼𝐼𝑠𝑠
𝑚𝑚𝑚𝑚

) 

makes the manual enumeration of these cells a subjective and time-consuming task. 

These challenges entail the development of an automatic cancer cell detection and 

enumeration model. In this study, breast cancer MCF-7 cells, used as a proxy to CTCs, 

are spiked into a refined patient blood sample to model isolated CTCs samples. This 

project aims to develop an automatic MCF-7 cell detection model that effectively 

detects and localizes the MCF-7 cells in brightfield microscopy images. 

In the following sections, this dissertation will explain the machine learning and 

image processing tools that were employed in the aforementioned projects. 

1.1 Machine Learning Techniques 
The foundation of machine learning algorithms is multi-dimensional calculus, 

probability, and statistics, and their goal is to find patterns in generally immense 

volumes of data. Machine learning algorithms learn a model from a given set of data 

and then generalize the learned model to make predictions on unseen data. 

The machine learning methods can be divided into two major categories of 

supervised learning and unsupervised learning. Supervised learning algorithms learn a 

model employing input data and associated observed labels. Unsupervised learning 

algorithms learn a model based on the similarity patterns in the input data and do so in 

the absence of any labels. This dissertation will mostly focus on supervised learning 

algorithms. 

The implementation of a supervised machine learning algorithm generally 

follows five steps:  

1. Data exploration is the initial step of any data analysis methodology to gain 

insights into the dataset. One studies the dataset to learn about the 

characteristics (i.e., dimension, type, and format) of data points and to 

estimate the statistics of the raw dataset. Also, exploring the data may lead 

to discovering patterns in the data that can be later utilized in the learning 

process. Furthermore, data exploration determines if any data preprocessing 
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such as filtering, formatting, or normalization is necessary. This step, if done 

properly, can significantly help with the process of model selection.   

2. Model selection and construction comes after data exploration which 

involves the process of choosing the best model for both the dataset and the 

target task. After the model is selected, one has to select the proper model 

specifications and a learning strategy to learn the model for the desired task. 

3. Model training is the third step in which the chosen model is trained on the 

preprocessed data and the associated labels. 

4. Model evaluation is conducted after the model is successfully and properly 

trained on the data. Depending on the target task, an evaluation metric is 

chosen and used to evaluate the model on a validation set, i.e., a set of data 

that the model does not see during training. One may cycle between steps 3 

and 4 until one reaches a trained model with satisfactory performance on the 

validation set. 

5. Model deployment is the last step when the trained and validated model is 

deployed for inference purposes. 

This dissertation follows the same implementation workflow as discussed 

above. In the following, neural networks are introduced as an important class of machine 

learning algorithms.  

1.1.1 Neural Networks 
Neural networks (NNs) are composed of a multi-layer, fully-connected network 

of nodes (neurons or computational units) and directed connections (See Figure 1.1). 

Each directed connection is allocated a weight representing its relative importance. The 

graphical representation of NNs greatly facilitates the tracking and visualization of 

computational steps involved in the training of NNs. 

As shown in Figure 1.1, the data point is fed into the first layer, i.e., the input 

layer. Afterward, the computation results of each unit are propagated through the 
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network passing through a number of hidden layers to reach the last layer, i.e., the output 

layer, where the NN prediction is made for the inputted data point. Each node outputs a 

linear or non-linear response of the weighted sum of its inputs. The type of response 

depends on the function assigned to that node, i.e., the activation function (See Figure 

1.2). Common activation functions include identity, logistic sigmoid, ReLu, and 

Softmax [6] . As the number of hidden layers increases, the NN is said to become deeper.  

 

Figure 1.1. An example of a neural network. The 3-dimensional data point is inputted to the 
input layer (one node per dimension) and propagated through the hidden layers. The output layer 
(in this case, the output is 1-dimensional) generates the NN prediction for the input data point. 
Each node in a layer is connected to all the nodes in the previous and following layers, resulting 
in what is called a fully-connected network. 

 

 

Figure 1.2. An illustration of computations inside a sample node. As shown, the weighted sum 
of the node inputs (A) is calculated and fed to a designated activation function, e.g., the logistic 
sigmoid function in this case. The node outputs the response of the activation function, F(A). 
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To train a NN, the weights associated with the directed connections are adjusted 

or learned. The computational backbone of NN training is the forward-backward 

calculation. The forward propagation starts with presenting a data point at the input 

layer and ends with producing the prediction for that data point at the output layer using 

the current values of the weights. In the backward propagation, the computed prediction 

is compared to the desired target for that data point using an appropriate cost function 

and the difference is propagated back towards the input layer, updating the weights 

along the way. During the training process, forward propagation is carried out to 

produce the cost value with current weights. The back-propagation algorithm [7] 

computes weight gradients by flowing the cost information backwards through the 

network. A learning strategy then utilizes the computed gradients to update the weights. 

This forward-backward process is continued until the weights are properly learned. 

Bishop [6] and Goodfellow [7] present in-depth reviews of the mathematical 

development and the methods to optimize the NN design and training for various tasks. 

This dissertation now focuses on a special class of NNs which are most suitable for 

learning from images, known as convolutional neural networks (CNNs). 

1.1.2 Convolutional Neural Networks  
An important application of NNs is for tasks that involve images as the input, 

such as image labeling, classification, and segmentation; For such tasks, the spatial 

locality and correlation of the image pixels plays a key role in the identification of the 

objects. As an example, suppose a fully-connected NN model is employed to classify 

an image with size (𝑚𝑚 × 𝑛𝑛). For this model, the image should be first flattened to a 

vector of (1 × (𝑚𝑚 × 𝑛𝑛)) for which, the spatial correlation between the adjacent pixels is 

lost due to the transformation. Convolutional neural networks are designed to exploit 

the local correlation of the pixels and effectively reduce the size of the input layers 

without a loss of key features. 
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Convolutional neural networks are utilized for numerous applications. For 

example, CNNs are employed for automatic image tagging [8], face recognition [9], and 

animal detection [10] or used to generate product recommendations [11]. 

Figure 1.3 illustrates the architecture of a CNN model consisting of two main 

components, 

• Feature extraction: This component includes a set of convolutional layers 

that are trained to extract numerous relevant features from the input image. 

The output of this part is one or more feature maps representing the extracted 

features and descriptors. The convolutional layers play an essential role in 

the CNN prediction task. Each convolutional layer consists of three stages; 

convolution stage, detector stage, and pooling stage. 

In the convolution stage, a learnable kernel or filter slides over the layer 

input (See an example in Figure 1.4). At every sliding location, the kernel is 

convolved with the sliding location’s corresponding receptive field, i.e. a 

neighborhood around the input pixel at the sliding location that matches the 

filter in size. This process is repeated for all the input image pixels, resulting 

in a feature map as the output.  

In the detector stage, a non-linear activation function, e.g., ReLu is 

applied to the generated feature map.  

The detector stage is followed by a pooling stage. The pooling operation 

replaces the feature map at a certain location with a summary statistic of 

neighboring elements. There are various types of pooling operations; max 

pooling, average pooling, sum pooling, etc. [7]. The primary purpose of 

using a pooling operation is to build invariances towards small translations 

in the input and produce a compact presentation of the feature map by 

reporting summary statistics.   

The generated feature maps by the first few convolutional layers usually 

capture information about simple features such as the corners and edges in 
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the input image. The deeper convolutional layers capture more sophisticated 

and finer features such as the texture. 

• Prediction: In this component, the compact representation of image 

descriptors is presented to a fully-connected NN for classification or 

regression. In a classification task, the CNN model typically outputs an N-

dimensional vector with values that lie in [0,1), where N is the number of 

classes. The output vector contains the model’s prediction score for every 

class, i.e. the estimated probability of the input image belonging to that class. 

An input image is classified based on the highest prediction score. For 

regression, the output of the CNN model is a vector of numerical real values.  

 

Figure 1.3. The architecture of a sample CNN model designed to classify handwritten digit 
frames from the MNIST dataset [12] into classes (C) 0 to 9. The feature extraction section takes 
a digit frame as the input and outputs the feature maps. The prediction section receives the 
generated feature maps and produces the prediction scores for each class, i.e. P (C = k). The 
maximum prediction score determines the label for the input frame. A properly trained CNN 
with two convolutional layers is capable of classifying the MNIST handwritten digit frames 
with an accuracy of higher than 99%.   
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Figure 1.4. An example of how the convolution calculation is performed. 

 

To train a CNN, the filter weights from the feature extraction section as well as the 

connection weights from the fully-connected layers are learned. The training 

procedure uses the same forward-backward calculation strategy as a regular NN. 

The mechanism and learning process of the CNNs is extensively discussed in [7]. 

Two important characteristics of CNNs, i.e., sparse connectivity and weight 

sharing, make these networks considerably practical.  

• Sparse connectivity: In a fully-connected NN, every output element is 

connected to every input element. However, in a convolution layer, if the 

filter is smaller than the input image, then only a subset of input elements 

will be connected to each element in the feature map. As shown in the 

example in Figure 1.4, the first element in the feature map is only connected 

to a neighborhood of nine elements in the input image. This property results 

in fewer operations required for calculating a feature map element which 

significantly improves the efficiency of the model. 

• Weight sharing: In a convolutional layer, the same filter is used in every 

input location. In other words, instead of a different weight being associated 

with every input element, a convolutional layer has only one set of 

parameters for the entire input elements. Therefore, fewer parameters need 

to be stored which translates to fewer memory requirements. 
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Deep CNNs have been extensively used for image classification tasks over the 

past decade [13-18]. With CNNs, one does not have to preprocess the images to derive 

features like edges, shapes, and texture. The CNN takes the image as the input and learns 

what features to extract to accurately perform the desired classification task.  

As an example of a classification task, a CNN can be used to identify the 

presence of boats in images. This CNN classifier takes an image as input and outputs 

one of two values, i.e. ‘1’ indicating that the input contains at least one boat and ‘0’ 

otherwise. First, one has to design the architecture of the CNN classifier. This process 

includes choosing the number of the convolutional layers, filter sizes, type of pooling 

operation, and the number of layers in the prediction fully-connected NN. The dataset 

is then divided into a training set that is used to train the model and a testing set which 

is employed to evaluate the performance of the trained classifier. For training, one has 

to specify the number of epochs and the learning strategy. The number of epochs 

indicates how many times the classifier is trained on the entire training set. The learning 

strategy is the method used for updating the learnable weights. Two of the most popular 

learning strategies are (1) stochastic gradient descent and its variations [19] and (2) 

ADAM [20]. Finally, the performance of the trained classifier is evaluated on the testing 

set. One can cycle between the training and testing steps to adjust model architecture 

and setup parameters until an effective model is achieved. 

In the case of complex classification tasks, most deep CNN models require a 

large labeled dataset to properly train convolutional layers for feature extraction. In 

some problem domains, gathering a sufficiently large dataset for CNN training may be 

extremely challenging or even impossible. Also, manual labeling of a large dataset takes 

a considerable amount of time and energy. One effective solution to mitigate this 

challenge is to leverage the knowledge of a pre-trained model trained for a specific task 

to solve a new but similar problem. This technique is called transfer learning. 

Transfer learning is a popular method in which a pretrained model is employed 

as the starting point to develop another model for a similar task. In practice, the 

pretrained models are deep CNNs learned on very large datasets, e.g. ImageNet [21]. 
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One way to conduct transfer learning is to keep the weights and parameters of the first 

few convolutional layers intact as they mostly extract generic features (i.e. edges and 

corners) from the images. The deeper convolutional layers and fully-connected layers 

are then fine-tuned for the new application as these layers capture the details that are 

specific to the problem of interest. Transfer learning overall allows one to train a model 

with small datasets in less time. 

Convolutional neural networks are often used as components of a more complex 

architecture for specialized tasks such as object detection and semantic segmentation. 

Compared to image classification, object detection is a more challenging task since it 

involves two sub-tasks: (1) determining if the object of interest exists in the image and 

(2) accurate localization of the corresponding object. This dissertation will discuss 

CNN-based object detection models in the next section.  

1.1.3 Convolutional Neural Networks in Object Detection 
The CNN-based object detection models have shown remarkable performance 

among the current state-of-the-art object detection methods [22]. Specifically, the Faster 

Region-based CNN (Faster RCNN) model [23] is one of the most effective CNN-based 

object detectors [24-29]. The Faster RCNN model consists of two components: (1) a 

Region Proposal Network (RPNs) that generates region proposals, i.e., regions with a 

high likelihood of containing an object, in several scales and aspect ratios, and (2) a 

Region-based CNN which is used to categorize the generated region proposals and 

estimate a bounding box that encloses the corresponding object. Figure 1.5 demonstrates 

the general workflow of the Faster RCNN model. 

An important characteristic of the Faster RCNN model is that the RPN utilizes 

the convolutional layers of the region-based CNN and the feature map these layers 

extract from the input image. In other words, these convolutional layers are shared by 

both the RPN and region-based CNN and therefore, the computational complexity of 

region proposals generation is rather small. The convolutional layers of an ImageNet-
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pretrained model, referred to as the backbone model, are commonly used for the shared 

convolutional layers. 

The RPN produces a collection of rectangular region proposals for the input 

image, each accompanied with an “objectness” score. The “objectness” score indicates 

how likely the associated region proposal contains an object. The RPN is a fully 

convolutional network containing (1) shared convolutional layers that extract a 

convolutional feature map from the input image and (2) a mini-network of convolutional 

layers, which receives the extracted feature map and simultaneously estimates region 

proposal coordinates and their corresponding objectness scores. The mechanism of the 

RPN is explained in depth in [23]. 

In the region-based CNN, the shared convolutional layers first extract a 

convolutional feature map. The feature map along with the generated region proposals 

is then fed to a region of interest (ROI) pooling layer. Per generated region proposal, 

the RoI pooling layer extracts a fixed-length feature vector from the feature map at the 

location of the corresponding region proposal. Each extracted feature vector is then 

passed through a fully-connected NN which outputs: (1) probability estimates for all 

object categories and an additional category representing the background and (2) 

coordinates of a refined bounding box accurately confining the object. 

The Faster RCNN model is trained through the following steps. 

1. The RPN is trained in the first step. The pretrained weights in the backbone 

model are used to initialize the shared convolutional layers and the mini-

network is randomly initialized. The RPN is then fine-tuned for the region 

proposal generation task.  

2. The entire region-based CNN is trained in this step. Similar to the previous 

step, the backbone model is used to initialize the region-based CNN and the 

weights in the fully-connected NN are randomly initialized. The region-

based CNN is trained employing the region proposals generated in the 
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previous step. Up to this point, convolutional layers are not shared between 

RPN and region-based CNN.  

3. The convolutional layers of the region-based CNN trained in the second step 

are then used to initialize the RPN training. The shared convolutional layers 

are fixed while the mini-network convolutional layers are only trained.  

4. The fully-connected NN in the region-based CNN is fine-tuned as the shared 

convolutional layers are kept fixed. 
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Figure 1.5. The mechanism of a Faster RCNN object detection model. In this figure, the Faster 
RCNN model is demonstrated for bird species detection. For every bird in the input image, the 
model determines the bird species and estimates a bounding box comprising the bird. 
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1.2 Image Processing Techniques 
In the following, this dissertation explains three important image processing 

techniques that are used in the wildlife monitoring and cell characterization projects: an 

image similarity index utilized in the wildlife vision system and two blob detection 

algorithms employed in the process of developing the cell detection model.  

1.2.1 Structure Similarity Index 
One of the most popular metrics employed for image comparison is the structure 

similarity (SSIM) index [30]. This index gauges the structural similarity of the scenes 

as well as luminance and contrast to compare two images. The SSIM index combines 

three components to achieve an overall similarity.  

𝑺𝑺(𝑥𝑥,𝑦𝑦) = 𝒍𝒍(𝑥𝑥,𝑦𝑦)𝛼𝛼 . 𝒄𝒄(𝑥𝑥,𝑦𝑦)𝛽𝛽 . 𝒔𝒔(𝑥𝑥,𝑦𝑦)𝛾𝛾 (1.1) 

𝒍𝒍(𝑥𝑥,𝑦𝑦) =
2𝜇𝜇𝑥𝑥𝜇𝜇𝑑𝑑 + 𝐶𝐶1

𝜇𝜇𝑥𝑥2 + 𝜇𝜇𝑑𝑑2 + 𝐶𝐶1
 (1.2) 

𝒄𝒄(𝑥𝑥,𝑦𝑦) =
2𝜎𝜎𝑥𝑥𝜎𝜎𝑑𝑑 + 𝐶𝐶2

𝜎𝜎𝑥𝑥2 + 𝜎𝜎𝑑𝑑2 + 𝐶𝐶2
 (1.3) 

𝒔𝒔(𝑥𝑥,𝑦𝑦) =
𝜎𝜎𝑥𝑥𝑑𝑑 + 𝐶𝐶3
𝜎𝜎𝑥𝑥𝜎𝜎𝑑𝑑 + 𝐶𝐶3

 (1.4) 

Here, 𝑥𝑥 and 𝑦𝑦 are the two images being compared. 𝒍𝒍(𝑥𝑥,𝑦𝑦), 𝒄𝒄(𝑥𝑥,𝑦𝑦), and 𝒔𝒔(𝑥𝑥,𝑦𝑦) 

are luminance, contrast, and structure components, respectively, and 𝛼𝛼 > 0, 𝛽𝛽 > 0,

𝛾𝛾 > 0 determine the significance of these components in the overall SSIM index value. 

The parameters 𝜇𝜇𝑥𝑥, 𝜇𝜇𝑑𝑑 are the mean intensity and 𝜎𝜎𝑥𝑥, 𝜎𝜎𝑑𝑑 are the standard deviations of 

the two images. 𝜎𝜎𝑥𝑥𝑑𝑑 represents the cross-correlation of the two images and 𝐶𝐶1,𝐶𝐶2,𝐶𝐶3 are 

constants that stabilize the three index components. The luminance component, 𝒍𝒍(𝑥𝑥,𝑦𝑦), 

compares the illumination of the two images, whereas 𝒄𝒄(𝑥𝑥,𝑦𝑦) measures the difference 

in the contrast using the standard deviations of the two images. 𝒔𝒔(𝑥𝑥,𝑦𝑦) measures the 

structural similarity of the two images utilizing their cross-correlation. Consequently, 

the SSIM index compares the similarity of the image pairs in three different aspects: 

luminance, contrast, and structure. Figure 1.6 illustrates three different manipulated 
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versions of a sample image. The SSIM index components are reported as each 

manipulated version is compared to the reference image. 

 

Figure 1.6. Impact of different manipulation procedures on the SSIM index components. (b) 
The luminance component of the SSIM index is affected the most when the illumination 
transformation is applied to the reference image. (c) Contrast manipulation has the maximum 
impact on the contrast component. (d) Introducing an obstruction in the image such as an animal 
changes the structure of the scene. This alteration is mostly reflected in the structure component 
of the SSIM index. 
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1.2.2 Maximally Stable Extremal Regions Detection Algorithm 
The maximally stable extremal regions (MSER) [31] are connected regions that 

are relatively stable, i.e. their size and morphology are relatively invariant, as one 

incrementally thresholds the image over a wide range of thresholding values.  Such 

regions manifest uniform intensity profile within the region and are surrounded by 

contrasting pixels. There are three parameters to be adjusted for the detector: (1) size 

range, i.e. smallest and largest extremal regions to be selected, (2) stability testing range, 

i.e. minimum number of thresholding iterations that results in a stable extremal region, 

and (3) maximum variation, i.e. the maximum size variation that is allowed for the 

region to be counted as stable. To detect the MSERs, the image is iteratively binarized 

at different thresholding levels and connected regions are estimated. The detector selects 

any connected region that is within the size range and exhibits less area variation than 

the maximum variation parameter within the specified stability testing range. The 

detector outputs ellipses that approximate the selected extremal regions. Figure 1.7 

demonstrates the core process of the MSER algorithm, i.e. iterative thresholding, on a 

microscopy brightfield image.  
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Figure 1.7. Iterative thresholding process on a sample microscopy brightfield image. The 
thresholding ranges between 100 and 200 with increments of 5 between the frames. The cell 
regions remain stable across multiple frames (notice the larger cells in the bottom row). 

1.2.3 Circular Hough Transform 
The circular Hough transform [32] is a popular technique for detecting circles in 

images. A circle with a center (𝑎𝑎, 𝑏𝑏) and radius 𝑅𝑅 is represented with the Equations 1.5 

and 1.6, 

𝑥𝑥 = 𝑎𝑎 + 𝑅𝑅. cos(𝜃𝜃) (1.5)    ↔     𝑎𝑎 = 𝑥𝑥 − 𝑅𝑅. cos(𝜃𝜃) (1.7) 

𝑦𝑦 = 𝑏𝑏 + 𝑅𝑅. sin(𝜃𝜃) (1.6)     ↔     𝑏𝑏 = 𝑦𝑦 − 𝑅𝑅. sin(𝜃𝜃) (1.8) 

Here, 𝜃𝜃 is the angle varying from 0° to 360° and (𝑥𝑥,𝑦𝑦) represent the points on 

the perimeter of the circle. To detect a circle, one has to estimate the center point and 

radius. Let assume a circle is present in the geometric space with a known radius and 

unknown center. As the points on this circle are transformed to the Hough parameter 

space, each appears as the center of a circle with the same radius (See Equations 1.7 and 
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1.8). These circles intersect in the center of the original circle in the geometric space 

(see Figure 1.8).  

For detecting a circle of known radius in an image, first, the image pixels are 

transformed to the Hough parameter space. Then, a circle with the known radius is 

formed on each pixel in the parameter space. Afterwards, groups of intersecting circles 

are determined and listed. Highly populated groups represent a circle in the geometric 

space and the intersection of their members determines the center of that circle. If the 

radius is not known and a range of radius values is specified, then one iteratively 

performs the aforementioned algorithm for every radius value in the specified range. 

Due to the nature of the algorithm, circular Hough transform can handle incomplete 

circles and also is minimally affected by noise in the image. 

 

Figure 1.8. The points on a circle of known radius and unknown center in the geometric space 
(on the left) represent centers of circles of the same radius in the Hough parameter space (on the 
right). The circles in the parameter space intersect at the center in the geometric space. 

 

In the following, the second and third chapters respectively demonstrate the 

motivation, proposed workflow, and results of the wildlife monitoring and cancer cell 

characterization projects. Chapter 4 discusses the major contributions and conclusions 

for each project.  
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CHAPTER II 

AN EXPLAINABLE DEEP VISION SYSTEM FOR ANIMAL 
CLASSIFICATION AND DETECTION IN TRAIL-CAMERA 

IMAGES WITH AUTOMATIC POST-DEPLOYMENT 
RETRAINING 

 
Trail-camera imaging is a non-intrusive method employed in ecological research 

and conservation to gather large-scale data about wildlife and habitat health [33]. 

However, the task of manually extracting information from this data is costly, labor-

intensive, and time-consuming. Moreover, without robust domain expertise, the validity 

of the produced data is uncertain [34]. Deep neural networks (DNNs) are currently 

viewed as the state-of-the-art for many computer vision tasks, having made great strides 

due to advances in computer hardware, network architectures, and the availability of 

very large datasets to learn from.  

In this work, a two-stage deep learning pipeline is proposed for the analysis of 

wildlife imagery in the Texas Parks and Wildlife Department (TPWD) dataset. In the 

first stage, a DNN classifies the TPWD images into ‘Animal’ and ‘No-Animal’ 

categories. Then, a second DNN detects and localizes birds in the set of Animal images. 

Furthermore, this system is managed by an automatic retraining algorithm which 

maintains performance as data drifts over time. This study presents statistical 

experiments to address model explainability, i.e., insights into network predictions and 

behavior. The major contributions of this study are as follows. 

• It uses off-the-shelf techniques to successfully solve the animal classification 

and detection problems, which are shown to be unsolvable for our dataset by 

existing strategies.  

• It uses novel methods for detecting and coping with data drift under realistic 

field conditions.  
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• It employs hypothesis testing to address the explainability of the devised 

deep network. 

The two-stage approach efficiently processes large amounts of data by first 

filtering out No-Animal images prior to the bird detection phase. This is advantageous 

as the DNN classifier performs noticeably faster than the DNN detector (details are 

reported in the following sections); feeding only the Animal-labeled images to the DNN 

detector reduces the overall analysis time considerably.  

Section 2.1 describes the TPWD dataset. Section 2.2 elaborates on the training 

and performance of the classification DNN, i.e. animal classification system. Section 

2.3 introduces an automated procedure designed for the automatic retraining of the 

animal classification system. Section 2.4 presents two statistical experiments explaining 

the predictions of the animal classification system. The training process and 

performance of the detection DNN, i.e. bird detection system, is demonstrated in Section 

2.5. Section 2.6 presents a detailed discussion of this study. 

2.1   Dataset 
The TPWD dataset is derived from a project investigating the use of prescribed 

fire to manage wildlife habitat at small scales. While the Northern Bobwhite Quail was 

the focal species, it was also important to document changes in habitat use by other 

species of wildlife, with a particular focus on other species of birds. 

Traditional wildlife-count techniques would have been difficult to conduct on 

numerous locations; therefore, trail cameras were used to study wildlife activities at 

several sites with solar-powered water fountains that attract wildlife to the trail camera 

focal area. Cameras were set to be a standard distance above the fountain (1.52 𝑚𝑚) with 

the same distance from the camera to the fountain (3.05 𝑚𝑚). The first year of the study 

(2014) generated approximately 700,000 images. These images were manually 

classified by one individual over the course of about 9 months. Given the large size of 

the image dataset, the large rate of incoming input images, and the need for recurrent 
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image classification, it was necessary to automate this process with high sensitivity and 

precision levels. 

This research developed deep neural network (DNN) models for detecting 

animals, especially birds, in TPWD trail-camera imagery. A significant portion of the 

work undertaken in this endeavor went into generating useful training and testing 

datasets from the images provided by TPWD. These datasets were produced from a set 

of observation sites which resemble each other in their layout. At each location, a 

motion-triggered camera placed above the ground was centered and focused on a 

fountain (artificial watering hole) that attracts animals in the vicinity. Over the course 

of seven days, the camera continuously monitored the scene for activity, taking images 

when motion was detected and occasionally, at periodic intervals for diagnostic 

purposes. Images were recorded for 7-day periods in May, June, and July of each 

year. For night-time imaging, an infrared (IR) flash was used to illuminate the scene 

without disturbing the animals. The night-time images were captured by an IR-sensitive 

detector on the camera. Typical examples of night and day images are shown in Figure 

2.1. 

 
 Figure 2.1. Examples of night-time (left) and day-time (right) images. Illumination from the IR 
flash in night-time images washes out much of the background content and in the absence of 
animal activity, produces a scene that is visually consistent from image to image. The day-time 
images vary significantly in background content with changing weather patterns and time of 
day. 

Given the significant difference in appearance between day and night images, 

two separate DNNs were trained to analyze the two sets of images. The day-time and 



Texas Tech University, Golnaz Moallem, May 2021 

22 

night-time datasets used in training and testing these networks were formed from a 

validated subset of 23,429 volunteer-labeled images, of which only 1,582 contained 

animals. Figure 2.2 shows an example of an annotated image in which the animals are 

labeled and localized with bounding boxes. 

 
Figure 2.2. An annotated image. Images containing animals were annotated with bounding 
boxes and associated with labels denoting the class the animal in each bounding box belongs to, 
e.g., mammal, bird, reptile, etc. Images without animals were marked as ‘empty’. 

2.2   Animal Classification System 
Several other works have employed DNN models for classifying wildlife images 

from camera-trap projects. This work was started by assessing the results of two such 

papers by Norouzzadeh et al. [35] and Tabak et al. [36] which outline methods for the 

classification of larger mammals (compared to those in the TPWD images) in images 

from the SnapShot Serengeti project [37]. The DNN models introduced in these works 

were applied to analyze images from the TPWD dataset. Despite the shared domain 

relevance between the datasets and similar classification tasks, the networks performed 
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poorly on a benchmark set of TPWD images — in that nearly all images containing no 

animals produced false positive predictions. 

To expedite the development of a more performant DNN, transfer learning 

methods were also explored that leveraged from a larger, already annotated dataset 

having better domain overlap with the TPWD images. For this, different models were 

trained on images from the iWildCam 2018 challenge dataset [38] which tracks animals 

and geographies that are more comparable to those observed in the TPWD images. Like 

the SS networks, these models, too, generated mainly false positive predictions. 

Observing this pattern, it was speculated that the presence of the watering fountain, 

common to all the TPWD images, may be triggering false positive detections. To verify 

this, inpainting was applied with Nvidia’s Inpainting DNN [39] (see Figure 2.3) to 

remove the watering fountain from images with no animals. One could observe that the 

networks began to classify such images as true negatives. 

Given the apparent bias with existing DNNs towards background scene 

information, even in cases with significant domain overlap, it was evident that new 

models needed to be trained specifically on the TPWD images. This necessitated the 

laborious endeavor of annotating the TPWD images to generate training and testing 

datasets. 
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Figure 2.3. Watering fountain in the images was masked out using Nvidia’s Inpainting DNN 
[39]. 

2.2.1   Dataset Generation Procedure 
Initial experiments with random sampling of the labeled TPWD images to 

generate balanced datasets of Animal and No-Animal classes resulted in models that 

were highly sensitive to the background content and day-time shadow patterns, which 

occur naturally in the scene. Consequently, the developed models were again producing 

mainly false positive detections. Therefore, this study aimed to develop models which 

better accounted for the variation in background content and shadow patterns by 

applying a more appropriate procedure for generating training data. 

Furthermore, due to the severe imbalance between Animal and No-Animal 

examples in the TPWD images (1,662 Animal and 21,847 No-Animal), special 

emphasis was also placed on ensuring the sampling procedure produced balanced and 
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representative modeling datasets to prevent the DNNs from becoming biased towards 

background information or a particular class. 

Data augmentation has been shown to play a critical role in producing effective 

predictive models for visual tasks but requires domain-specific knowledge on when and 

how to apply the augmentation techniques [40]. To amplify the number of animal 

examples in the training data and define a robust predictive task, Animal images were 

augmented by flipping horizontally about the central y-axis; see Figure 2.4. The 

augmented dataset aims to generate models that are invariant to whether an animal 

appears in a left or a right profile in the image. Other augmentations such as rotations, 

additive noise, and blurring were considered, but not found to be as useful as horizontal 

image flipping. After augmenting the Animal images, a roughly equal number of time-

sampled background images displaying shadow patterns from each observation site was 

incorporated into the training dataset for the No-Animal class. 

 
Figure 2.4. Animal images in the training set were augmented via horizontal flipping about the 
central y-axis. 

As the developed models expect an input image size of 299 ×  299 pixels, the 

original 3264 × 2448 images needed to be resized, but simply resizing these large 

images can lead to problems, e.g., pixels of very small animals such as birds (the 

majority of animal examples in day-time images) will be decimated or lost after resizing. 

To address this problem, day-time images for both training and testing were first 

cropped using a 1500 × 1500 window centered over the watering fountain — the 

region of the image where animal activity is highest as determined from the frequency 
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of bounding box labels. The size and region of this cropping window were selected 

using two criteria: (1) The size of the window after resizing to 299 ×  299 should not 

negatively impact the accurate classification of the smallest animals, i.e., birds, and (2) 

the cropped dataset should retain at least 90% of the original animal examples. The 

choice of 1500 × 1500 window centered around the watering fountain resulted in an 

acceptable 9% loss of day-time animal examples from the original, uncropped dataset. 

The window cropping algorithm is shown in Figure 2.5. In contrast, as there was little 

to no bird activity in the night-time images, the same procedure was not necessary for 

the night-time training dataset.  

An additional criterion was used in selecting No-Animal images for the day-

time dataset — they needed to be well-representative of the various lighting conditions 

and shadow patterns that occur at each location. This was accomplished by employing 

a time-of-capture based sampling of images for each location in the dataset (see Figure 

2.6). Animal examples were sampled from a histogram with 15-minute interval bins and 

the No-Animal examples from a histogram with 3-minute interval bins. Time-of-capture 

sampling was not used for the night-time datasets as there was minimal variation in the 

background due to the very consistent illumination provided by the IR flash. 
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Figure 2.5. The automatic window cropping algorithm 

 
Figure 2.6. The typical distributions of Animal (left) and No-Animal (right) images from a 
single location. For the No-Animal class, this study used the images captured at set intervals 
(for diagnostic purposes) to select a set of background images that are well representative of the 
shadow patterns that occur at each location. 

 2.2.2   Transfer Learning and Architecture Selection 
To speed up the development of models specific to the desired task and dataset 

in this study, transfer learning from existing state-of-the-art network architectures was 

applied. In contrast to other works mentioned in this paper, this step was necessary as 
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the datasets were not large enough to train models from the ground up. The architecture 

for the models was selected by comparing pre-trained network performances on 

ImageNet [21], a large object classification dataset consisting of over 14 million images 

for more than 20,000 classes. The assumption is that the convolutional layers of a pre-

trained, well-performing network on ImageNet will also be suitable for datasets in the 

domain of this project as these layers learn features such as edges and textures that are 

common in all object detection tasks. The size and parameter count of these networks’ 

layers also influenced architecture selection as computational resources required to re-

train a model were limited. The main limiting factor here was the amount of VRAM 

available in the utilized 11GB GPU to handle the volume of data necessary for fine-

tuning the models. Following these considerations, a pre-trained Xception architecture 

[41] was selected. The Xception architecture achieves greater than 90% Top-5 Accuracy 

on ImageNet with lower model and computational complexity than other networks, 

making it a good candidate for modeling the classification task [42]. Training the day-

time and night-time Xception models on an Nvidia GTX 1080 Ti took 50 mins and 42 

mins, respectively. The inference time for both models was 5.5 𝑚𝑚𝑚𝑚 on an AMD Ryzen 

3900X. 

 2.2.3   Animal Classification Results 
Two separate Xception networks were trained, one for day-time images and one 

for night-time images. After determining whether an image is from day-time (high hue 

value) or night-time (near-zero hue value) by comparing them in the HSL (hue, 

saturation, lightness) color-space, the trained models take the input image and output 

two probabilities for whether the image contains an animal or not. 

Of the 8 observation sites in the given dataset, 5 were discarded from use in 

training the day-time model because they did not have enough animal examples to 

generate datasets that are both balanced and well-representative of each site’s 

background content and shadow patterns. The day-time network was trained and tested 

on 3,085 images from the remaining three observational sites. Conversely, the 

background is generally uniform from site to site in the night images, so the night-time 
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network was trained and tested on 1,036 images from all 8 observation sites. Note that 

the inclusion of any number of sites greater than one in training the two models is 

sufficient to demonstrate the ability to build predictive models that are site-invariant. 

The generated training sets are outlined in Table 2.1. The best models achieved 94% 

and 98% classification accuracy on the benchmark dataset for day-time and night-time 

images, respectively. Day-time predictions had a sensitivity of 87% and a specificity of 

96%. Night-time predictions had 99% and 96% sensitivity and specificity, respectively. 

Details of each model’s performance and their testing sets are presented in Table 2.2.  

Additionally, the day-time and night-time training datasets were combined to 

train a single classification model using the same Xception architecture. The combined 

model performed with an overall 91% accuracy on the benchmark dataset whereas, the 

individual day-time and night-time models had an overall performance of 96%. Given 

this performance delta, this work opted to use the two separate model approach for day-

time and night-time images.  

Using the time-of-capture sampling strategy to incorporate the variation in 

shadow patterns and background content of observation sites into the day-time training 

data alleviated the problem of frequent false positive detections caused by training on 

only randomly sampled data. In contrast, the visual uniformity within and between 

observation sites from the night-time images made the task of training a classification 

network simpler. 

Table 2.1. Statistics of the day-time and night-time training sets 
Day-time Training Set 

Obs. Site Site No. 1 Site No. 2 Site No. 3 Total 
‘Animal’ class 288 268 393 949 

‘No-Animal’ class 281 289 327 897 
 

Night-time Training Set 

Obs. Site Site 
No. 1 

Site 
No. 2 

Site 
No. 3 

Site 
No. 4 

Site 
No. 5 

Site 
No. 6 

Site 
No. 7 

Site 
No. 8 Total 

‘Animal’ class 46 47 91 21 89 18 12 44 368 
‘No-Animal’ 

class 46 47 91 21 89 18 12 44 368 
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Table 2.2. Statistical measures of the models’ performance presented in the form of Sensitivity 
and Specificity for each observation site. TP, TN, FP, and FN refer to true positive, true 
negative, false positive, and false negative, respectively. 

Daytime Model 
‘Animal’ Class ‘No-Animal’ Class 

Obs. Site Site 
No. 1 

Site 
No.2 

Site 
No. 3 Total Obs. Site Site 

No. 1 
Site 
No.2 

Site 
No. 3 Total 

# of 
Images 110 113 175 398 # of 

Images 268 262 311 841 
TPs 97 102 147 346 TNs 261 254 294 809 
FNs 13 11 28 52 FPs 7 8 17 32 

Sensitivity 88% 90% 84% 87% Specificity 97% 97% 95% 96% 
 

Nighttime Model 

Obs. Site 
‘Animal’ Class ‘No-Animal’ class 

Sensitivity Specificity # of 
Images TP FN # of 

Images TN FP 

Site No. 1 20 20 0 20 17 3 100% 85% 
Site No. 2 19 18 1 20 20 0 95% 100% 
Site No. 3 38 38 0 39 39 0 100% 100% 
Site No. 4 9 9 0 9 9 0 100% 100% 
Site No. 5 34 34 0 34 32 2 100% 94% 
Site No. 6 7 7 0 7 6 1 100% 86% 
Site No. 7 5 5 0 5 5 0 100% 100% 
Site No. 8 18 18 0 16 16 0 100% 100% 

Overall 150 149 1 150 144 6 99% 96% 
 

2.3   Automatic Retraining Procedure 
A crucial characteristic of a reliable and robust deep learning system is its ability 

to generalize and respond in a stable fashion to drift in the incoming data. Ideally, once 

deployed, a robust system continuously monitors the incoming data and detects any drift 

in the data that may lead to performance degradation and if necessary, triggers a 

retraining procedure.   

In the TPWD images, the observation sites can look noticeably different with 

the passage of time and changes in environmental conditions (Figure 2.7). In these 

images, data drift manifests itself as background changes in the observation sites. More 

specifically, the drifted images contain components that the model (1) is not trained for, 
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and (2) can switch the model’s classification decision. Such components hereafter will 

be referred to as notable background changes. These components are mainly temporally-

dependent background objects that are added, eliminated, or have appearance or 

location transformation unseen to the model. Examples of such components may be 

changes in the background vegetation state, displacement of existing objects (e.g., big 

rocks, cardboards, buckets, or watering fountain), and the introduction of new objects 

into the scene. All such factors can potentially transform the background scene in a 

significant way and cause the deployed model to produce false positives.  

    

(a) (b) (c) (d) 
Figure 2.7. One of the observation sites (site No. 3) in chronological order: (a) July 2017, (b) 
May 2019, (c) June 2019, and (d) July 2019 

To assess the post-deployment health of the Animal Classification System 

(ACS), it was first trained on a subset of TPWD images from July 2017 following the 

procedures outlined in section 2.2. This system, referred to hereafter as ACS 2017, was 

then tested on a set of randomly selected images from 2019. 

The deteriorated performance of ACS 2017, reported in Table 2.3, indicates that 

incoming images gradually drift as the appearance of the background changes over time. 

Furthermore, degradation is more pronounced in day-time images where background 

content plays a prominent role than in night-time images where the background is 

generally uniform in appearance. Given these results and the assumptions about the 

effects of background changes on performance, a technique for detecting and 

quantifying such changes was developed. 
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Table 2.3. Post-deployment performance of ACS 2017 on the 2019 test set. Deterioration of 
performance of this model as compared to that reported in Section 2.2 is reported in parenthesis. 

Day-time Model Night-time Model 
Sensitivity Specificity Y-index Sensitivity Specificity Y-index 

81.4%  
(-5.4%) 

77.7% 
 (-19.8%) 

61%  
(-23%) 

94.8%  
(-4.2%) 

95.8%  
(-0.1%) 

91%  
(-4%) 

 
A deployed model is capable of handling backgrounds and components that are 

adequately represented in the training images. Drifted images are those with notable 

background changes, i.e., backgrounds or content that deviate significantly in 

appearance, compared to the training images. These notable background changes are 

quantified by comparing background states of incoming images against the background 

states in the training data to determine whether performance may be impacted. 

However, temporally-independent components in the background such as 

animal presence, shadow patterns, and vegetation movements also affect the 

background comparison, even for images containing very similar background states. 

Consequently, a one-to-one comparison of individual incoming images and training 

images is not practical. To resolve this problem, mean images were introduced which 

essentially eliminate the temporally-independent components present in image to 

image. Mean images of observation sites for a specific time interval were calculated by 

averaging all the cropped images taken from the corresponding observation site during 

that time interval. 

Based on observations from over 10,000 images in the given dataset, the 

background of a site did not go through notable changes from one sunrise to sunset. 

Therefore, the means of both incoming and training images from sunrise to sunset within 

a day for each observation site were estimated and used for comparison. 

The goal was to determine if the model is trained for the background state in the 

incoming images. If not, trigger the retraining process. Triggering of automatic 

retraining was accomplished through the following steps per observation site: 

1. For a day worth of incoming images, estimate the mean image (𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑). 
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2. Assuming there are 𝑁𝑁 background states available in the training set of the 

deployed model, compare 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 to these training background states 

(𝐼𝐼�̅�𝐵𝐵𝐵_𝑠𝑠𝑠𝑠𝑑𝑑𝑠𝑠𝑜𝑜_1, … , 𝐼𝐼�̅�𝐵𝐵𝐵_𝑠𝑠𝑠𝑠𝑑𝑑𝑠𝑠𝑜𝑜_𝑁𝑁). Each background state is the mean of the training 

images captured on a single day. 

3. If 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 is similar to one of 𝐼𝐼�̅�𝐵𝐵𝐵_𝑠𝑠𝑠𝑠𝑑𝑑𝑠𝑠𝑜𝑜_1, … , 𝐼𝐼�̅�𝐵𝐵𝐵_𝑠𝑠𝑠𝑠𝑑𝑑𝑠𝑠𝑜𝑜_𝑁𝑁, then that means the 

model is trained for the background state in that day and theoretically can 

perform the classification task adequately for those images. Otherwise, it 

requires retraining. 

The similarity between 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 and background states is quantified as follows; 

this study set up a technique employing the structural component of the similarity index 

(SSIM) [30], represented with Equation 1.4. This component contains the structural 

similarity information defined as the luminance- and contrast-independent 

characteristics that account for the structure of objects in the field of view [30].  

To determine the similarity between two mean images, local SSIM-Structure 

values were calculated for corresponding sub-regions between the mean images. 

Because the key background feature, i.e., the watering fountain, occupies a 500 × 500 

neighborhood in all 1500 × 1500  images, local structural comparisons were performed 

within 500 × 500 windows with a stride of 250 pixels and the results of this procedure 

were stored in a 5 × 5 SSIM-Structure matrix. 
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(a) (b) 

  
(c) (d) 

Figure 2.8. Examples of corresponding sub-regions from two mean images of observation site 
No. 3. The sub-regions (a) and (c) are cropped from the July 2017 mean image and the sub-
regions (b) and (d) are extracted from July 2019 mean image. The estimated SSIM-Structure 
for sub-regions (a) and (b) is 0.37, whereas the calculated SSIM-Structure for sub-regions (c) 
and (d) is 0.84. 

Figure 2.8 demonstrates two examples of corresponding sub-regions from mean 

images of observation site No. 3 over different time intervals. The presence of rocks and 

vegetation in the sub-region from July 2019 shown in Figure 2.8(b) causes discrepancies 

in the structure of the scene that result in a relatively low SSIM-Structure value. On the 

other hand, sub-regions in Figures 2.8(c) and 2.8(d) contain similar structural 

components and, hence, produce a high SSIM-Structure value. 

The standard deviation of the SSIM-Structure matrix was chosen for measuring 

the dissimilarity of mean images. This measure is referred to as the Retraining Trigger 

Index (RTI). Figure 2.9 displays the heatmap of estimated RTI values for several pairs 

of 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 images from observation site No. 1. As expected, all the diagonal 

components are zero, because an image is compared to itself and so all the elements of 
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the SSIM-Structure matrix are ones. Therefore, the standard deviation of this matrix 

defined as the RTI is zero. Moreover, the RTI values associated with intra-monthly pairs 

are noticeably smaller than those of inter-monthly pairs since in terms of vegetation 

growth, month-to-month background changes are more drastic compared to background 

changes that occur within a month.  The low RTI value of Pair 1 validates the visual 

similarity between the two mean images. The higher RTI of Pair 2 compared to Pair 1 

shows that Pair 2 manifests more local dissimilarities. However, both these pairs have 

RTI values less than 0.1 and neither carries a notable background change. On the other 

hand, Pairs 3 and 4, associated with RTI values above 0.1, exhibit notable background 

changes, e.g., vegetation state change and displacement of the fountain.  

Inspecting 602 mean image pairs visually and monitoring their associated RTIs, 

it was found that RTI values higher than 0.1 indicate a notable background change. 

Accordingly, the automatic retraining trigger procedure is illustrated in Figure 2.10. 

Every time an 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 triggers retraining, a subset of images associated with that 

𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 is formed by sampling from the associated temporal histogram. (see Section 

2.2.1). This subset is then appended to the model’s training set, and the model is 

retrained with the enhanced training set. 
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Figure 2.9. Estimated RTI values for pairs of 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 images in observation site No. 1. Higher 
values are shown by lighter color as lower values are illustrated by darker colors. 
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Figure 2.10. The algorithmic flowchart of the automatic retraining trigger procedure. For the 
similarity test of  𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 and 𝐼𝐼�̅�𝐵𝐵𝐵_𝑠𝑠𝑠𝑠𝑑𝑑𝑠𝑠𝑜𝑜_𝑖𝑖, the RTI value is estimated and thresholded. 

 

To demonstrate how this retraining trigger system works, the ACS 2017 model 

accompanied with eight training background states was deployed on two sets of 

incoming one-day images: 

1. Figure 2.11 illustrates the steps of the retraining trigger algorithm for the 

𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 from July 2019. The background state of 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 is compared with 

all the training background states (𝐼𝐼�̅�𝐵𝐵𝐵_𝑠𝑠𝑠𝑠𝑑𝑑𝑠𝑠𝑜𝑜_1, … , 𝐼𝐼�̅�𝐵𝐵𝐵_𝑠𝑠𝑠𝑠𝑑𝑑𝑠𝑠𝑜𝑜_8) available in 

ACS 2017 and the RTI values are estimated. One may easily observe that 

the 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 has notable background changes through visual inspection; the 

estimated RTI values are all greater than 0.1. Here, the algorithm 

recommends that the model needs retraining. To determine if this 

recommendation is reasonable, the ACS 2017 model was tested on a subset 

of the images associated with 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑, which resulted in a poor 67% 

sensitivity and 60% specificity. Following the recommendation, the 
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retrained model achieved a sensitivity and specificity of 100% for the same 

images, further confirming the algorithm’s recommendation. 

2. Figure 2.12 demonstrates the same process for the 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 from July 2017. 

The computed RTI for the first background state (𝐼𝐼�̅�𝐵𝐵𝐵_𝑠𝑠𝑠𝑠𝑑𝑑𝑠𝑠𝑜𝑜_1) is 0.03. The 

RTI value being less than 0.1, the algorithm recommends that retraining is 

not necessary; The model is already trained to handle the background state 

of 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 . The model was again tested on the images affiliated to 𝐼𝐼�̅�𝑜𝑜𝑜𝑜𝑜_𝑑𝑑𝑑𝑑𝑑𝑑 

, resulting in 81% sensitivity and 95% specificity. These results validate the 

algorithm's recommendation. 

 
Figure 2.11. Retraining triggering procedure on the single-day images captured in July 2019 
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Figure 2.12. Retraining triggering procedure for the single-day images taken in July 2017 

 

Based on these experiments and observations, the automatic retraining algorithm 

employing the introduced RTI is shown to be a reliable technique for enabling the ACS 

to adapt to data drift and maintain robust performance. 

2.4   Explainability 
The CNNs have demonstrated remarkable success with various image 

classification tasks [16, 43-45]. As shown with the ACS, an adequately trained model 

is very successful at classifying various animal images over several observation sites. 

However, the way in which the ACS arrives at a particular decision is not readily 

transparent; specifically, the criteria and features in an input image considered by the 

CNN models to determine a classification label.  

This major shortcoming in the interpretation of a CNN classification system 

originates from the black-box nature of deep learning networks. This subject has been 

recently addressed in several works [46-57]. There have been several visualization tools 

and libraries developed for explaining deep Neural Networks [49, 51, 52]. Moreover, 

heatmap visualization approaches have been used in explaining the decisions of the deep 
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neural networks [47, 55-57]. While these methods propose a general explanation for 

how a trained system works; this section introduces a focused interpretation of the CNN 

classifier in the ACS using a frequentist statistical approach. Two statistical experiments 

are proposed to investigate the rationale of the network behind its correct decisions, as 

follows: 

I. True-Positive (TP) experiment, which investigates the motive behind the 

classifier’s decisions for TP images 

II. True-Negative (TN) experiment, which examines the rationale behind 

the classification of TN images  

The following presents a detailed description of these experiments. The 

experiments are executed on 1500 × 1500 cropped day-time images from both ACS 

training and benchmark datasets. This collection of images is referred to as the 

“experimental set”. A similar hypothesis test was not conducted for the night-time 

model because of two reasons. First, since the day-time and night-time models have 

identical architectures and since the night-time images are structurally less complex, 

employing the same statistical experiment with the night-time model would produce 

predictably similar results. Second, the night-time testing set is too small for a 

meaningful statistical analysis. 

 2.4.1   True-Positive (TP) Experiment 
In the True-Positive experiment, the performance of the ACS on TP images is 

analyzed. TP images are images in the experimental set containing an animal in the field 

of view that are correctly classified into the Animal category. For this experiment, this 

study posits the following:  

Null hypothesis (H0): The ACS significantly bases the classification decision 

(Animal/No-Animal) on the presence of an animal in the input image. 

The alternative hypothesis is, therefore defined as: 
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Alternative Hypothesis (Ha): The ACS bases the classification decision 

regardless of the presence of an animal in the input image.  

Table 2.4. The algorithm designed for True-Positive Experiment 

Experiment I: True-Positive Experiment 
Input: 𝑁𝑁𝑠𝑠𝑡𝑡 experimental images correctly labeled as “Animal”, i.e., TP images 
for TP images 𝒊𝒊 = 𝟏𝟏,𝟐𝟐, … ,𝑵𝑵𝒕𝒕𝒕𝒕 do 

1. Find the twin image using Algorithm I 
2. Feed the twin image to the ACS and collect the estimated label 

end 
Using the collected statistics: 
       Establish the t-test stat, 𝑡𝑡 = �̅�𝑥−𝜇𝜇

𝑠𝑠
√𝑛𝑛

  

        𝒙𝒙�: sample means 
        𝒔𝒔²: sample variance 
        𝒏𝒏: sample size 
        µ: specified population means 
        𝒕𝒕: Student-t quantile with n-1 degrees of freedom 
        𝒕𝒕 − 𝒗𝒗𝒗𝒗𝒍𝒍𝒗𝒗𝒗𝒗: corresponding calculated probability, defined as the probability of finding 
the observed results when the null hypothesis (H0) is true             
Reject the null hypothesis for a significance level 𝛼𝛼 =  0.05 if the calculated p-value is less 
than 𝛼𝛼.  
Otherwise, the experiment fails to reject the null hypothesis; this simply means that the 
data support the null hypothesis. A significant p-value indicates strong support for the null 
hypothesis. 

 

The data preparation phase for this experiment is rather cumbersome, yet doable 

if performed in an organized manner. Table 2.4 and Table 2.5 describe such a workflow. 

Every TP image is paired with a No-Animal image based on the temporal and structural 

aspects. The paired image is referred to as the twin image.  The algorithm for finding 

the twin image is demonstrated in Table 2.5.  

The dissimilarity index (DISI), defined in Equation 2.1, quantifies the degree of 

temporal and appearance similarity. The DISI value for the TP image and a No-Animal 

test image consists of two terms: (1) the time stamp difference associated with the two 

images, this signifies the temporal similarity, and (2) the similarity index of the two 

images as discussed in detail in [30].  Finding the twin image based solely on temporal 

similarity is not sufficient because not only temporal features such as shadow patterns 

contribute to the appearance of the observation site but also, other environmental 
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features, e.g., cloud overcast, rain, wind, etc., the impacts of which can be properly 

quantified by the similarity index. 

Table 2.5. The algorithm designed for finding the twin image 

Algorithm I: Finding the twin image 
Input: one TP image & all the No-Animal images from the same observation site 
Define dissimilarity index (DISI) 
𝑫𝑫𝑫𝑫𝑺𝑺𝑫𝑫 =

𝟏𝟏
𝟔𝟔𝟔𝟔 𝒔𝒔𝒗𝒗𝒄𝒄 × �𝑻𝑻𝑻𝑻𝑻𝑻 𝒊𝒊𝒊𝒊𝒗𝒗𝒊𝒊𝒗𝒗(𝒔𝒔𝒗𝒗𝒄𝒄) − 𝑻𝑻𝑵𝑵𝑵𝑵−𝑨𝑨𝒏𝒏𝒊𝒊𝒊𝒊𝒗𝒗𝒍𝒍 𝒊𝒊𝒊𝒊𝒗𝒗𝒊𝒊𝒗𝒗(𝒔𝒔𝒗𝒗𝒄𝒄)�+ �𝟏𝟏 − 𝑺𝑺𝑫𝑫𝑺𝑺𝑻𝑻𝑻𝑻 𝒊𝒊𝒊𝒊𝒗𝒗𝒊𝒊𝒗𝒗,   𝑵𝑵𝑵𝑵−𝑨𝑨𝒏𝒏𝒊𝒊𝒊𝒊𝒗𝒗𝒍𝒍 𝒊𝒊𝒊𝒊𝒗𝒗𝒊𝒊𝒗𝒗� (𝟐𝟐.𝟏𝟏) 

  
DISI: dissimilarity index, dimensionless    
T: Timestamp associated with an image, seconds 
SIM: Similarity Index [30], dimensionless 
1/60: conversion factor 
 
for No-Animal images 𝒊𝒊 = 𝟏𝟏,𝟐𝟐, … do 

1. Calculate the DISI for the 𝑖𝑖𝑠𝑠ℎ No-Animal image and the TP image 
2. Record the DISI for the corresponding No-Animal image 

end 
No-Animal image with minimum DISI→ twin image 

 
 

Figure 2.13 demonstrates an example of a TP image and its twin image. 

  

Figure 2.13. An example of a TP image (Left) and its twin image (Right). As shown, the two 
images are almost the same with respect to the background components (watering fountain 
placement, vegetation, rocks, etc.) and the shadow patterns. The only noticeable difference is 
the bird in the TP image (circled in red). 

The results of this experiment for all TP images indicate that in at least 94% of 

the cases, the twin image received a No-Animal label (See Table 2.6). To test the null 

hypothesis, the following steps are carried: 
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1. Let us assume that an acceptable performance for the ACS on twin images 

is 0.95. This statistic is referred to as the “success rate,” denoted as 𝒕𝒕 = 0.95. 

The total number of samples is 1,190. 

2. This process can be considered as a series of 𝑵𝑵𝒕𝒕𝒕𝒕  =  1,190 binomial 

samples, for which the expected success rate of correct labeling is 0.95. The 

samples are assumed to be independent. 

An investigation of the underlying binomial distribution justifies a Normal 

approximation to the binomial distribution. The binomial variance, defined as 

𝑁𝑁𝑠𝑠𝑡𝑡𝑝𝑝(1 − 𝑝𝑝) = 56.5, is significantly higher than the threshold level of 10 [58]. This 

observation justifies a safe application of the normal-based t-test.   

Table 2.6. The results of the True-Positive experiment. As demonstrated, for all three 
observation sites, ACS estimates the ‘No-Animal’ label for the selected twin images at least 
94% of the cases.  

Site Total twin images No. of twin images 
correctly classified 

ACS Specificity on 
twin images 

Site No. 1 346 333 96% 
Site No. 2 342 322 94% 
Site No. 3 502 478 95% 

Total 1,190 1,133 95% 
A one-sided t-test with a 0.05 significance level confirms a 0.95 minimum 

success rate of correct labeling. The one-sided t-test fails to reject the null hypothesis 

with a strong p-value of 0.63 and an upper bound confidence value of 0.962. Therefore, 

the ACS significantly relies on the presence of an animal to pass an Animal label. Note 

that, if the expected success rate is dropped to 0.94, the t-test would still fail to reject 

the null hypothesis with a notably stronger p-value of 0.97. 

Consequently, it can be confidently concluded that the ACS significantly 

emphasizes the presence of an animal in an image to pass an Animal/No-Animal 

decision. 
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2.4.2   True-Negative (TN) Experiment 
True-Negative (TN) images are No-Animal images in the experimental set that 

are correctly labeled. The TN experiment investigates the rationale behind the ACS 

decision for the TN images. Similar to the TP experiment, a hypothesis testing 

procedure is established for the assessment of the ACS decision for the TN images:  

Null hypothesis (H0): The ACS learns the observation sites’ temporally-

dependent and independent background components, such as the background objects, 

shadow patterns, movement of vegetation caused by wind; Subsequently, the presence 

of an animal is considered as a disturbance to the learned patterns of the observation 

sites.  

Table 2.7 elaborates on the algorithm for testing the null hypothesis. Again, the 

data preparation phase does require some attention.  

Table 2.7. The algorithm designed for True-Negative Experiment 

Experiment II: True-Negative Experimental Procedure 
Input: 𝑁𝑁𝑠𝑠𝑜𝑜 experimental images correctly labeled as ‘No-Animal’, i.e., TN images 
Construct visiting location distribution of animals in the observation sites. The center of the 
annotation bounding box is considered as the visiting location of the corresponding animal. 
Extract three templates of two different bird species in different gestures from the TPWD 
images 
for TN images 𝒊𝒊 = 𝟏𝟏,𝟐𝟐, … ,𝑵𝑵𝒕𝒕𝒏𝒏 do 

1. Introduce the first template to the 𝑖𝑖𝑠𝑠ℎ TN image at a location sampled from the 
constructed location distribution 

2. Feed the new image to the ACS and collect the statistics. 
3. Repeat steps 1 and 2 for the second template 
4. Repeat steps 1 and 2 for the third template 

end 
Using the collected statistics: 
        Establish the t-test stat similar to the previous experiment 
Reject the null hypothesis for a significance level 𝛼𝛼 =  0.05 if the calculated p-value is less 
than 𝛼𝛼.  
Otherwise, the experiment fails to reject the null hypothesis; this simply means that the 
data support the null hypothesis. A significant p-value indicates strong support for the null 
hypothesis. 

 
To introduce a disturbance in the TN images, a template of an animal is used, 

for which three examples are illustrated in Figure 2.14. Templates of two different bird 

species in various sitting positions are extracted from random observation sites. The 

bird species are chosen for imposition since birds are the smallest animals in the field 
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of view and, thus, challenging to recognize. The animal visiting location distribution for 

each observation site is estimated by recording the center of the annotation bounding 

boxes for all animals. These distributions are demonstrated for three observation sites 

in Figure 2.15. The hypothetical birds are introduced to the TN images based on the 

samples from these spatial distributions. 

   

Template 1 Template 2 Template 3 
Figure 2.14: The three templates used in the TN experiment 

 

   

Site No. 1 Site No. 2 Site No. 3 
Figure 2.15: Distribution of animal locations in the three observation sites. As shown, the animal 
activity is mostly concentrated around the watering fountain. 

For every TN image, the bird template is positioned in a location that is 

randomly sampled from the observation site’s estimated animal visiting location 

distribution. This process is repeated for all three bird templates. Examples of disturbed 

TN images are shown in Figure 2.16. 
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Site No. 1 Site No. 2 Site No. 3 
Figure 2.16. Examples of disturbed TN images in the True-Negative experiment 

The results of the ACS performance on the disturbed TN images are 

demonstrated in Table 2.8. The imposition of bird templates alters the classification 

label in at least 98% of the cases. 

Table 2.8. The results of the True-Negative experiment. As shown, for all three observation 
sites, ACS estimates the Animal label for the disturbed TN images in at least 98% of the cases.  

Obs. Site No. TN 
Images 

No. of Disturbed TN Images 
Correctly Classified 

ACS Sensitivity on Disturbed TN 
Images 

Template 
1 

Template 
2 

Template 
3 

Template 
1 

Template 
2 

Template 
3 

Site No. 1 541 541 540 541 100% 99.8% 100% 
Site No. 2 540 533 530 532 98.7 % 98.1% 98.5% 
Site No. 3 621 619 615 619 99.7 % 99% 99.7 % 

Total 1,702 
1,693 1,685 1,692 99.5% 99% 99.4% 

1,690 99.3% 
 

Following the proposed workflow in Table 2.7, the null hypothesis is tested: 

1. The assumed success rate of the ACS for the disturbed images is 𝒕𝒕 = 0.95. 

The total number of samples is 1,702. 

2. This process is modeled as a series of 𝑵𝑵𝒕𝒕𝒏𝒏  =  1,702 binomial samples, for 

which the expected success rate is 0.99. The samples are assumed to be 

independent. 

3. The binomial variance, defined as 𝑁𝑁𝑠𝑠𝑜𝑜𝑝𝑝(1 − 𝑝𝑝) = 80.8, is significantly 

larger than the threshold level of 10 [58]. This observation indicates that the 

binomial distribution can be approximated by a Normal distribution.   
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The one-sided t-test fails to reject the null hypothesis with a strong p-value of 1 

and an upper bound confidence value of 0.996. Therefore, this study concludes that ACS 

learns the background components and patterns of the observation sites and the 

variabilities associated with them, and the presence of an animal in fact disturbs the 

learned patterns of the observation sites. Thus, the classification label is determined 

based on whether the learned pattern is disturbed.  

The p-value associated with the TN experiment is noticeably higher (𝑝𝑝 = 1) than 

the one for the TP experiment (𝑝𝑝 = 0.63), even though the p-value of the TP experiment 

is acceptable. The main reason for the notable difference in p-values is the larger sample 

population for the TN experiment.  

2.5   Bird Detection System 
While the ACS efficiently classifies images into Animal versus No-Animal 

categories, birds account for more than 65% of the animal population in the TPWD 

database and are the most challenging to localize both manually and automatically due 

to their relative size, unpredictable position, and camouflage that allows them to blend 

in with the background (See Figure 2.17).  

To tackle this challenge, a Bird Detection System (BDS) based on the Faster 

Region-based Convolutional Neural Network (Faster RCNN) [23] was designed to 

localize the birds in the set of animal images found by the ACS. Although several 

published works deal with the problem of bird detection [59-66], none were found to 

address the aforementioned challenges in a satisfactory manner. For example, those 

described in [59, 64, 66] present approaches for the detection of bird parts (not birds), 

while others, e.g., [60, 63], focus on detection from aerial images in which the birds 

have significantly different radiometric and geometric appearances than those in the 

TPWD images. 
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Figure 2.17. Birds, which make up around 65% of the total animal population in the TPWD 
dataset (1,069 birds among 1,592 animals), pose a significant challenge to automatic detection 
because of their size (first row), camouflage (second row), position and range of activities (third 
row). All birds are circled in red. 

Perhaps the most relevant of existing works to that presented here are by Simons 

et al. [61] and Wang et al. [62]. The authors of [61] present a cascade object detector to 

detect and count birds in trail camera images. However, they choose not to pursue a 

deep learning approach and cite the small size of their training dataset as the reason. As 

will be detailed in the next section, our work successfully employs a deep learning 

strategy that was trained on a dataset even smaller than that presented in [61].  

Wang et al. [62] used a modified YOLO network for bird detection trained on 

the 2012 PASCAL VOC dataset. A close inspection of this dataset revealed that the 

birds are more prominent in their respective images than the birds in TPWD images. 

Specifically, while the birds occupy, on average, 18% of the image in the data used in 

[62], this number is as low as 1% for TPWD images. Therefore, it was concluded that 
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the YOLO model presented in [62] could not be used to accurately localize the birds in 

the TPWD images. 

A Faster R-CNN model was trained to detect and localize birds in the positive 

images (i.e., those labeled as having animals in the ACS module).  The trained network 

receives a preprocessed positive image and localizes the birds by estimating a bounding 

box per bird. In the preprocessing step, a 1500 ×  1500 window from the input image 

is cropped and centered around the watering fountain. The Faster R-CNN model 

consists of two sub-models. The first sub-model, i.e., region proposal network, learns to 

find region proposals (RPs) in the input image that are likely to contain a bird. 

Redundant RPs are eliminated by employing non-maximum suppression based on their 

proposal scores. The second sub-model is a classification network that ranks the selected 

RPs by assigning a score to every chosen RP. Finally, regions with the highest scores 

are outputted as bounding boxes containing birds.  

To train the BDS, a training set was generated containing two subsets of images. 

The first subset, i.e., a positive subset, includes 80% of the single-bird images in the 

TPWD database. Each image is paired with a bounding box localizing the bird in the 

corresponding image. The second subset, i.e., negative subset, is a group of FPs 

collected using the hard-negative mining method [67].  Figure 2.18 shows examples 

from each of the two subsets used in training and Table 2.9(a) reports the details of the 

training set.  
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Figure 2.18. Examples of images in the positive and negative subsets of the training set 

 

The specifications of the training procedure are shown in Table 2.9(c). The 

chosen optimizer is Stochastic Gradient Descent with Momentum of 0.9 and a learning 

rate of 0.001. For training the proposal network, a binary class label is assigned to each 

RP. Two kinds of RPs are assigned a positive label: (i) the RPs that have the highest 

Intersection-over-Union (IoU) with a ground-truth box or (ii) an RP for which exists a 

ground-truth box with an IoU larger than 0.6. A negative label is allocated to a non-

positive RP that has an IoU of less than 0.5 with any ground-truth box. The training 

procedure of the BDS took 124 minutes on an Nvidia Titan RTX. 

As illustrated in Figure 2.19, the trained BDS is capable of detecting single and 

multiple birds with varying sizes, colors, and gestures from all observation sites.  
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Table 2.9. Details of (a) Training set, (b) Testing set, and (c) Specifications of the BDS training 
procedure 

(a) (b) 

Training Set Details 
No. of single-bird images 855 
No. of no-bird samples 152 
Total No. of images 1,007 
Total No. of birds 855 

 

Testing Set Details 
No. of single-bird Images 244 
No. of multi-bird Images 164 
No. of no-bird Images 1,619 
Total No. of images 2,027 
Total No. of birds 567 

 

(c) 
Training Process Specifications 

Optimizer SGDM Momentum = 0.9, Learning Rate = 0.001 
No. of Epochs 10 

Back-bone CNN ResNet 50 
Positive IoU Range [0.6, 1] 
Negative IoU Range [0, 0.5] 

 

 
To quantitatively assess the performance of BDS, a test set is formed that 

contains the remaining 20% of single bird images along with all the multi-bird images 

in the TPWD database. Table 2.9(b) tabulates the details of this test set. TPs, TNs, FPs, 

and FNs that are used to estimate the sensitivity and specificity of BDS are defined as 

follows. TPs are the number of localized birds for which the IoU of the estimated and 

ground-truth bounding boxes is greater than 0.4. TNs are the number of no-bird images 

for which the model does not output an estimated localization. FPs are assessed in two 

ways: (1) localized birds for which the IoU of estimated and ground-truth bounding 

boxes is less than 0.4, and (2) the number of background regions localized as a bird. 

Lastly, FNs are the number of birds not localized. The BDS performed with 94% 

sensitivity and 93% specificity on the test set. Details are presented in Table 2.10.  

Table 2.10. Details of the performance of BDS on the generated testing set 

TP TN FP FN Sensitivity Specificity Avg. 
IoU 

Avg. Localization 
Time 

526 1,534 125 35 94% 93% 68% 
0.4 s 

(Tested on AMD 
Ryzen 7, 3.6 GHz) 
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Figure 2.19. Examples of birds in TPWD images localized using the BDS. Green boxes indicate 
the model’s output, while red boxes present the ground truth.  The number in the green box 
headline reports the estimated detection score.  

2.6   Discussion  
For this application, models from prior works in the literature performed poorly 

on the TPWD images ([35] [38]), indicating that DNN models that are trained to 

perform similar tasks may not always successfully generalize despite shared domain 

relevance. Mainly, this study found that a carefully selected dataset was necessary to 

train a model to handle the variation in lighting conditions and backgrounds of 

observation sites in the TPWD dataset; this was evident as training on the TPWD data 

via random sampling proved to be insufficient for developing well-performing models.  
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Furthermore, seasonal and incidental changes to the scenery of the observation 

sites deteriorated the performance of the animal classification system over time. To 

maintain robust performance after deployment, it was crucial that the ACS is able to 

continuously recognize data drift and perform retraining when necessary.   

Systems developed and deployed following the procedures outlined in this work 

can significantly improve and scale ecological research and conservation projects 

employing trail-camera imaging. On a typical 8-core CPU (AMD Ryzen 7 3700X), the 

classification and bird detection tasks take approximately 0.05 and 0.4 seconds per 

image, respectively. An image is processed through the entire pipeline in less than 0.5 

seconds while a human labeler may take 30 seconds on average to accurately and 

consistently perform the same task. These systems accelerate otherwise costly and 

labor-intensive efforts by up to 60 times. 

It is possible to extend the current system into one multi-stage network, e.g., a 

network that handles both sorting of Animal versus No-Animal images and the 

localization and species level classification of animal images. Of particular interest is 

the potential to employ these systems as a second opinion to verify data generated 

through crowdsourced labeling of trail-camera imagery, especially in cases where 

manual verification by domain experts is not feasible. 
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CHAPTER III 

DEEP LEARNING-BASED IDENTIFICATION OF LIVE 
BREAST CANCER CELLS IN A BACKGROUND OF WHITE 
BLOOD CELLS IN BRIGHTFIELD MICROSCOPY IMAGES 

 
Breast cancer is one of the leading causes of death with one in eight women 

expected to be diagnosed with invasive breast cancer in the United States. An estimated 

284,200 new cases are expected to be diagnosed in 2021 alone with about 44,130 deaths 

due to breast cancer [68]. The majority of deaths in breast cancer patients are due to 

metastasis, where circulating tumor cells (CTCs) shed from the primary tumor, spread 

to distant organs, and form secondary tumors [69, 70]. Isolating and enumerating these 

CTCs are therefore valuable means to monitor disease progression and manage 

treatment therapies for cancer patients [71-75]. 

Circulating tumor cells are present in exceedingly low counts in peripheral blood 

(1-100 𝐼𝐼𝑇𝑇𝐼𝐼𝑠𝑠
𝑚𝑚𝑚𝑚

 ), which has resulted in significant efforts to develop methods for isolating 

and characterizing these rare cells. Current CTC isolation techniques may be classified 

into two broad categories: affinity-based (labeled) and label-free. Technologies based 

on the former approach rely on the interaction of cell-surface receptors on CTCs and 

specific antibodies, leading to the isolation of only the CTCs that bind to these 

antibodies [76-79]. In contrast, label-free approaches isolate CTCs based on physical 

characteristics, e.g., size [80-82], deformability [83], dielectric properties [84, 85] and 

density [86]. 

Despite the development of numerous separation methods for isolating CTCs 

from whole blood, the enriched CTC samples are almost always accompanied by a large 

number of white blood cells (WBCs) [87-92]. The presence of these background cells 

makes it necessary to use molecular markers and immunostaining to identify CTCs from 

the WBCs. However, the immunostaining process kills the CTCs, making it impossible 

to use them in downstream assays such as in vivo studies, expansion assays, or single-

cell transcriptomics, all of which require the CTCs to be alive and functional [93-95]. 
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Thus, there is a need for staining-free approaches that can enumerate live CTCs in a 

background of WBCs. 

Machine learning has played a significant role in dealing with the 

aforementioned challenges and automating the enumeration process using microscopy 

images of enriched samples. One of the well-established approaches to the enumeration 

task is extracting features from cells of interest and then feeding the extracted features 

to a classification model [96]. Several studies have demonstrated this approach in the 

past [97-102]. The drawback of this approach, however, is the user bias associated with 

the feature engineering process. Recently, deep learning has gained remarkable 

popularity, especially in the fields of biomedical image analysis and clinical diagnostics 

[103, 104]. Unlike conventional machine learning techniques, deep networks do not 

require any feature engineering.  They rather are capable of automatically discovering 

the best set of features to discriminate the cells of interest and can directly identify them 

from raw input images [105].  

There have been few studies that employed deep neural networks for the 

automatic identification of the CTCs in microscopic images. These studies can be 

broadly classified into labeled [96, 106] and label-free [107-109] categories based on 

the method of CTC isolation. Zhang et al. [106] proposed a framework that combined 

computational motion analysis and convolutional neural network (CNN) classification 

to enumerate sparse concentrations of MCF-7 breast cancer cells spiked into whole 

blood in holographic images. A prior enrichment step was carried out, wherein, target 

cells were isolated using magnetic separation. These cells were then imaged in flow 

under a controlled magnetic field and holographic images were recorded. In a recorded 

image, potential MCF-7 cell candidates were localized using a computational motion 

analysis algorithm. Afterwards, a pseudo-3D CNN classifier was used to identify the 

MCF-7 cells among the cell candidates.  This framework achieved 77.3% sensitivity 

and 99.5% specificity for a decision threshold of 0.5.  

Recently, Zeune et al. [96] developed an autoencoding CNN to automatically 

identify and classify fluorescently stained CTCs obtained from the blood of metastatic 
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breast, prostate, colon, and lung cancer patients. The proposed network classified 

fluorescently labeled objects into six classes, namely ‘CTC’, ‘tumor-derived 

extracellular vesicles or tdEVs’, ‘CD45 extracellular vesicles or CD45EVs’, ‘WBC’, 

‘Bare nucleus’ and ‘Other object’. The reported accuracy, sensitivity, and specificity 

were above 96%. Note that including the ‘Other object’ class for image artifacts such 

as cell debris resulted in a reduced false positive rate.   

Although labeled approaches demonstrated promising results, there is a critical 

need for label-free identification of CTCs in order to use them in live, downstream 

assays for further characterization. Several attempts have been made in this regard. 

Recently, Wang et al. [109] demonstrated label-free detection of CTCs isolated from 

the blood of renal cancer (mRCC) patients in brightfield images. The brightfield images 

were acquired after negative enrichment of CTCs from whole blood and demonstrated 

CTCs in a background of WBCs. The proposed framework comprised a series of image 

processing techniques that detected all the cells in the input image and a deep CNN that 

classified the detected cells into ‘CTC’ and ‘WBC’ classes. To train the CNN classifier, 

they generated ground truth for CTC examples from fluorescent images of cell lines and 

stained patient samples. For WBCs, they used healthy donor blood and negatively 

depleted samples from cancer patient blood.  This pipeline achieved an accuracy of 

88.6% and 97% on patient blood and cultured cell images, respectively.  

Another study by Chen et al. [107] attempted to classify a type of white blood cells (T 

cells) against in vitro colon cancer cells (SW-480 epithelial) using quantitative optical 

phase and loss images of flowing cells. First, biophysical features of the cells were 

extracted and fused in the form of a feature vector. These vectors were then fed to a 

classifier for the cell classification task. For this purpose, they tested multiple classifiers 

including different neural networks, support vector machines, naïve Bayes, and logistic 

regression. A deep neural network based on the area under the curve (AUC) 

outperformed the other classifiers, achieving a classification accuracy of 95.5%. They 

utilized the AUC of the receiver operating characteristics (ROC) to optimize the weights 

and parameters of this classifier. Optical phase and loss images of pure populations of 
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the WBCs and cancer cells were used for the purpose of training and validation.  

Ciurte et al., [108] demonstrated detection of live, in vitro breast (Hs 578T, MCF-7) and 

colorectal (DLD-1) cells spiked into whole blood using darkfield images. In the 

proposed framework, every darkfield image after illumination correction went through 

a series of transformations and convolutional filtering to form a feature stack of multi-

resolution channels. This feature stack was then fed to a boosted classifier that 

performed semantic segmentation. Cells were fluorescently labeled for ground truth 

generation. The implemented framework yielded a sensitivity of 93% and a specificity 

greater than 99%.  

In this work, CNN-based technologies are employed to demonstrate an 

automated detection model for MCF-7 breast cancer cells in brightfield images of mixed 

population samples containing MCF-7 cells and WBCs. For sample 

preparation, WBCs are separated from the blood of healthy donors by lysing red blood 

cells (RBCs). This WBC suspension is then spiked with MCF-7 breast cancer cells to 

model the CTC-WBC environment. In the imaging stage, slides of the spiked 

samples are prepared and imaged in brightfield and fluorescent modes to establish the 

ground truth.   

This work also investigates the prominent features extracted by the CNN to 

discriminate MCF-7 cells from WBCs. To the best of our knowledge, this has not been 

explained by previous studies. Additionally, it introduces a novel technique for 

automatic training set generation that employs the brightfield image and the 

associated fluorescent image that contains the nucleus stained with 4′,6-diamidino-2-

phenylindole (DAPI) and the intracellular components stained with CMFDA cell 

tracker green. For this study, brightfield has been selected as the modality of choice 

which offers a significant advantage over the darkfield modality. Unlike the latter, 

brightfield imaging does not require very strong illumination to achieve a reasonable 

imaging quality, thereby preserving the cells for a longer period of time [110]. 

Consequently, the proposed detection model is particularly more suitable for live, label-

free cell studies compared to [108].  
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Section 3.1 describes the steps and details of the sample preparation and image 

acquisition procedures. Sections 3.2 presents the design, training, and performance of 

two different frameworks developed for cancer cell detection in the acquired brightfield 

images. Sections 3.3 outlines the results and detailed discussion of this project. 

3.1   Sample Preparation and Image Acquisition 
The sample preparation and image acquisition procedure are as follows. 

To prepare the cell culture, the breast cancer cell line MCF-7 was obtained from 

the American Type Cell Collection (ATCC, Manassas, VA). The cell culture medium 

was made according to the manufacturer’s protocol. MCF-7 cells were cultured in 

Dulbecco’s Modified Eagle Medium (DMEM, Gibco) containing 10% Fetal Bovine 

Serum (FBS, Gibco, Gaithersburg, MD), 1% Penicillin/ Streptomycin (Gibco, 

Gaithersburg, MD), and 1% sodium pyruvate (Gibco, Gaithersburg, MD). The cells 

were incubated at 37℃ in a 5% CO2 environment.  

To generate the ground truth for training, the MCF-7 cells and WBCs were 

stained. For MCF-7 cell staining, the cells were labeled with CellTracker™ Green 

CMFDA (Invitrogen™, Waltham, MA). The dye was prepared according to the 

manufacturer’s protocol to make a stock solution of 10 𝑚𝑚𝑚𝑚. A working solution of 1 

µ𝑚𝑚 was made by diluting the stock solution in serum-free media. This working solution 

was added to the tissue culture flask containing cells followed by an incubation step for 

45 minutes at 37℃. After incubation, the cells were washed 3 times with PBS to get rid 

of any excess dye. The cells were further trypsinized, resuspended in fresh media, and 

stained with the nuclear stain DAPI (Molecular Probes, Eugene, OR). A working 

concentration of 100,000 𝑐𝑐𝑜𝑜𝑚𝑚𝑚𝑚𝑠𝑠
𝑚𝑚𝑚𝑚

 was used for the experiments.   

To stain and isolate WBCs, Normal Human Whole Blood was ordered from 

BioIVT (Hicksville, NY). The WBCs were isolated from whole blood using red blood 

cell (RBC) lysis. 1 𝑚𝑚𝑚𝑚 of whole blood was lysed according to the manufacturer’s 

protocol using ACK lysing buffer (Gibco) for the separation of WBCs from RBCs. 
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WBCs were stained with the nuclear stain DAPI. A working concentration of 3.6 × 106 
𝑐𝑐𝑜𝑜𝑚𝑚𝑚𝑚𝑠𝑠
𝑚𝑚𝑚𝑚

 was used for the experiments. 

Slides for generating the pure cell brightfield images of MCF-7 were prepared 

by adding 10 µ𝑚𝑚 of working solution of MCF-7 on the cover glass (Richard-Allan 

Scientific, Kalamazoo, MI) equipped with 10 mm × 24 mm spacers on the edges. This 

solution was then sandwiched using another cover glass and imaged using an Olympus 

IX81 microscope (Waltham, MA). The microscope is equipped with a Thorlabs 

automated stage (New Jersey, USA) and a Hamamatsu digital camera (ImagEM X2 

EM-CCD, Newton, NJ) controlled by SlideBook 6.1 (3i Intelligent Imaging Innovations 

Inc., Denver, CO). Brightfield and fluorescence images were acquired using 20x 

objective (0.8 µm
pixel

, 512 × 512 pixels). The fluorescent filters, DAPI and FITC, were 

used for acquiring fluorescent images. Exposure times between 30-200 𝑚𝑚𝑚𝑚 were used 

for image acquisition. 

Similarly, slides for pure cell training sets of WBCs were prepared by adding 10 

µ𝑚𝑚 of working solution of WBCs on the sandwiched cover glass equipped with spacers. 

Brightfield and fluorescence images were acquired using 20x objective (0.8 µm
pixel

, 512 

× 512 pixels) and the fluorescent filter DAPI. Exposure times use for the WBC pure 

cell training set image acquisition was 30-100 𝑚𝑚𝑚𝑚. 

To acquire brightfield images of a mixed population of cells, slides were 

prepared by mixing 5 µ𝑚𝑚 of WBC working solution with 5 µ𝑚𝑚 of MCF-7 working 

solution. This 10 µ𝑚𝑚 solution was added to the cover glass and imaged using the similar 

sandwich method as described previously. Brightfield and fluorescent (DAPI, FITC) 

image acquisition was done at 20x magnification. The exposure times for image 

acquisition were between 30-200 𝑚𝑚𝑚𝑚. 

Figure 3.1 demonstrates examples of pure cell and mixed cell brightfield images 

along with their associated DAPI and FITC masks. 
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Brightfield FITC DAPI 

   
 

   
 
Figure 3.1. Brightfield images and associated DAPI and FITC filters of MCF-7 pure cell (top) 
and mixed cell (bottom) populations. As illustrated, the MCF-7 cells manifest signatures in both 
filters whereas the WBCs only exhibit signatures in the DAPI filter. 

3.2   Methodology 
Visual inspection of the brightfield images for investigating distinct 

characteristics (e.g., size, texture, etc.) showed a noticeable size difference between the 

MCF-7 cells and WBCs. The cell size distributions of these two cell types were 

respectively derived from 205 WBC and 217 MCF-7 pure population images. These 

distributions were determined by extracting morphological measurements from the 

localized cells, employing the Maximally Stable Extremal Regions (MSER) algorithm 

[31]. As observed in Figure 3.2, the mean diameter of MCF-7 cells is approximately 

twice as large as the mean diameter of WBCs. 

24 m

24 m
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Figure 3.2. Size distributions of MCF-7 cells versus WBCs, measured from brightfield images 
using the MSER algorithm. (A) MCF-7 cell size distribution with an average diameter of 23.5 
µm, (B) WBC size distribution with an average diameter of 11.8 µm. 

As demonstrated in Figure 3.1, there are two main categories of objects in the 

field of view: MCF-7 cells and WBCs. A reliable MCF-7 detection approach must be 

capable of discriminating these two cell types. To this end, a CNN-based MCF-7 

detection framework, i.e., the decoupled approach was developed. This framework was 

employed to explore if WBCs and MCF-7 cells exhibit any distinct features, derivable 

by convolutional layers, and more importantly, if these distinguishing features 

coordinate a successful classification of WBCs and MCF-7 cells. In the decoupled 

approach, all cells are localized using the MSER algorithm, and then the localized cells 

are classified by a trained CNN.  

Upon observing the acceptable, yet the corrigible performance of the CNN 

classifier in the decoupled approach, this work explored the possibility of developing 

an alternative CNN-based MCF-7 detection system with improved performance in 

terms of sensitivity and specificity. For this purpose,  a second detection model was 

developed which detects the MCF-7 cells employing a Faster Region-based 

Convolutional Neural Network (Faster RCNN) [23]. This model is referred to as the 

Faster-RCNN approach. 
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Since several datasets are discussed and used throughout this work, Figure 3.3 

illustrates their name, purpose, and description to better distinguish their relations and 

differences.  

 

Figure 3.3. The names, purpose, and description of the datasets used throughout this work 

3.2.1   Approach 1: Decoupled Cell Detection 
In this approach, the MCF-7 cells are detected in two decoupled modules: cell 

localization and cell identification modules. To detect the MCF-7 cells in a given 

brightfield image: (1) the brightfield image is fed to the localization module to localize 

the cells using the MSER algorithm, and (2) tiles of localized cells are provided to the 

identification module to distinguish MCF-7 cells employing a trained CNN. As noted 

earlier, one of the purposes of developing this framework was to study the distinctive 

features that convolutional layers extract to distinguish MCF-7 cells and WBCs. 

Therefore, it was essential to have access to the input of the CNN classifier in order to 

solely study and evaluate its performance. This requirement necessitated the decoupled 

nature of the framework where one can monitor the localization and classification 

procedures separately.  
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A set of studies were designed to evaluate the capability of the CNNs in 

discriminating the two cell types, as explained in the following subsections. These 

studies were implemented on the exploration dataset. 

For generating the training and testing set for the studies, the MSER algorithm 

was applied to the images in the exploration dataset to localize the cells. For each 

localized cell, a 36 × 36 tile was cropped with the cell at the center. The tile size was 

determined based on the MCF-7 estimated cell size distribution (Figure 3.2) and image 

resolution. This process ensured that both WBCs and MCF-7 cells were contained 

entirely in the cropped tiles. The tiles were carefully inspected, verified, and labeled 

manually. Those tiles with a complete WBC located in the center of the corresponding 

tile were labeled ‘WBC’. Similarly, tiles with a complete MCF-7 cell positioned in the 

central region of the corresponding tile were tagged ‘MCF7’.  

The exploration training set was formed by creating balanced classes of WBC 

and MCF-7 tiles, each class comprising 1190 tiles. The exploration testing set contained 

510 tiles per class.  

3.2.1.1    Study 1: Discrimination of MCF-7 cells from WBCs 
The initial objective was to see if a CNN can discriminate between the MCF-7 

cells and WBCs. For this purpose, a shallow CNN was designed with two convolutional 

layers followed by a fully connected layer and trained to classify the tiles outputted from 

the MSER module into ‘WBC’ and ‘MCF7’ categories. The convolutional layers had 

5 × 5 kernel sizes followed by a 2 × 2 pooling layer to minimize the encoding depth 

due to the relatively small size of the tiles. The trained CNN was found to achieve 

satisfactory performance with a training accuracy of 99.5% and a test accuracy of 

99.5%. These performance metrics justified the use of the relatively shallow architecture 

of the CNN as it achieved a high accuracy level without overfitting. In addition, the 

class probability histograms showed the network's high confidence level of above 99% 

on classification decisions. It was concluded that the trained CNN successfully 

performed the discrimination task.  
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3.2.1.2    Study 2: Cell Size as a Discriminatory Feature 
The next task was to investigate the image features that enabled the successful 

classification task. A prominent discriminating feature of the cells was the cell size, as 

discussed earlier. This study hypothesized that the trained CNN uses size as the 

distinguishing feature between the two cells. To test this hypothesis, an experiment was 

designed and implemented whereby the WBCs in the exploration testing set were 

doubled to make the size of WBCs similar to MCF-7 cells. To do this, the tiles were 

doubled in size, which doubled the size of the WBCs contained in them, and then they 

were cropped to make them compatible with the network input.  When the trained CNN 

was tested on the newly generated WBC tiles, a deterioration of 61% in the classification 

accuracy was observed, which confirmed that the trained CNN indeed relied on the size 

feature to make the classification decision. 

3.2.1.3    Study 3: Other Discriminatory Features 
Following the second experiment, the next hypothesis was that in addition to 

cell size, a CNN could extract other geometric and photometric features such as the 

texture of the cell to perform the classification task successfully. To test this hypothesis, 

the size difference between the cell types was eliminated and the CNN was trained in 

two ways.   

The exploration training ‘WBC’ tiles were doubled and used together with the 

exploration ‘MCF7’ tiles to train the CNN. In doing so, a 99.33% training accuracy and 

a 98.14% testing accuracy were achieved.  

Alternatively, exploration training ‘MCF7’ tiles were halved and combined with 

the exploration ‘WBC’ tiles to train the CNN.  This resulted in a 98.32% training and a 

96.86% test accuracy.  

Results from these experiments suggest that although size is being a prominent 

discriminatory feature used by the designed CNN, if necessary, the network does utilize 

other features to perform cell classification with a high, albeit reduced, level of 

accuracy. This observation is essential because of the observed overlap between the size 

distributions of the two cells (Figure 3.2). 
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3.2.1.4    Study 4: Improving MCF-7 Detections  
To boost the true positive detection rate of this approach, the MSER parameters 

were tuned to maximize the localization of MCF-7 cells at the expense of a proportional 

increase in the overall number of tiles outputted by the MSER module. The 

classification task was then recast as a two-class problem in which one class represented 

MCF-7 cells, and the second represented all non-MCF7 objects that included WBCs.  

The training was carried out on two different CNN architectures, one with two 

and the other with three convolutional layers. The results showed that the second 

architecture, with testing sensitivity and precision of 98.8%, outperformed the first.  

3.2.1.5    Decoupled Cell Detection Framework 
Based on the four conducted experiments, the framework of the decoupled cell 

detection approach was proposed, as demonstrated in Figure 3.4.  

In the localization module, the MSER algorithm is applied to the input image to 

localize the objects. One of the parameters of the MSER algorithm is the size range of 

the regions it detects. This parameter was set based on the lower and upper bounds of 

the MCF-7 size distribution to maximize the localization of MCF-7 cells. Specifically, 

the size range was set to [lower bound-5%, upper bound+5%]. Outputted from the 

localization module are 36 × 36 tiles centered on the corresponding objects. The tile 

size was calculated based on the upper bound of the MCF-7 cell size distribution and 

image resolution. 

In the identification module, the cropped tiles are fed to the trained CNN model 

that, as described above, consists of three convolutional layers and a fully connected 

layer. The convolutional layers have a 5 × 5 kernel size, followed by a 2 × 2 pooling 

layer. The fully connected layer outputs a two-dimensional vector containing the 

‘MCF7’ and ‘non-MCF7’ class prediction scores.  
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Figure 3.4. The framework of the decoupled cell detection approach 

3.2.1.6    Assessment of the Decoupled Cell Detection Approach 
The training and testing set generation workflow for developing the decoupled 

cell detection framework is illustrated in Figure 3.5. In this workflow, first, MSER is 

applied to each input image, and tiles of localized objects are generated.  Afterward, the 

cropped tiles are manually categorized based on their corresponding signatures in DAPI 

and FITC masks. Every localization depicting a signature in both DAPI and FITC masks 

is labeled as ‘MCF7’, while tiles lacking any signature in the FITC mask are annotated 

as ‘non-MCF7’.  

The described primary training dataset was used to generate the training tiles, 

resulting in 2,760 ‘MCF7’ tiles and 2,760 tiles in the ‘non-MCF7’ class. The CNN was 

trained using the ADAM optimizer for 35 epochs. The training process took 74 seconds 

on an Nvidia TITAN RTX. The trained classification CNN achieved 98.99% training 

sensitivity and 99.8% training precision.  
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Figure 3.5. Training and test set generation strategy for developing the framework of the 
decoupled cell detection approach 

 

The decoupled approach was evaluated on the primary testing set using three 

performance metrics: sensitivity, precision, and average execution time per image. The 

sensitivity and precision metrics are defined in Eq. (3.1) and (3.2), respectively. The 

number of true positives (TP), false negatives (FN), and false positives (FP) were 

required to calculate sensitivity and precision. TPs were defined as the number of 

detected MCF-7 cells. FNs were defined as the number of MCF-7 cells missed in the 

detection procedure, and FPs described the number of detections that did not correspond 

to MCF-7 cells 

𝑆𝑆𝑆𝑆𝑛𝑛𝑚𝑚𝑖𝑖𝑡𝑡𝑖𝑖𝑆𝑆𝑖𝑖𝑡𝑡𝑦𝑦 = 𝑇𝑇𝑇𝑇
𝑇𝑇𝑇𝑇+𝐹𝐹𝑁𝑁

  (3.1)  ,  𝑃𝑃𝑃𝑃𝑆𝑆𝑃𝑃𝑖𝑖𝑚𝑚𝑖𝑖𝑃𝑃𝑛𝑛 = 𝑇𝑇𝑇𝑇
𝑇𝑇𝑇𝑇+𝐹𝐹𝑇𝑇

  (3.2) 

Figure 3.6 illustrates examples of TPs, FPs, and FNs in the decoupled approach. 

In the decoupled approach, MCF-7 cells localized and correctly classified were counted 

towards TPs (Figure 3.6(a)). The combination of (1) the MCF-7 cells not localized 

(Figure 3.6(b)) and (2) the MCF-7 tiles labeled as non-MCF7 (Figure 3.6(c)) was 

counted as FNs. Lastly, the non-MCF7 tiles categorized into the MCF-7 class were 

considered as FPs (Figure 3.6(d)). 
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(a) 

 
(b) 

 
(c) 

 
(d) 

Figure 3.6. Examples of TP (a), FN (b-c), and FP (d) in the decoupled cell detection approach. 
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Table 3.1. The performance statistics of the decoupled cell detection approach on the primary 
testing dataset 

Approach TPs FNs 
FPs 

Sensitivity Precision 
Average. 
Elapsed 

Time 
Non-MCF7 

Objects 
Extra 

Detections 
Decoupled 

Cell 
Detection 

1,869 
Module1 Module 2 

3 1 95.3% 99.8% 0.6 
seconds 71 22 

 
Table 3.1 presents the statistical measurements and corresponding performance 

metrics for the decoupled cell detection approach, while exposed to the primary testing 

dataset. As shown, the first module misses the localization of 71 MCF-7 cells, whereas 

the second module misclassifies 22 MCF-7 cells. Therefore, the first module is 

responsible for more than 75% of the FNs. As for the second module, the majority of 

FNs are MCF-7 cells that their contrast, shape, and size differ from an average MCF-7 

cell (See examples in Figure 3.7). These two observations indicate that the convolutional 

layers of the CNN classifier were able to grasp the common features of MCF-7 cells for 

identification. As observed, the decoupled nature of this approach enabled this work to 

trace back the missed detections of the CNN classifier and study them to gain insight 

into the discriminatory power of features that convolutional layers extract in classifying 

MCF-7 cells versus WBCs. 

 
Figure 3.7. Examples of FN tiles in the decoupled cell detection approach 

 

The decoupled approach performed with 95.3% sensitivity and 99.8% 

specificity on the primary testing set, which proved successful in performing the MCF-

7 detection task. However, the sensitivity of this approach is deemed to be insufficient 

for the application in this work. Specifically, this method still missed the detection of 

93 MCF-7 cells. To resolve this issue, this work explored alternative CNN-based models 

that operate with higher sensitivity, while maintaining the desirable specificity rate. 

Accordingly, the Faster-RCNN MCF-7 cell detection framework was developed as 

discussed in the next section. 
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3.2.2   Approach 2: Faster-RCNN Cell Detection 
The decoupled cell detection approach performs the MCF-7 localization and 

identification in two steps. A Faster RCNN model, on the other hand, integrates these 

two steps without having separate access to the output of the localization step or the 

input of the classification step. The Faster RCNN model takes a brightfield image as 

input and outputs a bounding box (BB) for every MCF-7 cell present in the input image. 

Two major modules construct the Faster RCNN model: (1) a localization module, i.e., 

Region Proposal Network (RPN) that discovers regions in the input image that are likely 

to include an MCF-7 cell, (2) classification module, i.e., Region-based CNN that labels 

the region proposals which essentially include an MCF-7 cell and estimates a bounding 

box that properly confines the cell.  Figure 3.8 demonstrates the framework of the Faster 

RCNN cell detection approach. As shown, one does not have direct access to the 

localization module, i.e. Region Proposal Network, and its output.  Therefore, executing 

the studies 3.2.1.1 through 3.2.1.4 with the Faster-RCNN approach was not attainable.  

3.2.2.1    Assessment of the Faster-RCNN Cell Detection Approach 
For training a Faster RCNN model, every image from the primary training 

dataset must be accompanied by a BB associated with each MCF-7 cell present in the 

image. The manual generation of BBs can be a tedious, subjective, and labor-intensive 

task. Here, a novel technique was proposed for generating the BBs automatically; see 

Figure 3.9. In this technique, the MCF-7 cell signatures in the FITC mask are first 

localized utilizing the circular Hough transform algorithm [32]. The FITC mask 

background is less noisy and complex than its corresponding brightfield image and, 

therefore, a better option to use for localization. For every localization, if not touching 

the image boundaries, the corresponding region in the DAPI mask is screened. If a 

signature exists in the screened region, then the corresponding localization is added to 

the MCF-7 binary mask. Lastly, for every blob in the MCF-7 binary mask, a 36 × 36 

BB is generated and centered on that blob. 
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Figure 3.8. The Faster-RCNN cell detection approach. In the output image, the yellow boxes 
give the estimated BBs assigned to the MCF-7 cell and the red boxes depict the corresponding 
ground truth.  

With this technique, the entire primary dataset was annotated in less than 117 

seconds, which is a significant improvement compared to manual annotation taking 

more than 100 seconds per image on average using MATLAB’s Image Labeler tool. 

Additionally, this technique produced equal-sized BBs that are centered on the cells; an 

outcome that is difficult to achieve manually. Consequently, the proposed automatic 
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dataset generation algorithm is a fast, efficient, and consistent technique to generate 

bounding box annotations for MCF-7 brightfield images. 

For the Faster-RCNN cell detection approach, the same training images as in the 

decoupled cell detection approach were used. A total of 2,760 MCF-7 BBs were 

generated for the 355 primary training images. The ResNet50 [111] was used as the 

backbone CNN for the Faster RCNN model. The negative and positive overlap ranges 

were set to [0,0.5] and [0.6,1], respectively. The model was trained for 30 epochs on an 

Nvidia TITAN RTX in 285 minutes. The model's performance on the primary training 

images indicated an average Intersection-Over-Union (IoU) of 80.3% and a prediction 

score of 99.6%. The trained model achieved 99.6% training sensitivity and 99.18% 

training precision. The testing results are discussed in the next section. 
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Figure 3.9. Dataset generation procedure for developing the framework of the Faster-RCNN 
cell detection approach. 
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3.3   Results 
As discussed in the previous sections, two different frameworks for detecting 

MCF-7 cells were developed. The first developed approach, i.e., decoupled cell 

detection, did not demonstrate an acceptable sensitivity rate, which led to the 

implementation of an alternative cell detection approach, i.e., the Faster-RCNN 

detection approach. Similar to the decoupled approach, the Faster-RCNN cell detection 

model was evaluated on the primary testing dataset using sensitivity, precision, and 

average inference time per image. The evaluation results are presented in the following 

section. 

3.3.1   Performance Comparison 
For the Faster-RCNN detection approach, the TPs, FNs, and FPs were defined 

the same way as the decoupled approach, however, they were interpreted differently due 

to the dissimilarities in the mechanism of the two approaches. All MCF-7 cells assigned 

a BB having 𝐼𝐼𝑃𝑃𝐼𝐼 > 50% with respect to the annotation BB were counted for TPs. An 

MCF-7 cell missing an estimated BB was considered an FN. There were two kinds of 

FPs: (1) non-MCF7 objects assigned a BB and (2) extra BBs assigned to a single MCF-

7. Figure 3.10 exhibits examples of TPs, FPs, and FNs in the Faster-RCNN cell 

detection approach. 

Table 3.2 presents the statistical measurements and corresponding performance 

metrics of the two cell detection approaches. Both approaches exhibit a comparable 

precision, whereas the sensitivity of the Faster-RCNN approach is better than the 

decoupled approach, indicating that the Faster-RCNN approach is less probable to miss 

MCF-7 detections.  

Note that, unlike the decoupled approach, one cannot trace back the missed 

detection (FNs) specifically to the localization or classification modules in the Faster-

RCNN model. 

Comparing the performance of both approaches indicates that the Faster-RCNN 

cell detection approach is preferred because it provides better overall performance in 
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detecting MCF-7 cells in roughly half the time. Based on these results, the Faster-RCNN 

approach was ultimately deployed for the purpose of MCF-7 cell detection due to the 

increased sensitivity rate. The Faster-RCNN detection model with 99.1% sensitivity and 

99.8% specificity. The estimated bounding boxes demonstrated an average IoU of more 

than 80%, meaning that the Faster-RCNN detection model generates bounding boxes 

that precisely confine the cell. This model performs the detection task in 0.3 seconds on 

average per image while a human labeler takes more than 100 seconds on average to 

precisely and consistently execute the same task. Therefore, the Faster-RCNN model 

accelerates the detection procedure more than 300 times.  

Table 3.2. The performance statistics of both approaches on the primary testing dataset 

Approach TPs FNs 
FPs 

Sensitivity Precision 
Avg. 

Elapsed 
Time 

Non-MCF7 
Objects 

Extra 
Detections 

Decoupled 
Cell 

Detection 
1,869 

Module
1 

Module 
2 3 1 95.3% 99.8% 0.6 

seconds 71 22 
Faster-

RCNN Cell 
Detection 

1,945 17 4 0 99.1% 99.8% 0.3 
seconds 
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(a) (b) 

 
(c) (d) 

 
Figure 3.10. Examples of TP (a), FN (b), and FP (c-d) in the Faster-RCNN cell detection 
approach. 
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3.3.2   Impact of Image Intensity Transformations on the Faster-RCNN 
Approach  

The image acquisition procedure is prone to disparities that may occur in various 

steps of the process, such as cell sample preparation, specifications of the imaging 

equipment, and variations in image acquisition and the working distance between the 

sample and the objective. These inconsistencies may alter the image intensity and 

contrast profiles. One of the image acquisition trials exhibited such variations. 

Hereafter, the images from this trial are referred to as “assessment dataset”. In the initial 

visual inspection of the assessment dataset, the images displayed notable appearance 

dissimilarities compared to the primary dataset. A sample image from the primary 

training dataset (Figure 3.11(a)) is compared to one of the images from the assessment 

dataset (Figure 3.11(c)). One can visually see discernible differences in the cell and 

background intensity and contrast profiles, e.g., changes in background intensity, intra-

cell intensity profiles, cell and background contrast, and cell boundaries. The aggregate 

intensity distribution of a dataset is determined by averaging the accumulated 

distributions of all the images in the corresponding dataset. The aggregate pixel intensity 

distributions of the primary training dataset and assessment dataset are demonstrated in 

Figure 3.11 (b) and Figure 3.11 (d), respectively. The illustrated distributions manifest 

notable differences in mode, mean, intra-class, and inter-class variances.  

Investigation for the possible cause of this discrepancy revealed that a different 

slide holder was used in this imaging trial as compared to the one that generated the 

primary dataset. The difference in the thickness of the slide holders alters the focal 

plane of the cells, thus resulting in a change of the working distance between the 

objective and the sample which could potentially lead to dissimilarities in the 

background lighting. Also, this work found differences in exposure time (i.e., 

the duration of time the camera sensor is exposed to light from the slide) in the two data 

sets. These variations could be the probable causes of the evident differences in 

the image background of the two data sets. 
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(a) (b) 

 
 

(c) (d) 
 

Figure 3.11. An example from the primary testing dataset (a) and the assessment dataset (c) 
along with their corresponding dataset aggregate intensity distributions (b) and (d), respectively.  

 

In addition to sensitivity and precision, F1-score was used to evaluate the 

performance of the Faster-RCNN detection model on the assessment dataset. F1-score, 

defined as the harmonic average of sensitivity and precision, evaluates the overall 

changes in the performance of the detection model when deployed on a dataset. The 

Faster-RCNN detection model performed with 99.4% sensitivity, 97.3% precision, and 

98.34% F1-score on the assessment dataset. Compared to the performance of the model 

on the primary testing dataset, the F1-score was reduced by less than 1.2%., which 

indicates that the model is robust with respect to the intensity variations in the 
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assessment dataset. Following the assessment dataset incident and observation, this 

work investigated whether the Faster-RCNN cell detection approach can properly 

accomplish the detection task in the presence of different image transformations, a 

subject that is discussed in this section. 

A study was designed to gauge the performance of the Faster-RCNN approach 

when deployed on synthetically transformed versions of the primary testing dataset. The 

aggregate intensity distributions of the primary training dataset, primary testing dataset, 

and assessment dataset are respectively denoted by 𝐻𝐻𝑇𝑇𝑇𝑇, 𝐻𝐻𝑇𝑇𝑇𝑇, 𝐻𝐻𝐴𝐴𝑠𝑠𝑠𝑠𝑜𝑜𝑠𝑠𝑠𝑠. Let 𝑫𝑫(𝑥𝑥,𝑦𝑦)  

denote an image where (𝑥𝑥,𝑦𝑦) represent the coordinates of image pixels. Every primary 

testing image, 𝑫𝑫(𝑥𝑥,𝑦𝑦) with corresponding intensity histogram, ℎ(𝑫𝑫), was altered in three 

ways: 

1. Shift the image intensity histogram to generate a brighter version of the 

image. The offset (𝐵𝐵1) added to every pixel intensity is randomly drawn from 

a uniform distribution with bounds [𝑚𝑚𝑜𝑜𝑑𝑑𝑜𝑜(ℎ(𝑥𝑥))
4

, 𝑚𝑚𝑜𝑜𝑑𝑑𝑜𝑜(ℎ(𝑥𝑥))
2

]. The altered 

image is modeled with 𝑫𝑫𝐼𝐼𝑜𝑜𝑠𝑠(𝑥𝑥, 𝑦𝑦) =  𝑫𝑫(𝑥𝑥,𝑦𝑦) + 𝐵𝐵1 with corresponding 

ℎ𝐼𝐼𝑜𝑜𝑠𝑠(𝑫𝑫). This transformation increases the mean of ℎ(𝑫𝑫) by 25%-50%. The 

upper limit was set to avoid any pixel intensity saturation. The aggregate of 

all generated ℎ𝐼𝐼𝑜𝑜𝑠𝑠(𝑫𝑫) is represented by 𝐻𝐻𝐼𝐼. 

2. Increase the image contrast through stretching the image intensity 

distribution, ℎ(𝑫𝑫),  around the mean (increase the intensity variance). For 

this purpose, the offset (𝐵𝐵2) is chosen so that ℎ(𝑫𝑫) is centered in the [0, 255] 

range. This offset is added to every pixel intensity value. Afterwards, a 

random value (𝐴𝐴2) is chosen from a uniform distribution with bounds 

[1.5, 2.5] and multiplied to every pixel value. This results in a darker version 

of the image with higher contrast. The altered image and its corresponding 

histogram are represented with 𝑫𝑫𝐼𝐼𝐼𝐼(𝑥𝑥,𝑦𝑦) = 𝐴𝐴2 × (𝑫𝑫(𝑥𝑥,𝑦𝑦) + 𝐵𝐵2) and ℎ𝐼𝐼𝐼𝐼(𝑫𝑫), 

respectively. By this transformation, the variance of ℎ(𝑫𝑫) rises by 125%-

525%. The aggregate of all generated ℎ𝐼𝐼𝐼𝐼(𝑫𝑫) is represented by 𝐻𝐻𝐼𝐼𝐼𝐼. 
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3. Invert the pixel intensity values to generate the negative of the corresponding 

image. The altered image and its corresponding histogram are represented 

with 𝑫𝑫𝑁𝑁(𝑥𝑥, 𝑦𝑦) = 255 − 𝑫𝑫(𝑥𝑥,𝑦𝑦) and ℎ𝑁𝑁(𝑫𝑫), respectively.  The aggregate of 

all generated ℎ𝑁𝑁(𝑫𝑫) is represented by 𝐻𝐻𝑁𝑁. 

Figure 3.12 demonstrates aggregate histograms (𝐻𝐻𝑇𝑇𝑇𝑇,𝐻𝐻𝐼𝐼 ,𝐻𝐻𝐼𝐼𝐼𝐼 ,𝐻𝐻𝐴𝐴𝑠𝑠𝑠𝑠𝑜𝑜𝑠𝑠𝑠𝑠), each 

compared with the primary training dataset distribution (𝐻𝐻𝑇𝑇𝑇𝑇) accompanying a sample 

image. The examples shown in Figure 3.12(b, c, d) are the transformed versions of the 

sample image in Figure 3.12(a). As shown in Figure 3.12(a), the 𝐻𝐻𝑇𝑇𝑇𝑇 and 𝐻𝐻𝑇𝑇𝑇𝑇 exhibit 

similar specifications (mean and variance). This indicates that the detection framework 

is trained on a similar distribution as the primary testing dataset. This similarity is also 

visually evident by comparing the corresponding primary testing sample (Figure 

3.12(a)) and the primary training example (Figure 3.11(a)). On contrary, as 

demonstrated in Figure 3.12 (b, c, d), 𝐻𝐻𝐼𝐼, 𝐻𝐻𝐼𝐼𝐼𝐼 and 𝐻𝐻𝐴𝐴𝑠𝑠𝑠𝑠𝑜𝑜𝑠𝑠𝑠𝑠 have different mean values 

compared to 𝐻𝐻𝑇𝑇𝑇𝑇. Additionally, Figure 3.12(c) shows notable differences in the variance 

of 𝐻𝐻𝐼𝐼𝐼𝐼 and 𝐻𝐻𝑇𝑇𝑇𝑇. One can clearly observe the noticeable differences between these 

distributions’ corresponding samples and the primary training dataset sample from 

Figure 3.11(a). Note that Figure 3.12(d) displays a mirroring effect between 𝐻𝐻𝑇𝑇𝑇𝑇 and 

𝐻𝐻𝑁𝑁. This property suggests that, unlike the primary training images, the cells in the 

negative images appear brighter than the background. In other words, the negative 

transformation reverses the intensity map of the objects of interest with regard to the 

image background. 

Table 3.3 compares the performance of the Faster-RCNN approach on the 

primary testing, the altered versions of the primary testing, and the assessment dataset. 

As shown, the detection model manifests its best performance, i.e. achieves the highest 

F1-score, on the primary testing dataset. This observation is rather intuitively 

comprehensible since the primary testing dataset has a similar distribution as the 

primary training set, and so, the detection model is trained for the data in the primary 

testing dataset. Let us assume that the performance of the model on the primary testing 

dataset is set as the reference. For 25%-50% intensity variation and 125%-525% 
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variance or equivalently contrast change, the F1-score was decreased less than 0.1% and 

0.2%, respectively. These observations indicate that the Faster-RCNN approach 

robustly responds to the intensity and contrast variations. Note that the degradation in 

the performance of the Faster-RCNN approach extends as the transformed distribution 

further deviates from the primary training distribution. Based on the preceding 

observations, it can be fairly concluded that the detection model extracts features that 

are relatively robust to intensity and contrast variations. 

For the negative dataset, the precision noticeably decreased (-28.7%), causing 

the F1-score to drop 16.8% which shows that the model is considerably less robust to 

transformations that reverse the intensity map of the objects with respect to the 

background. However, as the Faster-RCNN model was retrained on training images and 

their negative versions and tested on the negative of primary testing images, the 

performance was recovered to 99.1% sensitivity and 97.3% precision, and an F1-score 

of 98.2%. It was shown that the detection model tends to show vulnerability towards 

contrast reversal transformations. However, if trained on both the image and its negative 

version, the detection model manages to learn features of the cell that are independent 

of the cell versus background contrast. 

Table 3.3. The performance statistics of the Faster-RCNN approach on the primary testing and 
transformed datasets 

Dataset Histogram Sensitivity Precision F1-score 
Primary testing 𝐻𝐻𝑇𝑇𝑇𝑇 99.1% 99.8% 99.45% 

Intensity-altered primary testing 𝐻𝐻𝐼𝐼 98.9% 99.9% 99.40% 
Intensity- and contrast-altered 

primary testing 𝐻𝐻𝐼𝐼𝐼𝐼 99.0% 99.5% 99.25% 

Negative primary testing 𝐻𝐻𝑁𝑁 98.8% 71.1% 82.70% 
Assessment 𝐻𝐻𝐴𝐴𝑠𝑠𝑠𝑠𝑜𝑜𝑠𝑠 99.4% 97.3% 98.34% 
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(a) 

  
(b) 

  
(c) 
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(d) 

  
(e) 

Figure 3.12. The aggregated intensity histograms of the primary testing dataset, 𝐻𝐻𝑇𝑇𝑇𝑇 (a), the 
transformed versions of the primary testing dataset, 𝐻𝐻𝐼𝐼, 𝐻𝐻𝐼𝐼𝐼𝐼, 𝐻𝐻𝑁𝑁  (b-d), and the assessment 
dataset, 𝐻𝐻𝐴𝐴𝑠𝑠𝑠𝑠𝑜𝑜𝑠𝑠𝑠𝑠 (e), each compared with the primary training dataset accumulated histogram, 
𝐻𝐻𝑇𝑇𝑇𝑇. A sample image from each distribution is also displayed. 
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CHAPTER IV 

CONCLUSIONS 
 

This chapter outlines concluding remarks on the wildlife monitoring and cell 

characterization projects presented in this dissertation. Additionally, a number of future 

extensions for each project are proposed. 

4.1   Conclusions 
In the wildlife monitoring project, an automated pipeline for animal 

classification and detection in trail-camera images was implemented. This project was 

developed based on a proposal request from the Texas Parks and Wildlife Department.  

1. A two-stage deep learning pipeline comprising an animal classification 

system and a bird detection system was implemented. The animal 

classification system categorized the images into ‘Animal’ and ‘No-Animal’ 

classes and then the ‘Animal’ images were processed to detect birds through 

the bird detection system. The animal classification system achieved an 

overall sensitivity and specificity of 93% and 96%, respectively. The bird 

detection system achieved better than 93% sensitivity and 92% specificity 

with an average IoU of more than 68%. These systems were shown to be 

useful in fast, accurate classification and detection of animals in TPWD trail-

camera images. The entire pipeline processed an image in less than 0.5 

seconds as opposed to an average of 30 seconds for a human labeler.  

2. This study addressed the importance of managing post-deployment data drift 

and updates to the CNN-based animal classification system as image 

features vary with seasonal changes in the wildlife habitat. For this purpose, 

the animal classification system was equipped with an automatic retraining 

algorithm that used a novel method for inspecting drift in the incoming 

images and triggering the retraining process when necessary.  



Texas Tech University, Golnaz Moallem, May 2021 

86 

3. Finally, two statistical experiments were conducted to explain the predictive 

behavior of the animal classification system. These experiments explored the 

image features that influence the system’s decisions. The test results strongly 

supported the hypothesis that animal presence plays a critical role in the 

animal classification system’s decision. 

The cell characterization study proposed an automated framework for label-free 

detection and enumeration of MCF-7 breast cancer cells in a background of WBCs in 

brightfield images. This project was developed based on a proposal request from the 

Cancer Prevention and Research Institute of Texas.  

1. An effective Faster RCNN-based detection model was developed for detecting 

MCF-7 cells in the acquired brightfield images. The proposed model 

demonstrated 99.1% sensitivity and 99.8% specificity, and an average 

Intersection-over-Union (IoU) of greater than 80%. The MCF-7 cell detection 

model analyzed each brightfield image in less than 0.3 seconds, more than 300 

times faster than a human labeler. Also, a novel fully automated technique was 

introduced for training set generation. All of the performance measures achieved 

by the implemented workflow meet or exceed the expectations laid out by the 

project’s initial plan. 

2. Multiple studies were conducted to investigate the discriminatory features that 

an effective CNN derives and employs to differentiate MCF-7 cells and WBCs. 

These studies showed that the size of the cells was the main distinctive feature 

that the CNN used to distinguish MCF-7 cells from WBCs. However, in the 

absence of the size feature, the CNN was still capable of learning other features 

to perform the identification task, with an acceptable, yet decreased accuracy 

level.   

3. Finally, the performance of the detection model was examined in the presence 

of numerous image intensity transformations. The results demonstrated that for 

intensity and contrast variations, the F1-score of the detection model was 
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reduced by less than 0.2%. These observations concluded that the detection 

model uses intensity- and contrast-invariant features to perform the detection 

task. Therefore, the MCF-7 cell detection model was sufficiently robust with 

respect to variations in the intensity and contrast of brightfield images.   

4.2   Future work 
The possible directions for future work are as follows. 

1. In the wildlife monitoring project, complete animal species classification 

may be added to the proposed pipeline; this task requires gathering more 

animal examples of different species to generate a multiclass dataset. 

2. For the cell characterization project, detection of WBCs in the brightfield 

images could be a valuable addition. The extensive heterogeneity in the 

morphology of WBCs necessitates an extensive training set exhibiting 

multiple examples of WBCs in different types and shapes.  

3. An automated MCF-7 cell detection model may be developed to analyze 

flow holographic images. This addition can remarkably increase the 

speed and capacity of the MCF-7 cell detection and serve as an integral 

component for an automated, high-throughput CTC detection system.  
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