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ABSTRACT 

This dissertation addresses two issues, the importance 

of orthographic and semantic information in grammatical 

gender learning and the ability of various categorization 

theories, implemented within connectionist frameworks, to 

model human learning of gender categories. Feature-based 

theories propose that a category is represented as a list of 

abstracted features which can be weighted based on the 

reliability of their associations to a particular category 

over competing categories (termed cue reliability, from the 

Competition model); novel instances are categorized based on 

the summed weight of their features for a category. 

Exemplar-based theories propose that instances (termed 

exemplars) are stored in memory within their respective 

categories; novel items are categorized based on their 

similarity to the stored exemplars. The role of 

orthographic and semantic information is examined in two 

experiments, one using a measure of cue reliability, the 

other using a measure of exemplar similarity. In Experiment 

1, 40 participants attempted to learn the correct adjective 

(petit or petite) for 24 French nouns. Participants 

demonstrated significantly higher levels of learning when 

orthographic cue reliability was high versus low, 

demonstrating the importance of orthographic information in 

gender learning. In Experiment 2, orthographic and semantic 

v 



information (and their interrelationship) was manipulated 

based on exemplar similarity. Sixty-four participants 

attempted to learn the correct article (1^ or la.) for a set 

of 20 pseudowords, and generalized their learning to 7 

additional pseudowords. Participants showed significantly 

higher levels of learning when orthographic similarity was 

high versus low, but did not show significant differences in 

learning for the semantic or interrelationship manipulation. 

For the generalization decisions, orthographic similarity 

was more accurate in predicting human performance than was 

semantic similarity. Following the experiments, four 

connectionist models of categorization were compared for 

their ability to fit Experiment 1 learning data (the least 

mean squares, configural-cue, standard backpropagation, and 

exemplar-based backpropagation models). The exemplar-based 

model provided the best overall fit (average R̂  = .84). The 

fit of exemplar similarity to static portions of Experiment 

2 data supports the conclusion that more emphasis was placed 

on orthographic than semantic information by the human 

participants. Extensions of the exemplar-based 

backpropagation model are discussed. 
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CHAPTER I 

INTRODUCTION 

The specific objectives of this dissertation are 

twofold. The first objective is to determine the importance 

of various factors on grammatical gender learning, using 

empirical data gathered from human participants. These 

factors include: orthography (letter structure), semantics 

(word meaning) and the relationship between the two. The 

second is to compare and test different theories of 

categorization, using connectionist network modeling. The 

theories will be tested against data from the two human 

experiments. Attainment of these objectives will provide 

insight into language learning, i.e., not only which 

properties are important in gender acquisition, but also the 

processes involved in categorical decision making. 

This chapter will provide, first, a description of two 

different theories of categorization in general and as 

applied to language learning in particular. Within this 

discussion, the potential roles of orthography and semantics 

in grammatical gender learning will be presented. Second, 

connectionist modeling will be described in general terms 

followed by a discussion of the four specific models to be 

tested. Finally, the specific goals of this dissertation 

are outlined. 
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Theories of Categorization 

Language processing is considered a categorization task 

in that all of the various parts of a sentence must be 

correctly classified for the sentence to be properly 

understood. Linguistic categories refer to any category 

found implicitly in any language. Examples include noun, 

verb, and article. Some foreign languages emphasize 

linguistic categories that are not emphasized in English. 

French, for example, classifies nouns into a gender category 

of masculine or feminine, as does English to some degree 

(woman/she, man/he, toy/it). Even a cursory look at the 

French language demonstrates the importance of correctly 

identifying noun gender in that noun gender affects the 

structure of other words in a sentence. For example, shirt 

(chemise) is a feminine noun and hat (chapeau) is a 

masculine noun. La nouvelle chemise means the new shirt, 

but the new hat is produced with le nouveau chapeau, not la 

nouvelle chapeau. Because the morphology of adjectives and 

articles is affected by gender, it is evident that a vital 

aspect of learning French is proper gender classification. 

Feature-based and exemplar-based theories are two 

prominent explanations of how humans learn categorical 

information. These theories have been examined in several 

different categorization tasks and only recently have they 

been applied to certain aspects of linguistic categorization 

(e.g., the learning of verb past tense, Rumelhart & 



McClelland, 1986; and of the declension of the German 

definite article, Taraban, McDonald, & MacWhinney, 1989). 

Another promising linguistic category to which these 

theories could be applied is grammatical gender. Both of 

these theories will be discussed respectively. A brief 

description of the approach of feature, or cue-based models 

to categorization in general is first provided, followed by 

its application to language learning. Note that the terms 

cue and feature can be used interchangeably. 

Feature-based Approach 

Independent-cue models (Anderson, 1991; Beach, 1964; 

Reed, 1972) propose that an individual associates with a 

category the features of the instances in that category. 

For example, associated with the category bird are the 

following features: wings, beak, feathers. The connection 

between each feature and a category is weighted, the weight 

representing the strength of the association between the 

category and the feature. When it is necessary to make a 

categorical decision, the features of the item to be 

categorized activate their corresponding features in memory. 

One makes a decision to place an object into a category 

based on the summed weight of the connections between the 

activated features and any particular category. Thus, the 

essence of this approach is that categories are represented 

in memory as a list of abstracted features. In the example 



above, features are independent of each other. However, 

some feature-based approaches allow for feature combinations 

to be included in the category representation. 

Cue-based Approach to Language Learning 

The competition model of Bates and MacWhinney (1981, 

1982, 1987), MacWhinney (1987) and McDonald (1986) can be 

considered an example of a cue-based approach that can 

account for certain linguistic phenomena. It describes 

language acquisition as a process of discovering and 

utilizing the relationships between the linguistic cues 

found in a language and the linguistic categories they 

represent. Linguistic cues refer to any type of linguistic 

information that might be used to determine category 

membership. For example, word order is a linguistic cue 

useful in determining (among other things) the subject of a 

sentence (MacWhinney, Bates, & Kliegl, 1984; McDonald & 

Heilenman, 1991) . Noun endings are considered orthographic 

cues useful in determining noun gender in French. 

Orthographic cues refer to any cues located within a word's 

letter structure, such as internal letter combinations (ou, 

ai) or word endings (eur, le, asion). Semantic cues are 

cues found within the word's meaning. Any word might have 

several cues and/or cue types, with some cues representing 

competing categories. When this occurs, categorical 

decisions are based on the strengths of the various cues. 



Of the many possible linguistic cue types, I have chosen to 

examine the influence of orthographic and semantic 

information. 

Within the competition model, the relationship between 

cues and categories is described in terms of strengths or 

weights. The strength of a cue is determined by the 

following factors: availability, reliability, validity and 

conflict validity. Availability refers to the frequency of 

a cue. Reliability refers to the ratio with which a cue 

maps to a particular category over all categories. Validity 

is the product of availability and reliability. Conflict 

validity is the reliability of a cue when competing cues are 

present. Several studies have examined learning 

associations between linguistic cues and linguistic 

categories (Cooreman & Kilborn, 1991; MacWhinney, 1987; 

MacWhinney et al., 1984; MacWhinney, Leinbach, Taraban, & 

McDonald, 1989; McDonald & MacWhinney, 1991; Taraban et. 

al., 1989). 

Some of the evidence for the notion of cue-based 

language learning comes from the findings concerning the 

importance of cue reliability. Cue reliability is basically 

the conditional probability of a category, given a cue: 

Reliability =P (category \cue) (1) 

and quantifies the distribution of a cue across competing 

categories. Specifically, reliability values can range from 

zero to one, with zero indicating that the cue does not 



occur in that category, 0.5 indicating that the cue occurs 

an equal number of times in the competing categories, and 

one indicating that the cue occurs only in that category. 

The higher the cue reliability is for a particular category, 

the more reliably that cue can predict category membership. 

For example, the French noun ending ade occurs 170 times in 

the feminine category and only 19 times in the masculine 

category (Tucker, Lambert, & Rigault, 1977) . The 

reliability of ade for the feminine category is .90 

(170/189), indicating that it is a very reliable predictor 

of a noun's gender being feminine. If a particular item has 

more than one cue, those cues can be summed to arrive at an 

estimate of the evidence for category membership. It has 

been demonstrated that cue reliability is a major 

determinant of whether a cue will be used (Cooreman & 

Kilborn, 1991; MacWhinney et al., 1984). 

While the competition model, representing a feature-

based approach, can be considered a possible explanation of 

language learning, it is not the only model which can 

account for linguistic phenomena. An alternative to the 

feature-based approach has been proposed and is based on the 

concept of exemplar similarity. The general approach of 

exemplar models, as exemplified by the context model of 

Medin and Schaffer (1978), will be first described, then 

applied to linguistic categories. 
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Exemplar-based Approach 

Exemplar models (Medin & Schaffer, 1978; Nosofsky, 

1984) state that specific instances are associated with 

specific categories. These instances are called exemplars 

and all the features of an exemplar are stored with it. 

Thus, for example, individuals remember specific birds they 

have seen, including their features. These instances serve 

as exemplars for the category bird and are used in the 

categorization process. Categorization is determined by 

examining the similarity of the item to be categorized to 

each exemplar in memory. The essence of this approach, 

then, is that categories are represented in memory as a list 

of specific instances and their associated features, rather 

than solely a list of abstracted features. 

Several studies have supported the exemplar-based 

approach to non-linguistic areas of categorization, 

including the classification of geometric forms (Medin & 

Schaffer, 1978), schematic faces (Medin & Schaffer, 1978; 

Nosofsky, 1991), medical diseases (Nosofsky, Kruschke, & 

McKinley, 1992) and the learning of various rule-based 

categories (Choi, McDaniel, & Busemeyer, 1993; Nosofsky, 

Gluck, Palmeri, & McKinley, & Glauthier, 1994.) 

Exemplar-based Approach to Language Learning 

There have been very few attempts, however, to apply an 

exemplar-based model to the learning of linguistic 
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categories (Chandler, 1993; Taraban & Palacios, 1993). To 

explain the concept of grammatical gender assignment, the 

exemplar model proposes that complete words, represented as 

exemplars, are associated with their correct category. When 

given an item to classify, an individual compares it to the 

exemplars in memory, and makes a category decision based on 

the items to which it is most similar. 

For language learning, and gender in particular, one 

question that arises is, which features are most important? 

Researchers have proposed that orthography and semantics are 

useful cues to noun gender (Tucker et al., 1977; Zubin & 

Koepcke, 1986) , but no direct comparison has been made of 

the relative influence of each within an exemplar-based 

framework. Perez-Pereira (1991) studied the relative 

influence of orthography and semantics. However, he applied 

a different definition to the semantic component than used 

here (which will be discussed later). 

Previous researchers have applied the competition model 

to language acquisition in general (MacWhinney, 1987) and to 

gender acquisition within connectionist models, (MacWhinney 

et al., 1989; Taraban et al., 1989), and others have 

examined developmental differences in the use of 

orthographic cues for gender decisions (Mills, 1986; Tucker, 

Lambert, Rigault, & Segalowitz, 1968). However, the effect 

of orthographic cue reliability on the acquisition, or 

trial-by-trial learning, of noun gender by humans has not 



been determined experimentally. In Experiment 1 of this 

dissertation, the reliability of orthographic cues will be 

manipulated to determine its effect on the learning of noun 

gender by human participants. In experiment 2, both 

orthography and semantics will be manipulated (based on the 

concept of exemplar similarity) to explore the role of each 

in a linguistic categorization task. Examining both types 

of information in one experiment makes possible a study of 

the effect of their interrelationship on gender acquisition. 

Additionally, Experiment 2 will be designed to allow for the 

exploration of how learning generalizes from known items to 

unknown items. It must be noted that both experiments 

involve artificial categorization tasks in which 

participants essentially learn nonsense words and their 

labels. However, it is believed that the results of these 

experiments do apply to natural gender acquisition and will 

shed light on that process. 

Thus, the two experiments will provide new information 

on the importance of several factors within gender learning. 

However, they do not represent a direct test of different 

theoretical approaches to category learning. Given that 

there are different theories of linguistic categorization, 

how can these theories be compared empirically to test their 

validity? Several researchers have relied on computer 

modeling. The technique involves using connectionist 

network architectures to implement the theory, then testing 
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the network's ability to fit data gathered from human 

participants. This technique will be used in this 

dissertation. The exemplar view has been incorporated into 

the connectionist network described in Taraban and Palacios 

(1993). I compared it to other prominent network theories, 

including two which represent different implementations of a 

feature-based approach. What follows is a description of 

the concept of connectionist network models. Then a brief, 

general description of each model to be tested will be 

given. A more detailed description of these models will be 

given in chapter IV. (For a review of the origins of these 

models, the basis for their comparison here, and of 

important methodological considerations in connectionist 

network testing, see Appendix A. ) 

Connectionist Networks 

Connectionist networks are mathematical models 

structured with a layer of input nodes, zero, one, or more 

layers of intermediate nodes (hidden nodes), and a layer of 

output nodes. Figure 1 shows the architecture of a two-

layer connectionist network (it is termed a two-layer 

network because there are two layers of weighted connections 

between the layers of nodes). Input nodes (ij - î ) 

correspond to the features of the instances the network is 

learning. Output nodes (ô  - Oj) correspond to the possible 

responses allowed, given the input. Hidden nodes (ĥ  - ĥ ) 
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OWi,i 

Output 
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Hidden 
layer 

Input 
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Figure 1 

Example of a connectionist network structure 

allow for an internal representation of the input. The 

connections between each node represent real values 

(weights) which serve as links between the nodes. 

In a two-layer model, such as the one shown, there are 

two layers of weights. The first layer of weights (hŵ  ̂  -

hw,,̂ri) represent connections between input units and hidden 

units. The second layer of weights (oŵ î - oŵ ĵ) represent 

connections between hidden units and output units. 

"Knowledge" is contained in the weights and learning 

involves adjusting the weights through training over trials 

The arrows on the connecting lines represent the direction 

of activation in the network. Specifically, when input 
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units are activated, they send their activation levels 

forward, through the weighted connections, to the next layer 

of units. The feed-forward process continues until the 

output units are activated. The activation level of the 

output units is compared to a desired activation level, and 

the weights are adjusted according to a formula for reducing 

the discrepancy between actual and desired output. 

There are two main areas where models of this nature 

can differ. First, models can differ in their structure. 

Some models have no intermediate nodes and connect input 

nodes directly to output nodes. If a model does have 

intermediate nodes, the number of nodes can vary as well as 

the pattern of connections between nodes (in Figure 1, 

dashed lines between nodes represent nodes not shown). 

Second, models can differ in the mathematical formulas used 

to determine node activation levels and weight changes. 

By changing these two parameters, one can set up a 

network to function as a feature-based model, exemplar-based 

model, or a variety of other theoretical models. There are 

various approaches that one can take in creating and testing 

network models. One could, for instance, create as simple a 

network as possible that can still account for human data. 

One-layer models, where input nodes connect directly to 

output nodes, are conceptually simpler than two-layer models 

which contain an intermediate layer of nodes. Gluck and 

Bower (1988a) argue that one-layer models should be 
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considered and tested as potential theories of learning 

because of their simplicity and ability, in many instances, 

to match the performance of more complex two-layer models. 

Two single-layer models to be tested in this research 

are the least mean squares (LMS) model (Gluck & Bower, 

1988a, 1988b; Rumelhart, Hinton, & McClelland, 1986; Stone, 

1986) and the configural-cue (CC) model (Gluck & Bower, 

1988a). Since the models will be required to simulate human 

performance in gender acquisition, the input to the models 

will consist of the features of the words the models are to 

learn. The output for each model will consist of two nodes, 

one representing a masculine category, the other 

representing a feminine category. Both of these models 

propose that features are linked directly to categories, 

thus representing cue-based approaches. Because the 

mathematical formulas used by the networks are sensitive to 

feature co-occurrences, none of the models represent an 

independent-cue approach. However two of the models (the 

least mean squares and the configural-cue) are structured 

according to feature-based theory. 

Least mean squares 

The LMS model is the simplest model to be tested here, 

both structurally and mathematically. Structurally, the 

model consists of a layer of input nodes where each node 

corresponds to a single orthographic feature. All input 
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nodes are connected directly to both output nodes. There is 

no hidden layer. The connections between input and output 

nodes are weighted and the activation of the output equals 

the sum of the weights of the activated features. Only 

single features are represented on the input layer. There 

is no structural representation for feature combinations. 

Configural-cue 

The configural-cue model (Gluck & Bower, 1988a) was 

developed in an attempt to strengthen the power of the LMS 

model without increasing its complexity. As noted, the LMS 

model does not structurally represent feature combinations. 

However, the CC model is structured such that single 

features and feature combinations are represented on the 

input layer which is mapped directly to the output layer. 

For example, if each letter of a three-letter string (zub) 

is considered a feature, then the model would encode this 

word at the input level by activating the following nodes: 

z_, u, b, 7A1, ub, ̂ , and zub. This model has generated a 

great deal of research (e.g., Choi et al., 1993; Gluck, 

1991; Gluck & Bower, 1988a, 1990; Nosofsky et al., 1994) and 

is considered a leading model of classification (Choi et 

al., 1993; Nosofsky et al., 1994). The CC model tested here 

will be structured so that the input nodes correspond only 

to features and feature combinations which actually occur in 

the stimulus set. 
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Standard Backpropagation 

Another approach to creating models is to incorporate 

an internal or hidden layer of nodes between the input and 

output layers. The structure of the standard 

backpropagation model (Rumelhart, Hinton, & Williams, 1986) 

contains an input layer, one or more intermediate layers, 

and an output layer. The input layer corresponds to 

individual features of the stimuli. Initially, the 

intermediate layer (or layers) is unspecified regarding its 

representation. The model creates its own internal 

representation of the stimuli over trials. One potential 

strength of this model is that by having all input nodes 

connected to all intermediate nodes, and all intermediate 

nodes connected to all output nodes, the model is able to 

discover feature combinations within the hidden units. 

Several researchers incorporate a hidden layer in 

their models (e.g., Gupta & MacWhinney 1992; MacWhinney et 

al., 1989; Shultz, Buckingham, & Oshima-Takane, 1994; 

Taraban et al., 1989). These intermediate nodes allow for 

creative representations of the features contained on the 

input. Many researchers report experimenting with different 

numbers of intermediate nodes until the performance is 

optimum (e.g., Choi et al., 1993; MacWhinney & Leinbach, 

1991). This practice has been criticized, however, in that 

there appears to be no theoretical basis for determining the 

number of hidden units (McCloskey, 1991). The number of 
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hidden units should be determined a priori, either based on 

theory, or for purposes of making a direct comparison to 

another model or models. The latter reason guides the 

choice for number of intermediate nodes in the SB model to 

be tested here. Specifically, there will be 24 intermediate 

nodes. This will match the number of intermediate nodes in 

the exemplar-based backpropagation model. In this way, 

performance of two models which are structurally similar, 

but differ in the pattern of connections and the learning 

mechanisms, can be compared. 

Exemplar-based Backpropagation 

Seidenberg (1994), in examining the interface between 

language and connectionism, suggests that better theories 

will lead to better simulations. Seidenberg supports the 

view that network models should be theoretically based in 

their structure. Rather than an arbitrary number of hidden 

units, the selection of the hidden units in the model should 

have some theoretical foundation. The EBBP model, developed 

by Taraban and Palacios (1993), is one such model in that it 

is based on the concept of exemplar similarity. 

In the EBBP model, the hidden units are configured to 

correspond to specific exemplars to which the model is 

exposed. Thus, since the models will be required to learn 

the gender of 24 separate nouns, there will be 24 

intermediate units, each representing one exemplar. Input 
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units correspond to the features of the exemplars. The 

activation of output units is based on a similarity 

calculation between the input and the exemplars. Exemplar-

based network models have fared extremely well in comparison 

to other models. Nosofsky et al. (1992) compared an 

exemplar-based model, ALCOVE, to a configural-cue model in a 

medical disease classification test. These models were 

pitted against each other again by Nosofsky et al. (1994) 

and again by Choi et al. (1993), who also included a two-

layer backpropagation model. The last two tests were in the 

realm of rule-based categories. In each of these tests, the 

exemplar-based model produced the best fit to human data. 

Only recently has an exemplar-based model been applied 

to the concept of linguistic categories (Taraban & Palacios, 

1993). Chandler (1993) does not test a specific model, but 

suggests that language learning follows principles of 

exemplar similarity. It is important to test models in a 

variety of tasks to determine the limitations, if any, of 

particular models. One of the goals of this research is to 

determin whether an exemplar-based model can successfully 

account for acquisition data of human participants learning 

grammatical gender. A comparison of these four models has 

not occurred within the concept of gender acquisition. 

Another point needs to be made regarding the relation 

between previous research and this dissertation. When 

models are tested in their ability to match human learning. 
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it has often been the case that they are matching 

developmental trends in human learning (e.g., MacWhinney et 

al., 1989; Schultz et al., 1994; Taraban et al., 1989). 

Examining a model's ability to fit learning as it occurs (as 

opposed to major milestones or the end product of learning) 

represents a more rigorous test of a model (see Appendix A 

for further discussion). This dissertation will include two 

experiments in which human participants will be asked to 

learn the grammatical gender of novel nouns. These data 

will produce trial-by-trial learning curves which will be 

used to test the models. To make the tests even more 

demanding, the models will be required to fit four different 

learning conditions. 

Summary and Purpose 

Recent trends in linguistics have focused on the 

categorical nature of language. Grammatical gender is an 

excellent example of a linguistic concept that could be 

explained with categorization theories. To do this 

requires, first, determining the importance of orthography, 

semantics, and the relationship between the two in gender 

acquisition, and second, testing different possible 

categorization theories. Feature-based models have been 

favored as an explanation of linguistic categorization. 

However, it is believed that an exemplar-based model will 

account for the human learning data better than the feature-
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based and standard backpropagation models tested here. At 

this point, there have been few attempts to apply an 

exemplar-based approach to linguistic categorization. The 

most promising line of investigation involves using 

connectionist networks to test the models' ability to match 

human performance. Experiments which render detailed 

acquisition data under numerous conditions will provide 

critical tests. 

The purpose of this dissertation is first, to identify 

and describe the importance of orthography, semantics, and 

their relationship to gender categorization, and second, to 

demonstrate through connectionist modeling that an exemplar-

based account of learning provides a better explanation of 

grammatical gender acquisition than do other prominent 

models. 

At the conclusion of this dissertation, the following 

questions will be answered: 

1. What is the importance of orthographic information in 

the process of learning of noun gender? 

2. What is the importance of semantic information in the 

process of learning of noun gender? 

3. How does the relationship between orthography and 

semantics affect noun gender acquisition? 

4. Finally, can an exemplar-based model match human 

performance in a linguistic categorization task better 

than other models, including cue-based models? 
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In two experiments and a series of computer 

simulations, the research questions above will be addressed. 

Experiment 1 will answer the first question by manipulating 

cue reliability between two lists of French nouns. Note 

that the concept of cue reliability, as expressed in the 

competition model, is used as the foundation for making 

predictions concerning categorization decisions. Experiment 

2 will answer questions two and three by examining the 

relative importance of orthography and semantics. In this 

experiment, the concept of exemplar similarity will be used 

as the basis for making performance predictions (the 

explicit reason for making this transition from reliability 

to similarity will be discussed at the end of Experiment 1). 

After the two experiments are presented, several simulations 

will address the final question. 



CHAPTER II 

EXPERIMENT 1: THE EFFECT OF ORTHOGRAPHIC 

RELIABILITY ON GENDER LEARNING 

The purpose of this experiment was to examine how the 

orthographic structure of words in a list affects 

participants' ability to learn the gender of those words. 

This issue was explored by varying the reliability of the 

orthographic cues of nouns that participants were to 

classify as masculine or feminine. Two sets of French nouns 

were used as stimuli. Each noun was composed of three 

distinct orthographic cues: an initial consonant, a vowel 

digraph, and a final consonant. A sample noun from a 

stimulus set is bourn, containing the orthographic cues b, 

OU, and m. The average cue reliability for each list was 

used to make predictions regarding the ease with which the 

gender of the words in that list would be learned. Table 1 

lists the specific items of both lists, which will be 

referred to as the high-reliability list and the low-

reliability list. The first column gives the average cue 

reliability for each item in the high-reliability list. The 

second column gives the average cue reliability for each 

item in the low-reliability list. Remember that for any 

cue, the reliability of that cue for a category is a 

proportion reflecting the number of times the cue appears in 

that category over the total number of times the cue appears 

21 
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Table 1 

Average cue reliability values for each item in the two 
stimulus sets. 

Gender 

Feminine 

Masculine 

Hi 

Stimulus 

.gh 
Reliability 

boum 
faim 
faux 
f ois 
noix 
nues 

nuit 
paix 
peur 
soif 
toux 
voix 

bion 
ciel 
coup 
daim 
f aon 
fiel 

foin 
guet 
lait 
loup 
sein 
viol 

.56 

.56 

.83 

.77 

.93 

.83 

.78 

.83 
1.00 
.77 
.83 
.77 

.83 
1.00 
.83 
.61 
.83 
.83 

.57 

.72 

.72 

.83 

.83 

.83 

Set 

Low 
Reli 

boum 
faim 
faux 
f ois 
noix 
nues 

nuit 
paix 
peur 
soif 
toux 
voix 

bois 
dais 
fait 
f aix 
jais 
jour 

mois 
pois 
pouf 
saut 
toit 
tuin 

.ability 

.67 

.64 

.64 

.46 

.78 

.76 

.58 

.56 

.67 

.50 

.56 

.78 

.57 

.79 

.61 

.41 

.79 

.67 

.74 

.57 

.50 

.58 

.64 

.72 

M = 79 M = 63 
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(see Eq. 1). For example, the item peur in the feminine 

category of the high reliability list has an average cue 

reliability of 1.00. By examining the high-reliability 

list, one can see that the cues p, eu, and r, occur only in 

the feminine category, thus making those features perfectly 

reliable for that category. However, in the low-reliability 

list, peur has an average reliability of .67. This is 

because in this list the cues p and r; occur in the masculine 

category as well as the feminine one. 

It was expected that when the nouns were grouped in a 

way that increased the list's overall cue reliability, 

learning the nouns' gender would be easier. One can see in 

Table 1 that the overall mean cue reliability in the high-

reliability list is .79. For the low-reliability list the 

overall mean is .63. Thus, it is predicted that the gender 

of the items in the high-reliability set should be easier to 

learn than those of the low-reliability set because of the 

differences in the orthographic reliability of the words 

chosen for these sets. 

Two additional points concerning the orthographic 

manipulation merit attention. The first deals with the 

number of informative cues being examined, the other deals 

with the position of those cues. Brooks, Braine, Catalano, 

Brody, and Sudhalter (1993) studied the role of orthographic 

features in word class acquisition. They created two 

artificial miniature languages, an experimental and a 
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control, which varied in regards to the orthographic cues 

(oik or oo, as noun endings) for linguistic subclasses. In 

the experimental language nine of the fifteen nouns in 

subclass 1 ended in oik, and this cue did not appear in 

subclass 2. Also in the experimental language, nine of the 

fifteen nouns in subclass 2 ended in op, and this cue did 

not appear in subclass 1. Thus for the experimental 

language (which would correspond to the high-reliability 

condition here) the endings oik and oo were perfectly 

reliable for their subclasses (1 and 2, respectively) and 

appeared in 60% of the nouns in their subclasses. In the 

control language (which would correspond to the low-

reliability condition here) the markers were evenly 

distributed between the two subclasses (oik and oo each 

occurred an equal number of times in each subclass) making 

the cues completely uninformative. In a generalization test 

which occurred after several days of training, participants 

in the experimental condition easily outperformed control 

participants in tasks requiring the identification of 

subclasses of both old and new items. 

The important distinction between the Brooks et al. 

study and this experiment is that Brooks manipulated only 

two orthographic cues, and the manipulation was such that 

they were either perfectly reliable or completely 

uninformative for category membership. The results of their 

study show that such a manipulation does affect the 
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acquisition of word classes. The language containing the 

perfectly reliable cues was easier to acquire than the one 

with unreliable cues. This experiment seeks to extend this 

finding by examining whether participants are influenced by 

several orthographic cues with varying degrees of 

reliability. 

The second point to be made concerning the orthographic 

manipulation in this experiment is that the several cues are 

distributed over three different positions, not just one. 

Manipulations were not made just on the noun ending, as in 

the Brooks et al. study. Tucker et al. (1977) manipulated 

the initial syllable of invented nouns so that the syllable 

was either masculine, feminine, or neutral (based on the 

frequency with which the initial syllable appeared in the 

various categories). Their findings indicated that 

participants used the initial cues in choosing a gender for 

these invented nouns. Thus there is evidence that 

participants can utilize the initial syllable in making 

gender decisions, but it has yet to be determined whether 

the learning of gender classes is influenced by the 

manipulation of orthographic cues in multiple locations. 

This experiment was not designed to examine specific cue 

position effects (i.e., the individual effect of every 

possible cue position), but rather to examine overall cue 

reliability of word lists, with reliability calculated over 

cues in several positions. 
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A final manipulation made in this experiment was to 

divide participants into two groups. The groups were 

divided according to whether or not the participants had any 

second language experience. It was expected that 

participants who had some previous experience learning a 

foreign language would benefit from this experience and 

perform better than participants with no foreign language 

experience. 

Method 

Participants 

A total of forty participants participated in this 

experiment. Twenty participants who had no previous 

experience learning a foreign language were recruited 

through the General Psychology participant pool at Texas 

Tech University. The other twenty participants were 

recruited from various foreign language classes (other than 

French) at Texas Tech University and received $4.00 each for 

their participation. 

Stimuli 

The stimuli consisted of two sets of 24 French nouns, 

with each set containing 12 masculine and 12 feminine items. 

The 12 feminine items were the same for both sets. The mean 

reliability for the high-reliability set was .79, while the 

low-reliability set had a mean of .63. 
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Selecting the stimuli. A sample of nouns which 

contained the following orthographic structure: initial 

consonant, vowel digraph, final consonant, were taken from a 

French dictionary. Twelve feminine nouns were selected and 

held constant for both lists. From the sample, 12 masculine 

nouns were selected that, when compared to the feminine 

nouns, had a high degree of orthographic reliability for 

their gender category. Another 12 masculine nouns were 

selected that, when compared to the feminine nouns, had a 

low degree of reliability for their gender category. 

The differences between the items in the two sets 

produced a potential confound. It was possible that one of 

the lists would be easier to learn because it contained more 

familiar items than the other list. For example, i^ is a 

more common vowel digraph than pi. Participants could be 

influenced by the familiarity of letter sequences within 

items. In order to determine if the letter sequencing 

differences between the two lists could bias the results, 

analyses were conducted on the frequency counts for the 

letters in the various positions of the words. 

Frequency counts refer to the number of times a letter 

or combination of letters appears in a certain position, in 

this case based on a sample of words from the English 

language. Table 2 shows the mean frequency counts for the 

stimulus sets. (Appendix B contains the frequency counts for 

each item in each list.) The cue division method discussed 
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earlier (initial consonant, vowel digraph, and final 

consonant) was used to organize the single-letter and 

digraph frequency counts. From Mayzner and Tresselt (1965), 

a single-letter frequency count was obtained for the first 

position and last position of four letter words. A digraph 

frequency count was obtained for the two middle positions of 

four letter words using the same source. Also shown in 

Table 2 are the mean trigraph frequency counts. These are 

for the first three positions and the last three positions 

of four letter words using the Kucera and Francis (1967) 

corpus. 

Table 2 

Mean frequency counts for letter combinations in the 
stimulus sets. 

Stimulus Set 

High Low 
Position Reliability Reliability 

Single-letter 
Position 1 265.33 317.00 

Digraph 
Position 2-3 39.50 47.92 

Single-letter 
Position 4 307.96 336.13 

Trigraph 
Position 1-2-3 4.88 4.83 

Trigraph 
Position 2-3-4 2.50 2.25 
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In Table 2, one can see that the mean single-letter and 

digraph frequency counts are lower in the high-reliability 

set than those of the low-reliability set. This indicates 

that, for the English language, the letter sequencing of the 

items in the low-reliability list is more common than the 

letter sequencing in the high-reliability list. Regarding 

single-letter and digraph frequency, if familiarity with the 

letter sequencing were going to bias the results in any way, 

it would favor the low-reliability list. Concerning the 

trigraph frequency count, however, the items in the high-

reliability set have higher means than those in the low-

reliability set. A two-tailed ;t-test showed that 

the differences between the trigraph means for the first 

three positions (;t(46) = 0.03, ns) and for the last three 

positions (t.(46) = 0.40, n^) are not significant. These 

results suggest that the trigraph frequency differences 

should not bias the results. 

The difference in cue reliability between the two lists 

could occur in any one or all three of the cue positions: 

initial, middle and final. Table 3 shows the mean cue 

reliability for each cue position in the two sets. Two-

tailed t-tests were conducted to see if the means of any of 

the positions were significantly different. These tests 

showed that the means in the initial position are not 

significantly different (t(46) = 1.00, n^) . However, the 

means in the middle position differ significantly (t(46) = 
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2.75, p < .01) as do the means in the last position (;t(46) = 

3.44, p < .001). This indicates that should there be a 

significant effect for orthographic reliability, it could be 

due to differences in the middle or final cue position. 

Table 3 

Mean cue reliability as a function of cue position and 
stimulus set. 

Stimulus Set 

Cue Position 

Initial 

Middle 

Final 

High 
Reliabil 

0.75 

0.73 

0.89 

ity 
Low 

Reliability 

0.68 

0.56 

0.67 

Design 

A 2 X 2 X 40 (Orthographic Reliability: High, Low x 

Foreign Language Experience: Absent, Present x Block) design 

was used with orthographic reliability and foreign language 

experience as between-subject factors and block as a within-

subject factor. The ANOVAs were conducted on the 

participants' ratings using both participants and items as 

random variables. In research of this nature, it is 

important to show that the results generalize not only to a 

new set of participants, but also to a new set of items. 



31 

Using items as the random variable examines the question of 

whether similar results could be found if a new set of items 

were used (see Clark, 1973, for a more complete discussion 

of these analyses). 

Procedure 

The 20 participants without foreign language experience 

(non-FLE) were randomly assigned to either the high-

reliability or low-reliability list (10 participants per 

condition). The same procedure was followed for the 

participants with foreign language experience (FLE). An IBM 

PC was used to present the stimuli to the participants and 

record the participants' responses, which included two 

ratings (described below), and trial times. Participants 

were run one at a time and were instructed that they were to 

learn the classification of French nouns from one of the 

vocabulary sets. To distinguish between the masculine and 

feminine categories, participants were told that some nouns 

use petit as an adjective and some nouns use petite. 

Participants were told that they were to give two ratings 

for each noun, one for its appropriate adjective and another 

for the inappropriate adjective. The rating scale was from 

zero to nine with zero indicating that they were certain the 

noun did not use that adjective and nine indicating they 

were certain the noun did use that adjective. Participants 

were instructed to give ratings between zero and nine 
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depending on their level of certainty (see Appendix C for 

verbatim instructions). 

In each trial participants saw a noun and were prompted 

to rate each adjective. After the participants made their 

ratings, an arrow indicated the correct adjective for that 

word. Participants were allowed as long as they liked to 

make their ratings and to examine the correct response. The 

nouns were presented in random order, one at a time, in 40 

blocks of trials, with all the words appearing once in each 

block. The trial times that were recorded consisted of a 

response time measure and a study time measure. Response 

time measured the time between presentation of a stimulus 

and the participant's response. Study time measured the 

time between the presentation of the correct response and 

participant's pressing a key to begin the next trial. 

Results 

As previously stated, participants gave two ratings for 

each item, one for the likelihood that the correct adjective 

was petit, and one for the likelihood that the correct 

adjective was petite. For purposes of analysis, these 

ratings can be understood as a rating for the correct 

category and a rating for the competing category. Because 

learning involves giving higher ratings to the correct 

category and lower ratings to the competing category, the 

difference between the two ratings (correct - competing) can 
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be considered an index of learning. Difference scores can 

range from negative nine (0 - 9) to nine (9-0) with higher 

difference scores indicating higher degrees of learning. A 

negative difference score indicates that the participant is 

making a categorical decision opposite the true relationship 

(i.e., the participant is giving a higher rating to the 

competing category than the correct category). Difference 

scores were calculated for each item and were used as the 

dependent variable in the analyses. Two 2 x 2 x 40 

(Orthographic Reliability: High, Low x Foreign Language 

Experience: Absent, Present x Block) ANOVAs were conducted 

(once using participants as the random variable and once 

using items as the random variable). An effect was 

considered reliable only if p < .05 in both the participant 

and item analyses. Appendix D contains the source tables 

for the participant and item ANOVAs, respectively, showing F 

values, J]^f effect size and power. 

A basic question in this research was whether or not 

participants would learn the gender classification of the 

nouns. This question can be answered by examining the main 

effect for block which was significant by participants 

(F(39,1404) = 54.44, p < .01) and by items (F(39,1794) = 

122.84, p < .001). Examining the mean difference score in 

the first block (M = 0.29) versus the 40th block (M = 6.94), 

one can see that participants did learn to classify the 

nouns correctly as they progressed through the experiment. 
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The most important question in this research was how 

the overall cue reliability of the two lists would affect 

learning. The main effect for orthographic reliability, 

which would test this, proved to be significant by 

participants (F(l,36) = 3.98, p = .05) and by items (F(l,46) 

= 36.71, p < .0001). Those learning the high-reliability 

list had a higher mean difference score (M = 6.12) than 

those learning the low-reliability list (M = 4.73). The 

consistency of the differences can be seen in Figure 2. In 

every block except the first, participants learning the 

high-reliability list on average gave more differentiated 

ratings than those learning the low-reliability list. 
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Figure 2 

Mean difference score as a function of 
orthographic reliability and block. 
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The interaction of orthographic reliability and block (shown 

in Figure 2) was significant by items (F(39,1794) = 2.16, p 

< .001) but not by participants (F(39,1404) = 0.96, ns) . 

This research also examined differences that might 

occur as a result of previous experience with a foreign 

language. A significant main effect for foreign language 

experience was found by participants (F(l,36) = 5.21, p < 

.05) and by items (F(l,46) = 301.45, p < .0001). The FLE 

participants demonstrated more learning with larger 

difference scores (M = 6.22) than the non-FLE participants 

(M = 4.63). The Block x Foreign Language Experience 

interaction (see Figure 3) was significant by participants 

(F(39,1404) = 2.14, p < .0001) and by items (F(39,1794) = 

5.23, p < .0001). An examination of Figure 3 reveals that 

the differences between the FLE and non-FLE groups do not 

begin to appear until after the seventh block. 

To determine if the above effects could be explained by 

the amount of time participants spent on the task, analyses 

were conducted on trial times. A 2 x 2 x 40 (Orthographic 

Reliability: High, Low x Foreign Language Experience: 

Absent, Present x Block) ANOVA was conducted on the trial 

times using both participants and items as the random 

variable. A significant effect for orthographic reliability 

was found by items (F(l,46) = 16.00, p < .001) but not by 

participants. An examination of the mean trial times for 

each list shows that participants learning the high-
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Figure 3 

Mean difference score as a function of foreign 
language experience and block. 

reliability list spent less time per trial (M = 2281 

milliseconds) than participants learning the low-reliability 

list (M = 2541). This suggests that high-orthographic 

reliability eases learning, thus reducing the amount of time 

needed per trial. 

The effect of foreign language experience on trial 

times was significant by items (F(l,46) = 46.61, p < .001) 

but not by participants. The means indicate that the FLE 

participants spent more time per trial (M = 2516) than non-

FLE participants (M = 2306). The differences between the 

two groups in learning could therefore simply be due to the 

FLE participants spending more time on the task. 
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Because the two participant groups differed in both 

their ratings and their trial times, an ANCOVA was conducted 

on the difference scores with trial time as the covariate. 

When trial times were controlled for, both the main effect 

for orthographic reliability (F(l,35) = 4.83, p < .05) and 

foreign language experience (F(l,35) = 4.25, p < .05) 

remained significant. 

Discussion 

This experiment has shown that it is easier to learn 

the gender of a group of French nouns if the nouns are 

structured in a way that increases the reliability of the 

orthographic cues contained in those nouns. Cue reliability 

can be considered a measure of the associative strength 

between a cue and any particular category. The higher the 

reliability of the cue for a category, the stronger the 

association between that cue and that category. High cue 

reliability eases the learning task by increasing the 

predictive strength of the cues for certain categories. The 

words in the high-reliability set had a stronger association 

to their correct gender category than the words in the low-

reliability set. Therefore, participants found the words in 

this set easier to categorize than the words in the low-

reliability set. 

A second finding of this research is that participants 

who had previous experience learning a foreign language 
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performed better than participants who lacked that 

experience. Unfortunately, no demographic data were 

gathered on the groups and it is likely that they differed 

on several other factors as well, including the fact that 

FLE participants were paid for their participation while 

non-FLE participants received class credit. Thus, no 

definitive claims can be made concerning the meaning of the 

significant foreign language experience effect. 

This experiment demonstrated the importance of 

orthographic reliability in the linguistic category learning 

process. Words whose cues have a high degree of reliability 

for their category were easier to learn. This was the case 

even though the cues were distributed over three different 

positions. While the relative influence of each position 

could not be determined in this study, future studies could 

examine which cue positions are most influential in category 

learning. Previous research has demonstrated that 

individuals use orthographic information in making gender 

decisions after learning has occurred, but this experiment 

highlights the importance of that information on gender 

learning as it occurs. Recall that participants learning 

the high-reliability list spent less time studying the items 

but had significantly higher levels of learning. The 

organization of orthographic information in a list of words 

affects not only the amount of learning, but also the time 

required to learn it. 
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Some aspects of this study, however, could be expanded 

to provide even more information about the categorization 

process. Specifically, the nature of the stimuli could be 

changed to allow for more experimenter control and internal 

validity. The stimuli in Experiment 1, being actual French 

nouns, increased the external validity of the experiment. 

However, potential confounds existed due to the fact that 

some features occurred in one list but not the other. 

Specifically, the initial features c, ^, and 1, and the 

middle features ao, ei^, ie_ and ip occurred in the high-

reliability list but not the low reliability list. This is 

a confound in that the two lists were different not only in 

the average reliability of features for a category but also 

regarding the presence of features themselves. This 

confound existed because real words were used and thus 

control over the stimuli was limited. It is possible, 

however, to create artificial stimuli sets where all sets 

contain the same features and they differ only in their 

assignment of features to categories. Using artificial 

stimuli allows the experimenter to control the distribution 

of cues to categories and increases the internal validity of 

the experiment by reducing potential confounds. 

Also, other cue types besides orthography exist within 

words and may be utilized during the categorization process. 

In addition to orthographic cues, words contain semantic 

cues (cues contained within the word's meaning) that may 
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mark gender. Are language learners influenced only by 

orthography or do they utilize other cue types as well? If 

learners do use more than one cue type, how do the cue types 

interact? Experiment 2 will address these questions by 

examining both orthography and semantics within artificial 

stimulus sets. 

In Experiment 1, the concept of cue reliability 

motivated the predictions regarding the two lists and the 

results supported the predictions. However, certain aspects 

of cue reliability (as defined here) limit it as a usable 

representation of the categorization decision process. 

Specifically, the cue reliability formula (Eq. 1) treats 

cues independently, meaning that feature co-occurrences are 

not taken into account. The concept of cue-reliability by 

itself has not been incorporated into recent models of 

category learning (see Anderson, 1991, for an exception). 

Instead, recent research has focused on the more tractable, 

yet parsimonious theory of exemplar similarity as outlined 

by Medin and Schaffer (1978). The Medin and Schaffer 

equations for exemplar similarity (discussed below) have 

proven quite successful in comparison to alternative models 

of categorization, including feature-based models (Nosofsky, 

Kruschke & McKinley, 1992; see Nosofsky, 1992 for a review). 

Thus, exemplar similarity, which is able to accurately 

account for the findings of Experiment 1 data (as will be 

shown below), is favored here as a more likely description 
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of the decision-making process. The predictions for 

Experiment 2 will therefore be motivated by the concept of 

exemplar similarity. 

Exemplar similarity can be calculated using Equation 

(2), from Medin and Schaffer (1978): 

Similarity (f, J: ) =Es,. (2) 

This equation shows the similarity of a particular item (;t) 

to a member (x) of a category (X) . In this formula, ŝ^ = 

1.00 if cue î  in item t_ and x match and 0.00 < ŝ^ < 1.00 if 

they mismatch. Taraban and Palacios (1993) proposed a 

variation to this formula where ŝ^ = m if the cues match and 

£i = 1 - m if they mismatch (0.50 < m < 1.00). When the 

value of £i is being estimated from the data, this 

modification allows for a representation of changes in 

learning for both mismatches and matches. Such a 

representation is not possible when £i is set to a constant 

for matches. The original version of the formula was used 

to examine exemplar similarity's predictions for Experiment 

1 and 2 data (with ŝ^ = 1.00 for matches and s_^ = .37 for 

mismatches) and the modified version was used in the 

computer simulations to be described. 

Working through a specific example may clarify this 

formula. To calculate the similarity of voix to noix, one 

first determines the number of matches and mismatches for 

each cue. In this example, a mismatch occurs on the first 

cue position (v versus n) . Thus, ŝ^ = .37. The next two 
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cue positions match (oî  to oî , and x to x) so ŝ2 = 1.00 and 

£3 = 1.00. Therefore, the similarity of voix to noix is 

equal to (.37 * 1.00 * 1.00) .37. The similarity of voix to 

peur, which contains three mismatches, is much smaller (.37 

* .37 * .37 = .05). Note that cue information is combined 

in a multiplicative manner instead of an additive one, as in 

an independent-cue approach. Also note that this only 

represents the similarity of one item to another. It is 

also possible to calculate the similarity of one item to an 

entire category. 

The complementary formula (Equation 3; Medin & 

Schaffer, 1978) is used to calculate the similarity of an 

item to a category as a whole. The similarity of an item 

(t) to a category (X) is equal to: 

L^^^Sit^x) ^Xy^yS{t,y) ' 

The numerator in Eq. (3) contains the sum of the similarity 

values between item ;t and every item in category X. This 

value is included in the denominator along with the 

similarity of item ;t to items in a competing category (Y) . 

Medin and Schaffer (1978) compare their context model of 

classification (which utilizes exemplar similarity) to the 

cue-based approach in a variety of experiments. Their 

results support the notion of participants using exemplars 
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rather than only individual cues in classification 

decisions. However, the tasks used by Medin and Schaffer 

involved classifying geometric forms and schematic faces. 

At present, it is undetermined how well an exemplar model 

will perform in a linguistic categorization task. 

It can be shown that exemplar similarity makes the same 

predictions as did cue reliability for the data in 

Experiment 1. Using these two equations, one can determine 

what predictions exemplar similarity would make concerning 

the stimuli in Experiment 1. Table 4 lists the similarity 

of each item to its own category, calculated using Eqs. (2) 

and (3) with ŝ^ set at .37. One can see that exemplar 

similarity makes the same predictions as cue reliability. 

Specifically, the high-reliability list has an overall 

similarity value of .70 while the low-reliability list has 

an overall similarity value of .65. In fact, the 

relationship between the cue reliability values shown in 

Table 1 and the exemplar similarity values shown in Table 4 

is direct and significant (r = .87, p < .001). Thus, in the 

context of Experiment 1, support for one approach over the 

other cannot be given. Simulations conducted later will 

address this issue. 



Table 4 

Similarity values for each item in the two 
stimulus sets. 

Stimulus Set 

Gender 

Feminine 

Masculine 

Hi .gh 
Reliability 

boum 
faim 
faux 
fois 
noix 
nues 

nuit 
paix 
peur 
soif 
toux 
voix 

bion 
ciel 
coup 
daim 
f aon 
fiel 

foin 
guet 
lait 
loup 
sein 
viol 

.65 

.60 

.71 

.65 

.78 

.73 

.69 

.73 

.73 

.70 

.72 

.75 

.73 

.77 

.72 

.60 

.71 

.71 

.61 

.68 

.68 

.72 

.73 

.83 

Low 
Reliability 

boum 
faim 
faux 
fois 
noix 
nues 

nuit 
paix 
peur 
soif 
toux 
voix 

bois 
dais 
fait 
f aix 
jais 
jour 

mois 
pois 
pouf 
saut 
toit 
tuin 

.67 

.57 

.65 

.51 

.71 

.64 

.65 

.61 

.66 

.62 

.66 

.69 

.65 

.71 

.64 

.52 

.72 

.67 

.66 

.64 

.63 

.67 

.65 

.68 

M = 70 M = 65 



CHAPTER III 

EXPERIMENT 2: THE EFFECT OF ORTHOGRAPHIC 

SIMILARITY, SEMANTIC SIMILARITY AND 

THEIR INTERRELATIONSHIP 

ON GENDER LEARNING 

Experiment 1 demonstrated that orthographic cues can be 

useful in determining noun gender in the French language. 

Participants who learned French noun gender found the task 

easier if the words contained orthographic cues that 

reliably marked a particular gender, thus demonstrating that 

participants are able to discover and utilize cues contained 

within words when those cues are important to 

classification. 

There is evidence to suggest that cues located within 

the meaning of words (semantic cues) are also available and 

can be predictive of gender (MacWhinney et al., 1989; Perez-

Pereira, 1991; Taraban et al., 1989; Zubin & Koepcke, 1981, 

1986). Of these studies, some (such as Zubin & Koepcke, 

1981, 1986) have focused only on locating the correlations 

between meaning and gender in the natural language without 

testing the effect of those correlations on human learning. 

Others have looked at the effect of semantic input on 

learning within a connectionist network (such as MacWhinney 

et al., 1989; Taraban et al., 1989) and have compared the 

networks to human learning data. However, the human 

45 
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learning data was of a developmental nature, not an 

examination of specific, trial-by-trial learning. Of those 

studies which have examined the effect of semantics on human 

learning (e.g., Braine, 1987; Perez-Pereira, 1991), 

semantics is limited to an item's physical gender. For 

example, Perez-Pereira (1991) showed participants pictures 

of imaginary creatures which resembled males or females (or 

were unmarked for physical gender). The influence of this 

type of semantic information (physical gender) could 

possibly be quite different from the more abstract 

associations that occur between noun meaning and gender. 

The question in the Perez-Pereira (1991) study was 

whether participants would place more weight on a semantic 

cue (physical gender), an orthographic cue to gender (the 

names of the creatures ended in a. or o) , or a syntactic cue 

(the names were preceded by un or una) when making gender 

decisions. Perez-Pereira found that while the semantic cue 

of physical gender did influence gender decisions, children 

were more influenced by orthographic and syntactic cues. 

Physical gender is considered an extralinguistic cue while 

orthography and syntax are considered intralinguistic cues. 

He concludes that "children mainly rely on intralinguistic 

rather than extralinguistic information to recognize the 

gender of a noun..." (p. 588). 

Although his study suggests that semantic information 

has little relative influence over orthographic information. 
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it must be noted that the semantic cue was limited to the 

noun's physical gender. Thus, to further explore the 

relative influence of orthographic and semantic information 

on gender acquisition, this dissertation will examine the 

intralinguistic semantic cue of noun meaning rather than the 

extralinguistic cue of physical gender. 

Maratsos (1988) states that "there is virtually no 

semantic basis for noun gender distinctions" (p. 40). He 

provides the German example of spoon, fork and knife which 

are masculine, feminine, and neuter, respectively. Zubin 

and Koepcke (1981), however, described several correlates 

between semantics and gender in German. In fact, such 

semantic cues can be found in many languages. For example, 

in German, names of theoretical units (das Watt, das Erg) 

are neuter. In French, languages (Le Frangais, Le Chinois) 

are exclusively masculine. True, not every word has a 

semantic cue that is useful in determining gender, but the 

same can be said for orthographic cues as well. The 

question remains as to whether participants can locate and 

utilize these various cue types when they do exist. Is 

gender acquisition easier when semantic cues provide useful 

information for gender or do participants ignore semantic 

cues in favor of orthographic ones? This experiment is 

designed to answer these questions. 

The difficulty in studying the influence of semantic 

cues is that, in general, the process of abstracting useful 
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information is different for semantics and orthography. 

With orthographic cues, usually a direct relationship exists 

between a cue and a gender. For example, in French the 

ending ice is associated with the feminine gender. With 

semantic information (except physical gender), however, one 

must note the association not between a particular item and 

a gender, but between a class of items and a gender. Thus, 

the useful semantic cue in the word Anglais, in French, is 

that languages are always masculine. In the natural 

language, utilizing the semantic cue involves first, 

determining the category to which the item belongs and 

second, determining if a relationship exists between that 

category and any gender. It is perhaps because of this 

difference between orthography and semantics that studies 

directly comparing the two have not been conducted. 

This study, however, will make a direct comparison of 

the relative benefits of orthographic and semantic 

similarity through the utilization of an artificial 

language. In order to make the process of extracting useful 

information from orthographic and semantic cues comparable, 

the semantic cues will be constructed so that useful 

information can be obtained directly from the word's 

meaning, without having to identify a relationship between a 

larger class and gender. Also, in order to make a direct 

comparison of the two different cue types, it was necessary 

that both cue types have an equal number of features. Since 
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the orthographic information will contain three features 

(first, second, and third letter) the semantic information 

will be constructed to contain three features (number, 

color, type). Thus, the relative influence of orthography 

and semantics can be examined, since they differ only in 

type of information, not in amount or ease of extraction. 

Given that the two cue types are equally accessible and 

provide the same degree of information, it is possible that 

semantic information will be utilized more heavily in this 

study than in previous studies (such as Perez-Pereira, 1991) 

where a different type of semantic information was provided. 

When one combines semantic and orthographic cues, a 

third cue is created, that of the relationship between the 

two. Words whose semantic and orthographic cues are in 

agreement for gender might be easier to classify than words 

whose semantic and orthographic cues compete for different 

genders. Perez-Pereira (1991) chose to study how two cue 

types interact by having them either in agreement for gender 

(both suggest the same category) or in competition (each 

suggests a different category). He found that if two 

different cue types, such as semantic and orthographic, were 

present and competed with each other, classification proved 

more difficult than when the two cue types were in 

agreement. This suggests that individuals are sensitive to 

more than one cue type and more importantly, to the 

relationship between cue types. 
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To better understand the importance of the relationship 

between two different cue types on learning. Experiment 2 

seeks to compare a high-relationship set (both cue types are 

in agreement) to a low-relationship set (where, within a 

list of items, there is no relationship between the two cue 

types regarding which category they suggest). Specifically, 

the stimuli in the low-relationship set will be created such 

that orthographic and semantic cues do not consistently 

compete with each other, nor do they consistently support 

each other. They simply have no relationship at all. This 

will be compared to a high-relationship set where the two 

types of information consistently support each other. If 

the relationship factor is important, it is expected that 

participants will find the low-relationship set more 

difficult to classify than the high-relationship set. It 

has already been shown (Perez-Pereira, 1991) that a 

competitive relationship is disadvantageous. This research 

explores whether no relationship is disadvantageous as well. 

Finally, one of the limitations of Experiment 1 was 

that participants learned a set of items but no opportunity 

was given to examine how that learning would generalize to 

new, unknown items. With a small modification of the task 

in Experiment 1, it will be possible to examine how learning 

generalizes from known to unknown items and to test 

theoretical predictions based on the similarity values of 

the items. 
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In Experiment 1, participants who had experience 

learning a second language performed better than ' 

participants who lacked that experience. In Experiment 2, 

participants will again be divided into two groups, this 

time on the basis of the amount of foreign language 

experience the participant has had. The purpose of 

Experiment 2 is to explore further the nature of linguistic 

category learning. There are several goals within this 

experiment. First, the effect of orthographic similarity on 

the categorization process will be examined. Specifically, 

an attempt will be made to replicate the findings of 

Experiment 1 on the usefulness of orthographic cues, this 

time using exemplar similarity to make predictions. Second, 

the effects of semantic similarity in the classification 

process will be examined. Third, the possibility that 

participants are sensitive to any relationship between 

orthographic and semantic cues will be explored. Finally, 

the process by which learning generalizes from known to 

unknown items will be investigated. 

Method 

Participants 

Participants for this study were taken from various 

French language classes at Texas Tech University. In order 

to examine the role of foreign language experience, the 64 

participants were divided into two groups: beginning and 
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advanced. Participants for the beginning group were taken 

from Ist-year French language classes and participants for 

the advanced group were taken from 2nd-, 3rd-, and 4th-year 

French language classes. All participants in the beginning 

group had at least one full semester of French. 

The division of these groups was based on the desire to 

have an adequate sample size for the advanced group. Since 

more students were enrolled in Ist-year French classes than 

in the upper level classes, it was easier to obtain 

participants in this group. In order to obtain an adequate 

number of participants in the advanced groups, the three 

upper-level classes were compiled into one group. 

Stimuli 

Unlike the stimuli in the Experiment 1, which consisted 

of actual French nouns, the stimuli in this study consisted 

of artificially created, three-letter pseudowords, with 

artificially created definitions. The definitions contained 

three dimensions which comprise the semantic cues. The 

dimensions of the semantic cues included a number (three, 

six, ten), a color (pink, yellow, white), and a type of 

flower (daisies, lilies, poppies). The orthographic 

features included an initial consonant (n, r, p), a middle 

vowel (i, o, u) and a final consonant (f, 1, v). This 

allows for 27 different feature combinations within each cue 

type. An example stimulus is, PIL is THREE PINK DAISIES. 
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While these stimuli may be highly artificial and have 

little correspondence to real words with respect to their 

definition, there are many three letter words in the French 

language. Importantly, the artificial language allowed for 

complete experimenter control over the relationship between 

the cue types and the two gender categories, and the 

relationship that the cue types had to each other. 

Eight separate stimulus sets were created from a 2 x 2 

X 2 (Orthographic Similarity x Semantic Similarity x 

Relationship) design. The relationship variable refers to 

the degree of correlation between the orthographic and 

semantic similarity values within a stimulus set. Each set 

contained 10 masculine items, 10 feminine items, and 7 

unassigned items. 

Creating the stimuli. The following procedure was used 

to create two orthographic and two semantic stimulus lists 

(note that this is how the lists were created, not how 

pseudowords and definitions were combined, which is 

described later). First, of the 27 pseudowords, 20 were 

selected and assigned to the masculine and feminine gender 

categories (10 per category) so that there was a high degree 

of orthographic similarity for gender (average similarity = 

.65; ŝi = .37). This set was termed the high-orthography 

list (it must be noted that the labels high and low are 

rather tenuous in that a similarity value of .65 is not high 

relative to one of .85). Then, 20 pseudowords were selected 
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and assigned to gender categories (10 per category) so that 

the orthographic cues had a low degree of similarity for 

gender (average similarity = .56; ŝ^ = .37), creating the 

low-orthography list. The high- and low-semantic lists were 

created by simply assigning the features of a semantic 

dimension to the corresponding features of the orthographic 

cues. For example, if pil were a feminine item in the high-

orthography list, and the following associations were made 

between orthographic and semantic cues: p = three, _i = pink, 

]̂  = daisies, then the definition created would be three pink 

daisies. This would be considered a definition for a 

feminine item in high-orthography list, but it would not 

necessarily be assigned to pil. High- and low-semantic 

lists were created by following this procedure for each 

pseudoword in the high- and low-orthography lists. Thus, 

with regard to the average similarity values, the high- and 

low-semantic lists exactly matched their orthographic 

counterparts. 

The next step in creating the stimulus sets was to 

combine the words and definitions by assigning a definition 

to each pseudoword. Within a gender category for any given 

set, the assignment of definitions to pseudowords was done 

on the basis of the desired relationship between 

orthographic and semantic cues. If a perfectly correlated 

relationship was desired, then pseudowords would have been 

assigned their corresponding definition (i.e., pil would 
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have been assigned the definition three pink daisies, 

according to the associations made above). There were two 

problems with this approach however. First, this could only 

be done when combining the high-orthographic items with the 

high-semantic items and the low-orthographic items with the 

low-semantic items. It would not be possible to assign 

high-semantic definitions to low-orthographic pseudowords 

(or vice-versa) because the matching definition for any 

given pseudoword might not be in the same gender category. 

Second, if this procedure were followed for the matched 

sets, then every time a certain letter appeared in the 

orthographic cues, its corresponding semantic cue would 

appear in the definition. Every word ending in _1 would also 

be a daisy, etc. This is undesirable because such 

consistent relationships do not exist in foreign languages, 

as stated earlier. There is no known association between a 

word having a certain meaning and having a certain letter 

ending. The issue of correlation concerns whether 

participants benefit by finding consistency in the strength 

of the relationship that orthographic features have to a 

particular category and the correlated or uncorrelated 

strength of the relationship that semantic features have to 

that category. 

Because it was desirable to make a comparison between 

sets where the strength of the association of orthographic 

and semantic features to their categories was correlated and 
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sets where they were not, for each of the four lists created 

thus far, definitions were assigned to pseudowords so that 

the similarity value of each pseudoword was correlated with 

the similarity value of each definition. It was possible to 

do this and obtain a high overall correlation between 

orthographic and semantic similarity values without having 

the problem of certain orthographic features always being 

associated with certain semantic features. Note that a 

high-relationship was possible even in the conditions where, 

overall, one cue type had high similarity and the other had 

low similarity. For example, a high-orthographic, low-

semantic, high-relationship set was possible by assigning 

the definition with the highest similarity value to the word 

with the highest similarity value. By following this 

procedure until the definition with the lowest similarity 

value was assigned to the word with the lowest similarity 

value, a set was created where, on average, orthographic 

similarity was high, semantic similarity was low, and yet 

there was still a relationship between the two cue types. 

The assignment of definitions to words in each of the 

four lists was done again, this time to create a low 

correlation between orthographic and semantic similarity 

values. Table 5 shows the different levels of each variable 

(orthography, semantics, and relationship), the similarity 

values and correlation values which occur in each level. 
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Table 5 

Levels of each variable (orthographic similarity, semantic 
similarity and relationship) for the eight stimulus sets. 

Stimulus 
Set 

1 

2 

3 

4 

5 

6 

7 

8 

*p < .0001. 

Orthographic 
Similarity 

High 

High 

Low 

Low ( 

High ( 

High ( 

Low ( 

Low ( 

:.65) 

.65) 

.56) 

.56) 

.65) 

.65) 

.56) 

.56) 

Variable 

Semant :ic 
Similarity 

High 

Low ( 

High ( 

Low ( 

High ( 

Low ( 

High ( 

Low ( 

'.65) 

'.56) 

.65) 

.56) 

.65) 

.56) 

.65) 

.56) 

Relat 

High 

High 

High 

High 

Low 

Low 

Low 

Low 

.ionsh 

(£ 

(£ 

(£ 

(£ 

(£ 

(£ 

(£ 

(£ 

= 

= 

= 

= 

= 

= 

= 

= 

lip 

.88) * 

.80)* 

.80) * 

.87) * 

.01) 

.00) 

.00) 

.05) 

The eight different stimulus sets created are listed in 

Appendix E. In this appendix, one can see the category to 

which each word and definition has been assigned. For 

spacing reasons, the definitions have been coded back into 

the words from which they were created. In the actual 

experiment, a computer randomly assigned the appropriate 

semantic feature to the coded definition. 
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No-Feedback Items and Predictions 

As described above, eight lists were created which 

contained ten masculine and ten feminine items. Because 

participants were informed of the correct gender for these 

20 items, they are termed feedback items. However, in 

creating each list, there were 27 items from which to select 

the 20 feedback items. The remaining seven items are termed 

no-feedback items because participants were not informed of 

their gender. For these no-feedback items, participants had 

to generalize their learning from the feedback items. Just 

as the feedback items have similarity values for the correct 

and competing category, the no-feedback items have 

similarity values as well. However, since they are not 

assigned category membership, their similarity values 

represent similarity to the masculine or feminine category, 

rather than to the correct and competing category. Both an 

orthographic and a semantic similarity value were calculated 

for each no-feedback item, and from these values predictions 

were made regarding how participants are likely to classify 

these items. The predictions were made based on an ŝ^ value 

of .37 for all items in all conditions. 

There are several ways to make predictions about how 

pa.rticipants will classify the no-feedback items. One could 

make a prediction based on the overall similarity 

(orthographic and semantic combined) for a particular 

category. However, as it has yet to be determined what role 
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these two factors play in the learning process, it seems 

unwise to combine them here. Therefore, separate 

predictions were made, one based on orthographic similarity 

and one on semantic similarity. Table 6 lists the 

similarity values and the predictions for the no-feedback 

items by number within each condition. The column on the 

far left of this table shows the condition to which 

the no-feedback item belongs and assigns a number (1 to 7) 

to the item. Columns 2 and 3 in Table 6 show the 

orthographic and semantic similarity (respectively) of each 

no-feedback item to the items in the masculine category. 

The similarity of the items to the feminine category is 

simply 1 - (similarity to masculine category). Using the 

similarity values, predictions were made based on the 

following rule: if an item's similarity value is greater 

than .5 for a category, the item will be placed in that 

category. Predictions were made separately for orthography 

and semantics and are shown in columns 4 and 5. Under this 

rule, predictions could not be made for four items. That 

is, four items had a similarity value of .5 for both the 

masculine and feminine categories (these items contain an X 

in the predicted category column). Orthography and 

semantics differed in their predictions on 22 items. 

One obvious problem with this method of making 

predictions is that an item might have an orthographic 

similarity of .5035 to the masculine category and .4965 to 
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Table 6 

Similarity values, predicted category membership, and 
participant-assigned category membership for the no-feedback 
items. 

Item 

Condi 
1-1 
1-2 
1-3 
1-4 
1-5 
1-6 
1-7 

Condi 
2-1 
2-2 
2-3 
2-4 
2-5 
2-6 
2-7 

Condi 
3-1 
3-2 
3-3 
3-4 
3-5 
3-6 
3-7 

Condi 
4-1 
4-2 
4-3 
4-4 
4-5 
4-6 
4-7 

-tion 

-tion 

tion 

tion 

Similari 

Similarity 
Orth, 

1 
.39* 
.36* 
.45 
.28* 
.56 
.53 
.66* 

2 
.39* 
.36* 
.45 
.28* 
.56 
.53 
.66* 

3 
.49 
.48 
.50 
.47 
.49 
.50 
.53 

4 
.49 
.48 
.47 
.50 
.53 
.50 
.49 

, Sem. 

.45 

.28* 

.36* 

.39* 

.56 

.53 

.66* 

.49 

.48 

.50 

.47 

.49 

.50 

.53 

.39* 

.36* 

.46 

.28* 

.56 

.53 

.66* 

.50 

.50 

.47 

.48 

.53 

.49 

.49 

.ty. Ratings and 

Predicted 
Category 
Orth. 

F 
F 
F 
F 
M 
M 
M 

F 
F 
F 
F 
M 
M 
M 

F 
F 
F 
F 
F 
X 
M 

F 
F 
F 
F 
M 
X 
F 

Sem. 

F 
F 
F 
F 
M 
M 
M 

F 
F 
F 
F 
F 
X 
M 

F 
F 
F 
F 
M 
M 
M 

X 
F 
F 
F 
M 
F 
F 

Category Membership 

Mean 
Rating 
Masc. 

3.81 
4.53 
5.01 
3.07 
5.86 
4.74 
6.16 

4.75 
4.63 
3.97 
5.55 
4.93 
5.26 
5.54 

4.26 
4.02 
3.72 
4.26 
4.69 
3.80 
5.44 

3.61 
4.17 
4.94 
4.09 
5.70 
4.57 
5.76 

Par 

Fem. 

5.88 
5.41 
4.64 
6.67 
3.90 
5.21 
3.77 

5.76 
5.94 
6.07 
4.76 
5.53 
5.17 
4.96 

5.10 
5.24 
5.57 
4.96 
4.64 
5.42 
3.92 

6.48 
6.03 
5.03 
6.07 
4.27 
5.58 
4.36 

ticipant-
Assigned 
Category 

F 
F 
M 
F 
M 
F 
M 

F 
F 
F 
M 
F 
M 
M 

F 
F 
F 
F 
M 
F 
M 

F 
F 
F 
F 
M 
F 
M 
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Similarity, Ratings and Category Membership 

Item 
Similarity 
Orth. Sem. 

Predicted 
Category 
Orth. Sem, 

Mean Participant-
Rating Assigned 
Masc. Fem. Category 

Condition 
5-1 
5-2 
5-3 
5-4 
5-5 
5-6 
5-7 

Condition 
6-1 
6-2 
6-3 
6-4 
6-5 
6-6 
6-7 

Condition 
7-1 
7-2 
7-3 
7-4 
7-5 
7-6 
7-7 

Condition 
8-1 
8-2 
8-3 
8-4 
8-5 
8-6 
8-7 

5 
.39* 
.36* 
.45 
.28* 
.56 
.53 
.66* 

6 
.39* 
.36* 
.45 
.28* 
.56 
.53 
.66* 

7 
.53 
.47 
.50 
.49 
.49 
.48 
.50 

8 
.49 
.48 
.47 
.50 
.53 
.50 
.49 

.53 

.28* 

.56 

.45 

.39* 

.66* 

.36* 

.53 

.47 

.50 

.49 

.49 

.48 

.50 

.39* 

.36* 

.45 

.28* 

.56 

.53 

.66* 

.53 

.50 

.49 

.48 

.50 

.49 

.47 

F 
F 
F 
F 
M 
M 
M 

F 
F 
F 
F 
M 
M 
M 

M 
F 
F 
F 
F 
F 
X 

F 
F 
F 
F 
M 
X 
F 

M 
F 
M 
F 
F 
M 
F 

M 
F 
F 
F 
F 
F 
X 

F 
F 
F 
F 
M 
M 
M 

M 
X 
F 
F 
F 
F 
F 

3.61 
3.94 
5.06 
3.31 
4.08 
5.27 
5.19 

4.67 
4.13 
4.46 
3.80 
4.97 
4.56 
5.86 

5.32 
5.96 
4.32 
4.30 
4.28 
4.26 
5.91 

4.29 
4.38 
4.98 
4.69 
4.65 
4.55 
5.27 

5.78 
5.32 
4.28 
6.04 
5.22 
4.01 
4.17 

5.13 
5.39 
4.99 
6.04 
4.63 
5.13 
3.72 

4.43 
3.92 
5.43 
5.54 
5.61 
5.56 
3.92 

5.80 
6.02 
5.27 
5.76 
5.76 
5.79 
5.06 

F 
F 
M 
F 
F 
M 
M 

F 
F 
F 
F 
M 
F 
M 

M 
M 
F 
F 
F 
F 
M 

F 
F 
F 
F 
F 
F 
M 

*One standard deviation away from the mean 
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the feminine category. It seems unrealistic to make a 

prediction based on so small a difference. To overcome this 

difficulty, a second set of predictions were made for only 

those items whose differences in similarities to the two 

categories are substantial. In Table 6, the similarity 

values highlighted with an asterisk are at least one 

standard deviation beyond the mean similarity for that cue 

type. Specifically, for a more conservative approach to 

making predictions, predictions can be limited to items 

whose similarity to the masculine category is either less 

than .41 or greater than .59. This limits the number of 

predictions to 16 for both orthography and semantics but 

will most likely represent a more accurate means of making 

predictions. Columns 6, 7, and 8 represent participant 

ratings and will be discussed later. 

Design 

A 2 x 2 x 2 x 2 x l 4 (Orthographic Similarity: High, 

Low X Semantic Similarity: High, Low x Relationship: High, 

Low X Foreign Language Experience: Absent, Present x Block) 

design was used with orthographic similarity, semantic 

similarity, relationship, and foreign language experience as 

between-subject factors and block as a within-subject 

factor. Fourteen blocks were chosen instead of 40 because 

in Experiment 1, little improvement in performance occurred 

after 14 blocks. Also, there was some concern that fatigue 
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in the experimental task might affect the results. As in 

Experiment 1, ANOVAs will be conducted on the difference 

scores using both participants and items as random 

variables. 

Procedure 

Participants in the two groups (beginning and advanced) 

were randomly assigned to one of the eight conditions. An 

IBM-AT clone was used to present stimuli to the participants 

and collect study and response times and ratings. 

Participants were told that they were to learn the correct 

article (Le or La) associated with a given word and 

definition. The exact instructions given to the 

participants are presented in Appendix F. The word-

definition combinations were organized into 14 blocks, with 

each block consisting of each word-definition in the set 

appearing once in random order. A single trial consisted 

of the presentation of the item, after which the participant 

made two ratings on a zero to nine scale: the likelihood 

that the word used a masculine article (Le), and the 

likelihood that the word used a feminine article (La). 

After the participant made both ratings, an arrow on the 

screen indicated the correct answer for those items which 

have a correct answer. Participants were not under any time 

restrictions. The computer recorded the ratings for both 

articles and the response and study times (response and 
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study time are given the same definition here as in 

Experiment 1). Participants progressed through all 27 

trials over 14 blocks for a total of 378 trials. 

Results and Discussion 

The results and discussion of this experiment have been 

divided into two sections: assigned and unassigned items. 

In the task, participants gave ratings to 20 items that were 

assigned to a particular category. Participants received 

feedback on each trial concerning the correct category for 

these assigned items. For seven items, however, 

participants received no feedback, but still had to make 

classification decisions. Analyses will be presented first 

on the assigned items and the role of the various factors 

concerning the classification process. Then, analyses of 

the unassigned items, which provide information on the 

generalization of learning, will follow. 

Assigned Items 

Two 2 x 2 x 2 x 2 x 1 4 (Orthographic Similarity: High, 

Low X Semantic Similarity: High, Low x Relationship: High, 

Low X Foreign Language Experience: Beginning, Advanced x 

Block) ANOVAs were conducted (by participants and items) 

using difference scores as the dependent measure. As in 

Experiment 1, an effect will be considered reliable only if 

p < .05 in both the participant and item analyses. Appendix 
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G contains the source tables for the participant and item 

ANOVAs, respectively, showing F values, r\^, effect size and 

power. Bartlett-Box F tests were conducted to test for 

homogeneity of variance in the 16 cells in the analyses. 

This was done for each of the 14 blocks. The tests reveal 

only one block (block 5) which lacked homogeneity 

(F(15,1220) = 1.70, p < .05). These tests suggest that the 

assumption of homogeneity of variance was met. 

There were only three effects which were significant by 

both participants and items (block, orthography, and the 

Block X Orthography interaction). Figure 4 shows the main 

effect for block which was significant (F(13,624) = 34.41, p 

< .001, by participants; F(13,1976) = 48.71, p < .001, by 

items). It can be seen that the difference scores range 

from approximately zero (at block 1) to approximately three 

(at block 14). 

One item of interest is that the difference scores are 

low compared to the possible range of difference scores. 

Given perfect performance on the task, the difference score 

for any item would be nine. As can be seen in Figure 4, 

after 14 blocks difference scores are near three. This 

would be a matter of concern if participants were not 

improving over time. But, as Figure 4 illustrates, and as 

the main effect for block reveals, a significant amount of 

learning occurred between blocks 1 and 14. Most likely, the 

low difference scores reflect the difficulty of the task. 
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Mean difference score as a function of block. 

The second effect that was significant by both 

participants and items was the main effect for orthographic 

similarity (F(l,48) = 9.33, p < .01, by participants; 

F(l,152) = 56.85, p < .001, by items). An examination of 

the difference scores reveals that participants learning the 

high-orthographic similarity sets demonstrated more learning 

(M = 2.57) than participants learning the low-orthographic 

similarity sets (M = 1.26). The last effect significant by 

both participants and items is the Orthographic Similarity x 

Block interaction, (F(13,624) = 2.98, p < .001, by 

participants; F(13,1976) = 4.22, p < .001, by items). In 

Figure 5, it can be seen that the difference between the 
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Mean difference score as a function of 
orthographic similarity and block. 

high-similarity and low-similarity conditions increases over 

blocks. 

While these were the only effects significant by both 

participants and items, there were several effects 

significant by items only (including the three remaining 

main effects). The main effect for semantic similarity was 

significant by items (F(l,152) = 12.98, p < .001) but not by 

participants (F(l,48) = 2.13, p = .15). The differences 

were in the predicted direction with the high-semantic 

similarity sets showing more learning (M = 2.22) than the 

low-semantic similarity sets (M = 1.60). The main effect 

for the relationship factor was significant by items 

(F(l,152) = 6.74, p < .01) but not by participants (F(l,48) 



68 

= 1.12, p = .30). What is interesting about this effect is 

that the differences between the high- and low-relationship 

sets are in the opposite direction of the predicted 

differences. Specifically, the mean difference in ratings 

for the high-relationship sets was 1.69 while the mean for 

the low-relationship sets was 2.14. This indicates that 

participants who were learning items whose orthographic and 

semantic similarities were uncorrelated demonstrated 

slightly higher degrees of learning than participants 

learning the correlated sets. The final main effect, for 

foreign language experience, proved to be significant by 

items (F(l,152) = 17.57, p < .001) but not by participants 

(F(l,48) = 1.80, p = .18). Advanced participants showed 

more learning (M = 2.20) than beginning participants (M = 

1.63). 

Since the main effects for semantics, relationship, and 

foreign language experience were significant by items but 

not by participants, the size of each effect was examined 

and power tests were conducted to determine the number of 

participants recommended to detect each effect at a power 

level of .50 (based on Cohen, 1988). For the main effect of 

orthography, the effect size (d) was .44 (which Cohen, 1988, 

considers a large effect) and the power was .85. For the 

main effects of semantics, relationship, and experience, d = 

.21, .15, and .19, respectively. Of these three, the effect 

for semantics comes closest to achieving a medium effect 
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size (.25 as established by Cohen, 1988). The power to 

detect these effects (based on an alpha of .05 and an N of 

64) was .30, .18, and .26, respectively. 

Because the power to detect the effects for semantics, 

relationship, and experience in this experiment was low (.30 

at its highest), the results of the analyses are 

inconclusive. Specifically, when the power to detect an 

effect is low, and the analysis results in a non-significant 

finding, two explanations are possible. First, the non

significant finding could be the result of the null 

hypothesis being true. However, a second possibility is 

that the research hypothesis is true but that the analysis 

lacked sufficient power to detect it (possibly due to low 

sample size). 

Calculations were made to determine the number of 

participants recommended to detect effect sizes similar to 

those found for semantics, relationship, and experience 

(based on an alpha level of .05 and a power of .50). 

Specifically, an N of 98, just 17 more participants per 

relevant cell in this analysis, is recommended to detect a d 

of .20 (recall that d = .21 for the semantic manipulation 

and d = .19 for the experience manipulation). However, to 

detect an d of .15 (the effect size for the relationship 

manipulation), an N of 172 is recommended (approximately 54 

more participants per relevant cell in this analysis). This 

suggests that if the research hypotheses for the main 
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effects of semantics, relationship, or experience are true, 

one possible explanation for not finding a statistically 

significant effect in this study is that not enough 

participants were tested to detect those effects. 

The following interactions were significant by items 

only: Orthographic Similarity x Foreign Language Experience 

(F(l,152) = 16.00, p < .001), Semantic Similarity x 

Relationship (F(l,152) = 12.56, p < .001), Semantic 

Similarity x Relationship x Foreign Language Experience 

(F(l,152) = 4.22, p < .05), and Orthographic Similarity x 

Semantic Similarity x Relationship x Foreign Language 

Experience (F(l,152) = 7.44, p < .01). 

Because it is possible that differences in learning are 

due to differences in the amount of time spent studying the 

items after feedback was given, the study times were 

analyzed. As with the learning data analyses, a full 

factorial ANOVA was conducted twice (by participants and by 

items) but with study time as the dependent measure. The 

importance of these analyses is in determining if any of the 

differences in learning could be explained as a time-on-task 

effect. The results of the analysis of study time will now 

be reported. 

The main effect for orthographic similarity was not 

significant by participants (F(l,48) = .04, p = .844) nor 

items (F(l,152) = 1.00, p = .318). This indicates that 

there was no significant difference in time spent studying. 
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even though there was a significant difference in learning 

(M = 2.57 for the high-orthographic similarity sets, 1.26 

for the low-orthographic similarity sets). The main effect 

for semantic similarity was not significant by participants 

(F(l,48) = .07, p = .79) nor by items (F(l,152) = 1.84, p = 

.18), again showing that the differences in learning (M = 

2.22 for the high-semantic similarity sets, 1.60 for the 

low-semantic similarity sets) are not due to differences in 

study time. 

For the relationship effect, however, there was a 

significant difference in study time by item (F(l,152) = 

67.74, p < .001) and the difference approached significance 

by participants (F(l,48) = 2.63, p = .11). The direction of 

the differences reveal that those in the low-relationship 

sets spent more time studying (M = 2474) than those in the 

high-relationship set (M = 2017). Thus, the fact that 

participants in the low-relationship set had slightly higher 

levels of learning than did those in the high-relationship 

set (M = 2.64, 1.69, respectively) could be explained by the 

extra amount of time spent studying. No specific 

conclusions can be reached, however, since neither the 

differences in learning nor the differences in study time 

are significant by participants. 

The study time analyses also reveal a significant main 

effect for experience by items (F(l,152) = 59.69, p < .001) 

but not by participants (F(l,48) = 1.39, p = .24). The 
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means reveal that advanced participants spent more time 

studying the items (M = 2412) than did beginning 

participants (M = 2079) . This suggests that study time 

offers a possible explanation of the differences in learning 

between the two groups (M = 2.20, 1.63, respectively), but 

again, no conclusions can be drawn because of the lack of 

significance by participants. 

The only study time effect significant both by 

participants and by items was the Orthographic Similarity x 

Semantic Similarity x Foreign Language Experience 

interaction (F(l,48) = 6.65, p < .05, by participants; 

F(l,152) = 285.22, p < .001, by items). To determine the 

basis for this three-way interaction, the two-way 

interaction of Orthographic Similarity x Semantic Similarity 

was examined at each level of foreign language experience. 

These analyses reveal a significant interaction of 

orthography and semantics for beginning participants 

(F(l,28) = 8.79, p < .01) but not for advanced participants 

(F(l,28) = .71, p = .41). Figure 6 illustrates the pattern 

of means for the significant interaction with beginning 

participants. 

In this figure, it can be seen that the participants 

who were learning items with high orthographic similarity 

and high semantic similarity spent approximately the same 

amount of time studying (M = 1515) as those participants who 

were learning items with low orthographic similarity and low 
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Figure 6 

Mean study time for beginning participants as a 
function of orthographic and semantic similarity. 

semantic similarity (M = 1525), and that these groups spent 

less time studying than did the mixed groups (low/high, and 

high/low). The three-way interaction of Orthographic 

Similarity x Semantic Similarity x Experience in the 

learning data was not significant (p > .05), nor were any of 

the two-way interactions when examined at each level of the 

third variable. Examining the Beginning participant data 

only, the mean learning difference scores were 2.10, 1.91, 

1.75, and .75 for the high/high, high/low, low/high and 

low/low cells, respectively. Thus, the significant three-

way study time interaction did not appear to produce any 

reliable differences in learning. 



74 

Unassigned Items 

For the unassigned items, the average ratings for the 

masculine and feminine categories were calculated on an 

item-by-item basis. This was done for each of the 56 items 

and is shown in columns 6 and 7 of Table 6. The ratings for 

the items ranged from what is seen in Figure 7 to what is 

seen in Figure 8. Each figure represents an item from the 

high-orthography, high-semantic, high-relationship set. 

Figure 7 illustrates an item which participants did not 

reliably classify as masculine or feminine. The average 

ratings for the masculine and feminine category were 5.01 

and 4.64, respectively. Recall that participants were to 

give a rating of five if they were uncertain about category 

membership. However, Figure 8 depicts an item which, on 

every block, was classified as belonging in the feminine 

category. The average ratings for the masculine and 

feminine categories were 3.07 and 6.67, respectively. 

Since there were several items which were reliably placed in 

one of the categories (and several which were not), an 

attempt was made to determine the basis for the 

classification ratings. 

One possibility was that participants were making 

classification decisions on the basis of the similarity of 

the unassigned items to the known items. To test the 

predictions from orthographic and semantic similarity 

values, each item was assigned an 'actual' category which 
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Mean rating for no-feedback item 1-3 as a function 
of rating type and block. 
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Mean r a t i n g for no-feedback item 1-4 as a function 
of r a t i n g type and block. 
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was based on participants' ratings. This is seen in the 

last column of Table 6. An item was placed in the masculine 

category if participants gave higher ratings for that 

category than for the feminine category. These actual 

category placements were then compared to the predicted 

category placements. 

Using the less conservative rule for predictions, where 

an item is placed into a category if the similarity value 

for that category is greater than .5, orthography predicts 

there should be 36 feminine items, 16 masculine items and 

fails to make predictions for four items. Regarding the 52 

predictions based on orthographic similarity, 77% (40) are 

correct. Using semantic similarity, the same number of 

predictions are made for each category, but there are 

differences in which items are placed in the two categories. 

Thus, for the 52 predictions based on semantic similarity 

71% (37) are correct. Under the more conservative approach, 

where only those items are considered whose similarity 

values are more than one standard deviation above or below 

the mean (16 items), both orthographic and semantic 

similarity predict that there will be 12 feminine and 4 

masculine items. However, orthographic predictions are 

correct 94% of the time while semantic predictions are 

correct only 75% of the time. 

The predictions based on orthographic similarity 

indicate that, of the 56 items, 36 should be classified as 
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feminine and 16 as masculine (the remaining four items had 

equal similarity to both categories). If participants were 

making ratings randomly, one would expect an equal number of 

masculine and feminine items. By using the average rating 

for each item to determine into which category the item had 

actually been assigned, the actual frequency of feminine and 

masculine items was determined to be 37 and 19, 

respectively. A chi-square test revealed this difference to 

be significant (X̂  = 5.79, p < .05). 

To determine if a relationship exists between these 

similarity values and the participants' average ratings for 

the masculine category, correlations were conducted between 

feature similarity and ratings within each of four main 

stimulus sets (high-orthography/high-semantics, high-

orthography/low semantics, low-orthography/high-semantics, 

low-orthography/low-semantics). Table 7 shows these 

correlation coefficients. As the table indicates, in both 

the high/high set and the high/low set, there was a strong 

relationship between an item's orthographic similarity to 

the masculine category and the average masculine rating for 

that item. The semantic similarity values were somewhat 

less correlated with ratings in these two conditions. In 

the low/high conditions, the relationship is smaller but 

still positive. In the low/low conditions, there is a 

stronger relationship between orthographic similarity and 

ratings than between semantic similarity and ratings. 
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Correlation between similarity values and ratings 
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Variable Level 
(Orthographic/Semantic) 

Similarity 

Orthographic Semantic 

High/High 

High/Low 

Low/High 

Low/Low 

82** 

56* 

26 

21 

.51 

.22 

.28 

.02 

p̂ < .05. **p < .01 

All of the above analyses on the unassigned items 

indicate that participants were using the no-feedback items' 

similarity to the feedback items in order to make 

classification decisions. In doing so, the analyses suggest 

that participants placed more emphasis on orthographic 

similarity than semantic similarity. This matches the 

results of the analysis of the feedback items. It should be 

noted that the accuracy of the similarity values in 

predicting participants' ratings is dependent upon the value 

of î which was set prior to gathering the human data. The 

relationship between similarity values and participants' 

ratings could likely be improved if the best-fitting value 

of Si were found for each of the eight conditions. 
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General Discussion 

The primary objectives of Experiment 2 were to examine 

the relative influence of orthographic and semantic 

similarity and their interrelationship on the acquisition of 

noun gender. Previous studies have demonstrated that both 

orthography and semantics can provide useful information 

regarding noun gender (Tucker et al., 1977; Zubin & Koepcke, 

1986). It has also been shown that participants use 

orthographic information located both in the noun beginning 

and ending in making gender decisions (Tucker et al., 1977), 

but the influence of this information on gender learning has 

not been examined. Studies examining the influence of 

orthography on gender learning have generally limited the 

useful information to the noun ending (e.g.. Brooks et al., 

1993; Perez-Pereira, 1991). Those studies that have 

examined the influence of semantic information on learning 

emphasized physical gender, not noun meaning (Braine, 1987; 

Levy, 1983; Mills, 1986; Perez-Pereira, 1991). It has been 

suggested that more importance is placed on orthographic 

information than on semantic information. Experiment 2 

sought to extend the findings of previous studies in this 

area by examining the influence of orthographic similarity 

calculated across three feature positions instead of only at 

noun ending. Experiment 2 also compared orthographic 

similarity to semantic similarity (also distributed across 

three feature positions). Word lists were created where the 
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two feature types had exactly the same information for 

gender, permitting an examination of the degree of influence 

each type of information has on gender acquisition. 

This experiment supported the idea that people can use 

orthographic information in learning the gender of nouns. 

The significant main effect for orthography demonstrated 

that the orthographic similarity of items affects the ease 

with which the gender of those items can be learned. 

Participants who were learning items with high similarity to 

a category showed significantly greater degrees of learning 

than participants who were learning items with low 

similarity to a category. The significant Orthography x 

Block interaction indicated that the difference between 

high- and low-orthographic similarity conditions increased 

with time. Thus, replicating the findings of Experiment 1, 

it is clear that participants can and do utilize 

orthographic information in making their classification 

decisions and that the information can be located in places 

other than noun ending. 

Regarding the distribution of orthographic features 

across three positions, this experiment was not designed to 

examine the relative influence of each position. It would 

be possible, however, to do so and this is offered as a 

suggestion for future research. 

The evidence regarding the influence of semantic 

information is inconclusive in that the main effect for 
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semantic similarity was not significant by participants. 

However, the analyses suggest a need for further study in 

this area. As stated previously, one explanation for the 

lack of significance for this factor might be the number of 

participants tested. Another possibility is that the effect 

of semantic information may appear later in learning. 

Figure 9 shows the Semantic Similarity x Block 

interaction. While this interaction was not significant by 

participants nor items, it does show that within this 

experiment, participants learning items with high-semantic 

similarity consistently showed more learning than those in 

the low-semantic similarity conditions. More importantly, 
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Figure 9 

Mean difference score as a function of semantic 
similarity and block. 



82 

it shows that the difference between the two groups 

increases over time. No conclusions can be drawn from this 

non-significant interaction, but again, the direction and 

degree of differences suggest that more studies on the 

influence of semantic information are needed. 

A third possible reason for a lack of significance for 

semantics is that the instructions to the participants might 

have unintentionally concentrated their attention on the 

word. Specifically, participants were told to "indicate 

whether 'Le' or 'La' is appropriate for that word." 

Participants were then shown a word followed by a 

definition. The initial position of the word, in 

conjunction with the reference to word in the instructions 

could have reduced the effect of the semantic information. 

Future experiments could eliminate this problem with 

different instructions and by counterbalancing the order of 

presentation of words and their definitions. 

A final issue regarding the lack of a significant 

effect for semantics concerns the degree of differences 

between the high and low conditions. In this study, the 

average semantic similarity in the high condition was .65 

and for the low condition was .56. It is likely that this 

manipulation was to weak to produce an effect but that 

other, stronger manipulations would. If the issues above 

were adressed, an effect for semantics could likely be 

found. 
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Manipulating the interrelationship of orthographic and 

semantic similarity did not produce reliable differences in 

learning in this experiment. This is not to say that 

learners are not influenced by feature agreement. Previous 

studies have shown that when two types of information 

compete for different categories, learning is more difficult 

than when information is in agreement (e.g.. Brooks et al., 

1993). Future studies should examine further how feature 

interrelationships affect learning and classification. 

Advanced language experience proved to be beneficial in 

that the advanced participants showed higher levels of 

learning than the beginning participants. However, the 

difference was not statistically reliable and, based on the 

study time analyses, could be explained as a time-on-task 

effect. Since it has been suggested that linguistic 

experience could be an important factor in gender 

acquisition (e.g.. Tucker et al., 1968, 1977), more studies 

need to be conducted. Unfortunately, no demographic data 

were gathered on the participants and no measures were taken 

to ensure that participants did not differ in other areas. 

Future studies examining the effect of foreign language 

experience should obtain more detailed descriptions of 

participant characteristics and provide more control over 

potential confounds than was done here. 

Finally, an examination of the no-feedback items 

suggests that participants classified them on the basis of 
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their similarity to known items. For some items, similarity 

values were near .5 for each category, thus lowering the 

accuracy of the predictions. However, when those items were 

excluded, predictions based on the orthographic similarity 

of an item to a category were 94% accurate. 

One criticism of this approach, however, is that the 

accuracy of the predictions of similarity was based on the 

participant-assigned category. Participants, however, did 

not always make clear-cut assignments to categories. For 

example. Item 2-6 in Table 6 was given an average rating of 

5.26 for the masculine category and 5.17 for the feminine 

category. This particular item was more similar 

(orthographically) to the masculine category (similarity = 

.53) than to the feminine category (similarity = .47). 

Therefore, for this particular item, orthographic similarity 

made an accurate prediction since participants gave a higher 

average rating to the masculine category (M = 5.26) than to 

the feminine category (M = 5.17). The criticism of the 

statement is that, for this item, the differences between 

the participants' ratings were probably not reliable. Thus, 

because there were possibly several items which did not 

produce reliable differences, the accuracy of these 

predictions are suspect. In order to better reveal the 

nature of the relationship between similarity values and 

participant ratings, correlations were conducted between the 

two. 
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The correlation between orthographic similarity values 

and participants' ratings was significant in the high-

orthography conditions. While a cause-effect relationship 

cannot be determined on the basis of this information alone, 

the results from the feedback items suggest that 

orthographic similarity has a direct influence on 

participants' certainty about category placement. The 

correlation between semantic similarity and ratings is lower 

than between orthographic similarity and ratings. It seems 

that in examining the similarity of unknown to known items, 

orthography plays a greater role than semantics. 

Neither Experiment 1 nor 2 allow for a direct test of 

cue versus exemplar approaches. At the end of Experiment 1, 

it was shown that cue reliability and exemplar similarity 

make the same predictions regarding the two lists. The same 

is true for Experiment 2. The average cue reliability for 

the high-similarity sets is .61, compared to .50 for the 

low-similarity sets. Thus cue reliability would have made 

the same gross predictions for Experiment 2 as did exemplar 

similarity. The purpose of Experiment 2 was not to compare 

the two approaches, but to examine the influence of 

orthographic and semantic features within the conceptual 

explanation of exemplar similarity. It has yet to be 

determined whether a cue-based or an exemplar-based approach 

will best fit the data derived from these experiments. The 

computer simulations described next address this need. 



CHAPTER IV 

TESTS OF FOUR CONNECTIONIST NETWORK 

MODELS IN A LINGUISTIC 

CATEGORIZATION TASK 

A major goal of this dissertation is to demonstrate 

that an exemplar theory offers a better explanation of 

linguistic category learning than a cue-based one. The 

empirical studies provide a detailed account of the course 

of category learning over time and have described the 

importance of various factors in the learning process. 

However, both exemplar similarity and cue reliability can 

account for the findings in Experiments 1 and 2. Therefore, 

without comparing predictions for specific items, the 

experiments do not provide support for one approach over the 

other. Instead of designing an experiment where cue-based 

and exemplar-based approaches make differing predictions, I 

chose to use the alternative approach of using computer 

simulations of connectionist network models. 

Connectionist Networks 

The models that will be tested include a least mean 

squares (LMS) model (Rumelhart, Hinton, & McClelland, 1986; 

Stone, 1986), a standard backpropagation (SB) model 

(Rumelhart, Hinton, & Williams, 1986), an exemplar-based 

backpropagation (EBBP) model (Taraban & Palacios, 1993), and 
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a configural-cue (CC) model (Gluck & Bower, 1988a). While 

they are all connectionist network models, their structural 

and mathematical differences represent four unique 

descriptions of the categorization process. A specific 

description of how each model was structured within this 

experimental task will now be given. Along with the 

specific structural description, the formulas that the 

models use for output decisions and learning will be 

discussed. 

The models will be tested using the data from 

Experiment 1. Specifically, the four learning conditions in 

Experiment 1 will provide four separate tests of each model. 

The ability of each model to produce the same learning curve 

as the humans, when provided with the same learning set, 

will be examined. The stimuli from Experiment 1 will be 

used as input to the models. An examination of the features 

of this stimuli (when broken into initial consonant, vowel 

digraph, and final consonant) reveals 12 initial consonants 

(b, c, d, f, g, l,m,n,p,s,t,v), 11 vowel digraphs (ai,ao,au,ei, 

eu, ie,io,oi,OU,ue,ui), and 9 final consonants (f,l,m,n,p,r, 

s,t,x) for a total of 32 input features. The LMS, SB, and 

EBBP contain only these individual features as input. The 

configural-cue model contains additional input features 

which represent feature conjunctions. 
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Least mean squares 

Figure 10 shows the architecture of the LMS model 

used for Experiment 1. This is a single layer network 

where the input nodes correspond to the 32 possible features 

of the stimuli (î  - ijj) . All of these input nodes are 

connected directly to the two output nodes (ô  - Oj), which 

correspond to the masculine and feminine categories. The 

dashed lines on the input layer represent nodes which are 

not shown due to spacing restrictions. 

Output 
layer 

Input 
layer 

Figure 10 

Structure of the least mean squares model 
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The model operates in two stages, an activation stage 

and an error correction stage. The activation stage 

involves calculating the net input to the ô  output units. 

In Equation (4), 

^j^y^jih' (4) 

Wji refers to the weight connecting input unit îi to output 

unit Oj. The error correction stage involves calculating 

the error, 6, according to the Equation (5), 

bj = tj-Oj, (5) 

where t.j refers to the desired activation values. The 

weight change. Aw, for a given weight is found in Equation 

(6), 

Avv̂ -,-= Ti6yi,-, (6) 

where T] is a learning rate parameter that is set at the 

beginning of learning. 

The LMS model has been tested in non-linguistic 

categorization tasks, including one which required 

categorizing patients according to their symptoms (Gluck & 



90 

Bower, 1988a, 1988b). Gluck and Bower tested an LMS model 

in an architecture which contains four input nodes connected 

to one output node. The four input nodes correspond to 

patients' symptoms (e.g., bleeding gums, runny nose) and the 

single output node (either disease), depended on the 

activation level. Gluck and Bower (1988a) state that a 

model "with two mutually exclusive categories can be 

simplified to a network with one output node; this one 

output node reflects the difference in strength of 

activation in favor of category (disease) 1 over category 

(disease) 2" (p. 169). In some conditions of these studies, 

the LMS model performed as well as multiple-layer models. 

Multiple-layer models have been criticized because their 

structural complexity is difficult to interpret. Thus, the 

LMS model is appealing because of its simple structure. 

Gluck and Bower (1988a) suggest that the LMS model offers a 

more parsimonious theory of learning and therefore should 

continue to be considered despite its weaknesses. 

Gluck and Bower (1988a) acknowledge the drawbacks of 

the model, one of which is that it does not represent 

conjunctions of features. This means that the model will be 

unable to learn the correct assignment of non-linearly 

separable items. Non-linearly separable categories are ones 

whose instances cannot be separated perfectly on the basis 

of some weighted, additive function of single (non-

conjunctive) input features. Because of this drawback it is 
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highly unlikely that the LMS model will outperform any of 

the other models should the stimuli sets used in these 

experiments contain non-linearly separable items. It does, 

however, represent one instantiation of a cue-based approach 

and therefore merits examination here. 

Configural-Cue 

The configural-cue model was developed by Gluck and 

Bower (1988a) as an extension of the LMS in an attempt to 

create a single layer model which could compete with two-

layer models (Gluck & Bower, 1988a). It is able to do so 

through the elaborate encoding of input features. In the 

LMS model, each input node corresponds to a single feature 

but there is no representation of feature conjunctions. The 

CC model includes all possible feature combinations at the 

input level. Not only are individual features represented, 

but feature pairs, feature triplets, etc., are coded until 

the exemplars themselves are represented at the input level. 

Figure 11 illustrates the general architecture of 

the CC model to be used for Experiment 1. 

As can be seen, encoding features in this way creates a 

rather large input layer. There are 98 input features for 

the stimuli in Experiment 1. However, this manner of 

encoding allows the model to solve non-linearly separable 

problems while still using the simple LMS learning 

algorithm. That is, this model functions in exactly the 
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Output 
layer 

Input 
layer 

Figure 11 

Structure of the configural-cue model 

same manner as the LMS model, utilizing Eq. (4) for the 

activation of the output, and Eqs. (5) and (6) for the 

change in weights. The only difference between the LMS and 

CC models is how items are input into the models. 

A main criticism of this model is that as the number of 

single features increases, the number of input patterns 

increases exponentially, thus creating a rather cumbersome 

architecture. However, Gluck and Bower (1988a) report that 

the model can perform rather well with an input pattern 

containing only single features and feature pairs. It 

should be noted that the 98 input features do not represent 

all possible combinations of the 32 independent features. 
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The input to the model in these simulations represents only 

those feature conjunctions which actually occurred. For 

example, given the 32 individual features, one possible 

feature combination is veu. However, this combination never 

occurred in the stimulus set and therefore it was not 

included in the input layer. This significantly reduces the 

number of input features. 

Both the LMS and CC models can be considered 

instantiations of cue-based approaches. They both propose a 

direct mapping between categories and cues. While the CC 

model does allow for representations of each item, it treats 

these items in the same manner as individual input units. 

All cues and cue-combinations, up to and including complete 

items, are weighted for each category. Categorical 

decisions are based on the sum of that weighted information. 

The CC model favors a complex input pattern, as opposed 

to an intermediate layer of units, which can be found in the 

next two models. The standard backpropagation model 

contains intermediate units that allow the model to 

construct an internal representation of the input features. 

The exemplar-based backpropagation model contains an 

internal layer of nodes which represents the instances the 

model is learning. While both of these models contain the 

same number of internal units, they differ in how the input 

units are connected to them and in how the activation of the 

output units is calculated. 
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Standard Backpropagation 

The standard backpropagation model tested here is a 

two-layered model with 32 input nodes corresponding to the 

32 features. The structure of the model is shown in Figure 

12. Unlike the LMS model, each of these input units is 

connected to 24 intermediate, or hidden, units. Note that 

the hidden units are not given feature representations (they 

are simply labeled ĥ  - h24) . The reason is that the network 

constructs its own internal representation of the instances 

to be categorized. Also consider the complexity of the 

connections between hidden and input units. All 24 hidden 

units are connected to all 32 input units, producing 768 

weighted connections. 

O W i , i OW2,24 

hW24,32 

Output 
layer 

Hidden 
layer 

Input 
layer 

Figure 12 

Structure of the standard backpropagation model 
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This model overcomes non-linearly separable problems 

through the use of intermediate units in conjunction with 

the generalized delta rule. Intermediate units allow for 

the coding of conjunctions of features which cannot be 

represented by weights in the LMS model. The learning 

formulas used by this model differ from the LMS model in the 

following ways. First, the net input to a unit is 

transformed according to the following formula for ô . 

0/ = ^ — • (7 ) 
J 1 + g ""̂ ^ '"P"̂  

Second, the formula for 6j is changed to 

6̂.= {tj-Oj)Oj{l-Oj) (8) 

for the output units and to 

6,= (Sŝ .vv,,) 0,(1-0,) (9) 

for the hidden units. The calculation for the change in 

weights is the same as in the LMS model. See Eqs. (4), (5), 

(6). These changes in architecture and learning formulas 

allow this model to solve non-linearly separable problems, 

thus giving it a clear advantage over the LMS model. 
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Networks which incorporate a hidden layer have been 

criticized because it is unclear what the hidden nodes 

represent (McCloskey, 1991; Seidenberg, 1994). One way to 

overcome this criticism would be to analyze the weights of 

the hidden units. Indeed, both McCloskey and Seidenberg 

suggest that analysis of the internal representation is 

necessary for a full explanation of learning. While 

internal weight analysis has been done (e.g., Gorman & 

Sejnowski, 1988; Hanson & Burr, 1990), it is not the intent 

to do so here. Instead, the performance of the SB model 

will be compared to the EBBP model, which has a similar 

structure. In addition to having a superior theoretical 

foundation, it is believed that the EBBP will perform at 

least as well as, if not better than, the other models 

tested. 

Exemplar-based Backpropagation 

The exemplar-based backpropagation model (Taraban & 

Palacios, 1993) is similar in architecture to the standard 

backpropagation model in that it also has an intermediate 

layer, and the number of nodes at each level is the same in 

both models. It differs, however, in the way the input 

units are connected to the intermediate units and in the 

formula by which weights are adjusted. Figure 13 shows the 

general architecture of the model. In this architecture, 

the input nodes are connected to an internal layer of nodes 
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which represent memory traces, called exemplars, of the 

instances to be learned. These "exemplars" are then 

connected to the output layer of nodes which represent the 

masculine and feminine categories. This structure differs 

from the standard backpropagation model in that the input 

nodes connect only to specific intermediate nodes, not to 

all intermediate nodes. Thus, each intermediate node 

receives input from only three input nodes, for a total of 

72 weighted connections at this layer. The exemplar nodes 

are then connected to their correct category nodes. 

Output 
layer 

Hidden 
layer 

Input 
layer 

Figure 13 

Structure of the exemplar-based backpropagation model 
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The formulas used to calculate node activation are a 

variation of the similarity function derived from Medin and 

Schaffer (1978), shown in Eqs. (2) and (3). Specifically, 

when an item (such as faix) is input into the model, the 

similarity (Eq. 2) of each exemplar to the input is 

calculated. As can be seen in Figure 13, each exemplar unit 

has three weights (lines) connecting it to the input layer. 

When item "faix" is presented, the input nodes f̂, â ,̂ and x 

are given an activation level of one; all other input nodes 

are given an activation level of zero. The product of the 

input layer activation levels and the weights to which they 

are connected is calculated and passed forward to the 

exemplars. This determines the activation levels of the 

units on the hidden layer (the exemplars). Then, the 

activation levels of the exemplars that converge on an 

output unit are summed to produce an initial activation 

level for that output unit. This is done for all the output 

units. The final activation level of an output unit is 

calculated as the ratio of its initial activation level to 

the sum of the initial activation levels of all output units 

(Eq. 3). Thus, this model represents an explicit 

instantiation of an exemplar theory where categories are 

composed of specific instances. Categorization involves 

calculating the similarity of the item to be categorized to 

items in memory and making a decision on the basis of its 

similarity to each category over all categories. 
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The purpose of these simulations is to test each 

model's ability to fit the human data gathered in Experiment 

1. Because of the previously discussed limitations of the 

LMS model, it is expected that this model will not perform 

as well as the other, more complex models. It is also 

expected that the EBBP model, which represents a relatively 

new conceptualization of linguistic category learning, will 

provide the closest fit to the human performance in each of 

the four conditions. 

Method 

Simulations of the data from Experiment 1 were 

conducted to examine how well each model could fit the human 

data. The fit of the models to the human output provides a 

basis for comparing the models and ultimately accepting or 

rejecting them. One aspect in which all of the models are 

similar is that they all use a learning rate scaling 

parameter that must be set at the beginning of learning. 

The value of this parameter determines the speed of 

learning. Because this value affects the fit of the models, 

a range of values (0.0 - 1.0) was tested iteratively in 

increments of .01 for each model in each condition. For 

each learning rate, ten simulations were conducted with 

different, random starting weights for the connections. 

The fit to the human data was computed by taking the average 

fit of the ten simulations. 



100 

To determine the fit of the models to the human data, 

R̂  goodness-of-fit tests were conducted using the following 

formula for R̂ : 

R' = 1 - my -S)yjl{y -y)', dO) 

where y is the average rating calculated across participants 

for any given item in a single block, and y is the models' 

predicted rating for that item in that block. Each of the 

four models were fitted to the four separate conditions in 

Experiment 1: the high-reliability list with FLE 

participants (Condition 1), the high-reliability list with 

Non-FLE participants (Condition 2), the low-reliability list 

with FLE participants (Condition 3), and the low-reliability 

list with Non-FLE participants (Condition 4). These four 

conditions represent four unique learning sets. While the 

data from Conditions 1 and 2 could be combined (because the 

items in both conditions are the same), the earlier analyses 

show that the FLE participants have a different learning 

rate than the Non-FLE participants. It makes sense, 

therefore, to analyze each condition separately. 

Results 

Table 8 reveals the results of the simulations by 

showing the best R̂  values for each model in each condition. 

Condition 1 proved to be the easiest to simulate with the 
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LMS model producing the poorest fit (R' = .87). The EBBP 

model produced the best fit in Condition 1 (R' = .96), 

almost perfectly matching the human performance. Condition 

2 proved slightly more difficult to fit, but again, the EBBP 

model performed best (R' = .86). Conditions 3 and 4 

contained a higher amount of variance than Conditions 1 and 

2. The more variability there is in the data the model is 

attempting to fit, the more difficult it will be to simulate 

that data. In Conditions 3 and 4, the highest R̂  was .89 

produced by the EBBP model in Condition 3. The lowest R' 

was .54 produced by the standard backpropagation model in 

Condition 4. Table 9 shows the sum-of-squares error for the 

simulations and Table 10 shows the learning rate values. 

Table 8 

Average R̂  values of the models for each condition. 

Condition 

Non Non 
Model FLE-H FLE-L FLE-H FLE-L 

least mean 
squares 0.88 0.75 0.65 0.55 

standard 
backpropagation 0.95 0.84 0.77 0.54 

exemplar-based 
backpropagation 0.96 0.86 0.89 0.65 

configural-cue 0.92 0.83 0.88 0.69 
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Table 9 

Sum-of-Squares Error of the models for each condition. 

Condition 

Non Non 
Model FLE-H FLE-L FLE-H FLE-L 

least mean 
squares 38.78 53.66 83.31 57.33 

standard 
backpropagation 15.40 33.61 55.01 58.13 

exemplar-based 
backpropagation 11.87 29.13 27.38 45.13 

configural-cue 25.74 37.35 28.41 39.19 

Table 10 

Learning rate values of the models for each condition 

Condition 

Non Non 
Model FLE-H FLE-L FLE-H FLE-L 

least mean 
squares 0.044 0.008 0.024 0.007 

standard 
backpropagation 0.450 0.260 0.640 0.210 

exemplar-based 
backpropagation 0.420 0.260 0.330 0.210 

configural-cue 0.015 0.001 0.014 0.003 
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Discussion 

Conditions 1 and 2 contained the high-reliability items 

and the human performance in these conditions was better 

than in the other conditions. Conditions 3 and 4 contained 

the low-reliability items and one item, faix, was non-

linearly separable. The LMS model always produced an 

incorrect rating for that item, thus reducing its overall 

fit. 

Overall, the exemplar-based backpropagation model 

performed best, producing better fits to the human data in 

all conditions save one. Condition 4, where the configural-

cue model produced a slightly better fit. In the other 

conditions, the CC model produced a fit slightly lower than 

that produced by the EBBP model. Given that these two 

models outperformed the others, and that they performed 

almost equally well, choosing between the two models as 

possible explanation of the linguistic categorization 

process involves re-examining the theoretical foundations of 

the two models. 

While the CC model is a powerful model, and it produced 

a fit almost as close as the EBBP model, it does not 

necessarily represent a plausible explanation of the 

categorization process. One instantiation of this model 

includes having all possible feature combinations 

represented at the input level. This allows the model to be 

parsimonious in its mathematical calculations, but it 
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encumbers it with an unrealistic number of input nodes. For 

example, if _s is a feature in Position 1, and ue is a 

feature in Position 2, then sue is one of the feature 

combinations represented in the input layer, even though 

this feature combination never occurs. Estes (1993) 

examined these models and arrived at similar conclusions. 

He pointed out that "we lack any principled way of deciding 

in advance of an experiment which of the potential 

configural nodes should be included in a network" (p. 39). 

Additionally, it seems unlikely that humans code feature 

representations that do not exist and then weight them with 

zero when their insignificance is discovered. Thus, in its 

most cumbersome form, the model can be criticized as 

representing an unrealistic process of abstracting and 

encoding feature information. 

Gluck and Bower (1988a) report that the model does well 

with only individual features and feature pairs represented 

at input. This does lessen the total number of input nodes, 

however it does not eliminate unnecessary features. But 

even if these unused features are removed from the input 

layer, this modified model still lacks explanatory power. 

Why are only individual features and feature pairs 

represented? Were other feature combinations left out 

merely to reduce the size of the input layer? This more 

parsimonious version of the model suggests that humans do 

not represent any feature combinations beyond feature pairs. 
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This seems as unlikely as the representation of every 

possible feature combination. More importantly, there seems 

to be no theoretical basis for limiting the input to feature 

pairs. 

Having all possible feature combinations is cumbersome 

and unrealistic, but limiting the combinations to pairs has 

no theoretical grounding. The most theoretically sound 

version of the configural-cue model has an architecture 

which consists of only those cue combinations which actually 

occur. This was the version tested here and yet this 

version has theoretical difficulties. Specifically, even if 

the only cue combinations used are those which actually 

occur, it is still the case that for each cue position 

added, the number of cue combinations increases in an 

exponential manner. Thus, even the most theoretically sound 

version of this model has the potential problem of an 

unwieldy input layer if multiple cues and cue positions 

exist. 

The configural-cue model is indeed a powerful model, 

and in the simulations conducted here it performed well in 

fitting the human learning curve. However, in its full form 

it is a cumbersome model whose description of the 

categorization process is unlikely. In its modified form it 

is more parsimonious, yet the description is still unlikely 

and now lacks a complete explanation. Its ability to fit 

the data does not rule out these theoretical complications. 
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For these reasons this model is rejected as a description of 

the categorization process. 

The exemplar-based model not only produced a slightly 

tighter fit to the human data, it also seems to have a 

better theoretical foundation than the CC model. This model 

is based on the idea that categorization involves a 

comparison of the item to be categorized to items 

(exemplars) in memory. The nodes in the intermediate layer 

of the EBBP model represent exemplars that are associated 

with a particular category. When a new item is presented, 

its features are compared to the features of every item in 

memory and it is classified on the basis of its similarity 

to the exemplars of the different categories. 

The architecture of the EBBP model also seems to 

provide the best explanation of categorization. The 

shortcomings of the CC model have already been described and 

the LMS model fails to solve problems that are solvable by 

humans. The standard backpropagation model looks similar to 

the EBBP model in its architecture with one difference. The 

SB model connects all input units to all intermediate units 

and all intermediate units to all output units. In this 

way, the model creates its own internal representation of 

the items, which may, in fact, not be item representations 

but representations of pieces of items or something else 

entirely. The difficulty with the SB model is that, without 

looking at the weights of 768 connections (in these 
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simulations), one cannot tell what the model is doing 

internally. This model makes statements about the 

mathematical process involved in categorization but it does 

not explain how categories are represented in memory. 

The explanation of the categorization process, and of 

the representation of categories in memory by the EBBP model 

seems the most plausible of the models compared here. This 

statement could easily be argued without ever testing the 

models. The LMS model is known to be unable to match some 

aspects of human learning, the CC model seems to be 

motivated by parsimony over theory, and the SB model lacks a 

full explanation of internal representations. Given this, 

why was it necessary to test these models? The primary 

reason is that theories, no matter how good they are, must 

be tested with actual data before they can be accepted or 

rejected. While the EBBP model, based on the theory of 

exemplar similarity, seemed to provide a better explanation 

of learning, it could not be accepted until it was tested in 

a variety of tasks, as was done here. Had the EBBP model 

not produced a better fit than the other models, either some 

aspect of the theory would need modification, or the theory 

would have to be rejected. Note that poor performance of 

the EBBP would not alter the limitations of the other 

models. It has already been argued that some models can 

produce good fits to human data without offering an 

explanation of how learning occurs. 
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The goal of these simulations was to determine if an 

exemplar-based model could provide a better explanation of 

linguistic category learning than other models, including 

cue-based ones. The results of the simulations provide 

strong support for an exemplar account of grammatical gender 

acquisition. The EBBP model outperformed cue-based models 

in fitting human data under several conditions and it offers 

a complete explanation of the categorization process. 



CHAPTER V 

FIT OF EXEMPLAR SIMILARITY TO 

EXPERIMENT 2 DATA 

The conclusion drawn from comparison of the LMS, CC, 

SB, and EBBP, using Experiment 1 data, is the superiority of 

the EBBP, both in ability to fit human data and to explain 

the categorization process. Its performance, its 

theoretical soundness, and the various weakness of the other 

models determine the EBBP to be the preferential model in 

exemplifying human learning. 

Giveri this fact, this chapter will address two issues. 

One is the criticism levied against connectionist models as 

explanations of category learning. The second is to further 

examine variations of the simple exemplar approach in an 

attempt to understand how participants categorized feedback 

items. The simulations conducted here will use Experiment 2 

data to address these issues. 

McCloskey (1991) presents several criticisms against 

using connectionist networks as an explanation of learning. 

One of the criticisms is the practice of incorporating a 

hidden layer in a network and then experimenting with 

various numbers of nodes until optimum performance is 

reached. The problem with this approach, he asserts, is 

that it does not offer an explanation of representation. To 

say that a model with 3 (or 30, or 300) hidden units 
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provides the best fit to human data does not explain either 

how the model is representing items internally or how humans 

represent items internally. As previously discussed, the 

EBBP model overcomes this criticism by stating explicitly 

that the internal representations consist of exemplars to 

which the human (or model) has been exposed. 

Another criticism, according to McCloskey, is that the 

learning algorithms used to adjust weights do not constitute 

a theory of human learning. While one could argue that the 

learning algorithms are an explicit statement of how 

learning occurs, McCloskey describes them as "procedures for 

creating complex systems we do not adequately understand" 

(p. 391). While it might be McCloskey's intent to levy this 

criticism against all of the algorithms used in 

connectionist networks (both those which produce activation 

levels and those which produce weight changes), it appears 

to be valid regarding only the weight change algorithms when 

applied specifically to the EBBP model. 

In the EBBP model, the algorithms used to calculate 

activation levels are fully grounded in theory. The theory 

can be both stated in simple terms or quantified in 

mathematical formulas (Eqs. 2 & 3). Regarding the 

backpropagation aspect of the EBBP model, however, 

McCloskey's criticism has footing. One way around this, as 

McCloskey suggests, would be to "specify the connection 

weights directly rather than growing the simulation by 
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delegating the work to the learning algorithm" (p. 391). 

This approach would, by necessity, start with a theory that 

specifies the necessary weights at specific points in time. 

Another approach, suggested by Seidenberg (1994), would be 

to examine all of the weights (and every instantiation of a 

change in weights) and develop a theory on the basis of what 

is discovered. This second approach is data-driven and 

would hopefully result in a more complete theory of learning 

through a better understanding of learning within the model. 

Both of these approaches, however, are beyond the scope 

of this dissertation. The criticism does raise the question 

however, of how well the EBBP model would perform without 

its backpropagation learning algorithm. Specifically, can 

exemplar similarity by itself produce an adequate fit to the 

data? The human participant experiments have shown that 

average exemplar similarity can make accurate predictions 

about the overall performance within the various lists. If 

participants are calculating similarity to make their 

ratings for each item, then one should be able to use Eqs. 

(2) and (3) modifying only a single parameter (ŝ) to predict 

what the rating will be for any given item. 

One advantage of this approach is that different values 

of similarity can be designated for different features or 

feature types. The results of Experiment 2 suggest that 

participants place more weight on orthographic features than 

semantic ones. This bias could be incorporated into Eq. (2) 
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by having £ set to a higher level for orthographic 

comparisons than for semantic ones. Or, if s is determined 

according to the best fit to the data, as will be done here, 

the values of ŝ  would reveal something about how humans are 

calculating similarity. 

The purpose of the simulations conducted on Experiment 

2 data is to determine if Eqs. (2) and (3) can make accurate 

predictions of participants ratings. Two ŝ  parameters will 

be designated; one for the orthographic comparisons and one 

for the semantic comparisons. It is predicted that the best 

fit to the participants ratings will occur when the 

orthographic similarity parameter is weighted more heavily 

than the semantic one. 

Method 

The method to fit the Experiment 2 data will differ in 

a number of ways from that for Experiment 1. First, 

simulations, per se, were not conducted. What was being 

tested at this point was not a backpropagation model or even 

a connectionist network. Rather, the ability of the concept 

of exemplar similarity, alone, to predict average ratings 

for specific items will be tested. A non-linear regression 

formula will be used to find the best ŝ  values to fit the 

data. 

A second difference was in the number of conditions 

tested. All conditions from Experiment 1 were used in the 
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tests of the four different models. In Experiment 2, 

sixteen separate conditions exist, some of which show very 

small amounts of learning. For example, in one condition, 

the average difference score was .5. Very little 

information would be gained by attempting to fit a model to 

a condition where no learning occurs. The highest average 

difference score of the 16 conditions in Experiment 2 is 

3.74. In Experiment 1, the highest average difference 

score of the four conditions was 6.77 and the lowest was 

3.79. Thus, using difference scores as a measure of 

learning, less learning occurred in each of the 16 

conditions in Experiment 2 than in the lowest learning 

condition of Experiment 1. In order for the tests of the 

similarity equations to reveal something about the nature 

of learning, some amount of learning needs to have occurred. 

Therefore, the similarity equations will be fit only to 

those conditions which show the largest amount of human 

learning. 

Even within these select conditions, however, highly 

differential ratings were not given until after several 

blocks had occurred. To make even more certain that the 

equations are fit to ratings which represent high degrees of 

learning, only the last four blocks (essentially the last 

third) of learning will be examined. Similar to the 

Experiment 1 simulations, where the models were fit to the 

data over all 40 blocks of learning, the equations will be 
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fit to the data from the last four blocks at once, not to 

each block individually. 

To summarize the methodology, Eqs.(2) and (3) will be 

used to predict participants' ratings for the correct and 

competing category of the feedback items. Eq.(2) will be 

modified to include two ̂  values, one used when making 

orthographic comparisons and one used with semantic 

comparisons. The data to be matched will come from the four 

conditions which produced the highest levels of learning, as 

evidenced by the average difference scores. The four 

specific conditions and their average difference scores are: 

Condition 6-advanced (M = 3.74), Condition 5-advanced (M = 

3.62), Condition 1-advanced (M = 3.29) and Condition 1-

beginning (M = 2.53). Table 5 in chapter III indicates the 

levels of the factors for each condition. For example. 

Condition 6 represents the High-Orthographic, Low-Semantic, 

Low-Relationship condition. The beginning or advanced 

refers to the level of the foreign language experience 

subject variable. 

Results and Discussion 

Eqs. (2) and (3) were incorporated into a non-linear 

regression formula which found the best values of the ŝ  

parameters to fit the average ratings for each condition. 

Recall from Eq. (2) that ŝ  = m if the two features compared 

match and s = 1-m if the two features mismatch. The two 
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parameters fit in these tests will be designated m° and m̂ . 

The value of £ was set to m° (or l-m°) when comparisons were 

made using orthographic features, and to m̂  (or 1-m̂ ) when 

comparisons were made using semantic features. Table 11 

lists the values of m° and m̂  which produced the best fit to 

the human ratings and their respective R^'s. Also listed in 

Table 11 is the average difference score for each condition. 

Table 11 

Fit of exemplar similarity to four conditions from 
Experiment 2. 

Difference, Parameters, and Fit 

Condition Diff. m° m= R̂  

Condition 1 
Beginning 2.53 .82 .50 .56 

Condition 1 
Advanced 3.29 .82 .58 .88 

Condition 5 
Advanced 3.62 .84 .58 .75 

Condition 6 
Advanced 3.74 .80 .72 .89 

Other than the fit of .56 in Condition 1-beginning, the 

R̂  values shown here are close to those produced by the EBBP 

model in Experiment 1. While it is true that the conditions 

and blocks to which the equations were fit were selected in 
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such a way as to increase the likelihood of a good fit, 

these R2 values suggest that exemplar similarity alone 

offers an adequate description of participants' ratings, at 

least late in learning. 

This finding only sidesteps the criticism of McCloskey 

(1991) against the use of backpropagation learning 

algorithms in a theory of learning. While these tests 

perform well without utilizing the concept of 

backpropagation, performance would and does drop 

dramatically when fit to early learning trials. Therefore, 

these tests suggest that the concept of exemplar similarity 

might be sufficient to explain categorical decisions after 

learning has occurred, but Eqs. (2) and (3) are insufficient 

to explain the process of learning. 

One final aspect of these tests merits attention. At 

the conclusion of Experiment 2, it was suggested, on the 

basis of the results of the ANOVAs, that participants were 

placing more weight on orthographic comparisons than 

semantic ones. The tests here support this in that in order 

to produce the best fit to the data, a higher value was 

assigned to m° than to m̂  in each of the conditions. While 

this is not conclusive, especially given that the highest 

value of uf (.72) occurs in Condition 6, a low-semantic 

condition, it does support the idea that orthographic 

similarity was utilized more readily than semantic 

similarity by the participants in their gender decisions. 
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In order to test further the relative importance of 

orthography and semantics, a modification was made to the 

equations and the fits were examined. The modification 

involved providing the equations with only one parameter 

instead of two. Thus, instead of a separate parameter for 

orthography and semantics, a single parameter was used for 

both sets of comparisons. Table 12 shows the values 

selected for that parameter (m) and the R̂ ' s they produced. 

One can see in this table that the fit is just slightly 

lower than when two parameters are used. This illustrates 

the power of the equations in that several parameters are 

not necessary for providing a good fit to the data. 

However, in this experiment, a better fit is produced when 

two parameters are allowed and the orthographic parameter is 

given more weight than the semantic one. 
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Table 12 

Fit of exemplar similarity using a single parameter. 

Difference, Parameter, and Fit 

Condition Diff. m R̂  

Condition 1 
Beginning 2.53 .68 .54 

Condition 1 
Advanced 3.29 .71 .87 

Condition 5 
Advanced 3.62 .72 .74 

Condition 6 
Advanced 3.74 .76 .89 



CHAPTER VI 

CONCLUSIONS AND FUTURE DIRECTIONS 

The specific objectives of this dissertation were (1) 

to show the importance of orthography, semantics, and their 

interrelationship on grammatical gender learning and (2) to 

demonstrate that an exemplar-based account of categorization 

provides an accurate description of both the structure and 

process involved in linguistic categorization. To gain 

insight into relevant factors that influence gender 

decisions, as well as the possible processes used in 

acquiring gender classes, is important in developing a 

complete theory of gender. The conclusions can be applied 

to other areas of linguistics, and potentially, to all areas 

of categorization. 

The importance of the results of the empirical studies, 

and their implications for future research, will be 

discussed first. Subsequently, support for the concept of 

exemplar similarity, compared to the other models tested, 

will be presented. Finally, suggestions for extensions to 

the exemplar similarity model will be given. 

Orthography 

In both Experiments 1 and 2, participants were reliably 

affected by the orthographic manipulations. Specifically, 

the lists which contained high orthographic similarity were 

119 
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associated with higher degrees of learning than the low-

orthographic similarity lists. In both experiments, 

differences can be seen at every block of learning. These 

results extend the findings of previous research in at least 

two ways. First, the methodology allowed an examination of 

the block-by-block learning of gender categories. Previous 

studies have demonstrated that orthography affects gender 

decisions (Brooks et al., 1993; Tucker et al., 1977; Perez-

Pereira, 1991) but have not specified its influence on the 

acquisition of gender categories. Brooks et al. (1993) 

discuss how a phonological manipulation (which was created 

by manipulating the orthographic ending of words in an 

artificial language) had a significant effect on the 

learning of the artificial language. However, in that 

study, learning is discussed in terms of performance on a 

generalization test which occurred after the language had 

been learned to a specific criterion. No data were 

presented on the differential acquisition of the 

experimental and control languages. Thus the experiments in 

this dissertation go beyond the findings of Brooks et al. 

(1993) and others by showing that orthographic manipulations 

can influence not only decisions made after learning, but 

the actual speed and strength of learning itself. 

The second way these experiments extend the findings of 

previous research is by distributing orthographic 

features over several positions instead of limiting the 
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meaningful orthographic information to word ending only. 

Unfortunately, these studies were not designed to determine 

the relative influence of each position. Future research is 

needed to determine the relative influence of each position 

on gender learning and decisions. 

Concerning future research, further work is also needed 

to determine if the effect occurs with polysyllabic nouns. 

These experiments limited themselves to monosyllabic nouns 

and pseudowords. The work of Tucker et al. (1977) suggests 

that native French speakers are influenced by letter 

combinations as long as four or five letters in length 

(photographe, psychologue, floraison). In the short, 

monosyllabic words studied here, features consisted of 

single letters or, at most, vowel digraphs. Further 

research is needed to examine more complex features in more 

complex words. 

In doing so, it will also be necessary to determine 

exactly what constitutes an orthographic feature. In 

studies examining orthography and language learning, 

decisions must be made regarding how the orthographic 

stimuli will be divided into features. In Experiment 1 of 

this dissertation, four-letter French words were divided 

into an initial consonant, a vowel digraph, and a final 

consonant. It is undetermined, however, whether 

participants encoded the stimuli in the same manner. 

According to the exemplar model of categorization, the 
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entire word is encoded as an exemplar. However, comparisons 

are made on the basis of the features of the exemplar. In 

Experiment 1, did participants compare the similarity of 

boum to other words on the basis of the features b, ou, and 

m, or did the participants encode the word as consisting of 

two features, (bo and urn) (or perhaps bou and m)? Previous 

research has only focused on word endings but no theory has 

been specified as to what constitutes an ending. Why should 

aison be treated as a single orthographic feature instead of 

two or more features (i.e., ais and on)? A goal for future 

research then, would be to formulate a theory of how 

participants divide exemplars into separate orthographic 

features. This topic will be discussed later as a larger 

issue relevant to all connectionist modeling. 

Semantics and Orthography 

The effect of the semantic manipulation in Experiment 2 

was in the predicted direction and increased with time; 

however, it was not statistically significant. This is not 

to say that an effect for semantics could not be found under 

other circumstances. Several factors within this experiment 

might have limited the effect of the semantic manipulation. 

The possibility that more participants were needed to detect 

the effect has been discussed. Other factors will now be 

presented with suggestions for how future research might 

find a statistically reliable effect. 



123 

Another possibility is that the effect of semantics was 

small and statistically unreliable, not because participants 

are not influenced by semantics, but because of a subjective 

decision concerning the experimental manipulation. 

Specifically, the average semantic similarity values of the 

high- and low-similarity sets in Experiment 1 were .65 and 

.56 respectively. Since the average orthographic similarity 

values of the high and low sets were the same (.65 and .56), 

and orthography produced a statistically reliable effect and 

semantics did not, the idea that orthography has a larger 

effect on learning than does semantics was supported. 

However, the lack of an effect for semantics is not absolute 

proof that participants are not influenced by it. The 

decision to use similarity values of .65 and .56 possibly 

resulted in a smaller effect than would have been found had 

other similarity values been chosen (.85 and .56, for 

example). Future research might find a larger effect for 

semantics simply by choosing different average similarity 

values for the high and low sets. 

The decision of how large a difference to create 

between comparison lists is relevant for any studies which 

examine exemplar similarity. Terms such as "high" and "low" 

are, by themselves, insufficient to describe differences 

between learning sets. The average sim.ilarity values should 

be specified, and it would seem that the best method of 

testing the effects of similarity would be to examine a 
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large range of values. More information can be gained by 

testing a range of similarity values to determine at what 

point, if any, similarity exerts its effect. In this 

dissertation, it was shown that orthographic similarity can 

produce a significant effect with just an .05 difference in 

average similarity between the two lists (.70 vs. .65 in 

Experiment 1). It was also shown that a difference of .09 

(.56 vs. .65) is insufficient to produce an effect when 

examining semantic similarity. (Note that this conclusion 

might not be true for higher values, such as .85 vs. .76.) 

Yet another explanation for the lack of significant 

findings for semantics could reside in the artificial nature 

of the semantic component. To maintain internal validity, 

the semantic information was distributed over three 

positions thus matching the orthographic manipulation. 

Participants might have found it more difficult to extract 

the semantic information due to its artificial nature. 

(They might also have found it easier, but at this point, it 

is simply not known.) Perhaps semantic information would 

have a larger effect if it were located in the more natural 

setting of category membership (i.e., chinois is a language, 

and languages are masculine). Obviously, more work is 

needed to determine the exact role of semantic information 

in gender category learning, but this study suggests that 

when compared to orthographic information, semantic 

information will have a smaller relative influence. 
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Exemplar Similarity as an Explanation 
of Grammatical Gender Learning 

The two experiments provided information on the 

relative influence of orthographic and semantic information 

on gender category learning. However, as stated previously, 

they do not allow for comparisons of alternate theories 

concerning the structural nature of categories, or of the 

processes involved in categorical decision making. This 

was the second objective of this dissertation and this 

objective was accomplished through several computer 

simulations of different theoretical models of linguistic 

categorization. 

Chapter one introduced two theoretically different 

representations of category structure: feature-based and 

exemplar-based. Equations were presented to describe the 

basis for categorization decisions within each structure. 

The equations for exemplar similarity have proven quite 

powerful in their ability to predict participants' 

performance, both in this dissertation (Chapter V) and in 

other research. This is true even before they were 

incorporated into a connectionist network model (e.g., Medin 

& Schaffer, 1978; Nosofsky, 1984). 

One strength of Eqs. (2) and (3) lies in their ability 

to account for a wide range of predictions through 

modification of a single parameter, ŝ. The ^ parameter can 

be adjusted to account for various differences in learning. 

Also, different £ values can be designated for different 
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components of learning (i.e., ŝ^ is associated with 

orthographic features and £2 is associated with semantic 

features). These characteristics contribute to the 

adaptability of exemplar similarity (equations (2) and (3)) 

to a wide range of experimental paradigms and learning 

stages. 

One shortcoming, however, of the two equations is that 

they do not suggest how the ŝ  parameter should change with 

learning (Estes, 1993; Taraban & Palacios, 1993). They 

produce static predictions about category decisions but do 

not address specific changes in learning. It was for this 

reason that the equations were incorporated into a back-

propagation network which provides an error-driven mechanism 

for learning, the generalized delta rule (Eqs. (6-9)). This 

creates the EBBP model which has a structural representation 

that specifies how categories are represented in memory and 

has a mathematical formulation of how learning occurs. 

In comparing the EBBP model to the other models tested, 

the purpose was to demonstrate that the theoretically 

superior EBBP model could perform as well as the powerful SB 

and CC models, and the parsimonious LMS model. This purpose 

was accomplished in that in the Experiment 1 simulations 

(Chapter IV), the EBBP model produced the closest fit to the 

human data in all conditions except one. Thus, these 

results provide support for the concept of an exemplar-based 

representation of grammatical gender categories. 
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Specifically, the results of this dissertation suggest 

that when learning the linguistic concept of grammatical 

gender, humans store exemplars in the form of whole words. 

These words are associated with a particular gender category 

(masculine, feminine), and decisions about new words are 

based on their featural similarity to stored items. 

Learning is based on feed-back about their decisions. This 

theory represents a dramatic divergence from both the rule-

based theories of language learning (which state that 

learners attempt to internalize linguistic rules, such as 

"add ed. to make a verb past tense," and their exceptions) 

and feature-based theories which focus only on associations 

between features and categories. 

EBBP Model Extensions 

While the EBBP model tested here is chosen as superior 

to the other models tested, that is not to say that it is a 

"finished" model of categorization structure and process. 

Indeed, multiple criticisms can be levied against this 

model, some of which are specific to the EBBP and others 

which apply to any connection network model. Of these 

criticisms, the four most critical ones will be discussed as 

areas for extending the model. The first two issues relate 

to the exemplar-based aspect of the EBBP model; the last two 

relate to all connectionist-based models of categorization. 
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First, one criticism of the exemplar approach is that 

similarity is calculated over all items in memory. It seems 

unlikely that, given a new item to classify, one compares it 

to every item in memory before making a decision. It is 

more plausible that similarity is calculated on the basis of 

selected items. If so, then how does one determine which 

items will be selected. Thus an improvement to this model 

would be to develop a theory which allows the model to 

select certain items and exclude others. This theory would 

require, however, specifying the reasons for which and how 

many, items will be selected for comparison. 

A second modification to the EBBP model to improve its 

explanatory power would be to allow the model to build up 

the internal representations as opposed to having them 

provided at the start of learning. In the simulations for 

Experiment 1, the model was provided with 24 internal 

representations prior to exposure to the first stimulus 

item. The human participants had to build these 

representations over several trials. While it is true that 

the model can mimic the building of these representations 

through weight changes, a possible improvement to the model 

would be to provide the model only with the input, and allow 

it to create the exemplar representations on its own. 

A third extension of the EBBP model concerns how the 

input layer is configured. This consideration is, in fact, 

relevant to almost any connectionist network. Specifically, 
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the decision to divide the stimuli of Experiment 1 into 

three features was a subjective one on the part of the 

experimenter. It was based on the logical assumption that 

participants would also combine the vowel digraph into a 

single feature and treat it separately from the initial and 

middle consonant. It is possible that participants divided 

the stimuli differently. The point to be made is that a 

theory is needed to specify how participants determine the 

features of a word and that the input layer should be 

constructed according to this theory, not according to 

subjective assumptions of the researcher. 

This is essentially the criticism of the CC model, 

which uses only individual features and feature pairs. 

While the model might be powerful in its ability to fit 

human data, it does not specify a theory behind its input 

layer representation. This same criticism applies to all of 

the models tested here, and is recognized as an area where 

further work is needed before any of these models can be 

promoted as a complete theory of categorization. 

A final important extension of the EBBP model relates 

to the criticism of McClosky (1991) that the learning 

algorithms used by connectionist networks do not constitute 

an explicit theory of learning. Specifically, McClosky 

states that an explicit theory of learning would specify the 

weights of the connections directly, "rather than growing 

the simulation by delegating the work to the learning 
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algorithm" (p. 391). Thus, another area for future research 

in connectionist modeling in general, and for the EBBP model 

in particular, is that of theoretically specifying the 

weights of the connections at various points in learning. 

These four modifications are much more easily suggested 

than implemented, and a great deal of research will be 

necessary before the issues are put to rest. It is 

believed, however, that these issues represent the main 

concerns of the exemplar-based backpropagation model and 

that addressing them would strengthen the model's ability to 

fit human data by providing a more accurate representation 

of how humans learn. 

Of the connectionist models tested in the course of 

this project, the configural-cue and standard 

backpropagation are currently considered leaders as theories 

of human learning. This dissertation has argued that while 

both approaches may provide good fits to human data, neither 

offers a satisfactory explanation of human learning. The 

exemplar-based approach not only fitted the human data 

better than other approaches, it also offers the most 

plausible theory of learning. Thus, the results of this 

dissertation support the idea that gender acquisition can be 

understood as a process of representing words in memory as 

exemplars. Furthermore, gender decisions are made on the 

basis of the similarity of new items to the exemplars in 

memory. 
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APPENDIX A 

EXTENDED LITERATURE REVIEW 

This review is divided into two sections, each with a 

different focus relevant to the dissertation topic. One of 

the objectives of this dissertation is to compare four 

connectionist models of categorization as potential 

explanations of human category learning. Relevant to this, 

then, is an examination of the motivation for these models, 

their origins, and how they have fared in comparisons in 

previous research. The first section of this review 

addresses these topics as a justification for comparing them 

here. Secondly, the application of connectionist models to 

the area of linguistics is not new. The most prominent 

research in this area has been in the modeling of learning 

verb past-tense. In that this dissertation also seeks to 

model linguistic phenomena, it is important to consider 

methodological issues relevant to this area of research. 

The second section of this review examines these issues to 

provide support for the methods used here. 

What follows, then, is first a brief review of the 

origins of each of the four connectionist models tested 

here. Research which has examined these models and 

evaluated their strengths and weaknesses are discussed. 

Next, a review of linguistic modeling research is provided 

with a focus on the methodology of such research. 
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The Models 

While the history of neural-network research can be 

traced back to the associationist tradition within 

psychology (see Quinlan, 1991, for an excellent synopsis of 

the history of early connectionism), its recent resurgence 

can be attributed in large part to the publication of 

Parallel Distributed Processing: Explorations in the 

Microstructure of Cognition, Vol. 1 and 2, (Rumelhart, 

McClelland, & the PDP Research Group, 1986; McClelland, 

Rumelhart, & the PDP Research Group, 1986, respectively). 

These volumes provide the foundation for most of the 

connectionist theories currently researched, including the 

"standard" backpropagation model. 

Specifically, the standard backpropagation model, as 

presented in the introduction of this dissertation and more 

formally in Chapter IV, was developed by Rumelhart, Hinton 

and Williams (1986). Rumelhart et al. outline the problems 

associated with connectionist models which use the least-

mean-squares (LMS) learning rule and contain only an input 

layer and an output layer; i.e., their inability to learn 

certain phenomena. Specifically, in single-layer networks 

where input units connect directly to output units, there 

must be a relative degree of similarity between the input 

and the output in order for the model to be able to produce 

the appropriate response for a given input. Certain 

learning conditions exist in which a single layer model is 
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unable to produce weights that allow dissimilar inputs to 

produce the same output. This results in an inability to 

learn certain representations. 

To overcome this inability, Rumelhart et al. (1986) 

propose that an internal, or hidden, layer of units be 

structured which would allow for the augmenting of the input 

representation. These hidden units can create an internal 

representation of the input which goes beyond the basic 

representation found on the input layer. Rumelhart et al. 

show that for some problems not learnable by single-layer 

networks, (specifically, the classic exclusive-or problem), 

the addition of a single hidden unit allows the model to 

solve the problem. 

They then discuss the problems created by the addition 

of hidden units, the main one being the lack of a formal 

rule for adjusting the various layers of hidden weights. 

More specifically, the backpropagation model learns 

according to an error-reduction rule: reduce the 

discrepancy (error) between the actual output activation 

level and the desired output activation level. This is 

easily done for the output units which have a desired 

activation level. The problem arises, however, in 

determining the error for the hidden units. Rumelhart et 

al. (1986) solve this problem in their formulation of the 

generalized delta rule. The formulas for this rule are 

provided in Chapter IV of this dissertation and will not be 
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restated here. Rather, a non-formulaic discussion of the 

rule is presented to provide a summary description of the 

essential components of standard backpropagation. 

Like the simpler single-layer networks on which 

standard backpropagation is based, the standard 

backpropagation model operates according to an error-driven 

learning principle. For purposes of discussion, imagine a 

two-layer network with an input layer, a single layer of 

hidden units, and an output layer. There is a pattern of 

weights connecting the input layer of units to the hidden 

units, and a second layer of weights connecting the hidden 

units to the output units. After a forward-activation pass 

has occurred (input units have been activated and have 

passed that activation forward, through the hidden units, to 

ultimately activate the output units), the "back"-

propagation pass begins. 

The first step of backpropagation includes comparing 

the activation of the output units to their desired 

activation values. This produces an error term for the 

output unit. These error terms are used to modify the 

weights that are attached to the output units. These new 

weights, in combination with the error of the output layer, 

are used in the calculation of the error of the hidden 

units. When the error of the hidden units has been 

calculated, it is used to adjust the weights connecting the 

hidden units to the next lower level of units (in this 
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example, the input units). Thus, the change in weights 

(representing the amount of learning), is propagated 

backwards through the model, with each change in weights at 

a higher level contributing to the amount of change at the 

next lower level. 

Two essential components of the standard 

backpropagation model can be identified. First, the model 

must contain at least one internal layer of units. Second, 

the model must use the error-driven learning principle 

formulated in the generalized delta-rule. The "non

standard" aspect to standard backpropagation is found in the 

variability of the first essential component. One model 

might contain five internal layers of 100 units each, 

whereas another model might contain only one. While both of 

these models can be considered standard backpropagation 

models, their performance would likely differ significantly. 

In other research, the standard backpropagation model 

has proved to be very powerful in its ability to simulate 

human data. As will be discussed in the second section of 

this review, standard backpropagation models have been 

successfully applied to the learning of linguistic phenomena 

(MacWhinney et al., 1989; Taraban et al., 1989). Choi et 

al. (1993) created a two-layer backpropagation model which 

produced a good fit to human rule-learning data. 

Additionally, Taraban and Palacios (1993) found that the 

standard backpropagation model provided a superior fit to 
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their human learning data than did an LMS model or a 

configural-cue model. 

Research utilizing the standard backpropagation model 

faces 'at least one major difficulty. How will the internal 

units be structured? How many hidden units and how many 

layers of hidden units should be incorporated into the 

model? Several researchers have shown that modifying the 

structure of hidden units alters the performance of the 

model (Choi et al., 1993; MacWhinney et al., 1989; 

McClelland & Jenkins, 1991; Taraban et al., 1989). 

The incorporation of hidden units, therefore, is both a 

strength and a weakness of the model. It provides strength 

by allowing the model to create internal representations of 

the input, but it creates a theoretical weakness in that 

there is no specification as to how the hidden units should 

be structured. More specifically, the standard 

backpropagation model has been criticized as being too 

powerful (Massaro, 1988) and "too flexible and 

unconstrained" (Gluck & Bower, 1988a, p. 190). 

It was particularly from these criticisms that Gluck 

and Bower (1988a, 1988b) argued for the viability of the 

simpler, single-layer networks which utilize the simpler 

least-mean-squares learning rule. As previously discussed, 

learning limitations of the LMS rule forced researchers to 

examine alternative approaches (such as standard 

backpropagation). However, a flurry of research examining 
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single-layer networks was seen after Gluck and Bower (1988a, 

1988b) provided evidence in support of these less complex 

models (e.g., Gluck, 1991; Gluck & Bower, 1990; Nosofsky et. 

al., 1992; Markman, 1989; Shanks, 1990; Shanks & Gluck, 

1994). 

Gluck and Bower (1988a) first describe the simple LMS 

model and its relationship to the Rescorla-Wagner model of 

associative learning (Rescorla & Wagner, 1972). This model 

contains only an input layer and an output layer; and 

learning, (as exemplified by a change in weights connecting 

the two layers) is error-driven, just as it is in standard 

backpropagation. However, in that there is only one layer 

of weights, learning is not propagated backwards through the 

model. Instead, the weights are adjusted based on the 

product of the amount of error (measured by comparing the 

desired output to the actual output), the input activation 

levels and a learning rate parameter. 

While Gluck and Bower (1988a, 1988b) recognize the 

criticisms of the LMS model, they provide several arguments 

for the continued testing of single layer models. First, 

they argue that simple models "make strong predictions 

(often parameter free), and are useful for exploring how 

much of the variance in data can be explained by elementary 

learning processes" (Gluck & Bower, 1988a, pp. 191-192). 

This is a valid argument in that more parsimonious models 

should be favored over complex ones if they both provide 
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similar fits to the data. Second, they suggest the 

possibility that the LMS rule may represent a formula 

describing elementary associative learning in humans (and 

animals). Understanding these elementary processes may be 

fundamental to our ability to understand more complex 

learning processes. Finally, they argue that, under certain 

conditions, both the simpler, single-layer models and the 

more complex multi-layered models make the same predictions 

regarding the data. 

From these arguments, Gluck and Bower provide strong 

support for including the LMS model as a viable candidate 

when examining models of learning. Yet they also 

acknowledge the weaknesses of the LMS model due to its 

inability to learn certain associations between input and 

output. To overcome this weakness, while still maintaining 

their penchant for single layer models, they propose an 

extension to the model which does not involve adding an 

internal layer of units. It is from this extension that the 

configural-cue model emerged. 

The configural-cue model was first proposed by Gluck 

and Bower (1988a) as an alternative to the two-layer 

networks. Instead of allowing hidden units to create 

internal representations of the input, the configural-cue 

model places every possible representation of the input on 

the input layer. Specifically, not only are individual 

features represented on the input layer, but every possible 
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combination of features is represented as well. In this 

way, any possible internal representation of the stimuli 

that could be created with hidden units is already 

represented at the input level. The more complex learning 

rules necessary for hidden units are not needed, thus the 

configural-cue model is more comprehensible and parsimonious 

in its learning principles than the standard backpropagation 

model. Its difficulty, acknowledged by Gluck and Bower 

(1988a), is the exponential growth of the input layer as the 

number of features increases. To overcome this difficulty, 

Gluck and Bower tested variations of the model, including 

one which contained only single features and feature-pair 

combinations. They state that such a model, which has a 

much more parsimonious input layer, performed quite well in 

fitting the data. 

Several researchers have included a version of the 

configural-cue model in their comparisons (e.g., Choi et 

al., 1993; Gluck, 1991; Nosofsky et al., 1992, 1994; Taraban 

& Palacios, 1993). Regarding its performance, Nosofsky et 

al. (1992) were able to create variations of the configural-

cue model which performed as well as their ALCOVE model. 

Gluck (1991) found the configural-cue model superior to the 

standard backpropagation model in fitting certain human 

learning data. However, both Choi et al. (1993) and Taraban 

and Palacios (1993) found that the configural-cue model did 

not perform as well as multi-layered models. 
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Thus it remains to be seen under what circumstances the 

configural-cue model will or will not succeed. A main 

criticism of the model is that the cue-combination 

representations must be configured prior to learning 

(Taraban & Palacios, 1993) . However, the simplicity of its 

learning principles, combined with its ability to fit 

certain human data, make it an excellent benchmark against 

which other models can be compared. 

The exemplar-based backpropagation model developed as a 

result of two separate lines of research. One focused on 

the success of exemplar similarity in accounting for certain 

static aspects of categorization and generalization 

(Nosofsky, 1984; Medin & Schaffer, 1978). The second line 

of research dealt with the power of standard backpropagation 

connectionist models in formalizing a principle of learning 

categorical information and in their ability to model human 

performance (MacWhinney et al., 1989; McClelland et al., 

1986; Taraban et al., 1989). Taraban and Palacios (1993), 

the originators of the EBBP model tested in this 

dissertation, combined the two areas (the static formulas of 

exemplar similarity and the dynamic learning aspects of 

backpropagation) in such a way that the strengths of each 

compensated for the weakness of the other. 

Specifically, Taraban and Palacios discuss the 

difficulties of using exemplar similarity alone as a model 

of category learning. They state that while the equations 
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for exemplar similarity (Eqs. 2 & 3 in this document) are 

successful in predicting the end-product of learning, they 

are inadequate as a comprehensive model of learning in two 

ways. First, the formulas are static in that they do not 

provide a procedure for adjusting the _s parameter with 

corresponding changes in learning. The ^ parameter can be 

adjusted to account for differences in learning, but how 

that adjustment should occur is unspecified. Second, the 

formulas by themselves do not constitute a representational 

model (i.e., a model which specifies a cognitive 

representation of category structure). 

Taraban and Palacios demonstrate that standard 

backpropagation has the potential to overcome these 

difficulties through the learning principles specified in 

the generalized delta rule. Thus, by incorporating the 

similarity equations into a standard backpropagation model, 

the static nature of the equations is eliminated. 

Additionally, by configuring the structural representation 

and pattern of connections in a standard backpropagation 

model to match that of an exemplar model of categorization, 

the criticism of a theoretically unspecified internal 

representation is overcome. 

Taraban and Palacios (1993) tested their EBBP model 

against the LMS model, the configural-cue model and the 

standard backpropagation model and found that the fit of the 

EBBP model was an improvement over the other models. Given 
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that these four models have already been tested explicitly 

against each other in a single research setting (Taraban & 

Palacios, 1993), and that in previous tests the LMS, 

configural-cue, and/or standard backpropagation model have 

been tested and in some cases rejected on the basis of 

performance or on theoretical grounds, one might wonder 

about the need for further comparisons of these particular 

models. There are, in fact, several reasons that the LMS, 

configural-cue and standard backpropagation models are valid 

candidates for comparison to other models. 

First, Gluck and Bower (1988a) are correct in their 

arguments for the continued testing of simple, parsimonious 

models. It is possible that certain stimuli, including the 

stimuli used in this dissertation, can be learned on the 

basis of simple associations between input and output. 

While the LMS model is recognizably limited in its ability 

to learn certain data sets, it still has been able to 

account for a variety of human learning (Gluck, 1991; Gluck 

& Bower, 1986a). The configural-cue and the standard 

backpropagation models have proven to be very powerful in 

their ability to fit human data. As mentioned earlier, the 

standard backpropagation model is criticized as being too 

powerful, i.e., as being too successful in its ability to 

simulate a wide variety of human performance (Massaro, 

1988). Thus, by comparing a new model against these very 

powerful models, one sets a high standard of performance for 
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the model being tested. It is true that matching human 

performance, by itself, does not indicate an accurate 

description of how learning occurs. However, a model which 

can match or better the performance of the configural-cue 

and standard backpropagation models, and which has a strong 

theoretical basis, can be considered an extremely likely 

candidate for explaining the learning process. 

The first section of this review has examined the 

origins, strengths, weaknesses and performance of the four 

models tested in this dissertation. In that a methodology 

must be chosen to test the models, an examination of 

previous methodologies in this area is warranted. The 

following section reviews previous research in the area of 

connectionist modeling of verb past-tense learning. The 

focus of the review is on the methodologies used and how an 

alternative methodology (the one used here) offers certain 

advantages over previous ones. 

Methodological Issues 

Several aspects of methods used to test models merit 

attention. This dissertation represents an attempt to 

implement a relatively new methodology for testing models, 

and it is important to compare this methodology with 

previous ones. There are specific points which will be 

raised, and within each point, relevant studies will be 

discussed. These points concern (1) the size of the 
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stimulus set, (2) the method of presenting the stimulus set 

to the model, (3) the relationship between epochs and human 

experience, and (4) the human data which the model is being 

asked to match. 

Prior to discussing these specific points one study 

(Rumelhart & McClelland, 1986) which illustrates the basic 

problems and approaches of modeling theorists in the field 

of linguistics will be described. This study can be 

considered a foundational work in an important area of 

linguistic modeling, namely, the learning of the past tense 

of English verbs. An examination of this study will provide 

the foundation for a discussion of more recent works and 

point to one direction that future work should consider. 

Rumelhart and McClelland 

Rumelhart and McClelland (1986, henceforth R&M) 

developed a connectionist model which could account for 

major developmental trends of learning verb past tense by 

children. The model was designed to account for the three 

proposed stages of acquisition of verb past tense. In stage 

1, children know the correct past tense of a few regular 

verbs (walk-walked) and irregular verbs (swim-swam). In 

stage 2, children show evidence of a knowledge of rules for 

forming verb past tense (add "ed"). This evidence is in the 

form of over-regularization of verb past tense: Children 

will produce taked instead of took, even if previously they 
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have used the correct form. Finally, in stage 3, children 

produce the correct past tense for a large number of regular 

and irregular verbs. 

Prior to R&M's model, the majority of theorizing about 

verb past tense learning involved rules and rule use. R&M 

hoped to show that this linguistic phenomenon could be 

accounted for without any explicit representation of rules. 

Thus, they developed a cue-based connectionist network in 

hopes of duplicating these developmental shifts which occur 

during verb learning. 

The structure of the model used by R&M consisted of a 

three-layer connectionist network with one set of input 

units, one intermediate layer of units and two sets of 

output units. The layer of input units consisted of a 

phonological featural representation of the root form of the 

verb. This layer was connected to an intermediate layer of 

units which consisted of a Wickelfeature representation of 

the root form. R&M describe Wickelfeatures as context-

sensitive representations, "capturing a feature of the 

central phoneme, a feature of the predecessor and a feature 

of the successor" (p. 234). The first output layer 

consisted of a Wickelfeature representation of the 

corresponding past tense form of the verb. It was within 

these layers that all learning occurred. The connections 

between the Wickelfeature output layer and the second output 

layer simply created a decoding network for the purposes of 
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decoding the Wickelfeature output into a phonological 

representation of the past tense form of the verb. 

Many of the criticisms levied against R&M's model deal 

with the selection of the Wickelfeature representation. R&M 

arbitrarily select certain Wickelfeatures to be represented 

and others to be excluded. Lachter and Bever (1988), 

present several arguments that the model performs as it does 

because of the selection decisions that R&M make. Pinker 

and Prince (1988) raise several criticisms concerning the 

model's performance. The purpose of reviewing R&M here, 

however, is to examine only those criticisms dealing with 

R&M's methodology in testing their model. From this 

examination of R&M, and others who followed, an alternative 

methodology will be suggested which addresses many (but 

certainly not all) criticisms of connectionist model 

testing. 

One necessary methodological step in modeling human 

behavior is to determine how much input the model will be 

given. This decision is not a minor one. The goal in 

general is to provide the model the same input which humans 

were provided. Given that humans know hundreds of verbs and 

verb forms, the model should be provided with as much 

information. However, humans did not receive all the verbs 

they know in one sitting. Rather, children start with a 

small vocabulary which grows with experience. R&M attempted 

to match human learning stages in their model by providing 
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it first with ten high-frequency verbs (eight irregular and 

two regular), with frequency being determined by the Kucera 

and Francis (1967) corpus. After ten epochs (with all ten 

verbs appearing once in each epoch), the model performed 

well at providing the past tense of the verbs. Next, R&M 

added 410 medium-frequency verbs to the input (334 regular, 

76 irregular), and trained the model over another 190 epochs 

(with all 420 verbs appearing once in each epoch). The 

addition of such a large number of input items to the model 

was to mimic the "explosive growth" of children's vocabulary 

which occurs in development. 

The model was being trained for the first 200 epochs 

with these 420 items. That is, after the model responded to 

each item, it was informed of the correct response so that 

it could adjust weights accordingly. After this training 

period, another 86 verbs (low-frequency) were presented to 

the model as a generalization test (72 regular, 14 

irregular). The model was not allowed to adjust its weights 

in response to these items. It was only asked to produce 

the past tense. 

The results of the simulations were positive with 

regard to the three stages of learning. After the first ten 

epochs, the model performed quite well at producing the past 

tense of the eight irregular and two regular verbs. At 

epoch eleven, 334 regular verbs and 76 irregular verbs were 

added to the input. For the next several epochs. 
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performance was quite good for the regular verbs but not for 

those which were irregular. This performance corresponds 

with stage two in humans. It is only near the end of 

training that the model performed well on both regular and 

irregular verbs (stage three). R&M also discuss the 

performance of the model on specific verbs and verb types, 

showing how this performance matches data from human 

developmental studies. 

To summarize the methodology of R&M, first, they noted 

the major developmental shifts that occur in human learning 

of verb past tense. After developing their model, they then 

selected 420 verbs to be used as input for training. The 

model was trained on ten high-frequency verbs, the majority 

of which were irregular, then the model was flooded with 410 

median frequency verbs, most of which were regular. The 

development of the performance of the model over 200 epochs 

is compared to the developmental trends noted earlier. 

Since the performance of the model follows the same sequence 

of behavior as humans, it is considered adequate, at least. 

Certain questions present themselves when considering 

this methodology. Why select 420 verbs for training? Would 

performance be different if 840 verbs were used, or if a 

different ratio of regular to irregular verbs were used? At 

epoch 11, why add all 410 median frequency verbs? The 

"explosive growth" in children's vocabulary is in vocabulary 

use, not vocabulary exposure. What is the relationship 
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between an epoch and a child's age? If epoch ten is equal 

to a four year old, is epoch 20 equal to an eight year old? 

The point of raising these questions is not to criticize the 

R&M study, but simply to illustrate some of the decisions 

that must be considered when conducting a simulation. 

Specifically, how much information will the model be given? 

How will the information be provided to the model, and what 

behavior is the model expected to reproduce? 

The methodology in the simulations conducted in this 

dissertation involved a small data set of artificial or 

novel nouns. The input was presented to the simulations in 

exactly the same manner (number of epochs and number of 

words per epoch) as it was to the human participants. Thus, 

unlike R&M and other studies to be exam^ined, in this 

dissertation the input to the model and to humans is 

identical. Likewise, the model is being asked to mimic 

specific, trial-by-trial learning patterns, not general 

tendencies which occur over a period of years. Four 

specific methodological decisions will now be discussed, 

illustrating the relationship between the previous 

methodologies and the methodology used in this study. 

Data set size 

In determining how much input the model will be given, 

one obvious goal is to match the amount of input humans were 

given during their learning process. The difficulty of 
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achieving this goal, when modeling developmental trends 

which occur over a period of years, is in determining how 

much input humans have received over those years. R&M chose 

420 verbs for training. Does this number represent the 

average verb vocabulary of a child at the end of stage 

three? R&M make no statement about why this number was 

chosen. 

MacWhinney and Leinbach (1991) attempted to improve 

upon the R&M model. They provide an excellent review of the 

criticisms of R&M raised by Lecture and Beaver (1988), and 

Pinker and Prince (1988). In addition to creating a new 

model to address these criticisms, they also changed the 

methodology for testing their model. One change they made 

was to use a much larger input set in their model than did 

R&M, specifically, 5,481 verb forms, derived from 2,062 

verbs. Training lasted for 24,000 epochs, but not all 5,481 

verb forms were presented every epoch. Rather, verb forms 

were presented according to the relative frequencies based 

on the Francis and Kucera (1982) corpus. Even with this 

larger set, MacWhinney and Leinbach (1991) state that "it is 

probably two or three orders of magnitude less than the 

number of English verb forms heard by a child" (1991, p. 

143) . 

The selection of the input to the model by MacWhinney 

and Leinbach represents a desire to present their model, as 

closely as possible, with the same information which 
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children are presented. Gupta and MacWhinney (1992), state 

that "it is vital for cognitive modeling of language to 

scale up to dealing with realistically sized data sets" (p. 

258) . They developed a model to account for the learning of 

the German nominal system. In German, nouns can be 

distinguished by three categories: gender (masculine, 

feminine, neuter), number (singular, plural) and case 

(nominative, genitive, dative, and accusative). With each 

of these, one must learn the correct article (der, die, das, 

des, dem, den) which is associated with each of the possible 

combinations of categorical distinctions. Gupta and 

MacWhinney (1992) trained their model using 2,094 inflected 

forms taken from 1,234 noun stems. Training lasted for 66 

epochs with all 2,094 forms appearing once in each epoch. 

In a footnote, Gupta and MacWhinney (1992) state. 

We have limited our data set to approximately 
2,000 training forms, in order to reduce the time 
required to run a simulation. (Larger training 
sets would mean more stimuli per epoch, but would 
not affect the computational tractability of the 
simulation). However, it is not clear at what 
training set size all the basic regularities and 
patterns will be represented in the input set. We 
therefore consider it important to examine the 
effect of further increases in training set size, 
(p. 258) 

Thus, it appears that one direction connectionist modeling 

is taking is to use very large training sets. It is true 

that a thorough explanation of any linguistic phenomenon 

will need to be able to account for an extremely large 

amount of input. 
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However, there is much to be gained by using small 

input sets and I suggest that in addition to using larger 

data sets (for certain purposes), there are advantages to 

reducing the data sets when used with a certain type of 

data. Specifically, if a data set can be formed or created 

which is novel to a group of participants, the learning of 

that data by those participants can be examined in detail. 

In this dissertation, the models were tested with a small 

input so that the performance of the models could be 

compared to the performance of humans on the exact same 

input. By using a small input set and testing both the 

model and human participants on the data, comparison can be 

made between the learning curve of humans and the learning 

curve of the model. 

Method of Input 

In testing a connectionist model, one must consider not 

only the size of the stimulus set, but how the stimuli will 

be input into the model. R&M attempted to match what they 

believe occurred in human learning; children first learn a 

few, high-frequency verbs, then verb-vocabulary grows at an 

explosive rate with medium-frequency verbs. R&M provided 

their model with 10 high-frequency verbs and after ten 

epochs, provided the model with 410 medium frequency verbs. 

Note that at epoch eleven, all 420 verbs were presented each 

epoch. In comparison, Gupta and MacWhinney (1992), in 
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testing their model of learning the German nominal system, 

provide their model with over 2,000 forms of over 1,000 

nouns. All 2,000+ forms were provided to the model each 

epoch. 

One potential criticism of these two studies is that 

children are not exposed to verbs or nouns in equal 

frequency. R&M's method of dividing verbs into high- and 

medium-frequency addresses this criticism,, but does not 

accurately reflect relative frequencies with which children 

hear words. A more accurate method of presenting input to 

the model is to attempt to match the frequencies with which 

the input words appear in the human language. Generally, 

relative frequencies are used instead of the actual 

frequencies to reduce the duration of the simulation. 

Taraban et al. (1989) provided their model with a realistic 

sample of noun forms based on 102 nouns by using the 

relative frequency with which the nouns occurred in the 

language based on the Wangler (1963) corpus. Specifically, 

nouns were entered at one-tenth of their actual frequency. 

Of the 102 nouns, some (high-frequency) were entered as much 

as 17 times per epoch. Others were entered only once or 

twice (low-frequency). This created 305 inputs per epoch 

and represents a much more realistic training set than 

presenting all 102 nouns with equal frequency each epoch. 

MacWhinney and Leinbach (1991) take this method one step 

further by increasing the size of the input set. Instead of 
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using the relative frequencies of around 100 input items, 

they use approximately 2,000 input items. Over 6,000 verb 

forms, derived from 2,000 verbs, were input into the model 

according to their relative frequencies, as found in Francis 

and Kucera (1982). 

The attempt to create an input set that matches in 

frequency what children are exposed to in learning is 

commendable. What might be questioned, however, is the 

accuracy of the frequency counts on which the input method 

is based. There is no guarantee that the frequency counts 

used in these studies are an accurate representation of the 

frequencies with which children hear verbs and nouns. I am 

not suggesting that researchers should not use count 

corpora. I am simply pointing out the uncertainty that 

exists in knowing exactly what vocabulary children have been 

exposed to in their development. 

This dissertation overcomes that difficulty by matching 

exactly the frequency of occurrence of input both to 

participants and the model, in that, to the best of my 

knowledge, all words were equally new. As well, the input 

set was shown to the model in the exact same manner as it 

was shown to humans. Participants experienced all items in 

one block of learning and experienced 40 blocks of learning 

overall (Experiment 1). The models tested in Experiment 1 

were shown all items in one epoch and were trained for 40 

epochs. There is certainty that the models and the 
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participants to which they are being compared had the exact 

same experiences. This cannot be said for previous studies 

which match the relative frequencies and provide the model 

with an input set that is quite large, but still smaller 

than what humans have experienced. 

Relationship Between Epoch and Experience 

Another decision which must be made when testing models 

concerns how much training, in terms of epochs, the models 

will receive. Generally, the procedure is to train the 

model until complete learning has occurred or performance 

stops improving. This could be as few as 66 epochs (Gupta & 

MacWhinney, 1992) to as many as 24,000 epochs (MacWhinney & 

Leinbach, 1991) . When training occurs in this manner, 

however, the relationship between epochs in the model and 

experience of humans is unclear. After describing the 

nature of training for their model, R&M state "We do not 

claim, of course, that this training experience exactly 

captures the learning experience of the young child" (p. 

241). Taraban et al. (1989) raise the issue more 

specifically by stating "we cannot make a direct comparison 

between a particular epoch and a child's age" (p. 176). 

Thus, models which are able to produce developmental 

trends found in human performance may not follow the same 

time-sequence in learning. For example, R&M's model showed 

stages one, two and three of verb learning, but did the 
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relative time between the stages, as measured in epochs, 

match the relative time between the stages, as measured in 

months or years, in children? Studies which match 

developmental trends that occur over a period of years 

should attempt to establish a relationship between epochs 

and experience. This dissertation establishes a direct 

relationship in that epoch 24 in the model corresponds to 

block 24 in the human experiment. Each model's performance 

at every epoch was compared to the human participants' 

performance at each corresponding block. The relationship 

established between epochs and experience allows for a more 

precise comparison between the performance of the model and 

the performance of humans. 

Matching Developmental Trends 

All of the issues above are part of a larger decision, 

namely, whether the model will be asked to match 

developmental trends, or the specific learning curve of a 

small group of participants. There are advantages and 

disadvantages of both approaches and, in fact, both should 

be adopted to fully test any model. Previous studies have 

focused on models' abilities to match the larger trends of 

human learning. This dissertation utilizes a relatively new 

trend of matching specific learning. 

There are at least two advantages in matching a 

specific learning curve rather than developmental trends. 
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First, by having participants learn a novel set of data, 

(thus providing a specific learning curve) observations can 

be made about the learning process. In this dissertation, 

the human experiments provide valuable information 

concerning the role of several factors in grammatical gender 

learning. Second, comparing the performance of the model to 

a specific learning curve appears to be a more precise test 

of a model. When matching developmental trends, if a model 

does not provide a good match, several explanations are 

possible: the data set was not large enough, the method of 

input was different for the model and humans, etc. These 

explanations are not possible when matching a specific 

learning curve. 

This is not an argument for dropping the previous 

methodology. Indeed, both methods are necessary for a 

complete test of any model. The methodology used in this 

dissertation offers a more precise, but arguably a more 

limited test of the models (limited in the sense that the 

model has only been exposed to a few words). It is believed 

that this more precise test offers advantages over previous 

methods and will provide a more detailed examination of the 

ability of these models to fit human learning. 



APPENDIX B 

FREQUENCY COUNTS FOR EACH ITEM IN THE 

HIGH- AND LOW-RELIABILITY LISTS 
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Table 13 

Frequency counts for each item in the high-reliability list. 

Frequency by Position 

Item PI P2-P3 P4 P1-P3 P2-P4 

Feminine 

boum 273 100 262 12 1 
faim 362 121 262 5 3 
faux 362 6 0 4 1 
fois 362 1 405 3 3 

noix 60 1 0 4 1 
nues 60 4 405 0 5 

273 
362 
362 
362 

60 
60 
60 
90 

90 
409 
1070 
51 

100 
121 

6 
1 

1 
4 
0 

121 

0 
1 

100 
1 

262 
262 

0 
405 

0 
405 
908 
0 

273 
27 
0 
0 

12 
5 
4 
3 

4 
0 
1 

15 

0 
3 
9 
6 

nuit 60 0 908 1 4 
paix 90 121 0 15 1 

peur 90 0 273 0 1 
soif 409 1 27 3 0 
toux 1070 100 0 9 1 
voix 51 1 0 6 1 

Masculine 

viol 51 1 235 0 1 
foin 362 1 476 3 6 
coup 173 100 81 20 5 
lait 322 121 908 3 5 

daim 168 121 262 2 3 
ciel 173 21 235 0 0 
faon 362 0 476 0 0 
guet 142 4 908 6 2 

fiel 362 21 235 6 0 
bion 273 1 476 1 5 
sein 409 1 476 2 6 
loup 322 100 81 12 5 

235 
476 
81 
908 

262 
235 
476 
908 

235 
476 
476 
81 

0 
3 

20 
3 

2 
0 
0 
6 

6 
1 
2 
12 

NOTE. P = position. 
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Table 14 

Frequency counts for each item in the low-reliability list 

Frequency by Position 

Item PI P2-P3 P4 P1-P3 P2-P4 

Feminine 

boum 
faim 
faux 
fois 

noix 
nues 
nuit 
paix 

peur 
soif 
toux 
VOIX 

Masculine 

dais 
pois 
jour 
toit 

jais 
pouf 
bois 
mois 

tuin 
faix 
saut 
fait 

273 
362 
362 
362 

60 
60 
60 
90 

90 
409 

1070 
51 

100 
121 

6 
1 

1 
4 
0 

121 

0 
1 

100 
1 

168 
90 
53 

1070 

53 
90 

273 
359 

1070 
362 
409 
362 

121 
1 

100 
1 

121 
100 

1 
1 

0 
121 

6 
121 

262 
262 

0 
405 

0 
405 
908 
0 

273 
27 
0 
0 

12 
5 
4 
3 

4 
0 
1 

15 

0 
3 
9 
6 

405 
405 
273 
908 

405 
27 
405 
405 

476 
0 

908 
908 

2 
6 
2 
2 

4 
11 
7 
4 

0 
5 
6 
5 

1 
3 
1 
3 

1 
5 
4 
1 

1 
0 
1 
1 

2 
3 
10 
0 

2 
0 
3 
3 

1 
1 
2 
5 

Note. P = position. 



APPENDIX C 

EXPERIMENT 1: INSTRUCTIONS TO PARTICIPANTS 

THE PROBLEM: Petit chapeau is French for small hat. Petite 

maison is French for small house. Look at the difference in 

the French word for small. Small is an adjective describing 

the noun that follows it. As you can see, some French nouns 

use the word Petit as an adjective, and some nouns use 

Petite. 

YOUR TASK: On each trial, you will be shown a noun. You 

must rate this noun for its likelihood of needing petit and 

for its likelihood of needing petite using any whole number 

from 0 to 9. After you make your ratings, an arrow will 

indicate the correct adjective the noun needs. Please note 

that the order in which you are asked about a particular 

adjective is random-- that is, sometimes you will be asked 

to rate petit first and sometimes petite first. 

YOUR GOAL: As you go through the experiment, you should try 

to correctly assign a 0 or a 9 to each of the French nouns. 

Once you reach perfect performance, you should maintain it. 

THE RATING SCALE: A 0 means that the noun most definitely 

does not use the adjective that you are being asked about. 

A 9 means that the noun most definitely does use the 
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adjective that you are being asked about. Values in-between 

0 and 9 indicate varying levels of certainty regarding which 

adjective the noun uses. 

USING THE RATING SCALE: You should use the rating scale to 

indicate which adjective you think the noun uses, as well as 

your confidence in the rating. For instance, a 2 indicates 

that the noun probably does not use that adjective but that 

you are not absolutely sure of that-- if you were absolutely 

sure that the noun did not use that adjective you would use 

a 0. Similarly, a 7 indicates that the noun probably does 

use that adjective but that you are not absolutely sure of 

that-if you were absolutely sure you would use a 9. DO NOT 

use very high or very low numbers if you are not very sure 

of your answer. 



APPENDIX D 

EXPERIMENT 1: SOURCE TABLES 
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Table 15 

Analysis of variance for Experiment 1 (using participants 
as the random variable). 

Source df Power 

Between subjects 

Orthography (0) 

Experience (E) 

0 X E 

^ within-group 

error 

1 

36 

3.98* 

5.21* 

17 

(193.40) 

10 

13 

01 

.33 

.38 

.07 

.49 

.60 

.06 

Within subjects 

Block (B) 39 

B X 0 

B X E 

B X 0 X E 

B X S error 

39 

39 

39 

1404 

54.44*** .60 1.23 1.00 

96 

2.14*** 

74 

.03 

06 

02 

.16 

.23 

14 

93 

1.00 

82 

(2.56) 

Note. Values enclosed in parentheses represent mean 

square errors. Ŝ  = subjects; d = effect size. 

*p < .05. ***p < .001. 
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Table 16 

Analysis of variance for Experiment 1 (using items as 
the random variable). 

Source df Power 

Between subjects 

Orthography (0) 

Ŝ  within-group 

error 

36.71*** .44 

46 (1846.76) 

89 1.00 

Within subjects 

Experience (E) 

E X 0 

E X S error 

Block (B) 

B X 0 

B X S error 

B X E 

B X E X 0 

1 

1 

46 

39 

39 

1794 

39 

39 

B X E X S error 1794 

301.45*** 

9.85** 

(8.02) 

(2.52) 

87 2.56 1.00 

18 

2.16*** .05 

(2.73) 

5.23*** .10 

4.54** .04 

46 

.22 

87 

122.84*** .73 1.64 1.00 

1.00 

.34 1.00 

.20 1.00 

Note. Values enclosed in parentheses represent mean 

square errors. ^ = subjects; d = effect size. 

*p < .05. **p < .01. ***p < .001. 
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EXPERIMENT 2: STIMULI 

173 



174 

Table 17 

Experiment 2: Stimuli 

Set 1, High-Orthographic, High-Semantic, 
High-Relationship 

Mas 
Word 
pil 
pul 
rol 
ril 
nov 
nof 
nol 
niv 
nif 
nil 

culine 
Definition^ 

pul 
nof 
nif 
nov 
ril 
pil 
nil 
niv 
rol 
nol 

Femi 
Word 
pof 
pol 
piv 
pif 
puf 
rov 
rof 
rif 
puv 
nuf 

nine 
Definition 

puv 
pol 
rif 
rov 
puf 
nuf 
pif 
pof 
rof 
piv 

Una 
Word 
pov 
ruv 
riv 
ruf 
rul 
nuv 
nul 

ssigned 
Definition 

riv 
ruf 
ruv 
pov 
rul 
nuv 
nul 

Set 2, High-Orthographic, Low-Semantic, 
High-Relationship 

Masculine 
'ord 
pil 
pul 
rol 
ril 
nov 
nof 
nol 
niv 
nif 
nil 

Definition 
nil 
rul 
rov 
nuf 
piv 
nol 
pov 
puf 
rif 
ruv 

Femi 
Word 
pof 
pol 
piv 
pif 
puf 
rov 
rof 
rif 
puv 
nuf 

.nine 
Definition 

riv 
pif 
ruf 
niv 
rol 
puv 
pul 
nul 
pol 
nof 

Una 
Word 
pov 
ruv 
riv 
ruf 
rul 
nuv 
nul 

ssigned 
Definition 

nuv 
pil 
ril 
rof 
pof 
nif 
nov 

T̂he program which presented the stimuli to the participants 
also converted these "coded" definitions into semantic form 
in the following manner. On each trial, the initial feature 
of the definition (n,p,r) was randomly equated with a 
numerical feature (three,six,ten), the middle feature of the 
definition (i,o,u) was randomly equated with a color feature 
(pink,yellow,white) and the final feature of the definition 
(f,l,v) was randomly equated with a flower type 
(daisies,lilies,poppies). Thus, a sample word and 
definition might be "Pil is French for three pink poppies." 
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Set 3, Low-Orthographic, High-Semantic, 
High-Relationship 

Masculine 
Word Definition 
nil pil 
rul pul 
rov rol 
nuf ril 
piv nov 
nol nof 
pov nol 
puf niv 
rif nif 
ruv nil 

Feminine 
Word Definition 
riv pof 
pif pol 
ruf piv 
niv pif 
rol puf 
puv rov 
pul rof 
nul rif 
pol puv 
nof nuf 

Set 4, Low-Orthographic, Low-Semantic, 
High-Relationship 

Masculine 
Word Definition 
pov pov 
piv nil 
ruv ruv 
puf nol 
rov puf 
rif rif 
rul rul 
nol rov 
nil piv 
nuf nuf 

Feminine 
Word Definition 
pol pul 
pif pif 
pul niv 
rol pol 
riv puv 
puv rol 
ruf nul 
nof riv 
niv nof 
nul ruf 

Set 5, High-Orthographic, High-Semantic, 
Low-Relationship 

Unassigned 
Word Definition 
nuv pov 
pil ruv 
ril riv 
rof ruf 
pof rul 
nif nuv 
nov nul 

Masculine 
Word Definition 
pil rul 
pul pil 
rol nil 
ril nif 
nov nof 
nof nol 
nol niv 
niv nov 
nif pul 
nil ril 

Feminine 
Word Definition 
pof rof 
pol rov 
piv nuf 
pif pof 
puf piv 
rov puv 
rof pol 
rif puf 
puv pif 
nuf rif 

unassigned 
Word Definition 
pof nif 
pil ril 
rof rof 
ril pil 
nov nov 
nif nuv 
nuv pof 

Unassigned 
Word Definition 
pov nuv 
ruv ruf 
riv rul 
ruf riv 
rul pov 
nuv nul 
nul ruv 
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Set 6, High-Orthographic, Low-Semantic, 
Low-Relationship 

Masculine 
Word Definition 
pil pov 
pul nuf 
rol nil 
ril ruv 
nov rul 
nof puf 
nol rov 
niv rif 
nif nol 
nil piv 

Feminine 
Word Definition 
pof riv 
pol nof 
piv pol 
pif rol 
puf nul 
rov pif 
rof puv 
rif niv 
puv pul 
nuf ruf 

Set 7, Low-Orthographic, High-Semantic, 
Low-Relationship 

Masculine 
Word Definition 
pov pil 
nuf pul 
nil rol 
ruv ril 
rul nov 
puf nof 
rov nol 
rif niv 
nol nif 
piv nil 

Feminine 
Word Definition 
riv pof 
nof pol 
pol piv 
rol pif 
nul puf 
pif rov 
puv rof 
niv rif 
pul puv 
ruf nuf 

Set 8, Low-Orthographic, Low-Semantic, 
Low-Relationship 

Masculine 
Word Definition 
pov pov 
piv nil 
ruv rul 
puf nol 
rov nuf 
rif rif 
rul puf 
nol ruv 
nil piv 
nuf rov 

Feminine 
Word Definition 
pol niv 
pif pul 
pul pol 
rol riv 
riv nul 
puv puv 
ruf ruf 
nof nof 
niv pif 
nul rol 

Unassigned 
Word Definition 
pov nov 
ruv rof 
riv ril 
ruf nuv 
rul pof 
nuv pil 
nul nif 

Unassigned 
Word Definition 
nov pov 
rof ruv 
ril riv 
nuv ruf 
pof rul 
pil nuv 
nif nul 

Unassigned 
Word Definition 
pof nov 
pil nif 
rof pof 
ril pil 
nov ril 
nif nuv 
nuv rof 



APPENDIX F 

EXPERIMENT 2: INSTRUCTIONS TO PARTICIPANTS 

THE PROBLEM: Flauvert is a small French village which 

is known for the many types of bouquets created there. 

Because you plan to visit Flauvert, you want to learn 

the special names the villagers have for the flowers. 

For example, 'SEL' is French for 'four red roses.' You 

also want to learn the correct article, 'Le' or 'La,' 

so that you will not offend the florists. In French, 

'Le' is used if the word is masculine and 'La' is used 

if the word is feminine. 

YOUR TASK: On each trial, you will be shown a word and 

the specific bouquet that word represents. You must 

indicate whether 'Le' or 'La' is more appropriate for 

that word. You will do this using numbers from 0 to 9. 

For each bouquet you will be asked about both articles 

even though the name correctly uses only one of them. 

Usually, after you make your ratings, an arrow will 

indicate the correct article. Use this feedback to 

help you learn. 
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YOUR GOAL: As you go through the experiment, you 

should eventually assign a 0 or a 9 to each of the 

articles. Once you reach perfect performance, you 

should maintain it. 

THE RATING SCALE: A '0' means that the bouquet 

definitely does not use the article you are being asked 

about. A '9' means the bouquet definitely does use the 

article you are being asked about. Values in between 0 

and 9 indicate that you are not totally sure about the 

correct answer. 

USING THE RATING SCALE: You should use the rating 

scale to indicate which article you think the bouquet 

uses, as well as your confidence in the rating. For 

instance, a '2' indicates that a bouquet probably does 

not use that article but that you are not absolutely 

sure of that-- if you were absolutely sure you would 

use a '0.' Similarly, a '7' indicates that a bouquet 

probably does use that article but that you are not 

absolutely sure of that— if you were absolutely sure 

you would use a '9.' DO NOT use very high or very low 

numbers is you are not very sure of your answer. 
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Please note that the order in which you are asked about 

a particular article is random— that is, sometimes you 

will be asked to rate Le first and sometimes La first. 

There are 540 trials in this experiment. 

EXAMPLE TRIAL: This is an example of how the screen 

will look during the experiment. The word is SEL and 

the definition is four red roses. First rate this word 

for the likelihood that it uses LE as an article. Then 

rate this same word for the likelihood that is uses LA. 

An arrow will indicate the correct article. After 

studying the correct response for as long as you wish, 

press any key in order to go on to the next trial. You 

will get feedback on your performance periodically 

throughout the experiment. 
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EXPERIMENT 2: SOURCE TABLES 
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Table 18 

Analysis of variance for Experiment 2 (using participants 
as the random variable). 

Source df Power 

Between subjects 

Orthography (0) 1 9.33** 

Semantics (S) 1 2.13 

Relationship (R) 

Experience (E) 

0 X S 

0 X R 

0 X E 

S X R 

S X E 

R X E 

0 X S X R 

0 X S X E 

0 X R X E 

S X R X E 

0 X S X R X E 

S within-group 

error 

1 

1 

1 

1 

1 

1 

1 

1 

1 

1 

1 

1 

1.11 

1.80 

.20 

.16 

1.64 

2.06 

.00 

.29 

.39 

.24 

.39 

.43 

.76 

16 

04 

02 

04 

00 

00 

03 

04 

00 

01 

01 

01 

01 

01 

02 

.44 

.21 

.15 

.19 

.06 

.05 

.18 

.21 

.00 

.08 

.09 

.07 

.09 

.10 

.13 

.85 

.30 

.18 

.26 

.05 

.05 

.24 

.29 

.04 

.05 

.07 

.05 

.07 

.08 

.17 

48 (40.75) 
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Source df Power 

Within subjects 

Block (B) 13 34.14*** 

B X 0 13 2.98*** 

B X S 

B X R 

B X E 

B X 0 X S 

B X 0 X R 

B X 0 X E 

B X S X R 

B X S X E 

B X R X E 

B X 0 X S X R 

B X 0 X S X E 

B X S X R X E 

13 

13 

13 

13 

13 

13 

13 

13 

13 

13 

13 

13 

B x O x S x R x E 13 

B X S error 624 

1.00 

.76 

.86 

.81 

.69 

.61 

1.04 

.75 

.82 

1.12 

.47 

1.00 

.50 

(2.35) 

. 42 

. 0 6 

. 02 

. 8 5 

. 2 5 

.14 

1 .00 

1 .00 

. 6 2 

.02 .13 

Note. Values enclosed in parentheses represent mean 

square errors. Ŝ  = subjects; d = effect size. 

*p < .05. **p < .01. ***p < .001. 

47 

. 0 2 

. 0 2 

. 0 1 

. 0 1 

. 02 

. 02 

. 02 

. 0 2 

. 0 1 

. 0 2 

. 0 1 

.14 

. 1 3 

. 1 2 

. 1 1 

. 1 5 

. 1 2 

. 1 3 

. 1 5 

. 1 0 

.14 

. 1 0 

.54 

. 50 

. 4 3 
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Table 19 

Analysis of variance for Experiment 2 (using items as 
the random variable). 

1 

1 

1 

1 

1 

1 

1 

5 6 . 8 5 * * * 

1 2 . 9 8 * * * 

6 . 7 4 * * 

1 .23 

.97 

1 2 . 5 6 * * * 

2 . 3 9 

.27 

. 08 

.04 

. 0 1 

. 0 1 

.08 

. 02 

. 6 1 

. 2 9 

. 2 1 

. 0 9 

. 08 

. 2 9 

. 1 2 

1 .00 

. 9 5 

. 7 3 

. 20 

.17 

.94 

.34 

Source df F T̂^ d Power 

Between subjects 

Orthography (0) 

Semantics (S) 

Relationship (R) 

0 X S 

0 X R 

S X R 

0 X S X R 

^ within-group 
error 152 (33.45) 

Within subjects 

Experience (E) 1 17.57*** .10 

E X 0 1 16.00*** .10 

E X S 1 .04 .00 

E X R 1 2.81 .02 

E X 0 X S 1 2.37 .02 

E X 0 X R 1 3.82* .03 

E X S X R 1 4.22* .03 

E x O x S x R 1 7.44** .05 

E X S error 152 (20.88) 

34 

32 

00 

14 

12 

16 

17 

22 

. 9 9 

. 98 

.04 

.38 

. 3 3 

. 4 9 

. 5 3 

.77 



Table 19 

continued 
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Source df Power 

B l o c k (B) 13 

B X 0 13 

B X S 13 

B X R 13 

B X 0 X S 13 

B X 0 X R 13 

B X S X R 13 

B x O x S x R 13 

B X ^ e r r o r 1 9 7 6 

B X E 13 

B X 0 X E 13 

B X S X E 13 

B X R X E 13 

B x O x S x E 13 

B x S x R x E 13 

B x O x S x R x E 13 

B X E X S e r r o r 1 9 7 6 

48.71*** .24 

4.22*** .03 

1.42 

1.07 

1.14 

.98 

1.47 

1.58 

(8.31) 

1.58 

1.12 

1.37 

1.50 

.85 

1.83 

.90 

(6.44) 

.01 

.01 

.01 

.01 

.01 

.01 

.01 

.01 

.01 

.01 

.01 

.01 

.01 

57 

17 

10 

08 

08 

08 

10 

10 

1.00 

1.00 

.81 

.67 

.70 

.61 

.83 

.86 

10 

08 

10 

10 

08 

11 

08 

.86 

.69 

.80 

.84 

.54 

.92 

.57 

Note. Values enclosed in parentheses represent mean 

square errors. ^ = subjects; d = effect size. 

*p < .05. **p < .01. ***p < .001. 




