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ABSTRACT 

A novel technique for handling constraints in adaptive critic design (ACD) is 

proposed. The technique is applied to the optimization of a simplified alkylation 

process. Historically, the constraints are embedded within the objective function as a 

penalty function. This modified unconstrained objective function is then minimized 

using the ACD architecture. The critic in the ACD architecture predicts the value of 

the unconstrained objective function, and trains the action network to minimize it. We 

suggest an enhanced architecture of ACD, which involves two critics instead of one. 

The first critic (cost critic) outputs the long-term estimate of the cost function and the 

second critic (constraint critic) calculates the constraint violation. The interactions of 

these two critics are studied on the training of the action network and compared with 

the traditional penalty function based approach. The outcomes based on two critics 

appear to be better as compared to those obtained from a single critic estimating a 

single objective with constraints embedded as a penalty function. 
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CHAPTER 1 

INTRODUCTION 

Real-time optimization is gaining importance in the chemical and petrochemical 

industries (Dormer et al., 1999; Edgar and Himmelblau, 1988). Real-time optimization is 

the mathematical process to achieve a maximum or minimum of a specified function,. 

The attainment of a maximum or minimum depends on many factors such as feedstocks, 

energy and market conditions. 

Restrictions such as environmental limits and availability of raw materials prevent 

chemical and petrochemical industries from operating the plant to its physical limits. We 

call such restrictions constraints. Constraints may be of two types: external and internal. 

An example of an external constraint is one that is regulated by the government. For 

example, the limits allowed on the release of nitrogen and sulfur compounds. The quality 

and quantity of the raw materials may also be considered as external constraints. 

Chemical and petrochemical industries do not have control in setting the constraints. 

Internal constraints are the ones set by the physical system. For example, the maximum 

valve opening or the maximum tolerable temperature on the reactor to name a few. The 

industries attempt to minimize cost or maximize profit without violations of these 

constraints. 

Mathematically, the constrained optimization problem is formulated as follows: 

Minimize 

(J){x) objective function 



subject to 

h{x) = 0 equality constraints 

g{x) > 0 inequality constraints 

where ;̂  is a vector of real variables. If any of the above functions are nonlinear, then the 

formulation is called a constrained nonlinear optimization problem. 

The constraints are said to be inactive, if the outcome is unaffected by the presence or 

absence of the constraint. However, if the optimum is affected by the constraint, then it is 

said to be active. The set of points that satisfies the constraints are said to be within the 

feasible region of the function (p{x) and the points are called the feasible points. The 

optimization problem is to solve for a feasible point, which results in an optimum value 

of the objective function, ^{x), under the assumption that such a point exists and it is 

unique. 

Traditionally constrained nonlinear optimization problems are solved using one of the 

following methods: 

1. Exterior penalty function approach: The constraints are adjoined to the objective 

function as a penalty, i.e., for any constraint violation; the objective function is 

penalized depending on the size of the violation. Thus, the constrained nonlinear 

optimization problem is transformed into an unconstrained nonlinear optimization 

problem. The unconstrained optimization problem can be solved using any gradient-

based method (Edgar and Himmelblau, 1988; Nash and Sofer, 1994). This approach 

can be applied effectively to some problems, but it becomes very difficult to find a 
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feasible solution in the general case (especially high dimensional problem), as the 

gradient matrix becomes highly ill conditioned (Luenberger, 1984). 

2. Interior penalty function methods or barrier function methods: This methods also 

transforms a constrained nonhnear optimization problem into an unconstrained 

nonlinear optimization problem by introducing a barrier (interior penalty) that 

prevents the generated points from leaving the feasible region (Edgar and 

Himmelblau, 1988; Nash and Sofer, 1994). An example of a barrier function is one 

that introduces the logarithms of the inequalities in the objective function. Unlike the 

exterior penalty function solution, the barrier function solution approaches the 

optimum from within the feasible region. However, barrier functions are known to 

exhibit severe ill conditioning as it approaches the solution (Nocedal and Wright, 

1999). Again, such unconstrained optimization problems can be solved using 

gradient-based methods. 

3. Generalized reduced gradient (GRG) algorithm: The GRG method employs 

successive linearization of the objective function and constraints (Edgar and 

Himmelblau, 1988; Nash and Sofer, 1994). It reduces the dimensionality of the 

problem to a new, independent subset of variables. The gradient is expressed in terms 

of these new variables which are defined normal to the constraints. This algorithm is 

known to have difficulty returning to a feasible point from a nonfeasible point (Edgar 

and Himmelblau, 1988). 

4. Successive Linear Programming (SLP): At the beginning of each iteration of the 

successive linear programming method, a linear problem is formulated based on a 



first order Taylor series approximation to the objective function and constraints 

(Edgar and Himmelblau, 1988; Nash and Sofer, 1994). In addition, upper and lower 

bounds are set on the variables to ensure that the errors between this linearized 

solution and the original nonlinear problem are within some prespecified tolerance. 

The solution of this linear problem either provides a new linearization point which 

improves the objective function, or the solution provided is near to the optimum, if 

there is no improvement in the objective function. This method has a disadvantage of 

slow convergence when the optimum is at the interior of the feasible region or when 

the function is highly nonlinear. Its advantages are rapid convergence for moderately 

nonlinear problems. 

5. Successive Quadratic Programming (SQP): SQP is the leading method used in 

industry to solve large-scale nonlinear problems (Dormer et al, 1999). SQP methods 

solve a quadratic function with linear constraints. The quadratic function is the 

Lagrangian transformation of the original objective function and the constraints are 

linear approximations of the original nonlinear constraint. Newton's method is 

applied to solve directly the Karush-Kuhn-Tucker optimality conditions of the 

original problem (Edgar and Himmelblau, 1988; Nash and Sofer, 1994). For the non-

vertex optimum solution, the SQP requires less iteration than the SLP. But each 

iteration of the SQP requires the solution of a quadratic problem, which requires 

longer execution time and more memory storage than the SLP method. 

Although SQP is the most widely used algorithm (Dormer et al., 1999), its use by the 

chemical and petrochemical industry is low. One of the major reasons appears to be 



speed of convergence for a constrained nonlinear optimization problem. The larger the 

dimension of the problem, the slower is the speed of convergence. With frequent change 

in market economics, the chemical and petrochemical industries require faster execution 

of the optimization cycle. This motivates a need for a faster optimization algonthm. The 

growth in the computer industries has made it possible to have faster microprocessors at 

lower cost. Faster microprocessors can be used in a parallel network. Neural networks, 

which are inherently parallel, form a promising and attractive alternative for parallel 

optimization (Bertsekas and Tsitsiklis, 1989). 

This work describes an extension of the Adaptive Critic Design (ACD), a specialized 

neural network architecture used for constrained optimization. ACD has been 

successfully used in electrical engineering for some control problems (Balakrishanan and 

Biega, 1995; Prokhorov, 1997). It has also been used as a controller for a nonlinear 

multivariate plant (Visnevski, 1997). The present architecture of an ACD uses an exterior 

penalty function approach to solve the constrained optimization problem, which has 

disadvantages as discussed above. This work presents an enhanced architecture of ACD, 

which can handle constraints for constrained optimization problems. 

The thesis is organized as follows. Chapters II and III describe the fundamentals of 

the ACD. The modified ACD is presented in chapter IV. Chapter V shows the application 

of the modified ACD to solve a simple alkylation steady-state process optimization 

problem. The final chapter, VI, summarizes the results and discusses future research 

areas. 



CHAPTER 2 

CONCEPTS IN ADAPTIVE CRITIC DESIGNS 

Adaptive critic designs (ACDs), used in this study, consists of three neural networks 

which interacts to give a solution to a constrained optimization problem. These networks 

are: 

1. Model network: This neural network represents the process or the plant conditions. Its 

inputs are the decision variables and its outputs are the state variables. The model is 

trained based on the available process data. This form of training represents a type of 

supervised learning (see section 2.2). 

2. Action network: The inputs to this neural network are the states and its outputs are the 

optimum decision variables for the process. 

3. Critic network: The inputs to this neural network are either the states of the process or 

both the states and the decision variables of the process and its output is a value of a 

function. The action network is trained to minimize the critic output. The training of 

the critic network also represents supervised learning. Critic training is described in 

section 4.1.1. 

ACDs originated from the concepts of dynamic programming, reinforcement learning 

and backpropagation. They are at times called "approximate dynamic programming" 

methods or "neuro-dynamic programming" (Bertsekas and Tsitsiklis, 1996; Rosenblatt, 

1962; Sutton and Barto, 1998; Werbos, 1990). 



2.1 Neural Networks and Backpropagation 

Neural networks are known for their ability to model any mapping from inputs to 

outputs. Neural network can approximate all forms of a nonlinear function given enough 

connections and training data (Homik, 1989, 1990). In neural networks, the information 

is stored in the weights that connect the neurons. There are numerous ways in which the 

neurons can be connected, which result in different types of neural networks (Haykin, 

1994). This work focuses on feedforward neural networks. 

The neural network community was active in early 1960s following the invention of 

the perceptron by Rosenblatt (1958). It suffered a major setback after the publication of a 

book from Minsky and Papert (1969). In the book, the authors suggest that the multilayer 

perceptron is faced with the 'credit assignment problem': how much does each unit, 

especially the one not in the outer layer, contribute to the error that the net has made in 

processing the training vector. It was not until the paper by Rumelhart, Hinton and 

Williams (1986) and Werbos (1974) who introduced the backpropagation algorithm. The 

algorithm showed that there is an exact solution to the error credit assignment problem. 

2.1.1 Classic gradient decent backpropagation 

This section briefly explains the details of the backpropagation algorithm. Here the 

explanation given is for single hidden layer. For a generalized derivation of 

backpropagation, refer to Haykin (1994) and Werbos (1994). 

Figure 2-1 shows a single hidden layer feedforward neural network with T' inputs in 

the input layer, 'H' hidden neurons in the hidden (or middle), and 'O' outputs in the 



output layer. The basic idea is to find the connections weights between each layer to 

achieve a mapping from the inputs to the outputs. 

>'̂ i 

yh 

yh 

yh 

H O 
Hidden Layer Outer Layer 

yoi 

yo. 

yok 

yoo 

• > 

• > 

• > 

• > 

Figure 2-1: Feedforward, single hidden layer, neural network architecture 

where 

yi Vector of network inputs (vector length I) 

yh Vector of hidden layer outputs (vector length H) 

yo Vector of network outputs (vector length O) 

w.. Weight connecting input neuron / to hidden neuron / 

ŵ  Weight connecting hidden neuron j to output neuron k 

d Vector of desired target (vector length O) 

Error to be minimized 

/ ( . ) Transfer function for hidden and output layer 
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r] Learning rate 

1,7,k subscript representing input, hidden and output neurons, respectively. 

In the feedforward pass, the weights remain unchanged throughout the network, and the 

signals of the network are computed on a neuron-by-neuron basis. This computation 

begins at the first hidden layer (in this case, the only hidden layer) by presenting the 

inputs to the hidden neurons, and terminates at the output layer. Error signals are 

calculated for each layer at the output. 

Mathematically, feedforward calculations are given as 

1=1 
yhj =f{ZWj.yi.) j=K.;H (2.1) 

H 

yo, =f{i:w,yhj) 
7=1 

k=l...,0 (2.2) 

1 O / VT 

E = -I.{d,-yo,)- for one vector (2.3) 

Figure 2-2 schematically represents the feedforward calculations. 

Hidden Layer Output Layer 

Figure 2-2: Illustration of feedforward concepts 



The backward pass begins at the outer layer by passing the error signals back to the 

hidden layer. This process changes the weights of the network as presented by the Eqs. 

(2.6) and (2.7). 

Update rule 

dE dE dyo^ 

dw,. dyo, a w k,j 

(2.4) 

dE dE Mj 

dwj. dyhj dwj. 
(2.5) 

w 
NEW OLD dE 

= ^kj -ri-
m kj 

(2.6) 

^jr=^T-^ 
dE 

dw 
]•' 

(2.7) 

Equations (2.4)-(2.5) represent the basics of the backpropagation algorithm. In general, 

backpropagation means calculating the exact derivatives of the errors of the neural 

network with respect to the individual weights, either in the outer layer or the hidden 

layer. These derivatives are used for instance for the simple update rule (Eqs. 2.6 and 2.7) 

or for other gradient-based approaches to determine the optimal weighted connections. 

Figure 2-3 schematically shows the backpropagation algorithm. 

Hidden Layer Output Layer 

Figure 2-3: Illustration of the backpropagation algorithm. 
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Cybenko (1989) showed that any function can be approximated with a network of a 

single hidden layer. However, how many nodes in this hidden layer remains an open 

research issue. Figures 2-4 and 2-5 show examples of a sigmoidal and a linear function. 

^ 7^ 

Figure 2-4: Tanh-Sigmoid transfer function Figure 2-5: Linear transfer function 

2.2 Reinforcement leaming 

Reinforcement leaming has a long, rich and diverse history connecting various fields 

of cybernetics, statistics, psychology, neuroscience, and computer science. The 

reinforcement leaming paradigm is based on trial-an d-error, which was first expressed by 

Thomdile (1911). He called it the "Law of Effect." The Law of Effect explains the 

essence of animal leaming. It represents the aspects of trial-and-error: selection and 

association. That is, first a comparison is made between the outcomes followed by a 

selection process to choose the best from them based on some criteria. The alternatives 

selected are associated with a particular situation (Barto, 1990). 

The quest in reinforcement leaming is to choose better actions and hence obtain better 

rewards from the environment even in the absence of the best outcome. This idea is 

extended to control and leaming automata. The term reinforcement leaming became 
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popular in engineering literature around 1960s (Waltz and Fu, 1965; Mendel, 1966; Fu. 

1970; Mendel andMcClaren, 1970). 

A definition of reinforcement leaming as provided by Barto (1992) is as follows: "If 

an action taken by a leaming system is followed by a satisfactory state of affairs, then the 

tendency of the system to produce that particular action is strengthened or reinforced. 

Otherwise the tendency of the system to produce that action is weakened." 

Here the exact solution is unknown and one tries to obtain it through trial and error 

(Haykin, 1994; Werbos, 1990). Hence, it may be viewed as an evaluative feedback 

system (Sutton and Barto, 1998). The leaming of a game by a network can be considered 

an example of reinforcement leaming. Since, the training of the network is based on the 

final outcome of the game (Zaman, 1997). Another example of reinforcement leaming 

could be the training of a network to obtain a minimum energy output or maximum profit 

for a process even though, there is no explicit relationship between the variables and the 

cost or profit. The network tries to understand such relations without knowledge of the 

exact optimum. 

2.2.1 Supervised leaming 

In supervised leaming one knows what the exact answer is (Haykin, 1994; Werbos, 

1974; Werbos, 1994). The network is trained to achieve it. Therefore, it can be viewed as 

an instructive feedback system (Sutton and Barto, 1998). For example, explicit targets for 

the outputs of the network are provided at every pass through the network. This is the 

case in system/model identification where in both the inputs and the desired outputs are 
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stored in a file. The network is trained to map the inputs to the outputs. Another example 

would be that of a neural network controller, where the exact set points for process 

outputs are known but the outputs of the controller are unknown (Barto, 1990). 

2.2.2 Supervised versus reinforcement leaming 

Supervised and reinforcement leaming are classified on the basis of the information 

provided and by the function to be minimized. In supervised leaming, the trained network 

follows the environment/function whereas in reinforcement leaming, the network extracts 

the information from the environment/function by interacting with it (Werbos, 1992; 

Sutton and Barto, 1998). 

The action network training can either be supervised leaming or reinforcement 

leaming depending on the critic representation. The critic output can either be the 

estimate of the value of a function, which should reduce to zero (supervised leaming) or 

it can be an estimate of the value of a function which itself needs to be optimized but the 

optimum is unknown (reinforcement leaming). 

There are two main strategies for solving reinforcement leaming problems. The first 

is to search in the space of behaviors in order to determine one that performs well in the 

environment, e.g., genetic programming (Schmidhuber, 1996). The second is to use the 

dynamic programming methods applied to a Markovian decision process (see section 

2.3), to estimate the secondary function for a particular transition from states to decisions 

(Howard, 1960; Bertsekas, 1987). Most of the studies have been done on the aspect of 
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dynamic programming, which is described next. It is not clear, which approach is best in 

which circumstance. 

2.3 Dynamic programming 

Bellman (1957) first introduced the notion of dynamic progranruning. He defined 

dynamic progranmiing based on the principle of optimality, 

" An optimal trajectory has the property that at an intermediate point, no matter how it is 

reached, the rest of the trajectory must coincide with an optimal trajectory as computed 

from this intermediate point as the starting point (pp. 59)." 

Dynamic programming may provide the best approach for highly constrained 

nonhnear systems. Though computational, it suffers from "the curse of dimensionality" 

(Bellman, 1957), i.e., its computational requirements increase exponentially as the 

number of state variables increases. This introduces the need for approximate versions of 

dynamic programming that are computationally feasible. Dynamic programming has 

been extensively developed since the late 1950s, including extensions to partially 

observable Markovian decision processes (Lovejoy, 1991), other applications (White, 

1993), and approximations methods (Rust, 1996). The application of dynamic 

programming to a Markovian decision process is discussed in Howard (1960) and 

Bertsekas (1987). 

The reinforcement leaming problem is generally specified in the form of a Markovian 

decision process (MDP). An MDP consists of a set of states A ; a set of decisions u ; a 

reward function, which depends on both the state and the decision variables; and a set of 
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transition probabilities, which depends only on the decisions and the states at the last 

step. The decision is based on a probabilistic policy n. Policy TT is defined as a mapping 

from the states to the decision space depending on the probability 7r{x,u) of taking 

decision u when in state x. More details on MDP can be found in Howard (1960), 

Bertsekas (1987) and Littman et al. (1995). 

In this work, a dynamic programming solution to a Markovian decision process 

(MDP) is considered. All dynamic programming solutions for an MDP require policy 

evaluation and policy improvement cycles. 

Policy evaluation: This cycle predicts the value function for a particular policy. While 

following a particular policy, the evaluation can be done either for state-value function 

V"{x) or action-value function (2'^(A;,M) depending on the nature and the definition of 

the problem. V'^(JC), is the expected retum when starting in x and following policy TT 

thereafter. Q^ {x,u), is the expected retum starting from x, taking decision u and 

thereafter following policy;r. The details of this can be found in Howard (1960) and 

Littman, et al. (1995). 

Policy improvement: This cycle updates the policy, making it greedy (i.e., it tries to 

minimize or maximize either V"(x) or Q''{x,u) [Howard, 1960; Bertsekas, 1987]) with 

respect to current value function. 

The above algorithm is called policy iteration, which consists of a two-cycle altemate, 

each completing before the other begins. Both the cycles can be viewed as competing 

with each other. That is, in the policy improvement cycle, making the policy greedy, with 
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respect to evaluated value function, makes the calculated value function incorrect for that 

changed policy. Similarly, in the policy evaluation cycle, making the value function 

consistent with a certain policy causes that policy to be suboptimal for that value 

function. In an ideal case, where each and every possible combination of decision and 

states are possible to calculate; these cycles though competing, in the long mn, find a 

single joint solution: the optimal value function and the optimal policy. However, in the 

approximate form of dynamic programming, the solution may be a local maximum or 

minimum. 
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CHAPTER 3 

ADAPTIVE CRITIC DESIGNS 

The adaptive critic architecture was first studied by Widrow (1973) who introduced a 

neural network as a critic network. This paper is the original source of the term "critic". 

Barto, et al. (1983) implemented an adaptive critic system consisting of two adaptive 

elements, the critic and the action network. Werbos (1990) proposed a family of adaptive 

critic designs as a new optimization technique, combining the concepts of reinforcement 

leaming and backpropagation. The goal of each design is to find an approximation of the 

cost-to-go function (the total reward/cost along a path originating from a state and 

following a certain policy thereafter) from the Bellman equations of dynamic 

programming or some function related to it (Werbos, 1990; Barto, 1992; Prokhorov, 

1997; Prokhorov and Wunsch, 1997), and then find the optimal solution of the problem. 

In ACD, two neural networks are adapted: an action network and a critic network. 

The action network outputs the actual decision variables, while the critic network guides 

how the action network should be adapted. The critic network inputs the states (and 

sometimes the decision variables) and outputs a single number, which is an evaluation of 

how well the action network is doing. The action network is trained to 

maximize/minimize this evaluation. Thus, the ACD training procedure can be divided 

into two leaming mles: the first states how the weights in the action network should 

change in response to the critic's output and the second states how the weights in the 

critic network should be changed as a result of changes to the action network weights. 
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The ACD methods can be said to represent dynamic programming by considering the 

first rule to be a policy improvement cycle of dynamic programming and second one as 

the policy evaluation cycle. A schematic of the similarity between the ACD and dynamic 

programming is shown in Figure 3-1. 

Action 
network 

Critic 
network 

-> 
Policy ^. 

evaluation 

Estimate of long-
term cost/profit 

V 

Figure 3-1: Illustration of the similarity between the ACD and dynamic programming. 

The dotted line represents the policy improvements by the backpropagation 

algorithm. The action network/critic network training represents the policy 

improvement/policy evaluation cycles of dynamic programming. The determination of 

suitable decisions, which minimize the overall cost, can be defined as the reinforcement 

leaming problem. 

The critic block or the policy evaluation block can either be a computation block or a 

memory block. There is a trade-of between memory and computation that has a direct 
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impact on the leaming and performance characteristics of the action network (Barto, 

1990). The following two examples illustrates this trade-off One method for leaming is 

to memorize the states and the decisions that are generated by the action network for a 

given objective function. This kind of rote leaming requires extensive memory. An 

altemative method is to learn a secondary function that can be used to evaluate the 

performance of the action network. The two critics: one, which memorizes and other, 

which estimates the secondary function, can be contrasted in many ways. To begin with, 

the main difference between these two is the amount of computation required during the 

training of the action network. In the former methodology, the critic stores all the 

possible states and the resulting decisions from those actions for a particular trained 

action network. Based on these, it trains the action network. The leaming of the action 

network is faster and resulting decisions are better. But, the memory critics suffer from 

the following limitations: it needs vast amounts of memory, and may not be viable for 

most applications. In the latter methodology, the critic has to leam a secondary function 

and hence, has to determine a leaming rule to maintain the accuracy of the secondary 

function at each time step. There is a computational overhead in leaming the secondary 

function but, such critics can be used for large dimension problems. The main 

disadvantage being, the slower training of the action network. 

The next section describes different forms of the critic that can be used in the ACD 

architectures. Each critic tries to estimate some form of a function (e.g., Eq. 3.1) and 

update the action network to minimize that secondary function. 
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3T Forms of ACD 

3.1.1 Heuristic dynamic programming (HDP) 

In HDP, the critic is trained to estimate the cost-to-go function J in the Bellman's 

equation of dynamic programming (this critic is sometimes called the / -critic) (Werbos, 

1990, 1994) expressed as 

J{x{t))= lfU{x{t + k)) (3.1) 
k=0 

where ^̂ is a discount factor for finite horizon problems (0 < ;̂  < 1 ),f/(.) is the utility cost 

and x{t) is an input vector of the critic. The action network is trained to minimize the 

estimate of the cost-to-go function. If exact knowledge for calculation of the cost-to-go 

function J is possible, it is clearly beneficial to use that. But the computational cost of 

finding J grows exponentially with the number of variables in the problem. To manage 

this computational load, we use an approximate form of dynamic programming, that is, a 

model and a critic to estimate the function J . The HDP can be implemented in a variety 

of ways. For example, it can be implemented through pattem leaming (where the weights 

of critic are updated after each pattem is analyzed), or it can be implemented through 

batch leaming (where the weights are updated all at once after a pass through all the 

pattems). In this study, pattem update is applied for the critic training. Details are 

provided in section 4.1.1. In the HDP, inputs to the critic are the states of the plant. The 

schematic of the HDP is shown in Figure 3-2. 
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x{t + 1) 

• > 

Critic 
network 

Estimate of long-term 
cost/profit J{t) 

Figure 3-2: Schematic view of HDP 

3.1.2 Dual heuristic programming (DHP) 

The HDP is the simplest and most widely applied design of ACD (Werbos, 1990; 

Prokhorov, 1997; Prokhorov and Wunsch, 1997). However, it has been criticized for its 

inability to handle large problems (Werbos, 1990). DHP is one of the more complex 

forms of the ACD. In DHP, the critic is trained to estimate the derivative of the cost-to-go 

function with respect to x. The derivatives provide additional information indicating 

which action to change, and in which direction (Werbos, 1992). The output is a vector 

instead of a scalar as in the case of HDP. Again, only the state variables form the input to 

the critic. Details of the application of DHP can be found in Visnevski (1997) and 

Prokhorov (1997). 
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lAA Global dual heuristic programming (GDHP) 

GDHP is a combination of HDP and DHP (Werbos, 1990; Prokhorov, 1997; 

Prokhorov and Wunsch, 1997). HDP provides a single output, which is a consistent 

evaluation of the performance of the action network. DHP, however, is not guaranteed to 

be consistent with the derivatives (Werbos, 1990). Ideally, one would want to have 

benefits of both HDP and DHP. This is possible with GDHP. Details of this can be found 

in (Werbos, 1990; Prokhorov et al., 1997). 

3.1.4 Action dependent critic 

In this case, the critic inputs are both the states and the action network outputs. They 

are denoted as an action dependent form of HDP (ADHDP), or as an action dependent 

form of DHP (ADDHP), and or as an action dependent form of GDHP (ADGDHP) 

(Prokhorov and Wunsch, 1997). The schematic of ADHDP is shown in Figure 3-3. 

x(t) 

^ 
Action 

network/^(.) < 

^ 

u(t) 
• > 

Model x{t +1) 
"^ 

V 
Critic network 

/c(-) - ' 

Critic outputs J(t) V 

Figure 3-3: Schematic view of ADHDP/ADDHP/ADGDHP 
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CHAPTER 4 

METHODOLOGY 

This chapter describes the traditional method for solving constrained optimization 

problems (section 4.1). This is followed by the description of two new methods for 

solving constrained optimization problems. The results are applied in the next chapter to 

a simplified steady-state model of an alkylation unit. This work is concemed with the 

action dependent form of the HDP. 

4.1 ACD with a single critic 

The critic is trained to predict a single objective function, which is based on the 

combination of a cost function and a constraint violation. The constraint is adjoined to the 

cost function as follows: 

f/(M(0,Jc(0) = ^(«(0,40) + rz(Ax,(0) ' (4.1) 

where 

(l){u{t),x{t)) normalized cost function 

F the penalty term 

u decision vector 

X state vector 
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Ax, magnitude of constraint violation on the / th state variable. The constraints 

under consideration are on the state variables and are of the type, 

X, < X< X^. 

N number of constraints. 

The next two subsections describe the training of the critic and the action network 

for the ACD with a single critic. The MATLAB® Levenberg-Marquardt training 

algorithm was used for both the action and the critic network update (Hagan and Menhaj, 

1994). 

4.1.1 Training of the critic 

The critic in ADHDP outputs an estimate J of the cost-to-go function / provided in 

equation (3.1). It can be recursively written as 

J{uit), jc(0) = rJ(u{t + l),x{t + D) + Uiu{t),x{t)) (4.2) 

where y isa. parameter, 0 < ;̂  < 1, called the discount factor. 

The critic training cycle minimizes the following error: 

E^=-e'^ (4.3) 

e^ = Jiu(t),x(t))-rJ(uit + \),xit + i))-U(u{t),x{t)) (4.4). 

The steps in critic training thus require recursive pass through all three networks to factor 

in the effect of time. The details of the training are presented next. 
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Steps in the critic training cycle: 

1. Initialize at r = 0 the initial state and action vectors. Set the weights of action 

network W^ to some random weights for first critic training cycle, or restore them 

from previous action network training cycle. In this cycle, the weights of the action 

network remain constant. The weights of the critic W^^ are also set to some random 

values. 

2. J{t) = f^ (x(0, w(0,^c) - critic output at time t. 

3. Compute the utility function U{u{t),x(t)) = ^{uit),x{t)) + rf:{Axit). f 
i=l 

4. xit +1) = / ^ {u{t),Wi^ ) - model output at t+1 

5. u{t + l) = f^ {x(t + l),W^) -action network output at t+1; 

6. Jit +1) = fcixit + l),M(r -hl),Wc) 

7. Update the weights of the critic network as follows 

Wc™ =W^'''' -[JalJa^ +TjI](Jal)E^ 

where 

Wf^^^ Weight matrix of the critic network after the update 

^^OLD Weight matrix of the critic network before the update 

Ja^^ Jacobian matrix, which contains the derivatives of critic output with 

respect to the critic network weights 

E^ Calculated from equation 4.3 

/^(.,W^) Action network 
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/c(.,Wc) Critic network 

/yvf (-'^M) Model network 

This superscript stands for the transpose of the matrix 

/ Identity matrix 

;; Leaming rate of the critic (starting value of ;; was chosen to be 0.001. It 

was decreased by 0.1 for a decrease in the error prediction and increased 

by 10 when there are no changes in the error prediction. Maximum 

allowable value of ;; was set at lelO. 

8. t = t + l Continue from step 2. 

4.1.2 Update of the action network by a single critic 

The action network is trained to minimize the critic output, i.e., the long-term 

estimate of the cost-to-go function / . 

Steps in the action network training cycle: 

1. Initialize at r = 0 the initial state and decision vector. Set the weights of action 

network, W^ , and the weights of critic network, W^^, same as previous critic training 

cycle. 

2. xit +1) = /M iuit),W^ ) - model output at t+1 

3. M(r +1) = /^ixit + l),W^) -action network output at t+1 

4. Jit + l) = fcixit + l),uit + llWc) 

5. Update the weights of the action network as follows 
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wr =Wr-[Ja'Ja + rjI]iJa')J 

The leaming rate ;; is changed as discussed in critic training section. Here 

7a represents the jacobian matrix of the critic output with respect to the action 

network weights. 

6. t = t + i continue from step 2. 

The major issue in the ACD stmcture is the information provided by the critic. Since 

the critic provides an estimate of the cost-to-go function, it is possible that the estimate 

may be incorrect or quite accurate if the critic has been well adapted or trained. As the 

objective function becomes more nonlinear, the training of critic requires larger sets of 

training samples and more training cycles. This will eventually affect the training of the 

action network and the efficiency of the entire stmcture. It is possible to obtain better 

estimates from the critic with offline training of complex neural networks even though 

this undermines having an online optimization of the process. One can take an example 

of the penalty function approach discussed above for the constraint optimization. The 

penalty term adds an extra amount of nonlinearity to the objective function. This may 

pose a problem for the training of the critic and eventually in the estimation of the action 

networks weights. To overcome that problem, we have introduced another critic, which 

estimates the constraint violation. 
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4.2 ACD with more than one critic 

Instead of having a single critic estimating both the cost function and the constraint 

error, we use two critics, a constraint critic (CC) and a cost critic (CoC). 

Cost critic (CoC): This critic estimates the cost-to-go function given below 

Jcoc{uit),xit))= Zr'u(uit + k),xit + k)) (4.5) 
k=0 

Uiuit),xit)) = <piuit),xit)) (4.6) 

Constraint critic (CC): This critic provides the constraint violation error. It is a lookup 

table, i.e., when the state variables are between the upper and lower bound; the constraint 

critic does not see an error. If the states are out of bounds, the constraint critic uses the 

closest limit to calculate the error at each time interval. 

Jcc = S ( ^ / ) ' 

For more than one critic, the training of critic remains the same as that described in 

section 4.1.1. 

4.2.1 Sequential update of the action network by two independent critics 

The action network tries to minimize J^^^^^ and J^^^ sequentially, i.e., first J^^^^^ is 

minimized and then y^c ^̂  minimized. 

The steps for the action network updates are: 

1. Initialize at t = 0 the initial state and action vector. Set the weights of action network, 

W., and the weights of critic, W^, to be same as the previous critic training cycle. 
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2. xit + l) = f^ illit),W^)- model output at t+1 

3. w(r +1) = /^ ixit + l),W^) -action network output at t+1 

5. Jcc=t(^^' 
1=1 

6. Update the weights of the action network as follows 

7. Check whether J^c ^̂  acceptable or not 

8. If the constraints are violated update the action network 

CoC 

^NEw ^^OLD .y^T^ja^^ +rj,,I]iJal,)J 

9. t = t + l continue from step 2. 

CC 

4.2.2 Simultaneous update of action network by two independent critics 

In this case, the update of the action network is carried out by considering both critics 

simultaneously. 

The steps for action network updates are: 

1. Initialize at r = 0 the initial state and action vector. Set the weights of action network, 

W^ , and the weights of critic, W^^, to be the same as the previous critic training cycle. 

2. xit + V) = /M MO,^M ) - model output at t+1 

3. w(r +1) = /^ ixit + i),W^) -action network output at t+1 

4. J,^,it + l) = fc,c(x(f + ̂ )Mt + i),W,^c) 
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N 

CC 

5. Jcc=T{^xy-
i 

6. Update the weights of the action network as follows 

^NEw ^W^'"" -[Jal^^Ja,,,, ^r],,,,I]iJal,)JCoC -[Jal^Jacc ^rj,,l]iJal,)J, 

7. r = r +1 continue from step 2. 

The critic and the action network training cycle can be carried out in various ways. 

One way of training the ACD is to train the critic network until the convergence of W^, 

while keeping action network weights constant. After the critic training cycle, the action 

network training cycle is initiated. This cycle is continued until the convergence of W^. 

The training is stopped if the action network performance is acceptable. If not, one may 

again retrain the critic network and then continue the training procedure. Also the initial 

guesses of jc(0) and M(0)are randomly chosen from the state and decision space under 

consideration on every retum to the beginning of each training cycle. This is called the 

offline training procedure (Prokhorov, 1997; Visnevski, 1997). 

An altemate way is to repeat the training procedure with only x(0) and M(0) chosen 

randomly at the beginning of the critic training cycle. Continue the training procedure 

with the obtained state and decision vectors within the training procedure. Also, one may 

continue each training cycle for some finite number of epochs and stop before the 

convergence of either the action network or the critic network. The action network 

training epoch and the critic network training epoch are generally of different length and 

is problem specific. This is closer to online implementation (Prokhorov, 1997; Visnevski, 

1997). It is important to remember that, in theory, the critics do not remain accurate, once 
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the weights of the action network are changed. An appropriate and rigorous technique 

would be to train the critic after each update of the action network. In this work, we 

follow the latter technique of updating the critic network after each update of the action 

network. 
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CHAPTER 5 

CASE STUDY: RESULTS AND DISCUSSIONS 

The ACD presented in Chapter 4 is tested on a simplified alkylation process. Details 

of the alkylation process can be found in Edgar and Himmelblau (1988). Section 5.1 

briefly outlines the alkylation process. In section 5.2, we present the results obtained and 

Section 5.3 summarizes and discusses those results. 

5.1 Alkylation process 

Isobutane make-up 
NL 

Olefin feed M, 

Fresh acid u 

^ 

^ 

- > 

Isobutane recycle u^ 

Reactor 

A 

Hydrocarbon Product 
• > 

Fractionator 

Alkylate Product 

Spent Acid 

V 

Figure 5-1: Alkylation flowsheet 
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Figure 5-1 shows a simplified alkylation process. The problem is to determine the 

optimal operating conditions for the above process. Saur et al. (1964) solved this problem 

using SLP and Edgar et al. (1988) found the solution using SQP. The process has three 

decision variables and seven state variables. Table 5-1 includes the units, upper and lower 

bounds for these decision and state variables. All the bounds represent physical, 

economical and performance constraints. 

Table 5-1: Process variables 

Symbol 

M, 

" 2 

M3 

^1 

^ 2 

X, 

X, 

X, 

^6 

^7 

Variable 

Olefin feed (barrels per day) 

Isobutane recycle (barrels per day) 

Acid addition rate (thousands of 

pounds per day) 

Alkylate yield (barrels per day) 

Isobutane makeup (barrels per 

day) 

Acid strength (weight percent) 

Motor octane number 

External isobutane-to-olefin ratio 

Acid dilution factor 

F-4 performance number 

Lower bound 

0 

0 

0 

0 

0 

85 

90 

3 

1.2 

145 

Upper bound 

2000 

16000 

120 

5000 

2000 

93 

95 

12 

4 

162 
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The cost function to be minimized is defined by, 

<Z>(M, jc) = -C^x^x^ + Ĉ Wj + C3W2 + C4M3 + C5X2 (5.1) 

where 

C, Alkylate product value (dollars/octane-barrel) 

C2 Olefin feed cost (dollars/barrel) 

C3 Isobutane recycle costs (dollars/barrel) 

C4 Acid addition cost (dollars/thousand pounds) 

C5 Isobutane makeup cost (dollars/barrel). 

In this study, equation (5.1) is minimized for different economic parameters to 

generate different types of optimum operating conditions. 

The process is represented by algebraic expression as follows: 

jci =M,(1.12 + 0.13167^5 -0.00667^:5) (5.2) 

JC2 =(1.0 + v jx , -Ml (5.3) 

iaJAOOOu. 
X, 

jCjJCg + 1000M 
(5.4) 

3 

jc. = 86.35 +1.098x, - 0.038A:' + 0.325(.X3 - av^) (5.5) L4 - 0 U . J J - r i . W 7 0 A 5 yj.yj^u^^ ,yy.^^^y^-^ 

X, = 
Uj -^ X2 

Mj 

(5.6) 

A:, =35.82-0.222X7 (5.7) 

jĉ  = - 1 3 3 + 3̂ :4 (5.8) 
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where 

v̂  = 0.22 Reaction volumetric shrinkage 

a, = 98 Acid strength 

av^ = 89 Average reactor acidity. 

5.2 Results 

The objective of this study is to evaluate the performance of the proposed ACD for 

the cases where: the optimum lies at the apex of two decision variables constraints, 

boundary of a decision variable constraint, and when no decision variable constraint is 

active. To obtain this objective, we trained the model over the following 

range: 1000 < M, < 2000; 13000 < M2 < 16000 and 50 < M3 < 120. The data, used to train 

model network are obtained by solving the above equations (5.2-5.8) for different values 

of the decision variables M within the bounds stated above. Additionally a change was 

made to the cost function, that is, the constants C, through C5 are varied. Their values are 

shown in Table 5-2. 
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Table 5-2: Constants for optimization study 

Cases 

c, 

C^ 

c. 

C4 

Cs 

I 

0.062 

5.0 

0.084 

15.58 

3.0 

II 

0.055 

3.80 

0.2 

15.2 

3.1 

III 

0.02 

1.2 

0.2 

15.0 

6.0 

% Max. relative 

change 

67.7 

76.0 

32.0 

3.7 

50.0 

The model network is a feedforward neural network with three inputs, seven outputs, 

and fifteen neurons in the hidden layer. The hidden layer has sigmoid transfer functions 

(see Section 2.1.1, Figure 2-4) and the output layer is linear. The model network is 

trained with normalized data, i.e., states and decision variables are scaled between -1 and 

1. The number of nodes in the hidden layer was obtained based on the validation 

procedures found in (Haykin, 1994). For the action network, we had seven inputs 

corresponding to the seven state variables, three outputs corresponding to the three 

decision variables and fifteen neurons in the hidden layer. The hidden and outer layers 

both have sigmoid transfer function. The sigmoid function in the outer layer was 

necessary to avoid blow-up at the action network output. The number of neurons in the 

hidden layer in this network was selected by trial-and-error. The ACD network was tested 

for three different economic conditions with the number of hidden neurons in the action 
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network varying from eight to thirty neurons. The number of neurons that gave the 

minimum value of the objective function was selected. For the critic, we had ten inputs, 

combining states and decisions, single output and eight neurons in the hidden layer. The 

hidden layer of the critic network has sigmoid transfer functions and the output layer is 

linear. The critic network weights were initialized randomly. The number of neurons in 

the hidden layer for the critic network were selected based on the simulation results for 

critic validation as explained in Prokhorov (1997). The training of the critic and the 

action network was carried out as explained in chapter 4. The cost function (equation 5.1) 

was also normalized between -1 and 1. The maximum and minimum for the 

normalization were determined from the knowledge of the cost price of the products and 

the raw materials, which make up the cost function. Thus, the output of the critic is a 

normalized estimate of the cost function. The value of ^(0.1) was chosen close to zero 

for this steady-state optimization case (see Chapter 4, equation 4.2). 

5.2.1 Update of the action network by a single critic-Penalty function approach 

The penalty function approach was tested for different penalty terms as described in 

section 4.1. The critic was trained to predict the objective function described in equation 

(4.1). The prediction of the critic was not satisfactory for all the cases, and it was difficult 

to obtain a feasible solution. This was due to a poorly trained critic. Better-trained critics 

are supposed to generalize the objective function over a range of state and decision space. 

A higher degree of nonlinearity increases the difficulty of training and may reduce the 

accuracy of the critic's output. 
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Figure 5-2 demonstrates the inability of the action network to reduce the constraint 

error. The results are typical of what were obtained for different action network training 

cycles. The entire ACD training was repeated several times with different initial guesses 

of the action network and the critic network weights and different penalty terms. Also, for 

these simulations, we tried different numbers of hidden neurons (varying from eight 

hidden neurons to fifteen hidden neurons) for both the action and the critic networks, 

which did not result in any significant improvement. All mns reproduced approximately 

the same result shown in Figure 5-2. For some runs, the action network abmptly 

saturated. The main cause of this, we believe, is the inaccurate training of the critic 

network. 

Figure 5-2 : Constraint error during the action network training (F = 10^) 

Figure 5-2 demonstrates the difficulty involved in training the action network by 

attaching constraints as a penalty on the cost function. To overcome this cumbersome 

training procedure, we involved another critic, the results of which are shown in the next 

two sections. 
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5-2.2 Sequential update of the action network by two independent critics 

The action network sequentially minimizes the constraint errors (if any) and the 

estimate of the cost function. The training of the action network is carried out as 

described in the section 4.2.1. Since the training of action network is sequential in nature, 

the action network during the training chooses between two policies due to updates by 

two independent critics. The lack of interaction between the two critics causes the action 

network training either to stop suddenly or continue bouncing between the two 

objectives, i.e., satisfying constraints and minimizing the cost. The results obtained may 

be better when the training cycle of action network incorporates both critics 

simultaneously. 

Figures 5-3 and 5-4 show the cost function variation and constraint error variation 

respectively during the action network training cycle. After 35 epochs, the training was 

switched from sequential update to simultaneous update. Both the constraint errors and 

the value of the cost function decreased. 

-0.5 

40 60 90 

'Seq critic 

Simul critic 

Epochs 

Figure 5-3: Cost function variation during the action network training (^ = 0.1) 
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Figure 5-4: Constraint error during the action network training iy = 0A) 

5.2.3 Simultaneous update of the action network by two independent critics 

The action network training is carried out as described in section (4.2.3). The ACD 

shows the flexibility of moving the plant within the constraint space. For the given cost 

function at different economics (i.e., for different values of C.'s), the ACD moves the 

plant, 

1. from an unconstrained optimum (case 1) to the boundary optimum (case 2) and back, 

2. from the boundary optimum (case 2) to the apex optimum (case 3) and back, and 

3. from the apex optimum (case 3) to the unconstrained optimum (case 1) and back. 

The phase planes of the decision variables are shown in Figures 5-5 and 5-6. These 

diagrams represent the output of the trained action network (different action network 

weights for different cases), which directly outputs the optimum. Figure 5-5 demonstrates 

the transition from easel to case 3; case 3 to case 2; and case 2 to case 1. 
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Figure 5-5: Phase plane (1-3-2 transition):(a) Decision variable 1 versus Decision 
variable 2 
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Figure 5-5(continued): (b) Decision variable 2 versus Decision variable 3 
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Figure 5-5(continued): (c) Decision variable 3 versus Decision variable 1 

Figure 5-6 demonstrates the transition from easel to case 2; case 2 to case 3; and 

case 3 to case 1. 
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Figure 5-6: Phase plane (1-2-3 transition): (a) Decision variable 1 versus Decision 
variable 2 
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Figure 5-6(continued): (b) Decision variable 2 vs. Decision variable 3 
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5.3 Discussion 

The optimization problem considered is a nonlinear steady-state problem with three 

decision variables and ten constraints. The ACD structure cannot be expected to find the 

optimal solution every execution. On an average, it was observed that during the training 

cycle, the action network was saturated thirty percent of the time for a given number of 

hidden neurons and random initial guesses for the weights of the action and the critic 

networks. To increase the possibility of a finding the extremum, different random starting 

guesses were used in each case. The solution with the best value of the objective function 

was assumed to be the optimal solution, which was used for the perturbation test 

described next. 

The perturbation test was performed to determine the value of the objective function 

near the optimal solution. Tests were carried out by choosing several random points 

around the optimal solution and calculating the objective function value for each random 

point. A random point was selected by perturbing the values of the optimal decision 

variables using the following formula : 

", = ^opt,i + (0-5 - randY const * M^̂ , . (5.9) 

where 

u the i'*̂  decision variable of the random point 

u^,. the i decision variable of the optimal solution 

rand random number between 0 and 1 

const factor, 0.1. 
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The change in decision variable was limited to + 5% of the optimal solution. It is 

possible some decision variables may exceed their bounds and/or a combination of the 

decision variables may result in state variables, which are out of their bounds. These 

random points were discarded from the results for the above analysis. It was found that 

from the acceptable random points, there was no improvement in the objective function 

value than the corresponding optimal solution. Thus, the optimal solutions found in the 

studies are at least the local optimums. 

The optimum solutions obtained were compared with the NPSOL solutions (Gill et 

al., 1981). For using NPSOL, we solve equations 5.2-5.8 simultaneously for a given 

decision variables as explained in Sauer et al. (1964). The outputs are checked for the 

improvement of the defined objective function within NPSOL. NPSOL uses an SQP 

algorithm to find the optimum (Gill et al., 1981, 1986). The comparison for both the 

approaches is shown in Table 5-3. 

45 



Table 5-3 : Comparison between NPSOL and ACD 

Cases 

Uy 

U2 

M3 

^1 

^ 2 

•̂ 3 

^ 4 

^5 

^6 

X, 

^iu,x) 

percentage 
Relative 

error 

I 

ACD 

1725.9 

15461.09 

86.01 

3056.12 

2000.0 

88.7 

93.2 

10.13 

3.1 

145.89 

-375.22 

NPSOL 

1726.06 

15448.79 

87.55 

3054.14 

2000.00 

88.07 

93.26 

10.11 

3.23 

146.79 

-368.22 

-2.1 

II 

ACD 

1524.8 

13000 

78.01 

2665.8 

1762.2 

88.65 

93.91 

9.57 

3.14 

146.06 

1273.82 

NPSOL 

1513.55 

13000.00 

79.69 

2678.55 

1754.28 

88.32 

93.22 

9.75 

3.26 

146.67 

1267.5 

0.4 

III 

ACD 

1202.4 

13000.0 

50.0 

2091.3 

1358.3 

86.8 

93.81 

11.94 

3.13 

146.11 

9018.98 

NPSOL 

1195.1 

13000.0 

50.6 

2078.2 

1341.2 

86.44 

93.22 

12.0 

3.25 

146.66 

8965.56 

0.6 

The mismatch between the ACD and NPSOL solutions can either be due to the 

inaccuracy of the neural network model trained or another factor could be the 

nonlinearity of the objective function itself, which may create errors in the action 

network. Some of the model equations (represented by 5.2-5.8) are obtained assuming 

46 



certain parameters to be fixed, for example acid strength a/m equation 5.4, reaction 

volumetric shrinkage v^in equation 5.3 and average reactor acidity av^in equation 5.5. 

Details of the process equations can be found in Sauer et al., (1964). The effect of a ±1% 

change in each of these parameter values on the objective function was studied and is 

shown in Table 5-4, and based on simulations carried out using NPSOL. 

Table 5-4 : The effect of parameter uncertainty on the objective function value 

Parameters 

« . 

V. 

a^s 

Relative percentage 
change in the objective 
function at +1% change 

in the parameter 
Case 1 

+41.5 

-43.0 

-5.7 

Case 2 

-9.6 

+8.6 

+1.4 

Case 3 

-0.6 

+0.5 

+0.4 

Relative percentage 
change in the objective 
function at -1% change 

in the parameter 
Case 1 

-44.0 

+40.4 

+5.7 

Case 2 

+8.8 

-9.2 

-1.4 

Case 3 

+0.5 

-0.6 

-0.4 

Average of |columnl| 
and |column2| 

Case 1 

42.75 

41.7 

5.7 

Case 2 

9.2 

8.9 

1.4 

Case 3 

0.55 

0.55 

0.4 

The results show that the optimum is affected by both a^ and v̂  as they represent the 

nonlinear equations in the process, whereas flv^is part of the linear equations. The 

accuracy of the optimum thus rests with the accuracy of parameters a^ and v^. 
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CHAPTER 6 

CONCLUSIONS AND RECOMMENDATIONS 

6.1 Conclusions 

The main objective of this work was to explore the feasibility of incorporating 

constraints in the ACD structure without resorting to penalty functions. Although penalty 

functions seem to be the easiest and most computationally attractive altemative, it fails to 

satisfy all the constraints for the problem studied. Our results show that the training of the 

critic network for a simplified alkylation unit becomes very difficult with the penalty 

term attached to the cost function. An altemative is to introduce either an additional critic 

for constraints and updating of the action network simultaneously, or to use a constraint 

critic and a cost critic. The latter was found to work efficiently for the same problem. The 

suggested methodology was able to move the plant within the decision space: 

1. from unconstrained optimum to boundary optimum and back, 

2. from boundary optimum to apex optimum and back, and 

3. from apex optimum back to unconstrained optimum and back. 

The trade-off is between the single versus multiple critics training, the computing 

load, convergence and stability. The introduction of more critics increases the 

computational overhead, but it may also improve the quality of the information provided 

by the critics for problem studied. When the single critic representing a highly complex 

function appears to fail, perhaps more than one may be an altemative. Also the 

application of two critics in the sequential mode was analyzed. It resulted in a pooriy 

48 



trained action network. The outcome suggests that the update of the action network 

should incorporate all critics simultaneously rather than sequentially. 

6.2 Recommendations 

The methodology described above was for linear constraints, but one can extend it to 

nonlinear case as well. Introduction of another critic for constraints introduces many 

questions. Will it be better to have critics for each objective function in multi-objective 

problem or should one use the universal mapping properties of neural networks to 

represent all the objectives into one function? The trade-off will depend on the training 

and accuracy of the single critic vs. multiple critics. For a steady state optimization 

problem, the constraint critic is a look-up table, where as the cost critic is predicting the 

effect of all the states and decision variables on the cost function. A careful and thorough 

analysis of this trade-off needs to be performed to answer these questions. 

Another issue that must be addressed is the speed of convergence. The speed of 

convergence depend on many factors, namely, the training algorithm used, the size of the 

network, the type of the network and the size of the problem itself For the case studied, 

the speed of convergence was comparable to that of NPSOL. Even though the action 

network takes the states as inputs and outputs the optimum decision variables, the 

training of the action network is a time-consuming cycle. Future studies should be carried 

out to find the impact on the speed of convergence of the ACD for larger dimension 

problems. In this study, the training algorithm used was a Leveberg-Marquardt, which is 

known to scale pooriy with the size of the network. Also the network used was a 
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feedforward neural network. As the problem scale and nonlinearity increases, recurrent 

neural network may be a better choice than the feedforward neural network. 

The critic in the simulation of the alkylation unit provides an estimate of the cost 

function. The next logical step would be to train the critic to estimate the derivatives of 

the cost with respect to the states and the decision variables, the action dependent form of 

DHP (ADDHP). Also the effect of another critic, not just a look-up table, needs to be 

studied for this case. 

Most of the chemical industries utilize first principle-based steady-state models for 

their processes, which are updated frequently. The ACD adaptation for process-model 

mismatch needs to be studied for online applications. 

The methodology was demonstrated on a steady-state optimization problem. A more 

rigorous and appropriate test of the critics is to apply it to a time varying problem. 
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